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Abstract

Predicting crop water requirements is a hard task given the number of variables involved. Smart ir-
rigation systems help farmers calculate such requirements using weather forecasts and/or soil moisture
values and irrigate accordingly. After analyzing the existing solutions, we concluded that one major irriga-
tion problem is the lack of interoperability, this is, when two or more controllers are required to acquire the
needs of a field, they do not share information with each other, thus preventing any intelligence capabili-
ties.

This document describes all the processes behind the conception and implementation of a solution,
Raindrop, designed to tackle the problem above. Raindrop is a smart irrigation system that can be re-
motely accessed through a smart device. It combines meteorological forecasts with soil moisture values
to generate irrigation schedules to provide the required amounts of water at the right time, achieving water
and energy savings and healthy crops.

Our solution was tested in two ways: data analysis and usability. Through data analysis, we were able
to compare the results obtained by algorithms with the data observed in a farm, and we concluded that
for better system operation both meteorological predictions and readings of the humidity probes must
be used. The usability of our application was tested with a group of real users, who performed tasks
inherent to the critical functionalities, together with a SUS test the showed a high final score.
Keywords: Smart Irrigation, Evapotranspiration, Soil Moisture Sensors, Weather Forecasts.

1. Introduction
Irrigation is a technique used in farming that allows
the cultivation of crops in areas where rainfall is not
enough to meet crop development requirements.

According to R.N. Reddy [1], farming uses close
to 66% of the world’s water usage and most irriga-
tion systems supply at least from 50 to 60% more
water than necessary. Water usage from limited
supplies is not only a high-cost exercise but also
raises environmental concerns [2].

Water is a life requirement. We must ensure that
when we exploit this resource, we are not compro-
mising the lives of the others now or in the future
[3].

1.1. The problem
Throughout the year, the water requirements of
crops change due to different weather conditions
and crop development. These requirements are
complicated to track, especially in what concerns
water usage. Smart irrigation controllers were cre-
ated to solve this problem. As we will discuss in
Section 2, there are two main types of smart irriga-
tion controllers: weather-based and soil moisture-
based.

Weather-based controllers focus mainly on

weather conditions to estimate crop irrigation
needs. This approach may fail due to the use of a
non-representative weather data source. Further-
more, it does not track the actual amount of water
that infiltrates the soil.

Soil moisture-based controllers collect data from
sensors placed in representative areas and trigger
irrigation when moisture levels drop down a certain
threshold. This approach may fail, as water needs
can be different within a zone. Furthermore, these
systems may trigger irrigation even when rainfall is
highly probable.

From our research, we can conclude that smart
controllers, independently of the approach, have a
limited number of zones and that that limit might be
surpassed by adding an extension (if available) or
adding a new controller (keeping the previous).

On the one hand, adding an extension might
mean that cables connecting the irrigation con-
troller to the sensors and actuators, will have sig-
nificant lengths, increasing cost and the probability
of errors (e.g., cable break).

On the other hand, adding a new controller might
require extra attention from the user. None of the
products reviewed enable communication across
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controllers in the same location to share data (inter-
operability). Consequently, there may be overlap-
ping irrigation schedules that lower water pressure
and irrigate less than planned.

1.2. Project goals
Our solution to solve the problem comprehends:

• A centralised server that remotely manages
the irrigation controllers;
• An irrigation algorithm based on weather con-

ditions and soil humidity sensor data;
• An abstraction to handle multiple controllers

as one controller;
• A mobile application for irrigation controller

configurations and commands, display statis-
tics and transmit decision making that is trans-
parent to the user.

1.3. Ground research
For a better understanding of how a real-world farm
environment works, we contacted Mr João Pedro
Sanches, owner of Quinta das Chantas, a farm lo-
cated in Santarém, Portugal. We were able to visit
it, on 30 November 2017.

This farm’s controller lacks the ability to automat-
ically adjust watering schedules based on the sen-
sor’s readings and the weather forecast. Moreover,
the reports from the sensors are only generated
once a week only. Therefore, the farmer does not
have immediate feedback of moisture values and,
possibly, over-irrigating, or worst, under-irrigating
crops.

An example of how an automated system pro-
vided irrigation inadequately can be seen in Fig-
ure 1. As the report shows, irrigation was provided
on the 14th of October, two days before a predicted
rainfall. Furthermore, after a rainy day, on the 18th

of October, irrigation was provided, even though it
rained on that day too.

Figure 1: Graph extracted from a report of Quinta das Chantas,
showing irrigation on a rainy day.

2. Background
Smart irrigation controllers are an evolution of
clock-based controllers, as they only provide water
as crops needs, instead of operating on a prede-
fined constant schedule, watering every day for a
fixed period and a fixed water quantity.

With the evolution of technology, smart irrigation
controllers have improved substantially. Materials

for the creation of the products and their manufac-
ture process have become cheaper, internet ac-
cess has grown around the world, and watering
calculation formulas have been improved.

The two main types of smart irrigation controllers
are weather-based and soil moisture-based [4].
Some controllers have the option to operate with
both options, combining the two worlds. Regard-
less of the type, they both share the same target:
calculate the irrigation quantity to be applied at the
right time.

2.1. Weather-based irrigation controllers
Weather-based controllers use weather conditions
to plan irrigation schedules. Weather data can be
collected either in real-time or via historical records
and is used to calculate evapotranspiration. With
the calculation results, from the Soil Water Balance
Equation, the system keeps track of depletion and
eventually compensates water loss with irrigation.

The quality of the collected data represents a
significant factor in how good the controller will
operate. There are two ways to obtain real-time
weather data: on-site measurements; or via a re-
mote weather station site. Both those methods
have their trade-offs.

On the one hand, a limited data set will be gener-
ated with on-site sensors, and therefore the evapo-
transpiration calculation might be weaker than us-
ing a full data set from a weather station. On the
other hand, a remote weather station data may not
be representative of the irrigation site, and there-
fore the results might not be accurate.

The weather station from where the data is col-
lected can either be public or private. A centralised
computer server usually processes this data that is
then transmitted to the irrigation controllers. This
operation has costs that can either be paid by the
controller provider or by the controller users.

In this approach, irrigation controllers have no
feedback on the amount of water that infiltrates the
soil. Therefore, crops might not receive the neces-
sary amount of water.

2.2. Soil moisture-based irrigation controllers
Soil moisture-based controllers schedule irrigation
according to soil moisture conditions measured on-
site with one or more soil moisture sensors. Those
controllers usually initiate watering when soil mois-
ture level drops to a threshold point set by the user
– management allowed depletion (MAD) - and stop
when soil moisture level is near field capacity.

Some controllers uniformly irrigate all zones us-
ing the data acquired from a single sensor. Oth-
ers use multiple sensors, placed in representa-
tive zones, and apply different amounts of water
to each zone.

With the evolution of technology, moisture sen-
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sors have improved and became cheaper. Many
different soil moisture sensor types exist with vari-
ous methods to calculate moisture [4]. Since sen-
sors may work differently for different soil types,
temperatures and salinity, a calibration is usually
required. For irrigation, consistency of a sensor is
as important factor, or more so than, accuracy. If
the values read by a sensor, for a specific soil mois-
ture content, stay similar through time, the con-
troller will be able to interpret data correctly.

However, the sensors used to trigger irrigation
might not represent the entire zone correctly, and
furthermore can even be misplaced with time due
to soil movements, providing incorrect data to the
controller.

Moreover, those controllers follow a reactive ap-
proach that does not take into consideration the
weather forecast, e.g., such a system may trigger
irrigation till soil moisture achieves field capacity
even though there might be high probability of rain-
fall.

2.3. Irrigation systems products
Many smart irrigation systems are currently avail-
able in the market. Most of them usually take ad-
vantage of old controller’s wires installation, pro-
moting easy installation. Those controllers are ei-
ther sold as stand-alone controllers or as an add-
ons to an existing one [4].

Comparing the efficiency of the devices is a hard
task, as they must be tested in similar conditions
(e.g., weather, soil and crop type) and time frames.
Most of them claim a percentage range of possi-
ble water savings. However, the reference to what
those values are being compared to is unknown to
the user. To verify if the products results meet spe-
cific standards, associations such as SWAT 1 and
WaterSense 2 oversee the development of irriga-
tion tools.

2.4. Weather forecast providers
Weather forecasting is a process that involves ob-
serving the current state of the atmosphere and
analysing the collected data.

According to Vasquez [5], observation data is
usually encoded using one of the following for-
mats: METAR observations, Synoptic observations
(SYNOP) or Surface aviation observations (SAO).
Its elements are temperature, dew point, wind,
pressure, visibility, weather and obstructions to vi-
sion, cloud height, cloud cover, cloud type, and fly-
ing conditions. This data is then processed using
forecast models to generate predictions.

Currently, many weather providers offer weather
predictions through websites, mobile applications,
and radio and TV channels. Some allow users to

1https://www.irrigation.org/SWAT
2https://www.epa.gov/watersense

search for forecasts by entering a region name or
location coordinates, like Meteo|Técnico , where
there are hourly predictions for up to seven days.
Other providers like The Weather Channel and Ac-
cuWeather can produce predictions up to a month.
Services like Weather Underground even allow
users to add their stations and share this data with
other users.

Some weather providers supply APIs so that de-
velopers can embed weather forecasts into their
apps. This resource is usually free up to a few re-
quests per day. If that number of requests is not
enough, a paid subscription is usually available.

3. Software architecture
In this section we will present our software archi-
tecture.

Taking into consideration the introduced chal-
lenges, our solution needs to fulfil the following re-
quirements:

• Track watering needs
• Support multiple weather data providers
• Save weather predictions and watering sched-

ules
• Provide remote access control
• Support multiple controllers interoperability
• English language and multiple units

3.1. Components
As depicted in Figure 2, the system architecture is
split into three components: a server, an irrigation
controller, and a mobile application.

The server manages irrigation controllers, gen-
erates watering schedules, receives weather fore-
casts and provides a remote interface for mobile
applications. It is responsible for receiving data
from Irrigation Controllers sensors, parse that data
and send updated watering schedules to the Irri-
gation Controller and its owner. Actuators can also
be invoked by the server if so allowed by the user
(e.g., the user wants to water a zone for five min-
utes, with immediate effect).

One can predict the water usage of a crop using
a combination of the weather forecast, crop type
and development, and soil characteristics. More-
over, one can collect data from moisture sensors to
verify if a crop needs irrigation, based on a thresh-
old. The server then combines the previous two
methods, predicting when irrigation is required and
confirming the predictions by measuring soil mois-
ture. Therefore, to generate watering schedules,
the server needs to borrow user zone configura-
tions, weather data, and soil moisture levels.

Weather forecasts are requested by the server,
for each required location, from different sources
that usually provide different APIs; therefore, the
Weather Data Normalization component will adjust
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Figure 2: Layered view of the proposed solution.

the information so that Schedule Manager can use
it.

The Cloud Server will also provide an API for re-
mote access from mobile applications so that users
can configure irrigation controllers, receive water-
ing schedules information and view statistics.

The Irrigation Controller is emulated in this
project, as well the sensors and actuators con-
nected to it. This controller will be connected to
the Cloud Server and provides the following func-
tionalities: read sensor values and return data val-
ues; invoke actuators; update the watering sched-
ule; and, water or fertigate accordingly to schedule.

This device saves watering schedules in non-
volatile memory so that schedules may resume af-
ter a power outage. Furthermore, watering sched-
ules will be for a week, at least, so that watering
cycles continue even with network failures.

The mobile application allows users to add new
irrigation controllers and configure them, view wa-
tering and fertiliser schedules, manually start or
pause irrigation and receive notifications of events.

3.1.1 Communication protocols

For this solution, the Cloud Server is both a client
and a server, as depicted in Figure 13. On the one
hand, Cloud Server behaves as a server for irriga-
tion controllers and mobile applications, as it is the
component providing services and does not know
about the client’s identity. On the other hand, the
cloud server behaves as a client of weather fore-
cast providers, since it knows about the selected
weather forecast server identity. Although Irrigation
Controllers and Mobile Applications may be clients
of Cloud Server, those follow different protocols.

Irrigation Controllers must identify themselves to

the server when they start, as their internet proto-
col (IP) address can change or be unknown (e.g.,
new controllers), and need a communication proto-
col that allows the server to send messages with-
out a client request (e.g., start irrigation now). Fur-
thermore, Irrigation Controllers can be behind fire-
walls, excluding the possibility to work as a remote
server out-of-the-box. For this reason, a Web-
Socket communication protocol is used, allowing
bidirectional conversation.

Figure 3: Relation client-server between components.

Mobile Applications only connect to the server as
needed. Therefore a client-pull approach can be
used with representational state transfer (REST).
Weather Providers have their APIs and protocols.
Usually, the client creates an HTTP request with
the data (e.g., API key, location) and receives a
JSON or XML file, using a client-pull strategy.

4. Implementation
In this section we describe how the system was
implemented, pointing out the challenges encoun-
tered during the development phase and the
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adopted solutions.

4.1. Server
The server application is the main component of
this system, as everything else is related to it and
depends on its correct operation. As mentioned
before, this component exposes services to which
other devices connect to and interact with. Those
services are available through a RESTful API –
an application programming interface that uses hy-
pertext transfer protocol (HTTP) requests GET, to
view; PUT, to update; POST; to add; and DELETE,
to delete data.

To develop the server component, we used
Node.js, a JavaScript framework designed to
build scalable network applications, with a large
community-maintained open source plugin library.

The persistent data system used for the server
component is MongoDB, an open-source, cross-
platform database, that uses JSON documents to
store and retrieve data records. The server com-
municates with the database through mongoose,
an object document mapper (ODM) that allows the
creation of schema models, documents, and vali-
dations, performs queries and triggers events.

This system allows its users to choose a weather
provider for each area from a list (Meteo|Técnico,
WunderGround and Test). Each available weather
provider has its application programming interface.
Therefore, custom drivers were designed to com-
municate and request data.

The server component automatically generates
watering schedules, by using a combination of soil
and crop properties and weather data predictions.
The daily reference evapotranspiration can be cal-
culated using the weather data as an input to the
FAO Penman-Monteith correlation [6]. Crop evap-
otranspiration can then be predicted using crop
properties.

With the daily crop evapotranspiration calculated
for a given timeframe, the water balance equation
is then applied to figure if irrigation is required and,
if so, how much to irrigate. Finally, a schedule can
be generated from the weekly irrigation require-
ments. This schedule takes into account user pre-
ferred irrigation times, and maximum irrigation flow
available (pumping station and valve capacity).

Irrigation amount is an algorithm that we devel-
oped to compute the amount of watering required
for a timeframe. Given the input list of one or more
days, this algorithm generates an output list with
the amount irrigation to provide for each day.

With the calculation of daily water balance, the ir-
rigation needs can be estimated, by predicting the
soil water depletion at the end of each day and veri-
fying if its value closes on the management allowed
depletion (MAD).

This algorithm has some limitations which we
propose as future work improvements. On the one
hand, weather predictions are not entirely accu-
rate, and, furthermore, correlations used to calcu-
late evapotranspiration are no more than approxi-
mations of the real values. On the other hand, the
irrigation system calibration might not be correct,
and, for instance, the soil may only absorb a por-
tion of the irrigated water.

Irrigation sequence is an algorithm that aims to
order and introduce concurrent irrigation for differ-
ent zones. To figure which zones the system can
group in a specific time frame, we used an algo-
rithm that solves the bin packing problem, to pack
different items in a bin so that the wasted space in
the bins is minimum.

Ortmann [7] lists different algorithms and their
complexity and compares them. Our server was
developed to run within NodeJS, a run-time envi-
ronment that by nature is single threaded. There-
fore, any CPU intensive tasks will be blocking the
execution of others. With that in mind, we choose
Sleator [8], an algorithm created in 1980, which
had the lowest time complexity, O(n log n).

The same way as for the previous algorithm, this
one also has its limitations. In optimal conditions,
the system should provide irrigation to use pump-
ing station optimal flow by introducing concurrent
irrigation of different zones, to achieve optimal en-
ergy efficiency. However, for this project, we in-
troduced an algorithm that arranges irrigation to
accomplish irrigation in the shortest time. More-
over, it does not have a time limit, that is, the
system could potentially schedule irrigation outside
the users preferred time frame.

4.2. Mobile app
The mobile application was developed with Re-
act Native, a cross-platform mobile development
framework. Identically to the server component’s
development tool, React Native also has a great
community-maintained open source plugin library.

To choose the applications’ colour palette we
used the split complementary harmony, a combi-
nation of a key colour or primary colour with two
others directly on either side of the complementary
colour, introducing more visual interest and vari-
ety [9]. The primary colour that we picked is blue,
representing the most significant challenge – wa-
ter. After that, using the previously mentioned har-
mony, the secondary and tertiary colours, brown
and red respectively, were generated.

The mobile application has two primary states:
logged-in and logged-out that represent if the user
is authenticated or not, as seen on Figure 4. When
a user first opens the app in a device, and it is not
yet logged in, it is in the logged-out state, where the
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user can interact with two views: login and register.

Figure 4: Raindrop mobile app view navigation.

After the login process, the user enters the
logged-in state, a restricted space containing ar-
eas - a view with the list of areas, their zones and
weather and irrigation predictions; devices - a list of
associated controllers; and, profile – account cus-
tomisation and app settings.

5. Solution evaluation
Our solution aims to save water and energy and
contribute to proper crop development. Such goals
are difficult to test, due to the time required for a
good sample, space and location for crop planta-
tion and development, and other economic factors.

This project’s evaluation was split into two parts:
data analysis, where irrigation algorithms were
used to simulate a scenario that was compared to
real-world data; and user testing, where a group of
participants tested the user interface.

5.1. Data analysis
For this evaluation, we used data reports that were
generated on a weekly basis for an olive crop, lo-
cated at Quinta das Chantas, from the 24th Febru-
ary to 10th April, 2018, containing information such
as date, moisture sensor values, weather condi-
tions and water applied to each crop zone, and
then we compared it to the data obtained from the
algorithms of this solution. This crop is in a de-
veloped state; its coefficient is Kc = 1.1, and its
minimum water content before stress is onset fifty
millimetres.

Figure 5 shows a graph with the observed wa-
ter content in the simulated timeframe. As one can
see, values collected for each day vary for each dif-
ferent zone, demonstrating the importance of hav-
ing sensors placed in relevant locations.

The water levels throughout a terrain can be en-
tirely different, even if only a single type of plant is
grown there. The observed values depend on the
exact location, so the more probes there are, the
better the values of the amount of water present in
a soil. However, probes are expensive, so these
must be purchased for strategic locations that best
represent a particular area.

Although apparently all soil receives the same

Figure 5: Comparison between observed water content col-
lected from each zone.

amount of water, we perceive that the observed
values vary according to zone. This makes models
based only on weather forecasting fail, especially
for long periods of time.

A peak can be seen on the 9th of March; how-
ever, on the following day, on the 10th of March,
the observed water content drops down to a value
close to the one before the peak. This phe-
nomenon happened due to the significant quantity
of water and how fast it was provided (heavy rain-
fall), at a rate much faster than what the soil could
absorb, with most water ending up in the drainage
canal.

To test our irrigation algorithm, we ran it us-
ing weather forecasts for the previously selected
time frame, resulting in predictions of water loss
by evapotranspiration and gains from precipitation.
The generated predictions have an average error,
after the previously considered period, of 47.51%
that can be lowered by:

• Changing the crop coefficient, resulting in a
different crop evapotranspiration;
• Choosing an alternative weather provider, for

more representative weather forecasts;
• Adding soil moisture sensors, to observe how

much water infiltrates the soil.

A daily comparison of the average zone water
content with predictions can be seen in Figure 6.
Furthermore, neither the predictions nor observed
values ever reach management allowed depletion.
Therefore irrigation was not provided or predicted.

Figure 6: Predicted water content using weather forecasts ver-
sus average observed zone water content.

In Figure 7 we can see how soil moisture sen-
sors can help irrigation. Using the previous daily
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forecasts and the daily observed values of soil wa-
ter content, we predicted the water content for each
day and adjust the predictions thus reducing the er-
ror margin.

Figure 7: Predicted water content using weather forecasts and
soil moisture sensors versus average observed zone water con-
tent.

We concluded that our weather-based algorithm
combined with its subsequent confirmation and ad-
justment, by reading the soil moisture values, ob-
tained the best results and that these are accurate.

5.2. User testing
User testing or usability testing aims to test
whether the product developed is usable by the in-
tended user population to achieve their tasks [10],
“breaking down the wall between those who create
the product and those who use it” [11].

Our Mobile Application was tested using this
methodology. We created tasks with specific goals,
solved by a group of participants, representing real
users, solved. During the execution of such tasks,
we recorded efficiency, effectiveness and satisfac-
tion. Finally, after analysing the recorded data, the
problems found were diagnosed and fixed. This
process was repeated till users could operate the
product as intended.

5.2.1 Tasks

Each user was given eleven tasks to perform. Dur-
ing the tasks’ execution, we collected, for each
task, the elapsed time, the number of clicks and
the number of errors. Those results were then
compared to a reference test – a test that was per-
formed by ourselves aiming to figure the minimum
number of clicks to solve a task and the amount of
time that an experienced user would need without
any mistakes.

Each collected time was considered as accept-
able if its value was under three times the reference
value. As for the number of clicks, the acceptable
range was up to one point five times the reference
value.

Figure 8 shows an overview of the time spent
by each user at each task. Most of the results
are within the defined acceptable range. However,
there are some outliers that we show next.

Figure 8: The time required to complete each task.

Task 2. Login - authenticate to a previously cre-
ated account. Most of our users had no issues
logging in, doing it within the reference time and
number of clicks. One user, however, wrote the
username, during the registration process, with a
capital letter (“John”) and was trying to log in, with-
out success, with the same username but in low-
ercase (“john”). This proved to be a system error,
as usernames should not be case-sensitive in au-
thentication. This issue was marked as a bug, and
was fixed later.

Task 4. Create area - insert a new area, given
the required data. The time reference for the task
was 38 seconds, which multiplied by 3 is 114 sec-
onds – the maximum acceptable time. Four users
had times well above this value. Moreover, the ref-
erence value for clicks was 9, which multiplied by
1.5 equals 13.5 – the maximum acceptable number
of clicks. Two users exceeded this number too.

From the previous data, we can see that this
task raised some issues. In this task the user had
to create an area, by providing a name, select-
ing a location and picking a weather provider. We
observed that the users that took more time and
made more clicks had issues in the selection of the
location. To select a location, a user could either
collect the GPS coordinates; search by street, zip
code or city; or, mark the location on a map.

Most of the users preferred to search by street,
zip code or city. However, the task provided the
location “Instituto Superior Técnico, Taguspark”,
which, when searched by the user, returned a
street name (“Av. Prof. Dr. Cavaco Silva 13, 2740
Porto Salvo, Portugal”) that, even though it was in-
deed correct, the users could not identify as the
correct one, see Figure 9.

Figure 9: On the left, location search by street, zip or city; on
the right, mark the location.

On the one hand, the task could have been sim-
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plified by providing the street address, thus avoid-
ing confusion. On the other hand, we intended to
observe if the users, when in doubt, would try to
use other options, such as “mark the location”.

But even though task time and the number of
clicks were higher than the reference test, all users
were able to complete the task correctly.

Task 5. Update area - change a previously
created area’s location and weather provider. It
was performed within the expected except for one
participant that could not figure how to change
weather provider. The application view for pick-
ing another weather provider has a button labelled
“Change”, which the user tried to click, expecting a
new window to pop up with the available choices,
see Figure 10.

Figure 10: Change weather provider.

We considered this issue as a bug since the but-
ton should have been greyed out, not to induce the
user in error. The button looked like it was click-
able, however, since the drop-down value did not
change, the button did not act when pressed.

Task 6. Create zone – insert a new zone inside
the previously created area. In this task, the partic-
ipant was requested to create a zone, with a name,
a dimension, a crop type, a management allowed
depletion, a soil texture, a soil slope, a pumping
station and a valve and their respective flows, and
a moisture sensor. Those properties had to be in-
serted by the user in a form that used the bread-
crumb method to aid navigation, by splitting the
form into different steps that the user could go back
to if required.

This task proved to be the most laborious task
in the tests, and many users had trouble complet-
ing it. Common issues were the incorrect usage
of units; forgetting to change crop type and soil
texture from the drop-down list; and, pressing the
back button, which restarted the test instead of go-
ing back to the previous step.

Six users exceeded the maximum acceptable
time for the task; seven users made more clicks
than acceptable; and, five users ended up with er-
rors. Therefore, such results cannot be treated as

outliers, and the zone creation process needs to be
reviewed in future work.

Task 8. Check irrigation schedule - view the
predicted watering schedules for the created zone.
Assuming that the user had just completed the pre-
vious task, a press of the back button was just
all that was required to view the predicted water-
ing schedule. However, many users immediately
tried to scroll down, after pressing the back button,
searching for more information; others even navi-
gated to other views, ending up taking much longer
than expected.

As in the sixth task, the values obtained can-
not be considered outliers, and a future redesign
should be considered to make the watering sched-
ule resemble more of a “schedule”.

Task 10. Change units - update the application’s
temperature unit to Fahrenheit. To accomplish this
task, the user had to change the application’s tem-
perature units to Fahrenheit. In this task, there was
a significant outlier, who performed the task in 132
seconds, almost 90 seconds more than average.

The user first pressed the temperature unit dis-
played in the weather predictions; afterwards the
user entered the area settings and even the zone
settings; ending up returning to the starting state
and finding the option under the profile tab. Even
though we did not consider it as an error, we firmly
believe that the first instinct of trying to switch a unit
while viewing the data would add significant value
for a better experience and should be implemented
in future work.

5.2.2 Satisfaction questionnaire

In the satisfaction questionnaire the method Sys-
tem Usability Scale (SUS) was used, a “quick
and dirty usability scale” [12], where the partici-
pants were asked to score ten questions from one
(strongly disagree) to five (strongly agree).

The obtained system usability scale score was
72.33, a value above the average (68) and graded
as ‘C+’ according to Jeff Sauro [13]. There-
fore, even though the Raindrop system usability is
‘good’, there is still room for future improvement.
Mainly, tasks six and eight, which scored lower
than average should be addressed in future work.

6. Conclusions
Crop irrigation requirements not only are hard to
calculate but also change in time and with plant
growth stage. Different methods and products are
available to help farmers track those needs.

Some products are weather based, using
weather forecasts to predict the amount of water in
the soil over a certain period, failing to know the ac-
tual amount of water that infiltrates the soil. Others
are based on soil water content, with the aid of soil
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moisture sensors that help determine the amount
of water in the soil and irrigation is applied when
it falls below a certain limit, but fail when applying
irrigation in additional quantities in rainy days due
to the absence of rain forecast.

The most advanced products combine the previ-
ous methods, taking advantage of the best of the
two worlds. However, none of the solutions has an
ideal plan for when more than one irrigation con-
troller is needed since there is the lack of interop-
erability when there is more than one controller for
an area. Our solution was devised with the pur-
pose of adding value to existing solutions, by intro-
ducing interoperability between controllers.

The solution we have created allows for the con-
venience of our users that operations can be con-
trolled remotely through a smart device running
Android or iOS. Once we have studied the best way
to develop an application for a smart device, we
concluded that a cross-platform approach would
be the most appropriate. We tested a technology
based on the hybrid methodology, Ionic, and an-
other based on the interpreted method, React Na-
tive. From these, we choose React Native for being
faster and providing a look and feel closer to native
applications.

So that irrigation schedules are automatically
provided and do not force the user to run our ap-
plication on a constant basis, we created a server
whose responsibility is to collect all the necessary
data and generate the entire schedule and provide
both the irrigation controllers and users’ devices
with irrigation schedules. In order to achieve a
solution with good results, the irrigation schedules
generated by our system take into account weather
forecasts and readings of soil moisture content.

Once we got a usable prototype, we ran two
tests: one to test the irrigation algorithms, and the
other to test the usability of the system with users.

From the tests developed for the irrigation algo-
rithms, and only taking into account the forecasts of
meteorology, we concluded that at the end of forty-
five days the error between the predicted amount
of water in the soil in comparison to what was ob-
served was 47.51%. However, this error is practi-
cally null when the observed values of the humid-
ity sensors are taken into account since forecasts
were updated daily.

Testing with users proved to be very important
as it allowed us to discover and fix various errors
and features that were corrected. In the end, a sat-
isfaction questionnaire was applied using the Sys-
tem Usability Scale method, and our application
achieved a score of 72.33, thus signalling that the
application is ”good” but can still be improved.

6.1. Limitations and weaknesses
Our system has some limitations and weaknesses.
For example, the Internet connection is essential;
without it, the central server cannot connect to the
weather providers nor transmit the irrigation infor-
mation to the users.

This project’s system requires minimal knowl-
edge of agriculture since various data are needed
for the creation of zones, such as the type of plant
and its coefficient, the type of soil and so forth.

One of the problems of agriculture is floods,
which not only make the terrain lose essential min-
erals but can also damage crops. Weather condi-
tions are not controllable, and therefore our appli-
cation cannot handle everything automatically, thus
requiring human intervention.

A significant difficulty in developing applications
for agriculture is to perform tests in a real environ-
ment with fields and plants. To do so requires sev-
eral features and significant time and availability
since such tests cannot be done overnight, given
the natural temporal need for plant growth. Also,
the tests cannot be replicated accurately, since
weather conditions are ever changing.

6.2. Future work
This project initially contained extremely ambitious
requirements, due to the high complexity inherent
to the agriculture world. There are many things we
would like to have done that stand as proposals for
future work.

In this document it was proposed the realisation
of an irrigation controller, that was wholly simu-
lated. Its actual implementation would be a great
asset in future work, since it allows for automation
in irrigation, creating a bridge between software
and hardware. The development of this component
also allows tests to be carried out on the field.

There is an extensive list with the different types
of plants that can hardly be maintained by the ap-
plication development team. Also, the same type of
plant may have different needs in different climates.
For better convenience, users should be able to
add their crops and evapotranspiration coefficients
and be able to share them with other users.

Moisture sensors are subject to the most diverse
problems that may jeopardise their viability. The
system could collect data and decide if the ac-
quired values are within the normal parameters
and whether they are correct or not. In case of
failure, affected users would be informed of the oc-
currence.

This project uses algorithms to decide the
amount and times of irrigation. Since the flow
needed to provide such quantities for periods may
be insufficient, it may be necessary to define which
areas require water more urgently, thus setting pri-
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orities.
In order to facilitate the recognition of zones in

an area, we suggest the possibility of drawing them
on a map. This map could then operate as a way
of zone selection, or, even better, as a heat map,
where different levels of water content would be
visible, in order to realise which areas need wa-
tering.

The mobile application interface takes advan-
tage of the wide use of the English language
throughout the world, allowing us to broaden our
user base. Nonetheless, additional languages
should further increase this number. This setting
should be customizable by users according to their
preferences or regions.

Finally, it is important to mention the need for
an administration panel. This panel would be the
back-office of the application, where only users
with a certain level or role would be able to access
to view and modify users, their areas and zones.
It would also give the possibility to add and modify
types of plants and weather providers.
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