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Abstract

The analysis of input conditions that may cause a short-circuit in a logic circuit has recently become
a critical issue, due to the new place and route layout challenges during circuit design. The concept of
this analysis is strongly related with the intriguing problem of determining paths in a graph whose edges
are defined by related logic functions. These logic circuits can be modelled as a generic graph, where
edges are a logic function of static input variable combinations, representing transistors that act like logic
switches. It implies an exceptionally complex SAT-problem with an extensive inspection of all possible
paths between 2 nodes, the power supply and ground. In this document, we describe and tackle the
most relevant findings in this field, specifically a very efficient Quantified Boolean Formula (QBF) based
method that approaches these highly complex problems in an incremental way. The goal of our work was
to study an efficient solution to this method through the development of a parallel version of the algorithm
described for conditional path detection between a pair of nodes in graphs, making use of the OpenMP
libraries, in a multi-core shared-memory machine. The solution presented is supported with a set of
benchmarks that show the effectiveness of our parallel implementation, allowing to address instances of
transistor-level circuits for a wide range of inputs and internal nodes efficiently.
Keywords: Logic circuits, Short-circuit analysis, QBF, SAT, Parallel Algorithm, OpenMP

1. Introduction
Electronic circuits are becoming increasingly

more complex. Throughout the years, perfor-
mance improvements and increased density of in-
tegrated circuits provided an astonishing revolution
in the modern electronics industry, and as a result,
chip characteristics and features have become ex-
tremely small. As a result, before fabrication, cir-
cuits need to be thoroughly validated, at many dif-
ferent levels, and so the analysis of short-circuit
conditions in logic circuits has consequently be-
come a pressing issue.

A short-circuit situation in a logic circuit repre-
sents an undesirable low resistance path between
the power source and ground. This low resistance
path may introduce large currents in the circuit, ul-
timately destroying the device. The opportunities
for short-circuiting in a logic circuit may appear
from many unintended situations and these can
be identified in post-layout schematic netlists ex-
tracted from the layout. The short-circuit analysis
is concerned with searching the static input vari-
able combinations that close a given set of transis-
tors, creating a direct path from the power supply
to ground.

Following the approach in [1], at a more ab-
stract level, the electric circuit can be visualized

as a graph. In the graph, transistors are repre-
sented as edges, which act as switches between
any two other nodes, function of the input condi-
tions, and the internal nodes of the circuit as ver-
tices. The problem of analysing short-circuit con-
ditions becomes a graph problem, where the ob-
jective is to determine all paths between the power
supply and the ground node, taking into account
the conditional presence of an edge.

Short-circuit analysis requires a complete
search over all possible paths between the power
supply and ground nodes, considering all possible
input combinations, which is exponential to the
number of inputs. As presented in [1], it is possible
to circumvent the complexity of finding these paths
by compacting and transforming the problem in-
crementally into a Quantified Boolean Formula [8].

In the center of short-circuit analysis, the final
logic formula obtained holds the variables that are
simply circuit inputs. From here, the method trans-
forms it to a CNF formula that can be easily solved
using a generic SAT solver. However, the com-
plexity of the logic expressions being hold grows
quickly with the number of literals, and so it be-
comes crucial to have the most simplified form of
these logic expressions. The process of simpli-
fying these logic expressions is called logic mini-
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mization. One of the most remarkable logic mini-
mization tools developed is the ESPRESSO-II [4]
algorithm, where its efficiency allows to incremen-
tally build the solution as compact as possible and
to reduce memory usage and computation time at
the same time.

The approach addressed in [1] holds an elegant
solution to the problem of short-circuit analysis.
The main objective of our work was to study and
implement a scalable and efficient parallel imple-
mentation to the method presented in [1] for short-
circuit analysis in logic circuits in a shared-memory
multi-core machine. There were inherently several
other challenges to our parallelization approach
with the use of the ESPRESSO-II tool’s efficiency
to logically compact the solution and so, we also
established as an objective to analyse carefully the
logic minimization ESPRESSO-II tool in order to
obtain a faster and more efficient parallel solution.

1.1. Document Structure
The remainder of this document is organized as

follows. In Section 2, we motivate for the context
for this work, presenting background material and
related work. We describe our proposed solution
architecture in Section 3, where we also present
the original algorithm which our parallel approach
will extend. In Section 4, we describe our parallel
implementation and we extensively cover the chal-
lenges overcome to reach a satisfiable solution.
Section 5 presents results to demonstrate the ef-
fectiveness of our method on a set of benchmarks.
Finally, Section 6 presents our conclusions from
the results obtained and discusses future work ref-
erences.

2. Problem Context
In this section, we provide an overview on re-

lated work in circuit analysis in general, stressing
the characteristics of the problem in the center of
short-circuit analysis in finding a path in a graph
with special properties. We also introduce basic
concepts on SAT and QBF and motivate for the
concept of logic minimization and parallel comput-
ing.

2.1. Short-Circuit Analysis in Logic Circuits
The performance and density of integrated cir-

cuits revolutionized and transformed the modern
electronics industry. Chip characteristics and fea-
tures have become smaller, to a nano scale, due
to the constant demand for performance increase
and so the development stage of such electronic
devices also suffered changes.

In the current days, it is already possible to place
and interconnect a very large number of transis-
tors, in the order of billions (109), on a single inte-
grated circuit. With such a small scale and large

number of gates, efficient design of logic circuits
became a very complex procedure. Circuits need
to be tested and validated in terms of signal in-
tegrity, delay, power consumption, functionality, de-
sign rules, before proceeding to a stage of fabrica-
tion. However, due to the increasing complexity of
the electronic system devices, it is still possible that
a number of functional bugs survive into the man-
ufactured silicon and so, a post-silicon validation
must thoroughly find the design errors that cause
unintentional problems.

One of the key technologies is the semiconduc-
tor CMOS technology used in the transistors, and
the ability to scale these devices to smaller dimen-
sions has been the primary driver of this increased
performance. In CMOS, logic gates are designed
in such a way that when no transient signals oc-
curs, there is no power dissipation and therefore,
no path exists between a power supply and the
ground. Nevertheless, logic circuits do not always
follow a standard CMOS design and in these cases
the potential for a non-expected short-circuit situa-
tion increases.

In this work, our interest was to focus on the
analysis of short-circuits in logic circuits. The ap-
proach followed to analyse short-circuit conditions
[1], i.e., evaluating the input combinations that trig-
ger a path between the power supply and the
ground, processes the circuit’s netlists and builds
the analysis as a graph problem. As a result, the
objective becomes finding all direct paths between
the supply voltage and the ground in a graph,
whose edges are formally defined as logic func-
tions.

2.2. Finding a Path in a Graph
At a more abstract level, the electric circuit can

be visualized as a graph. The problem of analysing
short-circuit conditions becomes a graph problem,
where the objective is to determine a path between
the power supply and the ground node, taking into
account the conditional presence of an edge, de-
fined by the boolean function of the control signal
at the gate of the NMOS/PMOS transistors.

Finding a path along the circuit between the
power supply Vdd and ground Gnd would ultimately
guarantee that there was at least one consistent
state that leads to a condition of short-circuit. The
problem we are trying to analyse is, in fact, harder.
The presence of an edge is conditional on the ex-
ternal input signals on the NMOS/PMOS transis-
tors, requiring a complete search over all possi-
ble paths between the two reference nodes power
supply and the ground. Since enumerating paths
in a complex graph is still overly expensive, both
classical and more modern efficient methods can-
not be applied in this case, where the conditional
presence of an edge in the graph makes the short-
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Figure 1: Example of a simple non-standard MOS circuit.

circuit analysis intractable by these algorithms, rul-
ing out a brute-force approach to the problem. The
final graph possesses special characteristics and
can be seen as a dynamic graph whose edges are
defined by related logic functions.

It is also important to underline that determining
paths in a graph whose edges are defined by re-
lated logic functions has a different scope of the cir-
cuit path sensitization, and a different approach as
well. Path sensitization consists in finding the input
values that make the signal of one particular input
to propagate to a given node, defining its value.
Logic circuits typically contain a large amount of
paths down which signals cannot propagate called
false paths, and the problem of identifying them is
known as the false path problem [3] [6].

The path sensitization problem is defined on a
directed graph representing the logic network and
tries to answer the following question:

Is there an input combination that activates a
given logic path in the circuit?

Instead, as discussed in [1], in short-circuit anal-
ysis, it is necessary to evaluate all input combina-
tions in order to guarantee short-circuit free condi-
tions: the model being considered has a different
framework, as seen before. Short-circuit analysis,
therefore, tries to answer a different question:

Which input combinations activate an electrical
path between two specific nodes in the circuit?

To illustrate this point, the circuit depicted in Fig-
ure 1 can be represented by the graph in Figure
2. In the final result, the problem can be seen as
determining a path in an undirected, weighted dy-
namic graph, where edges possess a weight of 0
or 1, depending on the input condition observed at
the control gate of the switch.

2.3. Boolean Satisfiability
Finding paths considering all input combinations

is exponentially expensive in the number of inputs
present in the circuit, as we have seen, but this
complexity can been circumvented by compacting
and transforming the problem incrementally into a
Quantified Boolean Formula (QBF) [8], and in the
end, converting the solution to a SAT problem.

Given a propositional Boolean formula, ϕ, the
Boolean satisfiability problem (also known as SAT)
consists on determining the existence of a variable
assignment, T, for which the logic expression ϕ
evaluates to true. If there exists such a variable
assignment T, the logic expression is called satisfi-
able, and unsatisfiable otherwise. The main objec-
tive for a SAT solver is, therefore, to determine the
satisfiability of a given logic expression.

For most of the SAT solvers, the propositional
Boolean formula ϕ is expressed in a Conjunc-
tive Normal Form (CNF). It consists of the logical
conjunction of one or more clauses, where each
clause represents a disjunction of one or more lit-
erals.

The successive improvements on research over
the scalability of modern SAT solvers enabled the
resolution of problems that go beyond the NP com-
plexity class. QBF’s are a generalization of the SAT
problem through the usage of both existential and
universal quantifiers and offer a much more com-
pact encoding.

In the case at hand, the set of disjunctions main-
tained at each step is composed of logic expres-
sions that together represent the logic formula for
short-circuits in the circuit read so far. During the
incremental build-up of the problem, it is possi-
ble to remove from the model internal nodes that
have been completely processed. In the end, the
method in [1] obtains a CNF formula where the
variables are simply the circuit inputs, which can
be solved using a generic SAT solver.

In summary, the following QBF model tries to an-
swer the question posed in [1]:

Figure 2: Graph representing the switch-level of the circuit in
Figure 1.
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∃I∀Uf(I, U) = T (1)

where I is a vector of external input signals, U is a
vector of the remaining internal nodes and f(I, U)
represents the logic relation that defines the con-
sistent states between all variables in the circuit.

2.4. ESPRESSO-II Logic Minimizer
The solution in [1] is incrementally built and

transformed into a SAT problem. Even though
the difficulty of evaluating all input combinations
against all combination of states of the internal
nodes can be reduced, as the number of literals
grows so does the complexity of the logic expres-
sions being hold. It is important to have the most
simplified form of these logic expressions, and the
process of simplifying these logic expressions is
called logic minimization.

With the advent of VLSI, a number of heuristics
algorithms were proposed that find a near optimal
solution within an acceptable time budget for the
process of logic minimization, since the solution
of a minimum covering problem is known to be-
long to the class of NP-complete problems. One of
the most remarkable of these heuristics, and which
would become the state-of-the-art tool for heuristic
two-level logic minimization, was the ESPRESSO-
II [4].

We intended to make use of the efficiency of
the ESPRESSO-II tool in order to keep the incre-
mentally built solution as compact as possible and
to reduce memory usage and computation time
throughout the analysis of the netlist extracted from
the circuit. Throughout the development of the
parallel algorithm, we made several changes to
the original source code to support parallelization,
which we believe it may have a wide purpose in the
research community.

2.5. Parallel Computing
Physical constraints preventing frequency scal-

ing due to power dissipation influenced micropro-
cessor designers to follow alternate routes to cost-
effective performance gains. The interest for multi-
processing and parallel computing, which was
mainly over the high-performance computing world
for scientific and engineering simulations, has seen
its growth in the microprocessor technology indus-
try. As a result of the constant demand for raw
performance growth that customers expected from
Moore’s law scaling, more recently, the parallel
machines evolution changed drastically with ma-
jor chip manufacturers turning to offer parallel ma-
chines, in the form of single chip multi-core mi-
croprocessors. The main advantage of multi-core
systems is that the raw performance increase can
come from increasing the number of cores rather
than frequency.

Parallel computing helps in performing large
computations by dividing the workload between
more than one processor, all of which work through
the computation at the same time, and so it be-
comes much better suited to address fundamen-
tal problems that could not be addressed before.
Some of the main motivations for this growing inter-
est in parallel computing are: (i) the ability for par-
allel algorithms to address larger applications as
memory scales, since the workload can be divided
by an increased number of processors; (ii) the eco-
nomic trade-off as parallel processors are cheaper
than manufacturing a faster single processor; and
(iii) and the performance gain over of parallel pro-
cessing over sequential execution.

In order to understand the benefits brought
by parallelism, speedup, efficiency and scalabil-
ity are extensively studied to analyse algorithms.
Speedup is a common measure of the perfor-
mance gain from a parallel approach. In general,
speedup describes performance achievement by
comparing the time required to solve the problem
in N parallel processors and the time required on
a single processor. This is shown as:

S =
Ts
Tp

(2)

where S is the speedup achieved with N proces-
sors, Ts corresponds to the time required on a sin-
gle processor and Tp to the time required onN pro-
cessors.

It is possible to rewrite the definition of speedup
in Equation 2 as a function of the number of pro-
cessors N :

S =
1

fs +
1− fs
N

(3)

where fs corresponds to the fraction of an algo-
rithm that remains serial. This formula is called
Amdahl’s law [2] and it is used to predict the theo-
retical maximum speedup for a given algorithm.

An algorithm can also be analysed regarding its
resource usage, and so we can define efficiency
as a measure of utilization of available processors.
Its value is typically between 0 and 1 and is defined
as:

η =
Ts

N × Tp
=
S

N
(4)

Ideally, speedup would grow linearly with the
number of processors N , having an efficiency
close to 1. This is not, however, what happens
in practice where communication, synchronization
and load balancing represent a major source of
parallel overhead.
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Since speedup does not increase linearly with
the number of processors, it is possible to say that
efficiency drops as the number of processors in-
creases. If increasing the number of processors
reduces efficiency, it is possible to keep efficiency
constant by increasing the problem size. The abil-
ity to increase speedup as the number of proces-
sors increases is defined as the parallel algorithm’s
scalability.

In the core of our work, the main objective was
to study and implement a scalable parallel imple-
mentation to the method presented in [1] for short-
circuit analysis in logic circuits in a shared-memory
multi-core machine. In these type of parallel ma-
chines, processors share a global memory space
and are located in the same physical infrastructure.

For these architectures, one of the most well-
known API that supports multi-platform shared
memory processing is OpenMP [5]. It consists of
a set of compiler directives, library routines, and
environment variables to create threads, synchro-
nize the operations, and manage the shared mem-
ory on top of pthreads. A programmer is able to
write multi-threaded programs without an in-depth
understanding of multi-threading mechanisms: the
compiler takes care of transforming the sequential
code into parallel code according to the parallel di-
rectives.

3. Solution Architecture
Our objective was to develop a scalable and ef-

ficient parallel implementation to the method de-
scribed in [1], with the use of the potential of the
parallel API OpenMP in a shared-memory multi-
core system. The algorithm code was written in
C with OpenMP (version 4.5)1 for parallelization.

As shown in Section 2.2, the approach followed
in [1] models electric circuits with a dynamic graph
representation and then formulates the problem as
a QBF. From here, the algorithm presented in [1]
is able to obtain a proper CNF formula (a conjunc-
tion of disjunctions), where the variables are only
the circuit inputs, ready to be fed to a generic SAT
solver. The final expression hold the answer to the
question raised in Section 2.3: it represents the
vector of external input combinations I, that over
the set of the internal nodes U , transforms the logic
functional relation of the internal states in the circuit
to true.

The pseudo-code for the algorithm presented in
[1] is shown in Algorithm 1. Before approaching
the original algorithm with OpenMP for parallelism,
it was essential to understand the execution flow of
each of the components of the algorithm and also
what opportunities could we explore regarding the

1OpenMP 4.5 Complete Specifications:
https://www.openmp.org/wp-content/uploads/openmp-4.5.pdf

data structures and the logic operations performed
over it. In this pseudo-code, we highlighted the
procedures that we considered relevant throughout
the analysis to explore parallelism.

4. Implementation
The first step towards the parallelization of the

method introduced in [1] was to study and analyse
carefully what would be the best option to adopt
regarding the data space holding the solution for
the problem.

4.1. Data Structures
The method in [1] works with a data structure

comprised by a matrix, where the internal nodes
are associated with the set of binary values {0, 1}.
Each row corresponds to a disjunction, and there
is one column for each internal node ui ∈ U of the
circuit and an additional column collecting all the
terms of the disjunction.

In practice, the set of internal configurations of
states is represented by a compact vector of bits
implemented as an array of unsigned long inte-
gers. This representation enabled us to maintain
up to 64 active nodes, where each internal node
is assigned to a single bit. Since each internal
state is a specific configuration of internal nodes
and corresponding bits, each row has a unique in-
ternal state value that corresponds to the value of
the unsigned long integer assigned to the row. We
assumed the correct order of the matrix by internal
state values, that we will designate as node values
from this point on.

Regarding the data structure implemented to
represent a disjunction, we followed two avenues:

Algorithm 1 Pseudo-code for Algorithm 2 presented in [1].

1: Initialization of the data space to a single clause
2: for each switch (x, a, b) read from the netlist do
3: for each new internal node in the line do . EXPAND
4: Add a new column mapped to the node
5: Duplicate all rows, one with 0 the other with 1
6: end for
7: for rows where a and b have different values do . PROCESS
8: if the control signal x is an external signal then
9: Do a disjunction of the previous formula with the control

signal
10: else . internal node
11: If its value turns the transistor on, delete the row
12: end if
13: end for
14: for each internal node appearing for the last time do .

CLOSURE
15: Delete corresponding column
16: Merge same state rows, conjugating the clauses
17: end for
18: end for
19: Feed result to the SAT solver
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– the additional column collecting all the terms
of the disjunction is materialized as an array of
unsigned long integers, making it possible to
manipulate up to 32 input variables

– using the ESPRESSO-II library’s implementa-
tion (packed arrays of bits otherwise known as
sets) that allowed to read and manipulate an
arbitrary number of inputs and outputs

The ESPRESSO-II representation and manip-
ulation of logic expressions comes with a price
of computation and resource usage, and so we
switch between representations to counterweight
this cost.

4.2. Parallel Implementation
In this section, we provide an in-depth outline

of our parallel implementation of the method in
[1]. Algorithms 2, 3, 4 and 5 present the pseudo-
code of the EXPAND, PROCESS, CLOSURE and
CLEANUP procedures respectively.

In the pseudo-code of Algorithm 1, each internal
node read from the netlist for the first time triggers
a procedure called EXPAND. Here, the introduc-
tion of a new internal node to the matrix adds a
new column mapped to the newly inserted node
in the model by duplicating the size of the matrix.
Alongside, it differentiates the duplicated copy of
the row by flipping the bit corresponding to the new
added node to 1. This step is highly parallelizable
since the matrix can be easily distributed among
threads to be processed without dependencies be-
tween them.

Following in our approach, the parallel version
of EXPAND starts as in its sequential counterpart
by duplicating the matrix data space. We paral-
lelize the for loop corresponding to the iteration
over the set of active rows, assigning to each ac-
tive thread a static chunk of the matrix to process
of size R

N , where N corresponds to the number of
threads in active pool. The R

N chunks of rows as-
signed to each thread are guaranteed to be con-
tiguous and ordered, meeting our logic of main-
taining the matrix order by node values. We also
evaluate the conditions of launching a parallel re-
gion with the conditional if (expression) clause.
If the expression in the evaluated to false, in this
case, if the number of rows R is below the thresh-
old PAR EXP which we set to 250, we consider
that the problem size is too small to take any ad-
vantage with parallelizing and in these conditions,
the procedure continues to run sequentially.

The procedure continues as in the original ver-
sion: differentiate each row value of the new added
column located in the second half of the matrix with
1 and copy the corresponding data structure to the
new location. At the end, it updates the number of
active rows R to the new size of the matrix.

Algorithm 2 Pseudo-code for parallel version of EXPAND
procedure in Algorithm 1.

1: R← Number of active rows
2: PAR EXP ← Condition to launch parallel region in EXPAND
3: Reallocate data space of matrix to 2× R . Line 4 in Algorithm 1
4: #pragma omp parallel for if(R > PAR EXP) {
5: for each row r ∈ R

N do
6: Differentiate column mapped to new node with 1
7: Memory copy r to corresponding location in second half
8: end for
9: }
10: R := 2× R

In the Algorithm 1 introduced in [1], the EXPAND
step is followed by the PROCESS step. In this step,
the control condition of the transistor being anal-
ysed is added to rows where the endpoints of the
transistor present different values, signifying a local
short-circuit. The processing for each row is com-
pletely independent on others, and alongside the
lines of the first step EXPAND, the parallelization
of this step can be easily achievable.

Following the pseudo-code of the parallel version
of PROCESS in Algorithm 3, the computation of
the clause to be added is performed sequentially
prior to the parallel region, as well as the indexes of
the internal nodes to be analysed for each row. As
in EXPAND, we added to the top level of the parallel
construct the conditional if (expression) clause
to evaluate the conditions of launching a paral-
lel region and we set the corresponding threshold
PAR PROC to 250 states.

In PROCESS step, we opted to follow a dy-
namic scheduling of iterations to be assigned to
each thread. As the number of transistors read
increases, so does the number of conditions held
for each disjunction of clauses, leading to an un-
predictable imbalance between internal states and
since the processing of each row can be inde-
pendently performed from others, the dynamic
scheduling overhead associated with performing
task-assignment in run-time is covered with a much
better workload distribution by carefully choosing
an optimal chunk size to be assigned to each
thread. As a result, we defined the dynamically
assigned chunk size as 100.
T CLAUS and D measure, for each instant,

the complexity of the problem formulated until that
point. Considering that each thread can alter these
values locally, a reduction operation is performed
to converge local values at the end of the parallel
region.

To finalize the PROCESS step, we evaluate the
conditions for launching the CLEANUP step after
the parallel region.

Pruning rows marked for deletion in the PRO-
CESS step does not however compensate the ex-
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Algorithm 3 Pseudo-code for parallel version of PROCESS
procedure in Algorithm 1.

1: R← Number of active rows
2: PAR PROC ← Condition to launch parallel region in PROCESS
3: T CLAUS ← Total number of clauses in matrix
4: D ← Number of marked rows
5: A← T CLAUS,D

6: Calculate clause to add and indexes of endpoints to analyze
7: #pragma omp parallel for if(R>PAR PROC)

reduction(+:A) schedule(dynamic,100){
8: for each row r where the endpoints have different values do
9: if the control signal x is an external signal then
10: Do a disjunction of the previous formula with the control sig-

nal
11: else . internal node
12: If its value turns the transistor on, delete the row
13: end if
14: end for
15: }
16: R := R−D

17: Call to CLEANUP procedure

ponential growth of the matrix. The method in [1]
introduces the CLOSURE step, that plays intelli-
gently to minimize this growth by removing from the
model internal variables that have been completely
processed. After this removal, rows with the same
node values can be merged, producing the con-
junction of the respective clauses. This procedure
is central to the model.

In the pseudo-code presented for the CLOSURE
step, the conjunction of rows is performed resorting
to an efficient mechanism. The implementation of
the CLOSURE step starts with two auxiliary point-
ers, P0 and P1, a global pointer to the next line that
will be written to, T , at the beginning of matrix and
a reference L to the last row of the matrix. Next, P0

is set to point to the lowest node value where the
column to be deleted is 0 and P1 where it is 1. Af-
terwards, the mechanism computes the new node
values for P0, P1 without the deleted column and it
proceeds with comparing them. The pointer with
the lowest node value is chosen. The mechanism
advances to check a possible conjunction opera-
tion. If there is a match in the node values previ-
ously computed, it performs a conjunction over the
disjunctions of clauses of each row and saves the
result in the global pointer T . If the node values do
not match, copies the current chosen pointer con-
tent to the global pointer’s position and it throws the
currently chosen pointer to the next row that follows
the logic previously described for P0 and P1. Af-
ter it, delete the row, computing new node values,
and checks again for the same two scenarios: if
P0 ≤ P1, it chooses P0, if not, chooses P1. When
the first of the two pointers reaches the end of the
matrix, it is guaranteed that there are no more con-
junctions to be performed, since there are no more

Algorithm 4 Pseudo-code for parallel version of CLOSURE
step in Algorithm 1.

1: P0 ← Pointer to first row where the deleted column is 0
2: P1 ← Pointer to first row where the deleted column is 1
3: T ← Global pointer for next position to write to
4: L← Last row of the matrix
5: PAR CLOS ← Condition to launch parallel region in CLOSURE
6: Compute new node values for rows pointed by P0, P1

7: #pragma omp parallel single if(R > PAR CLOS) {
8: while P0, P1 6= L do
9: if P0 ≤ P1 then
10: if P0 match P1 node value then
11: #pragma omp task{
12: Conjunction between P0 and P1 set of clauses and store

to T

13: }
14: else
15: Copy P0 to T

16: end if
17: Advance P0, T and compute new node value of P0

18: end if
19: if P1 ≤ P0 and P1 6= L then
20: if P1 match P0 node value then
21: #pragma omp task{
22: Conjunction between P1 and P0 set of clauses and store

to T

23: }
24: else
25: Copy P1 to T

26: end if
27: Advance P1, T and compute new node value of P1

28: end if
29: end while
30: }

possible matches. Note that if there is a match, the
match is unique and no other row can be merged
with any of the two being currently buffered.

The conjunction of rows may end up with more
complex formulas instead of simple clauses in
each row. These formulas are logically minimized
using ESPRESSO-II.

From the original algorithm, the conjunction of
rows is guaranteed to be performed only once for
each different pair of data structures, making the
conjunction operation could be done independently
in parallel. Taking this into account, our implemen-
tation has one single thread analysing and assign-
ing explicit tasks to the code associated with the
conjunction operation. When the single thread en-
counters a task construct, it places the task to be
performed in a pool of tasks that is associated with
the current parallel region. The threads in the cur-
rent team will take conjunction tasks out of the pool
and execute them until the pool is empty. The
pseudo-code corresponding to this version of the
Algorithm is given in Algorithm 4.

It is possible that during the PROCESS and
CLOSURE steps many disjunctions will end up in-
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cluding a literal and its opposite. These can be
omitted from the final logic formula because the
short-circuit present in that specific configuration
of internal nodes is present regardless of the be-
haviour of any external input values observed at
the control gate of the transistors. These situations
are of no interest to our analysis, since our objec-
tive is to find the input combinations that trigger a
path in the circuit between the Vdd and Gnd nodes.

The previous method [1] still maintained rows
marked for deletion in memory. These rows can
not be processed any longer (the respective dis-
junction holds a logical tautology2), and so we as-
sumed a minimalistic parallel approach to mem-
ory by removing marked rows as soon as they are
flagged.

Since our method is based itself in maintaining
the correct order of node values in the matrix, each
active thread receives a statically pre-computed
chunk of the matrix R

N and contiguously compacts
its local rows.

Throughout the CLEANUP mechanism, we keep
track of the number of active rows L R inside of
each thread’s chunk and perform a reduction op-
eration to this variable, saving the starting index
of each thread’s chunk in an array A. This gives
us information related to the starting position and
exact size of each thread’s chunk that is useful fur-
ther when re-dimensioning the current matrix data
space in line 15. At the end, one unique thread
pushes sequentially all compacted chunks of the
matrix and reallocates the old data space resourc-
ing to the information stored in the auxiliary array
mentioned previously.

2A formula of propositional logic is a tautology if the formula
itself is always true regardless of which valuation is used for the
propositional variables, for example, (A∨Ā) is a logic tautology.

Algorithm 5 Pseudo-code for parallel version of CLEANUP
procedure.

1: R← Number of active rows
2: T CLAUS ← Total number of clauses in matrix
3: L R← Local number of active rows
4: D ← Number of marked rows
5: A← Array to store starting position and L R
6: #pragma omp parallel for reduction(+:T CLAUS,L R) {
7: Initialize array A

8: for each row r ∈ R
N do

9: if row is not marked then
10: Push row to the last position read in chunk
11: end if
12: end for
13: Update array with L R

14: }
15: Move adjacent compacted chunks together and redimension matrix

size
16: R := R−D

17: D := 0

4.3. Parallel ESPRESSO-II
Our purpose was to make use of the

ESPRESSO-II tool’s efficiency to logically compact
our solution and keep the size of logic expressions
as minimum as possible. In our initial approach,
our aim was to make use of the procedures
and methods carried within the logic minimiza-
tion process as abstractly as we could possibly
could, since it was beyond our reach to analyse
thoroughly the tool itself. Nevertheless, it would
be necessary to guarantee that there were no
data dependencies or conflicts that could prove
to be harmful to the overall performance of our
approach. However, the logic minimization library
source code quickly revealed not to be thread-safe
and to the best of our knowledge, we were unable
to find any references in the literature that provided
an efficient parallel solution for the ESPRESSO-II
tool.

We were able to effectively develop a parallel
version of the ESPRESSO-II tool by highlighting
each of the critical variables used inside of the tool
and to them protect for race conditions and con-
current accesses without loosing functionality. We
found this solution to be innovative to the literature,
and it proved to have a great deal of impact in the
overall performance of our program.

5. Test and Evaluation
In this section we describe and present the re-

sults of the evaluation carried to analyse the per-
formance of our approach.

In our evaluation, we generated automatically
a set of transistor-level circuits. The algorithm
used to automatically generate these synthetic in-
stances was previously used in [1]. It produces
circuits with a set of (on average) four transistors
in series, and it repetitively does so until the de-
sired number of devices has been reached. The
experimental tests were performed in the shared-
memory cluster machine Legendre, running a Red
Hat 4.8 Linux distribution with the following proper-
ties:

– Intel(R) Xeon(R) CPU E5-2620 v2 @ 2.10GHz
- 24 cores total, 12 physical and 12 virtual
cores.

– 32 GB RAM.

We now present statistics for combinations of
transistor-level circuits with 20, 25 and 30 primary
inputs (#I), and 1000, 2000, 5000 and 10000 in-
ternal nodes (#V). The results presented vary for a
range of 1, 2, 4, 8 and 16 active threads. The set
of circuits generated was composed of 10 different
circuits for each of the combinations generated.

Figures 3, 4 and 5 report statistics for memory
usage (Mem) in MBytes and size of the SAT prob-
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Figure 3: Memory usage, size of the SAT problem, speedup and efficiency statistics for transistor-level circuits with 30 inputs and
1000, 2000, 5000 and 10000 internal nodes.

lem after all the internal states have been quanti-
fied out in terms of the number of the CNF clauses
(# SAT clauses) , and also speedup and efficiency
statistics for each of the combinations mentioned.
Each table gives the average (Ave) values mea-
sured for these 10 instances together with the
worst case (Max) and standard deviation (σ). We
report the total and per component execution time
(CPU) in seconds.

As we can see from Figures 3, 4 and 5, the intro-
duction of the logic minimization tool ESPRESSO-
II enabled a significant reduction on both model
complexity throughout the circuit analysis and also
at the end when transporting the problem into a
SAT solution. When comparing to what would be
the behaviour expected from such models, espe-
cially for instances with a considerably high number
of external inputs and internal variables (> 25 #I,
> 5000 #V), the memory requirements of the pro-
gram, at its peak, vary in a range of 450 to 470
MB maximum. As a result, on average these are
expected to be low.

As originally shown in [1], it becomes easily no-
ticeable a correlation between execution time and
model size. Note that even though the method
tries to minimize the number of active nodes at
each given moment by eliminating from the model
internal variables that have been completely pro-
cessed, these consequently increase with circuit
size, exponentially increasing the number of in-
ternal states. However, we were able to obtain
an efficiency that varied between 53% to 85% up
until 8 active threads for the majority of the in-
stances tested and for larger instances (> 25 #I,
> 5000 #V), we obtained an efficiency that var-
ied between 63% and 90%. The performance gain
of parallelizing is more perceptible for these as
well, having accomplished a speedup improvement
close to 12. The decrease observed for results
when 16 threads were used was to be expected

since the shared-memory machine where the tests
were executed only has 12 physical cores.

In general, we believe to have achieved solid re-
sults as for decreasing the overall execution time
and scaling the problem for larger instances while
efficiently making use of the available resources.
When dealing with smaller instances, the rate of
decrease in execution time as the number of pro-
cessors increases tends to slow down. However,
as it is shown, the overall efficiency increases as
the problem size increases and we believe that the
program as a good scalability for larger instances.

One final observation is related to the final SAT
problem, function only of the input variables. The
final size of SAT problem can be considered mi-
nor, taking into account what would be expected of
such instances. We used CryptoMiniSat [7], a SAT
solver based on Mini-Sat, and we were able to ob-
tain the final SAT solution in one to two minutes on
average, for all cases.

6. Conclusions
In this work, we have addressed the problem of

analysing short-circuit conditions in logic circuits
resorting to the advantages offered of parallel com-
puting. The objectives of our work were to imple-
ment a parallel version of the algorithm in [1] using
OpenMP in a shared-memory machine and deter-
mine not only its efficiency but also its scalability.
Throughout the development of our work, we en-
countered several challenges regarding the use of
the logic minimization ESPRESSO-II tool in paral-
lel. We successively extended our work to provide
an efficient and thread-safe version of the original
version of ESPRESSO-II and since there were no
attempts found in the literature to provide a solution
of the tool that guaranteed the properties desired,
we believe that this novel solution can be a positive
contribution to future work and references.

We were able to reduce substantially the com-
plexity of the incrementally built model by minimiz-
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Figure 4: Memory usage, size of the SAT problem, speedup and efficiency statistics for transistor-level circuits with 30 inputs and
1000, 2000, 5000 and 10000 internal nodes.

Figure 5: Memory usage, size of the SAT problem, speedup and efficiency statistics for transistor-level circuits with 30 inputs and
1000, 2000, 5000 and 10000 internal nodes.

ing the complexity of each individual logic expres-
sion with the help of ESPRESSO-II tool running in
parallel. This led to a significant decrease in ex-
ecution time, but also to the overall memory re-
quirements of the program and final size of the SAT
problem.

As reference for future work, one area of re-
search is finding the best order that the devices are
processed, since this directly determines the num-
ber of active nodes at a given time. The sequence
that the devices are processed can be studied and
improved by investigating the best ordering algo-
rithm for real circuits, guaranteeing that the number
of states is kept under control.

We also believe that future work can be carried
out in order to investigate the effectiveness of our
implementation in netlists of real circuits.
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