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Abstract—Twitter has been used increasingly by the scientific
community as an information source with the purpose of predicting the stock market. This work aims to take another step into
this emerging area. Everyday, thousands of users, with different
features, comment on Twitter regarding several companies. These
comments can influence the behavior of the people who read
them relatively to the transaction of shares. This work purposes
the use of a Genetic Algorithm to select a set of ideal features
belonging to a user capable of influencing the rise and fall of
the share values. To meet this goal, techniques to identify the
potential influent Twitter users were created, a methodology was
developed for filtering the tweets related to the stock market
and an analyzer of tweets’ sentiment was implemented. The final
results show that the most influent Twitter users are those that
are more active in this social network, posting a high number of
tweets and having a lot of new followers. The total number of
tweets and the ratio between followers and friends are important
characteristics as well. At last, two case studies were made with
the goal of assessing if the Genetic Algorithm was efficient. The
results are very promising since in one of the case studies the
P rof it did not depend on the behavior of the market which is
a very appealing quality for any investor.
Keywords—Twitter; Influent Users; Genetic Algorithm; Investment; Stock Market.

I.

I NTRODUCTION

The social media tools are increasingly used as communication platforms where people share their thoughts, opinions,
personal experiences, and also, discuss about brands, products,
services, etc. [1].
Twitter has become the most popular real time microblogging service. As of September 30, 2016, Twitter has more than
310 million monthly active users, who post around 500 million
tweets per day [2] [3]. This popularity makes Twitter like a
corpus with valuable data [4] used as source of information
for a large variety of studies, like predicting election results,
movies revenue or even seasonal flu.
Launched in October, 2006, Twitter allows their users
(called twitterers) to provide and obtain current information
in real time. They can publish messages with a limit of 140
characters (called tweets) making them easy and fast to read
and write. The major feature that differentiates Twitter from
other social networks is that tweets do not have to be directed
to a specific user or group of users, thus are available to all
the people that are interested in listening what a user has to
say.

As a way to categorize tweets, twitterers can use a hashtag
(#). People use the hashtag symbol # before a relevant keyword
or phrase (no spaces) in their Tweet to categorize them and
to ease other users in finding those tweets in Twitter Search.
By clicking on a hashtagged word, Twitter presents you all
other tweets marked with that keyword. Due to an increasing
growth in the number of tweets in the domain of stock market,
Twitter has implemented, in 2012, the cashtag ($) functionality
[5]. Cashtag works in a similar way as hashtag but it is aimed
at tracking tweets in the stock area (e.g. $AAPL for referring
Apple Inc.).
There is a large variety of users on Twitter, from ordinary
individuals to important ones, posting tweets in several areas
such as politics, sports, religion or financial markets, thus it is
very often to have people sharing their feeling on topics of their
concern. Twitter famous users tend to have their tweets read
by thousands, which means they have the power to influence
other people’s thoughts as well as their mood.
Psychological research has stated that the process of human
decision making is strongly related with their sentiment, so it
is a fact that people’s mood influences their behavior towards
the stock market [6].
Since stock market is a very popular topic on Twitter,
people often share their opinion regarding stock companies
and therefore influence others. We are able to assume that we
can relate this public mood in order to predict the stock market
trends [4] [7] [8] [9].
Considering that stock market price prediction has always
attracted much attention from researchers as well as businesses,
we expect to take one more step in this emerging field with this
work, where it is intended to predict the stock market using
just Twitter as feed. In this way, this work proposes to employ
a Genetic Algorithm (GA) capable of finding the most influent
stock market twitterers. This goal is achieved by analyzing the
sentiment and content on tweets, monitoring the users overtime
and analyzing the impact they had on the variation of the stock
prices.
The remaining of this paper is organized as follows. The
related works are briefly discussed in Section II. Section III
illustrates and describes the architecture of the developed
solution. In Section IV is described the evaluation process and
the results are presented. Finally, conclusions are drawn in
Section V.

II.

R ELATED W ORK

A. Stock Market Prediction
It is possible to use tweets’ content analysis in order to
predict several events in our society, one of which is stock
market forecasting as can be stated in previous researches [7]
[8] [9].
The authors in [7] collected approximately 10M tweets
from 2.7M users selecting only those that clearly expressed
the author’s sentiment. The tweets were submitted to different
mood evaluation tools. These results were then correlated to
the value of the DJIA over time. It was found that the emotion
calm was significantly correlated with changes in the values
occurred 3 to 4 days later.
A similar experience is made in [8], where 6 months of
daily tweets were collected, analyzed and tagged according to
the emotion expressed by the author. The emotions covered
were happiness, hope, fear, worry, nervousness, anxiety and
upset. These indexes were then correlated with three stock
market indicators: DJIA, NASDAQ and S&P500. The results
shown that when people express a lot of hope, fear and worry,
the stock trend is to go down. When people have less hope,
fear and worry, the stock values go up. Therefore, the authors
conclude that it is viable to use Twitter to check for emotional
outbursts of any kind to give prediction of how the stock
market will be doing the next day.
In a different way, the authors in [9] collected a sample
of over 2.5M daily tweets only related with firms that are
part of the S&P500, i.e. tweets that contain specific stock
ticker preceded by a dollar sign. In order to classify tweets
into positive and negative sentiment, they matched each word
with a dictionary. The dictionary used was the Harvard-IV
which is a commonly used source for word classification in
financial analysis. The polarity of each firm was compared
to the average daily stock returns of that firm on a given day.
The results show this sentiment polarity is positively correlated
with stock returns on the same day as the tweets were posted
and also up to ten days after.
However, some considerations must be taken into account.
First of all, both authors of [7] and [8] simply analyzed the
general sentiment of the Twitter community, i.e. they do not
have any criteria in selecting users since they did not make
any effort to find the most influent ones. Another relevant
observation is the fact that neither [7] nor [8] analyzed the
tweet content and restricted the set of data for only those
that are related to investing, as the authors in [9] did. Instead
they collected all tweets published on Twitter for a period of
time and compared them with the stock market values. Lastly,
having such sentiment diversity, e.g. fear, worry, nervousness,
etc., may become an undesired problem since it can be quite
difficult to differentiate sentiments like fear and worry in a
sentence. Actually, it could lead to inaccurate results. Instead,
the authors in [9] developed a simple and more effective
approach by separating emotions in just two groups: positive
and negative.
B. Sentiment Analysis
In the area of analyzing sentiment in tweets, the authors
in [10] used neural networks for that purpose. The results

were somewhat satisfactory, however some memory problems
were found in the vocabulary creation in the training part of
the neural network which make this algorithm not the most
suitable for sentiment analysis on Twitter.
The authors in [11] assume that the main focus of sentiment
analysis should be based on the polarity of text, thus the objective is to classify text into positive, negative or neutral. The
technique they propose consists of two main steps: (1) tweet
preprocessing, and (2) tweet classification. Since satisfactory
results were obtained, this algorithm worked as inspiration for
our solution and is described in the following section.

C. Influence on Twitter
Intuitively, a user would be as influent as the number of
followers she has. But this can be misleading [12] [13].
In [12] the authors show that the number of followers a
user has may not guarantee influence on the Twittersphere.
The authors suggest the majority of Twitter users are passive
consumers. In other words, they receive the information but
they do not forward the content through the network, which is
clearly a strangle. It is worthless if a user has a large audience
(i.e. followers) but does not share his content in some way.
Therefore, it is implicit that it is necessary to considerate more
user features than the number of followers in order to measure
influence on Twitter.
In [13] it is demonstrated that the most important influence
factor is not the number of followers but the active audience
who retweets and mentions a user. This study shows that
the top Twitter influencers have a stronger correlation with
retweets and mentions than with followers.
Lastly, the authors in [14] propose some features to measure the user influence. The majority of these features will be
studied within this work and will be detailed in the following
section.

III.

A RCHITECTURE

The goal of this work is to develop a system able to
choose, among a group of Twitter users, those with the
higher capability to influence the stock market. The principle
behind this work is that a comment posted on Twitter about
a particular company will have an impact on the stock of
this same company, meaning that positive opinions about a
company will be spread among the community and will lead
to an increase on the stock market, while negative opinions will
result on a decrease of the stocks. Therefore, it is necessary
to develop a system that is capable of performing opinion
mining on companies’ stocks. This implies collecting and
monitoring several users that regularly make comments about
companies on Twitter so their tweets and stats can be stored
and analyzed. Lastly, a GA is used to decide which features
are more important in terms of Twitter influence.
Figure 1 illustrates the architecture model view as well
as the module interaction. The details of each module are
presented in the following sections III-A, III-B, III-C and III-D.
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A. Twitter Data Processing Module
The goal of this module is dealing with all the search,
download and storage of the Twitter data. This module also
provides methods to be invoked by the Genetic Algorithm
Module (see Figure 1) in order to return the desired data.
1) Users Collection: The users intended to be studied
are the ones that assiduously post comments about stock
companies on Twitter. Therefore, this module is designed to
first collect approximately 5000 tweets posted on Twitter that
mention each company of the 500 that are part of the S&P500
index and then iterate the tweets in order to extract their
authors. Finally, the authors are stored in a single file on the
machine itself, so they can be accessed by other modules. The
technology used to download the data presented above was a
Java library for the Twitter Official API, named Twitter4J [15].
2) Tweets Collection: The goal of this module is to collect
the tweets posted by the users being studied, which were
collected by the module presented above. The Java library
used to perform this task is called ”GetOldTweets” [16]. This
module is designed to support parallel computing in order to
maximize the usage of the machine resources. In other words,
the task of collecting the tweets of thousands of users can be
divided into several processes that can be performed at the
same time. Finally, the storage is made on the file system of
the machine through the serialization mechanism provided by
Java.
3) Stats Collection: Since the goal of this project is to
decide which characteristics are more capable to influence
other users on Twitter, it is mandatory to perform a daily
collection of the values of the users’ characteristics. This
module is responsible for the collection and for processing
the eleven features that will be studied in this work. Some of
them were proposed in [14] and others were proposed for the

first time in this work; both are detailed as follows.
1)

2)
3)
4)

5)

6)

7)

Number of Followers: The absolute number of followers a user has. This could be a influence indicator
since a user need to have an audience to become
influent.
Number of Tweets: The number of tweets a user
has in order to understand if being an active user is
important in terms of influence.
Number of Favorites: The number of favorites a user
has in their tweets.
Number of Retweets: The number of retweets a user
has in their tweets. This value is not retrieved directly
from the source since Twitter itself does not count this
feature. So this value is calculated in this module by
counting the retweets on the tweets collected for each
user.
Number of Public Lists: The number of public lists
a user is member of could be an indicator that there
is people interested in their content, which means the
user is influent.
Actions to Tweets Ratio: The ratio between the
number of actions, i.e. favorites and retweets, and the
number of tweets. For instance, user A and B have the
same number of actions over their tweets, however
if user A has a larger number of tweets, in theory,
user B is more influent than user A. This metric is
plausibly reflective of the influence power on Twitter.
This feature is used for the first time in this work. It
is slightly different from the one presented in [14]
where only the ”mentions” were counted instead of
the ”favorites”.
Followers to Friend Ratio: The ratio between the
number of followers and the number of friends. A
big FF ratio indicates that a user has many people

8)

9)
10)
11)

interested in the content she posts. If it is nearly
1, indicates she follows back most of her followers.
If it is nearly 0, perhaps the account belongs to a
”spammer” or ”web robot”. This value is not retrieved
directly from the source but it is easily calculated in
this module by dividing the number of followers by
the number of friends.
Age of Account: A user with an older account is
expected to have a bigger influence over Twitter
social network because she reaches, in theory, a larger
number of users than a more recent account.
New Followers: The percentage of new followers
over time can be also an influence indicator whether
its value is increasing or decreasing.
New Favorites: The percentage of new favorites over
time can be an influence indicator. This feature is
used for the first time in this work.
New Tweets: The number of new tweets posted by a
user during a period of time. If a user is influent, she
must post new tweets once in a while. If she stops
posting for a long period of time, she will become
less influent. Generally speaking, an active user has
more chances of being influent than a passive one.

In order to download the data concerning this module, it
is used the Twitter4J Java library [15]. The storage is made
on the file system of the machine through the serialization
mechanism provided by Java.
B. Financial Data Processing Module
This module processes the companies stock values, in order
to later understand if a user had impact on the stock fluctuation.
This module acts like a bridge for the Genetic Algorithm
Module to the financial data since it provides methods to be
invoked by that module in order to access the desired data (see
Figure 1). The financial data is collected through a Java library
for the Yahoo! Finance API, named ”GetMeAQuote” [17].
The variable analyzed in this study is called the Adjusted
Closing Price (ACP ), which represents the most accurate
reflection of a stock’s value. Based on this value, the %Gain
is calculated for the company C in the date di through the
formula (1).
ACP (C, di ) − ACP (C, di−1 )
%Gain(C, di ) =
× 100 (1)
ACP (C, di−1 )
The data flow of this module starts when the Genetic Algorithm Module passes as arguments the company stock symbol
and the date for which it is intended the gain percentage. The
module connects with the Yahoo! Finance API to get the values
of the ACP (C, di ) and ACP (C, di−1 ). Then calculates the
respective %Gain through the formula (1) and returns it to
the Genetic Algorithm Module.
C. Natural Language Processing Module
This module includes all the text processing needed to
interpret the user’s opinion expressed in their tweets. This
type of process transforms tweets from a meaningless group

of scattered words, without computational value, into a set of
powerful informations able to be studied within this project.
The module is decomposed in two others: (1) Content
Analysis and (2) Sentiment Analysis. The first has the goal
of removing non relevant tweets, i.e. that are not related with
the stock market. The other has the purpose of labeling the
tweet with the respective sentiment polarity. More details of
each module are given in the following subsections.
The data flow of this module occurs as follows: the content
analyzer access to every stored tweets and filters them. The
remaining tweets are submitted to the sentiment analyzer
where they are labeled and then serialized into the machine
file system.
1) Content Analysis: Every single tweet that did not contain at least one stock symbol from the S&P500 index preceded
by a ”cashtag” ($) were rejected. This allows to discard the
non-stock related tweets.
After performing this major filtering, a random sample of
500 tweets was selected from the set in order to analyze it
manually. Two types of undesired tweets were spotted in this
sample: (1) tweets written in another language than English.
Since the sentiment algorithms are directed only to the English
language it would be impossible to calculate the sentiment
polarity; (2) spam tweets.
In order to mitigate the first constraint, a Java library named
”language-detection” [18] was used to identify the language
of every tweet. The second constraint spotted was the spam
created by ”web robots”. There is a considerable number of
tweets that, despite having a stock symbol preceded by a
”cashtag”, do not have any content suitable for sentimental
rating, i.e. tweets containing just URLs or images. Therefore, it
was created regular expression rules to catch these meaningless
content. If the remaining text is empty then the tweet is just
spam, so it is deleted.
In short, the rules employed in this module reject the tweets
that:
1)
2)
3)

Do not contain at least one cashtag followed by a
stock symbol;
Are written in a different language other than English;
Are identified as spam.

Obviously, this module is not 100% accurate. It is impossible to identify with certainty if a tweet is giving good
stock information about a company or not. However, a good
approach was made on this topic that aimed at spam removal
on the stock market tweets. The original copy of the valuable
tweets were then serialized before proceeding to the sentiment
analysis.
2) Sentiment Analysis: This module is responsible for
performing the tweet labeling with the sentiment polarity
expressed by their author. The approach taken is similar to
the one presented in [11]. But in this work, it was chosen
to perform the three classifiers together (Emoticons, Bag-ofWords and SentiWordNet) instead of doing the three elimination stages like the authors proposed. These three classifiers
ensure a bigger accuracy on the sentiment analysis [19]. Three
variables were created in the tweet object to store the sentiment
score of the respective classifiers.

Before submitting the tweets to the three classifiers, it is
mandatory to perform a preprocessing.
a) Preprocessing: The preprocessing that consists in
removing words that do not contain any important information,
i.e. words with a zero score regarding the sentiment. This
includes removing stopwords, hashtags, cashtags, mentions,
URLs and special characters. It is usual for tweets to contain
misspelled words so a spell checker software, named JSpell
[20], is used to correct the spelling. Finally, the text is
lowercased in order to ease word comparisons in the further
classifiers.
b) Emoticons Classifier: In order to proceed with an
emoticon classification, a dataset of emoticons was created.
It consists in two lists, wherein the first contains the positive
ones, and the other, the negative. Next, it is performed the
emoticon classification inspired on the [11] research. Hence,
for each tweet, it is verified if any of the emoticons is present.
If the match occurs with a positive emoticon, +1 is added to the
emoticons score variable (SE ). If it is matched with a negative
emoticon, -1 is added to the same variable. Otherwise, nothing
is added to (SE ).
c) Bag-of-Words Classifier: This classifier is similar to
the one presented before but instead of having two sets of
emoticons, we have a set of positive words and another of
negative words. These sets were created by merging the bagof-words made by reputable people in the area: Hu and Liu
[21], and Bill McDonald [22]. Since this work is related with
the stock market, it was decided to join a financial bag-ofwords [22] as well.
The classified itself is inspired in the [11] research. Each
single word of a tweet is matched with these bags. If the word
is found on the positive bag, +1 is added to bag-of-words score
variable (SW ). If the word matches with any of the negative
bag, -1 is added to (SW ). Otherwise, nothing is added to (SW ).
d) SentiWordNet Classifier: This classifier uses SentiWordNet [23], which is a lexical resource for opinion mining.
Each word of a tweet was passed to the SentiWordNet which
returns the respective score. The values are accumulated in the
score variable (SS ).
In summary, Figure 2 illustrates the data flow diagram for
this module, where it is shown the entire procedure discussed
above as well as the external content used.
D. Genetic Algorithm Module
The GA’s goal is to discover what characterizes a Twitter
user with influence on the stock market. The main idea is to
build an “optimal user” in terms of Twitter influence, a user
that would have the ideal values in their features.
1) Representation of Individuals: Finding a solution for a
problem such as the one in this work requires setting up a
GA in a specialized way. This population is composed by
n chromosomes/individuals which in turn are representative
of a possible solution to our problem. Naturally, the user
features are represented in genes. Thus, Figure 3 illustrates
the representation of a complete chromosome in which each
gene is a Twitter user’s feature, except for the last one
that symbolizes the ideal number of ranks and it is further
explained.

Due to the complexity of this GA implementation, the
representation of the individuals is not an obvious and literal
task, since a big dispersion of values is found on the user’s
features. To simplify the process, rather than associate each
individual to a single user, the approach made is to associate
a set of Twitter users to a single individual.
In this way, it is necessary to create several sets of users,
one for each feature. These sets are then sorted into a certain
number of decreasing subsets, called ranks, i.e. the ‘Number of
Followers’ set is sorted so the first ranked subset contains the
users with more followers, while the last subset contains the
users with less. This logic is applied to all sets. By ranking the
users, the GA will be able to choose for every single feature,
the ranked subset with more impact on the stocks. The accurate
number of ranks will also be discovered through the GA, since
a gene will be responsible for finding this optimal number. One
of the advantages of this implementation is that it allows to
analyze each feature independently. This way, the GA is able
to choose the fittest rank in an independent way.
2) Evaluation Function: The fitness function uses this
sentiment polarity along with the stock performance to choose
a user subset over the other. So, assuming that the stocks of
a certain company are growing, the set containing users who
made positive comments about this company will have much
more chances of being chosen than the set of users who shared
negative thoughts about it over Twitter. The same happens if
the stocks are failing and the comments made are negative.
So the sentiment of a tweet is given by the formula (2).
sentiment = SE + SW + SS
And the formula
f itnessindividual .
f itnessindividual =

Pn

i=1

P

10
day=1

3

is

used

to

(2)
calculate


Gain(C, datetweeti + day) × polaritytweeti

the
(3)

The inner sum gives the Gain (see formula (1)) of the
company C between the first and tenth working days after
the tweet was created. A similar period of time was used in
[9] with satisfactory results. In fact, this value is the Gain
variation that occurred to the company C after the tweet
creation. The Gain variation is multiplied with the respective
tweet polarity, which represents if the prediction was correct
or not. The outer sum iterates over every single tweet of an
individual.
IV.

E VALUATION

This section describes the evaluation performed to the
system. First, the data collection is detailed as well as it
processing. In order to validate the results retrieved by the
system, two case studies are presented and discussed.
A. Users Collection
The responsible module for the users collection, Users
Collection Module, was executed in three distinct periods of
time: (1) February 2016, (2) April 2016 and (3) May 2016.
Hence, a longer period of time was covered so a larger number
of users were collected with the purpose of assuring more user
diversity.
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The results of this collection are shown in Table I. A total
of 6 992 247 tweets were collected which originated 104 349
distinct users.

to August 2016 by the set of users under observation. More
details about this collection are given in Table II.
TABLE II.

TABLE I.

T WEETS COLLECTION RESULTS .

U SERS COLLECTION RESULTS .

Date

No. of Tweets
Collected

No. of Distinct Users
Collected

Period

Period

No. of Tweets
Collected

Data
Volume

June 2016

185 453 036

43.4 GB

1

February 2016

2 332 246

69 104

July 2016

201 197 481

47.1 GB

2

April 2016

2 330 865

18 410

August 2016

195 771 103

45.8 GB

3

May 2016

2 329 136

16 835

Total

582 421 620

136.3 GB

6 992 247

104 349

Total

C. Stats Collection
B. Tweets Collection
Since the Tweets Collection Module was developed to
support parallel computing, about 50 terminals were running
for over 300 hours to download all the tweets posted from June

The Stats Collection Module has the goal of downloading
and storing the daily stats for each user of our set and was
executed daily from June to August 2016. More details about
this collection are given in Table III.

TABLE III.

U SER STATS COLLECTION RESULTS .

Period

No. of Stats
Collected

Data
Volume

June 2016

3 130 470

15.5 GB

July 2016

3 234 819

16 GB

August 2016

3 234 819

16 GB

Total

9 600 108

47.5 GB

D. Natural Language Processing
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The downloaded tweets were submitted to the Natural
Language Processing Module in order to be filtered through
the Content Analysis Module and analyzed by the Sentiment
Analysis Module. It means that, after this processing, the valuable tweets were ready to be studied by the Genetic Algorithm
Module. Table IV shows the number of tweets before and
after going through the Natural Language Processing Module.
Therefore it is easy to understand that the majority of the
collected tweets did not have a valuable content, since from the
approximately 582M tweets only 2.1M were actually related
to the stock market. It can surely be said that this module was
effective because it allowed to eliminate 99.6% of the collected
tweets and consequently reach more accurate results.
TABLE IV.

No. of
Followers

[0; 0]

No. of
No. of
Retweets Public Lists
Rank 5

No. of
No. of
Retweets Public Lists
[0; 0]

No. of
Tweets

Data
Volume

Before NLP
Module

582 421 620

136.3 GB

After NLP
Module

2 154 193

1.1 GB

[43; 75]

In other words, the Genetic Algorithm Module is executed
to return the characteristics of the Twitter users that were more
influent on the stock market, based on the data collected on
June and July. Then, a set of users with features similar to
the ones allegedly influent are selected to be tested. This test
verifies if profit is made by making the decisions they suggest,
i.e. buying the stocks of every company they commented about
with the expectation that there will be an increase on their
value.
The first case study will be the benchmark of this work,
since there will be no limitation on the buy of the stocks, i.e.
all the stocks from the companies the optimal users suggest
will be bought. In the second case study it is restrained the
buying to only one share of the most popular companies on
each day of August, i.e. the ones that were mentioned in the
largest number of tweets.
In order to calculate the profit these suggestions would
generate, a simulation is made for the buy of the company
stock on the day after the tweet was created as well as their sell
in two different occasions: ten and twenty-two working days
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after they were bought. These delay periods are represented
by T in expression (4).

T =

10, ten working days after their buy
22, twenty-two working days after their buy

(4)

In order to evaluate the efficiency of these investments
during a period of time, the Return of Investment (ROI)
formula (5) is used and can be defined as follows:
ROI =

Gain − Cost
Cost

(5)

The sentiment polarity will decide if the investor should
go long or short on an investment. In a long investment, the
ROI can be calculated directly by the formula (5). Whereas in
a short investment, the ROI is multiplied by −1.
Finally, the P rof it is given by calculating the average of
all investment returns, see formula (6).

E. Case Studies
In this section it is detailed two case studies with the goal
of accessing if the system is efficient. On both case studies,
the tweets collected between June and July 2016 are used as
a training set and the tweets posted on August 2016 are used
in the testing set.

Followers
to Friends
Ratio

Results of the GA run for the Case Study I and II.

R ESULTS OF THE NLP M ODULE .

Period

Rank 4

Actions to
Tweet
Ratio

%P rof it =

n
X
ROI
i=1

n

× 100
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In all case studies, a long or short position is taken
considering the majority of the comments, positive or negative,
verified daily. Consider the following scenario as an example:
on day D, x comments were made with a positive sentiment
and y with a negative one about company C. If x > y, then it
is taken a long position on company C stocks; if x < y, then
it is taken a short position on company C stocks; if x = y,
nothing happens.
1) Case Study I:
a) Training:
The tweets used in the training set are the ones collected
between June and July 2016 making a total of approximately
1.5M tweets. The GA was executed with a population size of
50 individuals.
The fittest individual returned by the GA is presented in
Figure 4. The first scheme presents the ranks of each feature
in an optimal user. Then, these ranks are translated to the
corresponding interval of values. Therefore, these values are
considered the ideal in terms of stock market influence on
Twitter.
Like it is possible to verify with the result of the GA, the
feature ”No. of Followers” is associated with Rank 5, which
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Fig. 5. Profit obtained on ten working days and comparison with S&P500
index – Case Study I.

Fig. 7. Profit obtained on ten working days for the top commented companies
(15 long without short) and comparison with S&P500 index – Case Study II.
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Fig. 6. Profit obtained on twenty-two working days and comparison with
S&P500 index – Case Study I.

is confirmed by the works [12] and [13] where is defined that
the ”No. of Followers” alone does not assure influence on the
Twittersphere.
In work [14] is defined that the features ”AT Ratio”, ”New
Tweets” and ”FF Ratio” are the most effective of all. The result
of our GA presents the features ”New Tweets” with the Rank 1
and the ”FF Ratio” with the Rank 2, which confirms the results
of the prior research. However, the ”AT Ratio” presented the
Rank 9; it is best to remind that Twitter does not count the
values of ”AT Ratio”, therefore the absolute values were not
used. The chosen approach was to use the values present on
the analyzed tweets, and that is what explains the difference
among the results.
b) Testing: The tweets used in the training set are the
ones posted on August 2016 from 6 542 optimal users, making
a total of 239 712 tweets. Those tweets were analyzed with
the purpose of understanding the company they were referring
to as well as the sentiment polarity.
To corroborate what is being said, the graphs in Figure
5 and 6 provide the information of the P rof it obtained by
buying stocks the allegedly influential users recommended.
As stated above, there were no limitation to the number
of shares bought on each day. This means that, on every day
of the month, if a comment about a company was made, one
share of said company would be bought. Due to the absence of
limitations, about 350 shares were bought everyday. Therefore,
the P rof it curve obtained and the S&P500 index curve were
quite similar, although the P rof it curve remained always
above.
The result reached was the expected since we bought shares
of practically all the companies that belong to that index. This

Date

Fig. 8. Profit obtained on twenty-two working days for the top commented
companies (15 long without short) and comparison with S&P500 index – Case
Study II.

was also valuable to validate our evaluation system, allowing
to consider this case the benchmark of this system.
2) Case Study II: The training phase of the second case
study uses the tweets collected between June and July 2016.
In the testing phase, shares of only some companies are bought.
The chosen companies will be the most mentioned by the
optimal users on August, 2016.
a) Training:
The results of the training phase are exactly the same as
the ones obtained on the first case study presented in section
IV-E1.
b) Testing:
Due to the P rof it curve of the first case study being
similar to the S&P500 index one because of the fact that shares
of almost all the companies were bought, in this case study
it was restrained the buying to only one share of the most
popular companies on each day of August, i.e. the ones that
were mentioned in the largest number of tweets. The following
subsections details the results.
Top 15 commented companies (15 long without short)
The P rof it made with this operation on ten working days
is shown in Figure 7, whereas Figure 8 shows the P rof it
made in twenty-two working days.
This was the test where there was the bigger difference
between the P rof it and the S&P500 index curves. It is
possible to see that, whenence there was a decrease of the
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Fig. 9. Profit obtained on ten working days for the top commented companies
(15 long + 5 short) and comparison with S&P500 index – Case Study II.

Fig. 11.
Profit obtained on ten working days for the top commented
companies (15 long + 15 short) and comparison with S&P500 index – Case
Study II.
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a bigger return of our investment when compared to the
generality of the companies. On some periods this difference
was of over 2% (after September 14).
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Fig. 10. Profit obtained on twenty-two working days for the top commented
companies (15 long + 5 short) and comparison with S&P500 index – Case
Study II.

majority of the companies shares’ value, it was followed by
the P rof it’s curve in a very similar way. This happened for
a reason: there is a tendency for the companies to follow each
other. Because it was not bought any share in short position,
allowing to obtain profits in decreasing periods, the reached
results were quite expected.
However, it is important to point out the shares the optimal
users commented positively on were, in fact, safe investments
with pretty reliable returns throughout the whole test period.
This occurred both on the 10 and 22 working days investments.
Top 20 commented companies (15 long + 5 short)
The P rof it made with this operation on ten working days
is shown in Figure 9, whereas Figure 10 shows the P rof it
made in twenty-two working days.
In this test the approach was to buy daily 25% of the shares
in short position. The outcome of this was that, in periods of
big decreasing of the S&P500 index, the P rof it curve did
not fall as drastically. However, the returns were not as high
comparing to the previous test.
It is possible to see that on the 2nd day of August, there was
a difference between the P rof it and S&P500 index curves:
the index curve declined while the P rof it curve remained the
same. This good result was obtained thanks to the group of
shares that the optimal users recommended to buy and was not
related to an obvious influence from specific company.
On the rest of the month, the two curves behaved similarly,
i.e. rose and fell on the same days. However, there was always

The high ROI obtained after September 14 was essentially
due to the big investment made on Apple Inc. (AAPL) on
August, that matched the announcement date of the iPhone 7,
on September 7. Only 6 working days after the announcement
date the shares increased 113.9%.
There was another relevant event that contributed to the
good return obtained after September 14. It all started around
August 22nd, when the pharmaceuticals company Mylan N.V.
(MYL) announced a new price increase on the allergy treatment auto-injectores EpiPen. In 2009, “an EpiPen two-pack
cost patients $100 dollars, but in 2016 the price is $500 or, for
some patients, $600” [24], which means it suffered a 400%
increase on the epinephrine injection.
As expected, this matter was discussed a lot on Twitter by
our optimal users, which made us buy many Mylan shares in
short position in this period of time that contributed to a ROI
increase throughout the whole month of September.
However, it is important to point out the shares the optimal
users commented positively on were, in fact, safe investments
with pretty reliable returns throughout the whole test period.
This occurred both on the 10 and 22 working days investments.
Top 30 commented companies (15 long + 15 short)
The P rof it made with this operation on ten working days
is shown in Figure 11, whereas Figure 12 shows the P rof it
made in twenty-two working days.
In this test, the choice was to increase the amount of shares
bought in short position. At first sight, it can be seen that the
P rof it curve did not always stay above the S&P500 index
curve as happened on the previous tests. However, upon a more
careful analysis, it is possible to confirm that the P rof it curve
stayed stable and never had a negative ROI.
Furthermore, it can be said that the P rof it does not depend
on the market, which is a very appealing situation for any
investor. It is true that the return was not as high as certain
periods of previous tests but, it is also true that in situations
of great market falls, it was possible to increase the return, as
it can be seen on September 9 and 13.

Some points that could be improved as a future work are:
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•

Creation of a dictionary with terms related to the stock
market in order to increase the accuracy of the content
analyzer as well as the sentiment analyzer;

•

Even though the reached results were pretty reliable,
it would be important to work for a longer period both
on the training and the testing phases to verify if the
good result were consistent;

•

Test the users using a real portfolio, where variables
like the capital available to invest or the taxes would
be considered.

•

Develop a system prepared to collect, practically in
real-time, the tweets posted by the influent users,
analyze their sentiment and perform the buying of the
shares. Since it would be required a high computational power, it is important to consider the chance of
using a distributed system.
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Fig. 12. Profit obtained on twenty-two working days for the top commented
companies (15 long + 15 short) and comparison with S&P500 index – Case
Study II.

Thus, from the investor’s point of view, it is preferable
to not having a higher return if, in compensation, the ROI
stays stable. It can be concluded that this was an excellent
result which proves that the optimal users are in fact capable
of influencing the stock market.
V.

C ONCLUSION AND F UTURE W ORK

This research described a completely innovator system,
developed in the area of data science. A system that is capable
of selecting the best features of the Twitter users that normally
comment about the stock market in this social network. This
selection is made by a GA in which the chromosomes are
the different features of a Twitter user. To make this possible
it was necessary to implement techniques that allowed to
choose a group of users that frequently comment about stock
market companies. After that, these users were monitored
for four months in order to collect daily the values of their
characteristics as well as the tweets they post. Since these
users do not only comment about the stock market, different
techniques were implemented to eliminate the tweets that are
not related to this matter. Then, the remaining tweets went
through a sentiment analysis to understand if the comment
made about a determined company is positive or negative.
The GA showed that the most influent Twitter users are
those that are more active in this social network, posting a
high number of tweets and having a lot of new followers. The
total number of tweets and the ratio between followers and
friends are important characteristics as well.
At last, two case studies were made with the goal of
accessing if the GA was efficient. On both case studies, tweets
collected on June and July, 2016 were used as training. This
means that the GA developed the features of the optimal users
based on those tweets. Then, the tweets posted by the optimal
users on August were tested to verify if they were in fact
influent on the stock market. In order to do that, metrics to
measure the returns of investment were used. The first case
study worked as a benchmark to prove that the test method was
valid, which was confirmed at the end. On the second, three
types of shares were bought. The results were very satisfactory:
on the first two it was obtained a ROI always higher than
the market’s tendency. The last one was considered the best
because the ROI was always positive and the P rof it did not
depend on the behavior of the market which is a very appealing
quality for any investor.
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