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Abstract

This work proposes a new system capable of real-time ship instance segmentation during maritime

surveillance missions using a standard RGB camera onboard unmanned aerial vehicles. The imple-

mentation requires two stages: (1) an instance segmentation network able to produce fast and reliable

preliminary segmentation results and (2) a 3D fully connected Conditional Random Field, which sig-

nificantly improves segmentation results by exploring temporal correlations between nearby frames in

video sequences. Moreover, due to the absence of maritime datasets consisting of properly labeled

video sequences, we create a new dataset comprising synthetic video sequences of maritime surveil-

lance scenarios (MarSyn). The main advantages are the possibility of generating a vast set of images,

being able to represent real-world scenarios, without the necessity of deploying the real vehicle, and

automatic labels, which eliminate human labeling errors. We train the system with aerial footage from

detection and segmentation maritime datasets and we test the effect of adding synthetic data during this

phase. Furthermore, we test the overall system on the Seagull dataset and in test sets from previous

works to set a comparison basis.

Keywords: Machine learning, computer vision, ship detection and segmentation, real-time in-

stance segmentation, 3D fully connected CRF, synthetic dataset, maritime surveillance.
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Resumo

Neste trabalho propôe-se um novo sistema capaz de segmentar navios em tempo real durante

missões de vigilância marı́tima realizadas usando veı́culos aéreos não tripulados com câmaras embuti-

das. A implementação requer duas etapas: (1) uma rede de segmentação capaz de produzir resultados

de segmentação rápidos e confiáveis e um 3D fully connected Conditional Random Field, que melhora

significativamente os resultados da segmentação através da adição de correlações temporais entre

imagens consecutivas em sequências de video. Adicionalmente, devido à escassez de bases de da-

dos maritimas contendo sequências de video devidamente anotadas, criou-se uma nova base de dados

composta por sequências de video sintéticas de cenários de vigilância marı́tima (MarSyn). As principais

vantagens são a possibilidade de gerar vastos conjuntos de dados, capazes de representar situações

do mundo real, sem a necessidade de recorrer ao uso do veı́culo real, e anotações automáticas, que

removem o erro humano durante as anotações. O sistema foi treinado com imagens aéreas de navios

pertencentes a diferentes bases de dados, sendo o efeito da adição de dados sintéticos durante esta

fase estudado. O sistema geral é testado na base de dados Seagull e em conjuntos de teste de trabal-

hos anteriores de forma a ter-se uma base de comparação.

Palavras-chave: Aprendizagem automática, processamento de imagem, deteção e segmentação

de navios, segmentação de instâncias em tempo real, 3D fully connected CRF, conjunto de dados

sintéticos, vigilância marı́tima.
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This document presents a study for implementing a surveillance system in a military Unmanned

Aerial Vehicle (UAV) to detect and segment vessels in maritime scenarios using images from an onboard

camera. The main goal is to create a new system capable of real-time results, more ef�cient and cost-

effectively, but at the same time presenting the same or better results than previous works. A research

is made in order to have a perception of the current state-of-the-art solutions and algorithms for image

detection and segmentation both in the maritime scenarios and other areas like autonomous driving or

medical image segmentation. This allows for an overview of the topic and the different ways in which it

has been covered. With this, we can use some of these solutions and/or modify them in order to apply

them to our work.

This work is made in a collaboration with the Portuguese Air Force and Navy since they are the

entities responsible for patrolling the oceans. After building this system it will be integrated into the UAV

software to perform maritime surveillance along the Portuguese maritime coast.

1.1 Motivation

Nowadays Maritime Surveillance is a key piece of every country's policy. The safeness and secure

use of the oceans must be guaranteed in a time when every inch of the ocean is used due to the global-

ization of our world. Surveillance allows the control of all kinds of illegal activity (smuggling, piracy, and

others). It is an important tool in search and rescue missions and, moreover, ensures that environmental

regulations are applied, preventing excessive �shing and all kinds of activities that have a severe impact

on ecosystems.

Seeing the ocean as a highway and vessels like traf�c, maritime transport becomes the backbone of

international trade and the global economy, being responsible for around 80% of global trade by volume

and over 70% of global trade by value1. Worldwide ports must handle the constant �ow of incoming

and outgoing ships. Portugal is no exception due to its unique location: it is the most western European

country, which makes it one of the European countries closest to Africa and both Americas. This location

is one of the best entry points in the Schengen Area, both in terms of people and cargo (imports/exports).

This makes Portuguese waters, busy waters, not only for licit activities but also for illicit activities.

Accordingly to DRGM2 Portugal has a coast with 943 kilometers and an exclusive economic zone

(EEZ) reaching almost two million square kilometers divided into three regions: continental, Azores and

Madeira. Portugal is responsible for a search and rescue area of approximately 6 million square kilo-

meters and the exploration, control, management and preservation of such a vast area is an enormous

challenge. For a country with just over 10 million people and one of the biggest maritime regions in the

world to manage, such a task is dif�cult to accomplish due to the few economic and human resources

available. Consequently, the development of ef�cient and cheaper technologies is imperative.

A wide variety of sensors has been used for maritime surveillance. The traditional approach implies

the use of satellites, vessels and aircraft. Satellites are costly and don't have the necessary �exibility

1https://unctad.org/webflyer/review-maritime-transport-2018 , Last access: November 2021
2https://www.dgrm.mm.gov.pt/en/am-ec-zonas-maritimas-sob-jurisdicao-ou-soberania-nacional , Last access:

November 2021
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for the job. Traditional aircraft are equipped with heavy radars [1] like Synthetic Aperture Radar (SAR)

or other technologies such as Automatic Identi�cation System (AIS) and Vessel Monitoring Systems

(VMS). AIS and VMS resort to very high frequency (VHF) and global positioning system (GPS) to wire-

less transmit the identity and the current position of a ship. However, not all ships are compelled to

carry transponders, and in cases of illicit activities, they can be intentionally turned off to avoid radar de-

tection. Furthermore, radar technologies cannot be installed on UAVs due to weight, power and space

requirements.

The technologies mentioned above remain expensive and in need of large infrastructures like heavy

vehicles, satellites or coastal bases. In recent years researchers have been trying to �nd new solutions.

Unmanned aerial vehicles (UAVs) have seen a huge increase in accessibility, both in a technological and

economic way, but also became suited to carry a different variety of sensors. One of these sensors is

commonly used by almost everyone on a daily basis and it is known as Visible Spectrum Camera (VSC).

VSCs have seen a huge increase in accessibility in the past decade, due to their low weight and price.

Since UAVs can't carry heavy technologies, VSCs are optimal candidates to record images overseas.

The combination of these two factors led to the development of a diversity of projects in Portugal like

FireFront1 and VOAMAIS2. Portugal is a country prone to wild�res and the main goal of FireFront project

is to incorporate a camera system with associated software to deploy in UAVs to acquire both visible and

infrared imagery of a �refront. Those images will then pass through processes of automatic detection

and tagging of �re events in order to forecast the �re front evolution. The data given by the system will

help �ght these �res more effectively. VOAMAIS project aims to develop methods for target detection

and tracking in seaborne image sequences. A more detailed description will be given in Section 1.2,

since this thesis is related to that latter project. The common factor between these two projects is the use

of UAVs to capture imagery and the use of computer vision algorithms running on an onboard computer.

Computer vision is a sub�eld of arti�cial intelligence (AI) that enables computers and systems to

derive meaningful information from digital images. The most common computer vision tasks are object

detection and image segmentation. Object detection, like the name suggests, locates objects in an

image via a bounding box, i.e, surrounds the object with a rectangle. Alternatively, image segmentation

is a process that assigns a label to every pixel in an image, breaking it down into meaningful regions.

This method allows extracting additional information about the object such as the size, orientation and

silhouette. Moreover, after performing image segmentation it is possible to resort to post-processing

techniques to improve the segmentation quality and obtain more reliable information.

Automatic detection and segmentation in aerial images is still an open problem and new ways and

algorithms are still needed. The energy in UAVs is a shared and valuable resource used to power the

UAV �ight controls and all the onboard systems. The use of UAVs requires fast and ef�cient algorithms

in order to be able to perform in real-time, but also to save energy, prolonging the �ying time. The type

of CPUs/GPUs installed on the aircraft must be considered during the design phase.

1http://www.firefront.pt , Last access: November 2021
2http://voamais.pt , Last access: November 2021
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1.2 VOAMAIS Project

In order to understand VOAMAIS project we need to introduce its predecessor Seagull [2]. The

Seagull project aimed at the development of intelligent systems to support maritime situation awareness

based on unmanned aerial vehicles. Its purpose was to create an intelligent maritime surveillance

system using different types of optical sensors (cameras), attached to an UAV, to provide detection,

identi�cation and target tracking capabilities (e.g. vessels, environmental spills, debris, etc.). One of

the Seagull project's main goals was the automatic detection of vessels in maritime scenarios by vision

sensors allied to computer vision algorithms. In order to do it, it was necessary to collect data and

create datasets of video sequences. For that purpose, a data set for Airborne Maritime Surveillance

Environments [3] was created and it will be used during the course of this work.

VOAMAIS project started in 2019, has an expected duration of three years and involves different

entities such as Institute for Systems and Robotics - ISR, Centro de Investigação da Força Aérea -

CIAFA and Centro de Investigação Naval de Marinha - CINAV. It is the continuation of Seagull project

and it aims to develop methods for target detection and tracking in seaborne image sequences taking

advantage of low-cost visual sensors. The recent developments in convolutional neural networks and

correlation �lters made possible its use on board aerial vehicles. The results of the project can have a

big impact on the national strategy, and since this work is part of the project, the objective is to contribute

to that impact.

1.3 Objectives

This work aims to study, build and evaluate a system capable of doing automatic maritime surveil-

lance by using UAVs with onboard cameras. The system should be capable of taking reliable information

from the captured images in real-time and passing it to the users. It is expected to have a frame rate

compatible with a real-time operation in vessel detection and image segmentation. Also, since the im-

ages captured are part of video sequences, temporal correlations between nearby frames are used to

increase the system's reliability.

The base of the structure is an UAV similar to the one presented in [3], capable of �ying for long

periods of time. Incorporated in the UAV are several sensors, such as cameras (visible and infrared),

and the sensors needed for �ight control. A data processing unit composed of a CPU and GPU is

also present, being the drone responsible for the energy supply for all of those components. We must

consider these energy restrictions but at the same time not compromise the ef�ciency and reliability of

the system.

The overall architecture of the system is depicted in Figure 1.1, as well as all the steps needed to

perform vessel segmentation. Image segmentation is the process of assigning each pixel a label, such

that pixels with the same class share the same characteristics. The main goal in the �rst stage is to �nd

all the pixels that belong to a vessel, being the rest of the image background. In the case of an image

presenting multiple vessels, the algorithm also needs to clearly separate them.
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This task can be dif�cult due to meteorological conditions such as waves, sun glare and wakes,

but also because the vessels only represent small portions of the image. We propose a new way of

addressing this problem. We implement a system composed of two algorithms. The �rst is capable of

performing real-time detection and instance segmentation, while the second is used for post-processing

the segmented images. The segmented images can vary in consecutive images, giving us unstable

consecutive segmented images. The post-processing algorithm is used to stabilize the segmentation

obtained in consecutive images by incorporating temporal correlations between them. The �rst algorithm

is the only one using GPU resources so by introducing the post-processing algorithm the detection and

segmentation time will not be affected. Moreover, to train and test the system in video sequences with

proper ground truth annotations, a Maritime Synthetic (MarSyn) dataset is created. This dataset aims

to represent the real-world conditions in which the system will be performing. The amount and variety

of data that can be achieved by this procedure are immense, allowing to cut costs of real-world data

acquisition.

Figure 1.1: System Architecture

1.4 Outline

The remainder of this document is organized in the following manner: In chapter 2 a review of

generic datasets and their formats, background technologies and related works are introduced. Chapter

3 introduces the algorithms used in the system, the newly created Maritime Synthetic dataset and the

evaluation metrics used to evaluate the system performance. In Chapter 4 the system implementation

details and the experiments performed are described. Chapter 5 contains the results of the experiments

detailed in chapter 4. Chapter 6 contains a summary of the work, as well as, prospects for future works.
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Chapter 2

State-of-the-art
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Computer Vision is a sub�eld of Arti�cial Intelligence where humans teach computers how to see

and how to interpret the world around them. Helping machines perceive their surroundings via vision

remains a largely unsolved problem.

Between the immense number of computer vision tasks, it is necessary to distinguish three different

tasks: object detection, image classi�cation and image segmentation. Object detection, as the name

suggests, is the detection and localization of objects using bounding boxes. On the other hand, image

classi�cation predicts the type or class of an object in an image. Finally, image segmentation is the

process of assigning a label to every pixel in an image that belongs to a certain class, such that pixels

belonging to the same object share certain characteristics. By this, it is possible to recognize the shape

of different objects in an image.

Inside image segmentation, there are two different segmentation categories: semantic segmentation

and instance segmentation. Both identify the object category of each pixel for every known object in an

image. However, semantic segmentation treats multiple objects within a single category as one entity,

while instance segmentation identi�es individual objects within the same category. Therefore, two ships

with the same category label are treated as two different objects.

(a) Image Classi�cation (b) Object Detection

(c) Semantic Segmentation (d) Instance Segmentation

Figure 2.1: Example of the different tasks in computer vision

Figure 2.1 shows an example of the different types of computer vision tasks and also the difference

between the two image segmentation categories.

Sometimes the quality of the segmented image is not ideal and further processing may be required.

To improve it, post-processing techniques or spatial and temporal correlations between nearby frames

can be used. The latter approach is only possible in the case of video sequences.

In this chapter, a literature review is performed to analyze state-of-the-art methods in ship detection

and segmentation. A brief introduction to generic datasets and the basic concepts of convolutional neural

networks is made, followed by a deep analysis to seek the best-performing architectures and methods

nowadays. Works in different �elds, like medical image segmentation, that may contribute to our work

are explored. Finally, we introduce signi�cant datasets and works related to maritime surveillance.
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2.1 Background

2.1.1 Generic Datasets and Formats in Computer Vision

To classify, detect and segment objects in an image it is necessary to train a model. The evolution of

models over time and computer vision itself has been requiring larger and better datasets. One of the

�rst and simplest datasets, MNIST [4], consists of a training set of handwritten numbers, ranging from 0

to 9, from 250 different people. It contains 60 thousand images for training and 10 thousand patterns in

the test set. All images have a size of 28 x 28 pixels with 256 gray levels and are composed of only one

number and a simple class label. An example of the MNIST dataset can be seen in Figure 2.2.

Figure 2.2: Example of MNIST dataset [4]

Providing more than 14 million labeled images scattered by 27 super-categories and thousands of

low-level categories, ImageNet [5] is one of the largest, most diversi�ed and most accurate available

datasets. It was released in 2009 with a little more than 3 million images and 12 super-categories, or-

ganized hierarchically according to WordNET [6]. An example of how ImageNet is organized is present

in Figure 2.3. The labels (annotations) at the beginning were only made of classi�cation labels, be-

ing a dataset exclusively for classi�cation problems. Over time, images were added, the number of

super-categories expanded and bounding box labels were included making it possible to solve not only

classi�cation problems but also detection problems.

Figure 2.3: Example of an ImageNet hierarchy for the trimaran category [5]

As the networks evolve, datasets started to be larger not only in size but also in the number of labels

per image, creating a data problem. To address it, data formats were designed to include classi�cation

labels, bounding boxes and segmentation masks per object, per image. In this way, it is possible to use

datasets with these formats for almost every neural network.
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PASCAL Visual Object Classes (VOC) [7] and Microsoft COCO: Common Objects in Context (MS

COCO) [8] are not only very important dataset challenges in computer vision, but they also introduce

two new data formats.

The Pascal VOC [7] is a challenge that allows a benchmark in visual object recognition and detection.

It provides a standardized image dataset in combination with a set of tools for accessing the annotations,

contributing to the computer vision and machine learning communities with a unique comparison and

evaluation method for different networks. It also introduces a new data format using an XML �le. The

competitions started in 2005 with a four classes dataset only for classi�cation and detection networks.

Every year since the beginning, the project saw increases in the quality and diversity of the dataset.

Image segmentation was included allied to an increase of images and the number of classes. Even after

stopping the dataset updates in 2012, it still remains a popular benchmark test to compare algorithms.

Figure 2.4: Annotations in Pascal VOC dataset [7]

In 2015 Microsoft presented Microsoft COCO: Common Object in Context [8], a new dataset aiming

to advance state-of-the-art methods by placing the question of object recognition in the context of the

broader question of scene understanding. This is achieved by gathering images of complex everyday

scenes containing common objects in their natural context. By introducing a new data format using

JSON �les, objects are labeled using per-instance segmentations to aid in precise object localization.

It contains around 2.5 million labeled instances in more than 300 thousand images scattered through

91 categories. Compared with ImageNet and Pascal VOC, MS COCO is designed for the detection and

segmentation of objects occurring in their natural context, presenting more categories and instances per

image.

Figure 2.5: Annotations in MS COCO dataset [9]

2.1.2 Synthetic Datasets

Synthetic data is a method of data generation for machine learning that creates an entirely arti�cial

dataset. It can use real-world data, retaining all the insight, or it can be created from scratch allowing a

synthetic-to-real adaptation. Therefore, it is possible to train a model on synthetic data and transfer the
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results to real-world data. Being often correlated with data augmentation [10], which use is so pervasive

in computer vision that it is used in almost every model, there are no limits to what can be done using

synthetic data. Also, if created from scratch it leaves out of the equation manual labeling, reducing

human errors and increasing the quality of the labels.

It is quite a known fact that the success of machine learning algorithms relies heavily on the quality

and volume of data. Generating this amount of real-world data is not only time-consuming but also

expensive and sometimes can be almost impossible. Synthetic data can substantially diminish these

problems by creating a dataset in a matter of hours.

Creating this data from scratch requires 3D modeling software. In [11] the authors found it almost

impossible to acquire imagery from spacecrafts photographed by other spacecrafts in outer space. To

generate the data they resorted to Blender [12], an open-source software for 3D modeling that can gen-

erate large numbers of photo-realistic images including meta-information as image labels. The dataset

is composed of 60 thousand images of four different unmanned NASA spacecrafts. In Figure 2.6 it is

possible to visualize an example of a synthetic image and the corresponding annotation produced by

Blender.

(a) 3D model (b) Segmentation mask

Figure 2.6: Example of synthetic data created from a 3D modeling software [11]

An example1 where synthetic data originates in real-world images is given in Figure 2.7. Any image

related to the dataset topic with some quality works to produce synthetic data. The example refers to a

hypothetical network whose goal is to detect dogs, thus a dataset consisting of dog images is needed.

Starting with an initial image of a dog and by removing the background (every pixel that does not belong

to the dog), the foreground (pixels that belong to the dog) is obtained. The manual labeling of the

foreground takes place unless the image was taken from an already existing and labeled dataset. The

type of label will depend on the characteristics of the network in use. To increase the data available

and decrease time, data augmentation can be applied to the foreground and background, which is an

already synthetic data technique.

To produce the �nal result new background images are needed. The quality of the backgrounds is

also important and the choice must rely on background images that usually dogs are in (parks, inside

houses, streets and others). This way, the resulting data will be a good representation of the real world

and the network will be able to generalize well. In Figure 2.8 some examples of possible results can be

seen.
1https://towardsdatascience.com/create-a-synthetic-image-dataset-the-what-the-why-and-the-how-f820e6b6f

718, Last access: March 2022
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