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Abstract—This work proposes a new system capable of real-
time ship instance segmentation during maritime surveillance
missions using a standard RGB camera onboard unmanned
aerial vehicles. The implementation requires two stages: (1) an
instance segmentation network able to produce fast and reliable
preliminary segmentation results and (2) a 3D fully connected
Conditional Random Field, which significantly improves segmen-
tation results by exploring temporal correlations between nearby
frames in video sequences. Moreover, due to the absence of
maritime datasets consisting of properly labeled video sequences,
we create a new dataset comprising synthetic video sequences of
maritime surveillance scenarios (MarSyn). The main advantages
are the possibility of generating a vast set of images, being able to
represent real-world scenarios, without the necessity of deploying
the real vehicle, and automatic labels, which eliminate human
labeling errors. We train the system with aerial footage from
detection and segmentation maritime datasets and we test the
effect of adding synthetic data during this phase. Furthermore,
we test the overall system on the Seagull dataset and in test sets
from previous works to set a comparison basis.

Index Terms—Machine learning, computer vision, ship detec-
tion and segmentation, real-time instance segmentation, 3D fully
connected CREF, synthetic dataset, maritime surveillance.

I. INTRODUCTION

OWADAYS maritime surveillance is a key piece in every

country’s policy. The safeness and secure use of the
oceans must be guaranteed in a time when every inch of
the ocean is used due to the globalization of our world.
Surveillance allows the control of all kinds of illegal activity
(smuggling, piracy and others). It is an important tool in
search and rescue missions and, moreover, ensures that the
environmental regulations are applied, preventing excessive
fishing and all kinds of activities that have a severe impact
on ecosystems.

Unmanned aerial vehicles (UAVs) have seen a huge increase
in accessibility, both in a technological and economical way,
but also became suited to carry a different variety of sensors.
One of these sensors is commonly used by almost everyone
on a daily basis and it is known as a Visible Spectrum
Camera (VSC). The combination between UAVs, equipped
with cameras, and computer vision algorithms, allows for the
exploitation of low-cost solutions for maritime surveillance.

This work aims to develop a system to perform real-
time instance ship segmentation in aerial colored maritime
surveillance images from video sequences. However, the seg-
mentation process is not an easy task. The system needs to be
able to segment images even when facing high-seas adverse
conditions, such as clouds, rain, waves, sun glare, wakes and
others. The task gets even harder when we consider the fact

that a ship captured from an UAV flying altitude represents
only a small area of the captured image, causing it to be
easily confused with a variety of other targets. Consequently,
we add an extra algorithm whose goal is to improve the
segmentation results by resorting to the temporal context
between consecutive images.

The main contributions of this paper are:

o A Maritime Synthetic dataset (MarSyn) consisting of syn-
thetic images representing real-world maritime surveil-
lance scenarios;

« An efficient system capable of real-time ship segmenta-
tion in aerial maritime images, composed of two algo-
rithms.

The first algorithm is an instance segmentation algorithm
capable of segmenting a ship on full images. It performs in
real-time, presenting the system’s preliminary results. How-
ever, considering only one image at a time it does not
take into consideration information from previous frames,
making it prone to temporal inconsistencies. In order to
solve temporal inconsistencies between consecutive frames,
a second algorithm is introduced. This algorithm is a post-
processing technique implemented to work as a “temporal
filter”. Considering information from a sequence of images
instead of only one, allows the system to rectify cases of miss-
segmentation and over-segmentation produced by the system’s
first algorithm, increasing the overall robustness and accuracy.

The remainder of this document is organized in the follow-
ing manner: In Section II a review of generic datasets and
their formats, background technologies and related works is
introduced. Section III introduces the algorithms used in the
system, the newly created Maritime Synthetic dataset and the
evaluation metrics used to measure the system performance.
In Section IV the system implementation details and the
experiments performed are described. Section V contains the
results of the experiments detailed in Section IV. Section VI
contains a summary of the work, as well as, prospects for
future works.

II. RELATED WORK

In this work we focus on segmenting ships in aerial images
of maritime surveillance scenarios. This problem can be ad-
dressed in a variety of ways, in [1] the authors introduced
a method to detect ships in maritime scenarios resorting to
CNNs. The method is composed of two main parts: the first
is responsible for generating image patches while the second
consists of a CNN to classify every image patch generated
by the first part. For the first part, two methods are used and



compared. One is the sliding window approach, which extracts
image patches. This approach is computationally heavy due to
the high number of extracted regions. To solve this problem,
they introduce an alternative method. They select salient can-
didate regions and extract the salient patches of the image. To
create the salient regions the image needs to be transformed to
HSV colorspace. A two-stage cascade model for detection and
segmentation is introduced in [2]. The first stage uses YOLO,
a detection network, to generate proposed regions (bounding
boxes) from a full image. Applying a detection algorithm
before the segmentation stage allows the deletion of undesir-
able parts of the image such as background areas, improving
the overall speed of the model. In the first stage, it is also
possible to adjust a detection threshold, so that the network
only displays objects with a confidence score above that value.
This threshold allows tuning the model sensitivity. The second
stage resorts to a U-Net network to segment the proposed
regions. The output of this stage is a segmentation mask of
the proposed region. Images with multiple objects need to be
reconstructed at the end. A bounding box mask aggregator
module is designed to reconstruct the final segmentation mask
from all the segmented proposed regions. In [3], a detection
and segmentation method for ship detection in satellite remote
sensing images is introduced. The authors use a modified
version of Mask R-CNN to accurately detect and segment
ships at a pixel level. They add a bottom-up path to the FPN
structure between the lower layers and the top layer, allowing
information from the lower layers to propagate to the top layer.
Besides, channel-wise and spatial attention mechanisms are
used in the bottom-up path to assign a corresponding weight
at each pixel in the feature maps. This allows for a better
feature map response to the target features.

Normally during maritime surveillance video sequences
are captured. Until here, the networks introduced can only
deal with video sequences decomposed into frames. The
analysis of entire video segments allows extracting valuable
information over time. In [4] a tracking method based on
correlation filters complemented with image segmentation is
introduced. A blob analysis stage is added to compensate for
drifts in the correlation filter, which allows to re-center the
target into the tracking window. Since most of the images
are usually composed of the target vessel and the ocean
a binarization approach is adopted to segment images. The
segmentation stage resorts to Otsu’s method to separate bright
and dark parts of the image, which should correspond to boats
and the surface of the ocean, respectively. In [5] a robust
autonomous detection approach for airborne surveillance in
maritime scenarios is introduced. This approach combines the
use of CNNs to generate region proposals with a Multiple
Hypothesis Tracker (MHT) to associate them. The network
relies on a modified version of DetectNet to detect, track and
predict future positions of objects of interest. This position is
then converted into a map cell of the same size as the coverage
map. The map will be mixed with the network coverage map
and fed into the last layer to generate a list of bounding
boxes. The tracker is implemented by resorting to a graph
where each node represents a detection. At each time instant,
a level of the graph is built with new nodes, representing new

detections, and the tracking procedure is made by establishing
connections between these nodes and prior nodes. In [6],
the authors studied the effectiveness of learning temporal
features to improve detection performance in video sequences
captured by small aircraft. They introduce a new method to
robustly detect objects in airborne maritime surveillance video
sequences. They resort to a convolutional long short-term
memory (convLSTM) to learn relevant visual and temporal
features to improve detection in airborne video sequences. The
convLSTM is a modified version of a traditional long short-
term memory (LSTM), where the input-to-state and state-to-
state multiplications are replaced by convolutions. An LSTM
layer is a memory cell with three gates (input gate, output gate
and forget gate) that control the flow of information into and
out of the cell. There are also another two important tools:
the cell state and the forget gate. The cell state keeps track
of the information processed in the previous time instants and
the forget gate controls how the cell state is updated. A pre-
trained CNN is used to generate features. The convLSTM is
placed after the CNN and receives the computed features in a
given moment, having at the same time access to the cell and
the data from previous moments.

The major limitations of the previous ship segmentation
works presented so far are the speed and the inability to
consider temporal context between nearby image frames dur-
ing the prediction phase, resulting in inconsistent consecutive
segmentation results. Therefore, the end goal of this work is to
design a real-time ship segmentation system capable of using
temporal context between nearby frames in aerial maritime
surveillance video sequences. Moreover, we create a Maritime
Synthetic dataset (MarSyn) consisting of sequences of syn-
thetic aerial maritime surveillance images. We implement a
system composed of two different algorithms: the first is an
instance segmentation algorithm used to produce preliminary
segmentation results. Those preliminary segmentation results
will then pass through a 3D fully connected CRF, which can
increase the accuracy of the results while correcting possible
cases of miss-segmentation and over-segmentation resorting
to the temporal context between nearby frames. To train
the first algorithm we use the Seagull [7], the Airbus Ship
Detection Challenge' and the newly created MarSyn datasets.
We evaluate the effect of adding synthetic data images from
the MarSyn dataset during the training phase on the system
performance, as well as the possible performance gain of the
3D fully connected CRF.

III. PROPOSED METHOD

The proposed method is composed of two different stages.
Firstly, a full image instance segmentation algorithm is ap-
plied. This stage detects and segments vessels in real-time by
determining the exact pixels belonging to each vessel present
on a single image. However, considering only one image at a
time it does not take into account information from previous
frames, making it prone to temporal inconsistencies. In order
to solve this problem, a second stage is introduced. This
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