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Abstract—In the field of the digital humanities, work is done
to integrate the classic disciplines and analysis methods of
the humanities with the most recent developments in digital
technologies, in order to create new ways and tools that allow
people to collaborate and share knowledge. One example of these
tools is the LdoD Archive, a digital archive based on the Book of
Disquiet by Portuguese author Fernando Pessoa, that integrates
a variety of technologies to provide features such as custom
edition creation, text classification and annotation, while also
serving as the basis for a few additional projects, that include a
visual edition of the book and a simple game revolving around
who can create the best category for a specific interpretation.
While each of these functionalities is a crucial part of the full
experience that the archive provides, it would also be desirable
that we could separate some of these features from the core
functionality of the archive. This would simplify the development
of some these of features and promote their reuse in some other
context, while also allowing us to select which features we want
to be present in the public version of the archive, by supporting
multiple combinations of the archive’s functionalities. With this
goal in mind, we refactored the code base of the archive into
a module based architecture, where each module communicates
through a set of well-specified interfaces which must be provided
by each module and which are required to function correctly. We
applied the same strategy to the user interface of the archive. In
order to show how it can be modularized and to demonstrate
the concept, we also created a simple prototype application with
an updated version of the frontend of the archive that uses
information about which modules are currently activated in the
application to generate a consistent user interface. The end result
is a backend solution with a complete separation, except for some
minor details related to the current location of the domain classes
within the code base, which was evaluated and compared from
a performance standpoint with the original solution. We have
also done load testing and both memory and CPU profiling to
identify and optimize the predominant sources of performance
degradation.

Index Terms—Software Product-Lines, Digital Humanities,
LdoD Archive, Software Architecture, Modularization

I. INTRODUCTION

In a world where technology is becoming an ever greater
part of our daily life, the humanities, i.e. the various academic
disciplines and areas that analyze and study human society and
culture, have begun to adapt and join forces with more modern
inventions as a way to facilitate the sharing of knowledge to
the general public. The resulting field, that has been referred to
as the Digital Humanities, was the result of this cooperation,
with its main goal being the creation of new tools and projects
to share and spread knowledge by using digital technologies

and analyzing the results that these tools provide.
One example of these types of projects is the LdoD Archive,
a digital archive that has as its main literary focus the Book of
Disquiet written by renown Portuguese author Fernando Pes-
soa. The concept ”digital archive” has been used to describe
different kinds of online repositories that provide easy access
to digitized versions of a specific body of works.
Besides the more common digital archive features, including
browsing and searching both the set of and within text frag-
ments themselves and official editions, each one with their own
ordering and interpretation of each fragment, the highlight of
the features of the LdoD Archive is the possibility for users
to create their own custom virtual editions of the book. Each
virtual edition can be created in an empty state, allowing the
user to manually add fragments to his virtual edition and order
them as he believes the author wanted them to be read, or
taking an already existing edition, either official or virtual,
as a template and modifying it as he wants. Besides the
functionalities that the archive directly provides, other projects
have been developed that take advantage of the data the archive
contains, including a classification game that tasks users with
choosing a word that they think best describes a specific
fragment. The best word, chosen by a majority vote by the
players from the suggested words, is then added as a tag to
the fragment.
The main goal of this work would be the creation of a software
product family for the LdoD Archive that would allow us to
create multiple versions of the archive, by combining multiple
modules where each define and implement a specific feature
of the archive, such as user support and reading recommenda-
tions. We should be able to combine these features in different
ways, with as little limitations as possible. However, while in
a perfect world, we should be able to combine modules any
way we want, certain functionalities also require that other
features are present in order to function correctly, making their
presence mandatory when we wish to include them.
When work on this thesis started, the LdoD Archive was
developed as a monolithic application created using the Spring
framework, with its code being fully contained within one
module that was then subdivided into multiple packages, with
the entirety of the application’s domain belonging to one of
these packages. Our objective for this work was to divide the
application’s single module into multiple modules, allowing
us to create a version of the archive with different features



available depending on the different modules that were used.
For example, we could create a version of the archive that
does not possess any virtual edition related features, while
preserving all other features the archive offers, or we could just
provide the basic features of the archive, which are viewing
the original fragments and their official interpretations, by just
using the base module of the archive.
The first step was to take the existing domain and associ-
ated code and convert into a set of modules that could be
combined in different ways. This required that we look at
the current structure of the domain and at the relations that
existed between the domain entities so we could identify which
entities belonged to which module and what relation needed
to be changed so that the modules could be fully isolated.
While most of these relations were either contained within
the scope of one module, some connected entities that were
located in two different modules, meaning that they would
need to be removed or replaced so that the modules could
be fully isolated. While some relations were simply removed,
since they were used in a few specific situations that could
be handled by just performing some minor changes to the
code, other relations were being used to share and update
information in both of the entities, with some relations being
used by one of the entities to trigger the removal of the other
entity during their own removal process. To overcome this
problem, we designed a solution that combines an interface
system that each module provides, which other modules can
use to obtain information about the entities and features that
module implements, and an event based system that gives
modules the ability to notify other modules, that may exist
in the current version of the archive, of changes made to its
domain entities so that they can perform any needed actions.
For the frontend of the application, we wanted to implement
a logic similar to the one made within the backend, where the
information and features that were shown to the user changed
depending on the modules that were present in the current
version of the archive. While a solution for this goal could
be easily achieved for pages that required information from
a single module, some pages resulted from the merging of
information that was now divided in two or more modules.
These cases required a level of modifiability and composability
that the current solution, built using the Java Server Pages
(JSP) technology, could not provide, primarily due to its age
resulting in it not being created with the current state of
web development in mind. While a solution for the frontend
was not fully implemented, a simple prototype application,
created using the React framework and taking advantage of its
component based design system, was implemented that shows
the potential of this solution for the interpretation view of the
archive, a feature that incorporates information from multiple
modules, and can change the information displayed to the user
depending on the configuration of the main application. While
it is only a prototype and, as such, contains a few limitations,
this feature is one of the more complex of all the features
of the archive, in terms of number and type of the sources
of information, making it the perfect example from which to

base any future development of this prototype.
Throughout the development of this solution, we wanted to
assure that any changes that we made to the domain entities
and their logic did not change the overall behavior of the
application, so that we could avoid creating a solution that
worked in a completely different way than the original version.
To achieve this, we decided to modify the existing test suite
of the archive so we could execute it after we did any major
changes to the domain and verify that we had not changed the
original logic. These modifications involved changing some
tests so that they could be executed with just a small subset
of all existing fragments and the addition of controller tests
so that we could verify that the page that would be displayed
to the user was correct.
We also wanted to ensure that any solution that we created
performed similarly to the original version, so that the user
could remain completely oblivious to any changes that were
done to the backend of the application. To achieve that goal,
we created a set of load tests to obtain performance results for
the new version, which we then analyzed alongside memory
and CPU profiling data, that was obtained during the execution
of those tests, to identify and optimize the main causes of any
performance decreases.

II. RELATED WORK

A. Digital Archives

Work in the Digital Humanities as resulted in the creation
of numerous tools and projects, many of which share the
common goal of providing access to famous works in literature
that cannot be easily obtained, from historic texts to more
current authors, so that they can be read and analyzed by
experts, scholars and even members of the general public.
These projects are known as Digital Archives and while they
each have the possibility to read and analyze interpretations
of a document as their core feature, they provide their own
set of functionalities that are usually associated with the type
of document that is being analyze, such as the possibility
of organizing the documents in editions, in the cases where
one archive provides multiple documents for analysis, or even
viewing a digital representation of the original document,
usually as a scan or photograph.
One example is the Rotulo of San Teobaldo [1], an archive that
contains a digital version of a parchment scroll made up of 18
different sheets stitched together, that was made in the early
XIV century. The archive provides a digital rendering of the
original scroll, that is composed of multiple photographs of the
scroll stitched together with each individual photograph also
available separately, and a digital version of the text that has
been divided into two separate versions, a diplomatic version
of the text that recreates the original text as accurately as
possible, and a normalized version of the text that will be
analyzed and enriched so that it can possibly be converted
into an official interpretation of the text. The main features that
have been developed in the archive are a custom image viewer,
that is originally based on the OpenSeaDragon(OSD) project
[2] and a search system that displays the result in both the



diplomatic and normalized versions. Creating a digital version
of this document created a few challenges for the scholars,
mainly adding the ability to scroll the document as one picture,
which they solved by joining multiple images together as was
stated earlier and improving the performance of the indexing
process of the custom search engine.
Another example of an archive tool is the Edition Visualization
Technology(EVT) [3], a simple tool that can create a digital
archive for any document that is encoded in a specific XML
file, with developers just needing to do some small config-
urations to the main tool to specify the text files and style
configurations that should be used, with the tool doing the
rest of the work, generating HTML and other types of files
that will result in a new digital archive for the given corpus
of documents. It also offers support for two types of editions,
with more editions types and other features being added in the
future. The true highlight of this tool is the level of modularity
that it provides to any scholar that wishes to create their own
archive, allowing them to add and remove their own stylesheets
so that they fully customize the look and behavior of their
archives without altering the behavior of the default pages
that are generated by the tool. This capability is essentially
what we want to implement in the LdoD Archive, where we
want developers to be able to add and remove modules to
the application to customize the behavior and features that are
provided to the end users.
The diversity of digital archives and of the functionality that
they provide meant that there was no easy way to share the
various texts that had been converted to a digital format, mean-
ing they couldn’t be easily shared between various projects.
This need for standardization was the goal behind the creation
of multiple standards for use within the field, an example
of which is the Text Encoding Initiative (TEI) [4] [5], an
XML specification for encoding text documents that is now
widely used by multiple projects, including the Rotulo of San
Teobaldo, EVT and the LdoD Archive which is the main focus
of this work.

B. LdoD Archive

The LdoD Archive is a digital archive created for the work
Book of Disquiet by the author Fernando Pessoa, a work that
was created from various loose texts that were either hand-
written or typed, dating from 1913 to 1934. The lack of
information about the way that these texts should be organized
in their final version, led to the creation of multiple editions,
each one by a different editor, with their own interpretation of
the correct organization of the book.
The LdoD Archive was created with the goal of providing
a way to access all the different interpretations and editions
to the public as well as provide a way for every person to
create their own edition of the book based on their personal
interpretation of the texts [6] [7] or simply making their own
anthology of texts for personal use.
Besides its use as a tool for the average reader to share their
thoughts on the work, it can also be used in an academic
context, providing a collaborative tool for researchers, teachers

and students.
Beyond the more academic functions, the archive also offers
various social features that might appeal more to the general
public. One of these features is the possibility to associate
a Twitter [8] citation to a fragment of text in lieu of a
traditional annotation. This feature is only available for the
user-made virtual editions and is powered by the Twitter API,
retrieving a set of tweets and checking if any of them contains
a quote from the Book of Disquiet texts. Other unique features
include a multiplayer game revolving around the assignment of
categories to the various fragments, dubbed as ”Classification
Game”, developed in a completely independent form from the
archive, as a master thesis project [9], and taking advantage
of the API offered by the archive to update the annotation
and ordering of fragments with the answers given by the
players, and a visual edition of the archive, also developed
as a master thesis project [10], that allows the user to explore
the book using different information presentation styles that
can be customized by the user.
To encode the various fragments in a text based format,
the archive follows the previously mentioned TEI format,
facilitating the reutilization and sharing of the fragments in
other projects. Among the various features it provides, there
a few that are similar to those provided by some of the other
archives we mentioned previously. When viewing a source
interpretation, it is possible to view it side-by-side with a
facsimile of the fragment, in a similar approach to the one
followed by the Rotulo of San Teobaldo, with the image viewer
chosen also being the one provided by the OPD project.
From a technology perspective, the archive was implemented
using the Java language and the Spring Boot framework
for creating web based applications. Data persistence and
transaction support was added to the application by using
the Fenix Framework project, a tool that handles all database
management and just requires that the developers specify the
various entities that must exist in the domain and all relations
that exist between them, including inheritance relations be-
tween the entities. This specification is done through a custom
Domain Modelling Language(DML) that must be updated
manually any time that domain needs to be changed and, in the
specific case of the LdoD Archive, contains not only domain
entities of the archive but also entities that are not used directly
by any of the archives’ main features, but by the extensions
that were developed for it, such as the ”Classification Game”
and the visual edition, making the existence of those entities
in the application required for them to function correctly.

III. BACKEND ARCHITECTURE

The main goal of this work was to change the internal
organization of the application from a pure monolith to a
module based application. To accomplish this goal, the existing
code base needed to be divided into multiple separate modules
that interact with each other’s to provide the multiple features
of the archive.



A. Testing

Before work on the solution itself started, some effort
was done on the test suite that existed for the application.
While the application was being regularly worked on and
its dependencies updated, the test suite remained relatively
ignored throughout this time, with its focus only being a small
subset of the modules. This led us to devote some time to
improve the quality of the applications’ tests, so that we could
use them as a way to confirm that any changes made did not
change the expected behavior of the application. We started by
fixing the already existing tests, since they already provided
validation for a large part of the existing domain logic, so they
could still be used going forward. We followed by creating
a set of the tests for the various controllers present in the
application, using the Spring’s MockMVC to create a mock
controller, so that we can analyze the web model and verify
the correctness of the values that are present in it.

B. Division in Modules

We chose to divide the various domain entities of the
monolith into 6 modules, each one associated with at least
one functionality offered by the archive. The modules are the
following:

• Text - contains the base functionality of the archive,
pertaining to viewing expert editions and interpretations,
reading expert editions and viewing data about them.

• User - enables user related features in the archive, in-
cluding admin functionality

• Virtual - contains the base features associated with
virtual editions such as their creation and management
by users, categorization, tagging and comparison.

• Recommendation - contains the logic of the recommen-
dation system, used in the reading of expert editions and
of the assisted ordering of virtual editions.

• Social - Includes the annotation of virtual editions and
the automatic creation of citations.

• Game - Contains some data structures and logic that
assist the functioning of the Classification Game.

Besides these modules, some additional packages exist within
the project structure. They either contain generic code that is
meant to be shared across all modules, such as exceptions and
other methods that are to generic to be fit into any module, or
do not define any new domain entities, which is the case of
the visual package that just contains the REST API and DTO
classes required by the Visual application of the archive.
While choosing the module that an entity should be located in
is a pretty simple process, its implementation may not be that
straightforward, as some of the relations that cross module
boundaries now have to be rethought completely so that
existing functionality remains the same when those relations
are removed and the modules become independent.
The VirtualEdition entity is one example where it was
quite simple to decide in what module it should be placed,
as it makes complete sense to be found in the Virtual module
alongside the other entities involved in the functionality that

it provides. The same cannot be said about the FragInter
class however, that represents the core definition for a frag-
ment interpretation. Since it is the basis for each type of
interpretation, it should go into Text module where the base
functionality of the archive is found. This creates a problem
with the VirtualEditionInter class, that should belong
in the Virtual module, now inheriting from a class defined in
another module, which is something that should not occur in
order for full module isolation and independence to occur be-
cause inheritance does not provide any form of encapsulation
between classes.

C. Domain Changes

As is the case with complex applications, as the devel-
opment of the archive progressed and new functionality was
added, its domain also grew both in size and in complexity.
This resulted in various cases were relations between entities
and the way that they were used became even more complex,
which makes a simple separation of just moving the entities to
their proper modules and removing the inter-module relation
impossible. As such, we first need to reimplement parts of the
domain logic so that the relations can be removed.

a) Logic changes: One key part of the changes was
the complete separation of the domain entities used by each
module. While previously one super entity, which was appro-
priately named as LdoD, served as the root for all the domain
relations in the database, each module now possesses their
own aggregating entity that is connected only to objects of
that module, such as the Text module and it’s super entity,
that was aptly named Text.
Another key part of this process was changing how fragment
interpretations were handled by the application. Originally, the
abstract class FragInter functioned as the base definition
for all types of interpretations and three different implemen-
tations of the classes were defined:

• SourceInter - the original text in it’s original style
as it was written by Fernando Pessoa. This interpretation
doesn’t belong to any edition and is directly associated
with an instance of Source representing the original
physical fragment;

• ExpertEditionInter - an interpretation of a frag-
ment as it appears in one of the officially recognized
editions. Contains a direct relation to the edition it
belongs to. Each fragment can be divided into one or
more interpretations inside the same edition.

• VirtualEditionInter - an interpretation belonging
to a virtual edition. It is associated with the virtual edition
it belongs to and to the parent interpretation it originates
from which can be of any of the three type.

If this proposed separation were to be applied and
all inter module domain relations removed, one key
problem would the relation between FragInter
and VirtualEditionInter. As it stands a
VirtualEditionInter must always be connected
to a FragInter, which can be of the three previously
mentioned types, and a FragInter may be associated



with any number of VirtualEditionInter. While this
situation does not pose any problem if all interpretations
are of the virtual kind, it becomes problematic if it involves
interpretations from the Text module, that should no longer
have any direct connection to any virtual interpretation. In
those cases where the relation should no longer exits, this
would mean that there would be no way to manage virtual
interpretations from inside the Text module when it came to
whether creating, deleting them or modifying them in any
way. Besides this, the removal of the relation between these
types of entities would result in there being no direct link
between the virtual and original interpretations, which meant
that there would no longer be a direct way of obtaining any
necessary information about both the original interpretation
and the fragment that it is associated with.

Fig. 1. Relation between FragInter, VirtualEditionInter and Fragment with
module division

Both of these limitations lead us to the conclusion that, in
order to maintain the same functionality that was being offered
by the archive, we would need to create a way for these two
modules to communicate that would allow the Virtual module
to obtain the information it needed from the Text module
whenever it needed it. At the same time, it would have to make
the existence of the module in the composition completely
irrelevant to both the implementation and behavior of the Text
module, as we may wish to create a composition that does not
include the Virtual module but the Text module status as the
base of the application makes it an indispensable of part of
any composition.

D. Inter-module communication

The solution we designed combines both an interface based
system that each module offers, so that modules that depend on
them can use it to obtain the information they require, and an
event based system so that modules can notify other modules,
that might be present in the composition and depend on them,
of any changes that are done to their entities so that they act
accordingly.

a) Interfaces: Looking at the interfaces and continuing
our tackling of the FragInter/VirtualEditionInter
problem, we started by changing the way that the association
between the two entities is defined.

The first part of this change was purely aesthetic,
and it involved changing the name of FragInter to
ScholarInter to better highlight the fact that it will
now only be used as the basis for official interpretations and

Fig. 2. New relation between Frag/ScholarInter and VirtualEditionInter.
Additional attributes excluded for brevity

their sources. Alongside this, the direct relation between the
two entities was altered so that now it only involves virtual
interpretations and an attribute was added to the specification
of VirtualEditionInter to save the xmlId of the
ScholarInter that the top level virtual interpretation,
that is not based on any other virtual interpretation, was
created from. This id will be used when performing requests
to the interface provided by the Text module to allow the
identification of the scholar interpretation.
One such case is the getLastUsed method of
VirtualEditionInter. When the getLastUsed method
is called it will check if the VEI is based on another virtual
interpretation. If it is, it will call the same method on the
interpretation it is based on, each time further up in the
relation tree. When it reaches an interpretation that is not
based on any other, it means that particular interpretation is
based on one that is defined in the Text module and, because
of this, it must have the id of scholar interpretation saved
within it. It then uses this id to send a request to the interface
provided by the Text module to obtain the desired scholar
interpretation.
One important detail to note in this new implementation
is that the return value of the method is not the requested
object itself but a DTO(Data transfer object) version of that
object. The various DTOs we defined differ from the standard
approach to these types of objects, which usually have all the
desired information stored locally, by having only the unique
id of the object as an attribute.

E. Event API

Providing an interface in the Text module that the
Virtual module can use to request information only solves
half of the problem, since we still don’t have a way for the
Text module to send information to the Virtual module, in
this particular case to inform of the removal of instances of
ScholarInter, in such a way that it doesn’t need to know
whether the Virtual module is present or not in the com-
position. To solve this limitation, we choose to implement an
event based communication system that is defined separately
from the Text module so its implementation style has little to
no impact on the inner workings of the Text module and so it
could potentially be used by other modules in the future.



Fig. 3. Event communication example between Text and Virtual module

We can see a representation of the event communication
system in 3. The first thing we did was define what informa-
tion an event in the system should contain. To keep things
simple, we decided it would be the id of the object that
was changed and the type of operation that was done, which
in this particular case is the removal of a ScholarInter
from the database. Another important detail was deciding to
what part of the Virtual module should we send the events
too. To reduce the number of changes that would need to
be done to the Virtual module, we decided to implement a
second type of interface in this module, that we named the
Requires interface, that must implement a method with the
following signature notifyEvent(Event) to receive the events.
The event interface will then send any events it receives to
those interfaces in an order that is specified by the developer.
With these ideas in place, we can now safely imple-
ment the model shown in 3, when the removal process of
ScholarInter is started, a removal event is created by the
ScholarInter and sent to the EventInterface, which
will then send it to the Virtual modules’ Requires interface
who will then go through all the VirtualEditionInter
instances and remove those that have the id sent with the event
set in the lastUsed attribute field. After the event is processed
by the Virtual module, it will be sent to any other modules that
have their interfaces defined inside the main Event interface.
By using this new event system and the previously described
interface communication system, we are now able to work
around the lack of a direct relation between ScholarInter
and VirtualEditionInter and maintain the same func-
tionality that original implementation provided. We were also
able to utilize these techniques and ideas to solve other similar
problems that were found when analyzing other inter-module
relations.

F. Module Communication Layout

With a working process for resolving the more problematic
cases present in the domain, the pieces were now in place so
we that the modules could be fully separated. A basic view
of the end result can be seen in 4. Most modules have their
own Provides and Requires interface from which they
offer information to other modules and organize the accesses
to multiple provided interfaces and/or listen to events that
are normally sent by entities from multiple modules that are
defined within the domain package of the application, located
there due to a requirement of the FenixFramework of where
domain entities must be located to be able to properly work
with their automatically generated base classes.

Fig. 4. Internal Module Division of the Archive with different types of
communication

IV. FRONTEND SOLUTION

Alongside this new approach for the backend of the archive,
we decided to create a new solution, also using the React
framework so that some of the work that was previously done
could be reused and integrated into the new solution that would
recreate the style of the original web interface and would fully
use the capabilities of the React component style. Since the
main goal was to show the potential that this development style
could have, we decided to only focus on one feature, with the
chosen feature being the interpretation view, as it utilizes and
integrates information from multiple modules, making it one
of the more challenging to implement in a compositional style.

A. Top Bar

In the previous solution, the only static part of the
application was the top menu bar that is present in every
single page of the archive. While this did save time in
the previous approach, it creates a problem with this new
approach, since it would require us to go in and manually
change the top bar depending on the modules that currently
exist in the running application.
This meant that a new strategy would be required so that
the layout and contents of the top bar could be changed,
depending on the modules that are present in the application,
without requiring any manual change of the code. To
accomplish this, we implemented a simple REST API in the
main application that, when invoked, returns the configuration
that the top bar should have in JavaScript Object Notation
(JSON).
This configuration is loaded into the main application from
multiple files defined by each of the modules, giving them
the power to define what entries they want to display in the
top bar, if any. This information is stored in the database as
a few simple entities for easy access and management from
within the application.
Each module configuration file is saved as an instance
of EditionModule, that has the name of the module
as one of its attributes. Each module has an associated



UiComponent that aggregates all configurations associated
with visible changes to the user interface of the application.
In the particular case of the top bar, the UiComponent is
associated with any number of Menu entities, with each of
them connected with any number of Option instances. The
latter two entities represent a menu of the top bar and an
entry in that menu, respectively. While this structure can be
quite limiting, it can be easily expanded by adding new types
of components that can store additional types of information.
When the frontend application receives a request, it first
requests this information from the main application and then
it uses it to build the specified top bar, by creating the various
entries and menus from a set of template components, that
represent the various parts of the top bar, filled in with the
obtained information.

B. Page Construction Example

Fig. 5. Interpretation view page. Each box highlights the module that provides
the information for that part of the page

To better show how the page construction
functions in the prototype, let us consider the
case where the user sends a request for the path
/fragments/fragment/Fr001/inter/Fr001_WIT_
ED_CRIT_C. The expected page can be seen in 5. Not
taking into account the top bar of page, which we already
know takes information from all modules that are present,
the page requires information mainly from the Text module
pertaining to the transcription and meta information about
the interpretation, but also to complete part of the navigation
bar. But it might also require information from the Virtual
module so it can potentially display instances of virtual
interpretations of that fragment. As such, we need to divide
this page in components in such a way that the main
focus of the page, including the interpretation and the meta
information box and just needs the Text module, is defined
independently of the side navigation bar that uses both the
Text and Virtual modules.
The solution we found divides this final page into three
components, joined together by one major component that

serves as the aggregator of the three. The main component,
that we named as FragmentMain, is the first one created
and receives the fragment id and interpretation id present in
the path as constructor parameters.
The main component takes the received ids and sends a
request to the main application to obtain some basic info
on the chosen interpretation, such as its title, to start filling
in some parts of the page. Alongside this, it checks the
interpretation id to determine whether it is dealing with a
source, an expert or a virtual interpretation to determine what
type of component to create. If the id matches that of a virtual
interpretation, it also verifies that the virtual module is present
in the composition. If the virtual module is not present, it
redirects the user to the default error page. In this example,
the interpretation id matches that of an expert interpretation,
so an InterEditorial component is chosen and the
fragment and interpretations are sent to its constructor.
The InterEditorial component then uses this
information to request the transcription of the interpretation
from the main application and then renders it alongside
a MetaInfo component that will obtain and display the
relevant metadata associated with that interpretation.
Alongside the interpretation specific component, a
Navigation component is also present that takes
information from the main application pertaining to the
various interpretations of the fragment that exist and
creates the edition navigation side bar that allows the user
to switch between the different interpretations of the fragment.

Fig. 6. Interpretation view page. Each box indicates the React component
that is responsible for that part of the page

We can see the end result for the described example
in 6. In the particular case of this example, the info
in both the InterEditorial and the MetaInfo
components originated solely in the Text module, while the
Navigation component integrates information from the
both the Text module, for filling in the links to the source
and expert interpretations of the fragment, and the Virtual
module, to fill in the information for virtual interpretations.
If the type of interpretation that is selected for visualization is



of a different type, the selected component changes so that the
information makes sense for the selected type. For a source
interpretation a similar view to the expert interpretation is
shown with more text rendering options and for a virtual
interpretation information about associated categories are
displayed instead.

V. EVALUATION

The proposed solution can be considered as a success if it
can replace the current in-production version of the archive. As
such, it is necessary to determine the impact it will have on the
end users, that expect that their experience using the archive
remains the same both in terms of the offered functionality
and of the performance and reliability of the software.
To assert whether the proposed architecture can be considered
a viable alternative to the already existing solution in terms
of performance, we chose to use load testing, to assert the
behavior and performance of the new architecture in a simu-
lation of high usage scenario, and by using a JVM profiling
application to assert the amount of resources used by the new
implementation.
The four functionalities we chose for these tests and the
modules they utilize, as defined in 4 are the following:

• Source listing - Displays a list of all the fragment sources
currently present in the database. Uses features provided
by the Text module;

• Fragment listing - Displays a list of all fragments cur-
rently present in the database. Uses features provided by
the Text module;

• Interpretation view for the Jerónimo Pizarro edition -
View of an interpretation of a fragment as it appears in
the official edition compiled by Jerónimo Pizarro. Uses
features offered by the Text, Virtual and Session modules;

• Assisted ordering - Semi-automatic ordering of a virtual
edition based on certain parameters. Uses features offered
by the Text, Virtual and Recommendation and Session
modules;

Each functionality will be associated with a load test that will
perform multiple requests to the path where that functionality
is available. The load tests will consist of 1000 requests being
performed to the application for the first three functionalities
and of 100 requests for the fourth functionality. Unless stated
otherwise, the tests were run with a reduced set of 100
fragments present in the database, with each test developed
and run using the load testing application JMeter [11].

A. Initial Results

As we can observe in I, the implementation of the new
architecture came with a huge performance cost when under
periods of a high load. In both the interpretation view and frag-
ment list tests, the average and maximum response times for a
request suffered a large increase by a factor of approximately
3x, with the request throughput rate falling to over half of the
rate of the current live version. The minimum response time

remained low, but still suffered an increase of over 100%. The
amount of data received and sent per second changed in about
the same factor as the response time values so we can conclude
that the changes made to the frontend have not resulted in an
increase in the amount of data sent and received by the users.
The source view test on the other hand, presented very similar
values both in the original and the new architecture. After
analyzing both the source code and the profiling results,
that will be presented and discussed ahead, we came to the
conclusion that this functionality uses only domain entities that
are defined within the scope of the ”Text” module and, as such,
does not utilize the inter-module communication interfaces.
This detail proved to be crucial in identifying one of the causes
for this performance degradation, which we will show further
ahead.
One key detail to note is that, despite the large variations
shown in the other values, the minimum response time values
still remain quite low in relation to the average value registered
even during a high load situation, with the most important
detail being that they remain very similar with the numbers
registered for the original version. This is important since it
signifies that, despite showing poor performance levels while
under a high load situation, the application should perform
well in a typical usage situation.

B. Optimizations

By profiling the execution of the application, both in CPU
and memory usage, while executing these tests we were able
to identify that most of the execution time was being spent
locating the requested original objects within the interfaces
of the modules so that more specific information could then
be obtained from them. A small sample of these results
can be seen in II. As we described, the top three methods
are associated with getScholarInterByXmlId method,
which is used by all public methods of the Text module
interface to locate the desired scholar interpretation with the
received xmlId. This lead us to the first optimization that we
did of the new code and it involved saving simple attributes
of the objects, such as instances of int and String, within
the DTOs as a way to avoid unnecessary and repeated uses
of the interfaces. While this change would certainly reduce
the number of uses of the interface and consequently the
number of unique DTOs that are created by the application,
saving these attributes within the DTOs might have increased
the overall memory usage of the application. Analyzing the
garbage collection records obtained during the profiling of
the tests, some of which can be seen in III and IV, we can
see that while the number of instances of the DTOs and
interfaces created was greatly reduced, the memory usage
by the ScholarInterDto class remained almost identical
despite the number of instances falling to over a third of the
original value. Despite this, the reduction recorded in the other
classes supports our conclusion that the overall memory usage
of the application as not increased due to this optimization.
While this improved the performance of all the tested func-
tionalities, the assisted ordering feature still showed perfor-



TABLE I
LOAD TEST RESULTS - ORIGINAL IMPLEMENTATION VS NEW MODULE-BASED VERSION

Test Name Source Fragment Inter Assist
Version Original New Variation Original New Variation Original New Variation Original New Variation
Samples 1000 1000 1000 1000 1000 1000 100 100

Avg Time 892 ms 858 ms -4% 4448 ms 10265 ms +138% 232 ms 771 ms +232% 86 ms 78460 ms +911000%
Min Time 42 ms 26 ms -38% 226 ms 33 ms -85% 5 ms 7 ms +40% 32 ms 75508 ms +235800%
Max Time 2075 ms 2220 ms +9% 7805 ms 14063 ms + 80% 798 ms 3545 ms + 344% 281 ms 89611 ms +21800%
Std. Dev. 349.33 356.23 1097.35 1483.91 147.83 548.31 40.4 1922.08

Throughput 105.31/s 107.02/s +2% 21.57/s 9.53/s -66% 375.80/s 96.94/sq -74% 55.64/s 0.128/s -99.8%
Rec. KB/s 11259.32 11581.86 +3% 6756.44 4392.00 -35% 7055.02 2815.50 -60% 3054.84 9.94 -99.8%
Sent KB/s 18.48 18.78 +2% 3.74 1.65 -50% 88.14 22.74 -74% 29.94 0.068 -99.7%
Avg. Bytes 109484.5 110818.228 +1% 320801.5 471827.323 +47% 19223.96 29741.785 +54% 56213 80062.0 +42%

TABLE II
INTERPRETATION TEST CPU PROFILING RESULTS - METHODS THAT USE

MOST OF THE EXECUTION TIME

Method Time(ms)
text.api.TextProvidesInterface.getScholarInterByXmlId(String) 36572

ldod.text.api.TextProvidesInterface.lambda$getScholarInterByXmlId$23(String, Fragment) 33438
ldod.text.api.TextProvidesInterface$$Lambda$836.test(Object) 33438

ldod.text.api.TextProvidesInterface.getScholarInter(String) 32679
text.api.TextProvidesInterface.getFragmentOfScholarInterDto(ScholarInterDto) 25436

text.api.TextProvidesInterface.getFragmentByInterXmlId(String) 25352
text.api.TextProvidesInterface.lambda$getFragmentByInterXmlId$25(String, Fragment) 23153

text.api.TextProvidesInterface$$Lambda$841.test(Object) 23153
text.api.TextProvidesInterface.getScholarInterDtoByFragmentXmlIdAndUrlId(String, String) 8285

ldod.text.api.TextProvidesInterface.isExpertInter(String) 1583

mance levels that were still well below those measured in the
original version. Measuring new profiling results with the first
optimization now in place allowed us to identify the source as
a method defined within the VirtualEditionInter class
that, because of the changes done to the comparison logic due
to the new architecture style, was being used to obtain the
ScholarInterDto of the virtual interpretation a lot more
frequently for each comparison. This problem was solved a
similar fashion to the previous optimization, by saving the
ScholarInterDto inside the virtual interpretation DTO,
thus reducing the number of requests of this type done by
each virtual interpretation to just one. This change improved
the performance substantially but it remained slower then
in the original version, leading us to believe that further
optimizations to this functionality were still possible.

C. Final Results

As a final evaluation of our solution, we chose to run the
load tests once again for both the original implementation and
our new version with all previously discussed optimizations,
with the difference being that all 720 unique fragments loaded
into the database. We also reduced the number of simultaneous
requests performed by each test to 10 so as to better recreate
a potential real-life scenario. The results of these tests are
displayed in V and VI.
We can confirm that the performance of the source listing
functionality has not worsened significantly with the entire
set of fragments present in the database, with the other tests
showing a larger difference in obtained values. The new imple-
mentation even shows slight improvements when compared to
the original version, but the reduced difference makes it hard
to conclude if it is directly related to the changes that were

implemented. The other functionalities still perform well under
the values measured by the original version, but each one
can be analyzed in a different way. The interpretation view’s
performance decreased significantly but the obtained response
time values, and consequently the measured throughput value,
are still better than the ones registered for the original version
of the source listing that was considered as as performing well,
meaning that, while the cause of this drop in performance
should be investigated, it is still within acceptable levels. The
fragment listing was already showing performance issues in
the original version, when compared to the other 3 features
that were tested, and this remains true in the new version,
leading us to believe that another problem present in this
functionality might still exist, but the large increase in response
time measured most likely indicated that there are might still
exist some problems with the new implementation that have to
be addressed. The assisted ordering functionality once again
shows a severe slow down when compared to the original
version, a situation very similar to the one that lead us to the
second optimization that we performed in our new solution.
That change resulted in a significant performance improvement
when working on a sample of 100 fragments, leading us to
believe that these values might be caused by the significantly
larger number of comparisons that need to be done when
all 720 fragments are present in the database, which results
in the official archive edition that was used in the test now
having 720 interpretations that need to be ordered. Regardless
of the source of the problem, the obtained values mean that
the feature still isn’t fully usable in a real scenario and further
testing must be done to identify the cause, whether it is the
communication method or the comparison algorithm itself.
While the optimizations described above proved to be quite
successful, these tests show that a lot of optimizations and
changes can still be made, a direct consequence of the focus on
the correctness of the solution rather than their efficiency, as is
the case of the assisted ordering feature. We must also consider
the possibility that since we only tested a small subset of the
features that the archive provides, other features might still
be under performing and could benefit from the same type of
evaluation that was done for these 4 features. However, these
scenarios cover the most relevant features, and by consequence
the more utilized domain entities and modules, making it very
unlikely that a completely unoptimized feature still exists.



TABLE III
INTER - GARBAGE OBJECT RECORD - BEFORE OPTIMIZATION

Class Number Size (bytes)
text.api.TextProvidesInterface$$Lambda$684 4031 64496
text.api.TextProvidesInterface$$Lambda$688 4031 64496

text.api.dto.FragmentDto 3842 92208
text.api.TextProvidesInterface$$Lambda$697 3826 61216

text.api.dto.ScholarInterDto 3799 91176

TABLE IV
INTER - GARBAGE OBJECT RECORD - AFTER OPTIMIZATION

Class Number Size (bytes)
text.api.TextProvidesInterface 2122 33952
text.api.dto.ScholarInterDto 1082 86560

text.api.TextProvidesInterface$$Lambda$833 1043 16688
text.api.TextProvidesInterface$$Lambda$837 1043 16688
text.api.TextProvidesInterface$$Lambda$793 86 1376

TABLE V
LOAD TEST RESULTS - ORIGINAL VERSION VS NEW VERSION AFTER

OPTIMIZATIONS

Test Name Source Fragment
Version Original New Final Variation Original New Final Variation
Samples 10 10 10 10

Avg Time 753 ms 731 ms -3% 2742 ms 12643 ms +361%
Min Time 684 ms 639 ms -6,6% 2390 ms 12481 ms +422%
Max Time 813 ms 780 ms -4,1% 2938 ms 12900 ms +439%
Std. Dev. 40.43 48.07 147.53 127.70

Throughput 12.1/sec 12.7/sec +4,9% 3.4 0.775 -77%
Rec. KB/s 8709.91 9228.99 +6% 7095.96 2475.51 -65%
Sent KB/s 1.55 1.64 +6% 0.43 0.10 -77%
Avg. Bytes 739381.0 741863.0 +0,3% 2142093.0 3271065.0 +52%

TABLE VI
LOAD TEST RESULTS - ORIGINAL VERSION VS NEW VERSION AFTER

OPTIMIZATIONS

Test Name Inter Assist
Version Original New Final Variation Original New Final Variation
Samples 10 10 10 10

Avg Time 169 ms 568 ms +236% 558 ms 288851 ms +51665%
Min Time 144 ms 447 ms +210% 301 ms 287092 ms +95279%
Max Time 201 ms 660 ms +228% 812 ms 290344 ms +35656%
Std. Dev. 18.33 84.67 178.22 948.75

Throughput 49.8/sec 15.1/sec -70% 9.4/sec 0.035/sec -99.7%
Rec. KB/s 753.90 342.99 -55% 3687.56 19.25 -99.5%
Sent KB/s 11.79 3.57 -70% 5.08 0.02 -99.6%
Avg. Bytes 15517.0 23320.9 +50% 400262.0 572435.0 +43%

VI. CONCLUSION

With the work that we describe in this document, we
showed that we can take the LdoD Archive, a pure monolithic
application that was developed for use in just one specific
context, and divide it into a set of modules, that are associ-
ated with features provided by the archive, and that can be
combined as we desire. This capability allows us to create
new custom applications that use just a selected set of the
existing features while also making the process of adding new
features as simple as creating a new module that can then be
included in the application. The isolation between modules
that this solution provides also gives us the power to, if we
choose so, completely recreate one module using a completely
different set of technologies, i.e. use a different system for
managing the text based recommendations provided by the
Recommendation module, without having to perform any
changes to the other modules. This aspect can be a decisive
factor for increasing the longevity of the LdoD Archive as it
will allow for a quicker and simpler replacement of obsolete
technologies for newer approaches, that might even provide
new functionalities to the archive, without resulting in any
large impact to the inner workings of the other modules.
All methods and techniques used to resolve the key problems
that were encountered during this work, with the most complex
occurrences appearing during the domain separation into the
various modules and how to handle information sharing be-
tween them, are documented here and can be applied to other
relevant situations that may exist, either within the context of
this project or in a completely unrelated scenario.
The proposed frontend solution has the potential to fully re-
place the existing JSP based solution, allowing for a complete
separation between the backend and frontend of the archive.
Alongside this, the resulting REST APIs, that the modules
would provide, would allow the development of alternative
frontend implementations that follow a different design style

and provide different functionalities then the original solution.
While most of the modules only make sense when used in
the context of the LdoD Archive or other projects of a similar
nature, the Text module and the entities, due to its nature as
the basis for the other features that the archive offers, could
be used as the base for other types of digital archives or even
be used on its own as a very simple archive that just allows
reading of official interpretations of any work or document.
This makes these modules a lot more useful for projects that
already provide some similar functionalities to those existent
of the LdoD Archive and that wish to add one of the modules
so that they can provide a new functionality to its users, with
the exception of the Text module for the reasons that we
mentioned previously.
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