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Abstract

Causal inference is a common topic in biomedical research and a key concept in the study of effective
connectivity in neuroscience. This work aims to analyse effective connectivity in the zebrafish brain
with the use of Convergent Cross Mapping (CCM), a causal inference tool based on the theory of
dynamic systems. The data set consists of neural activity of the whole brain of 7 subjects displaying
blocks of spontaneous activity recorded using light-sheet microscopy. Data processing consists of an
implementation of an unsupervised clustering algorithm that divided the cells into functional clusters.
Four main regions appear as a result: one in the forebrain; one the midbrain; and two in the hindbrain.
The CCM analysis performed across all fish allowed to obtain a diagram with an hypothesis for causal
relations in the zebrafish brain: unidirectional causality from the cluster in the midbrain to the cluster in
the forebrain; from the midbrain to both clusters in the hindbrain; and a bidirectional relation between the
cluster in the forebrain and the two clusters in the hindbrain. Additionally, we tested the extended version
of the CCM analysis, which allows differentiating between bidirectional causality and strong unidirectional
causality. It was possible to validate the unidirectional relation, but the results do not appear to be
conclusive for bidirectional relations.
Keywords: Zebrafish, Effective Connectivity, Causal Inference, Convergent Cross Mapping, Neural
Activity, Unsupervised Clustering.

1. Introduction
Causality is a concept that commonly appears in
the day-to-day dialogue, as one event (the cause)
gives rise to another event (the effect). Even
though it appears to be an easy concept to grasp,
describing it in a mathematical formulation is not
a trivial task. When dealing with time series vari-
ables, one of the first things one tries to under-
stand is how those variables can be related. Galton
and Pearson solved this with the introduction to the
concept of correlation.[10]

Although this metric is useful to infer if two vari-
ables are related, it does not allow us to infer cau-
sation. Thus arises the common saying that corre-
lation does not imply causation.

A key challenge in neuroscience, especially
when considering neuroimaging, is to move from
the identification of activated regions to the charac-
terization of functional structures underpinning per-
ception, cognition, behavior, and consciousness.
The development of causal inference in the last few

years poses as a powerful method to achieve this
goal.

The developments in causal inference have
been lead by two main fields, computer science,
and statistics economics. The computer science
advances have been lead by Judea Pearl, with the
use of causal models [14], which are conceptual
models that describe by the dynamics of the sys-
tem. Alternatively, from the field of economics,
the principal contribution was presented by Clive
Granger, which has a stronger statistical founda-
tion. Granger Causality relies on the predictability
of the effect variable by knowing the cause vari-
able, and it is linear in most of its implementation
[8]. Furthermore, there is the concept of Trans-
fer Entropy, described by Schreiber [19] in 2000,
which is based on information theory. This met-
ric allows for the inference of causal links between
variables by measuring the information flow be-
tween them. However, all these approaches dis-
play some limitations. An initial hypothesis of the
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model is required when using Pearl’s approach,
which poses as a disadvantage since most studies
in neuroscience are exploratory, and the dynam-
ics of the system is not known beforehand. Re-
garding Granger Causality, the limitations are well
known, specifically the conditions that need to be
verified, such as the linearity, stationarity, and time
invariance. Transfer Entropy allows us to analyse
non-linear interaction. However, most estimators of
information transfer still required the process to be
stationary.

Convergent Cross Mapping, introduced by Sug-
ihara et al., has its foundation in the theory of
dynamical systems[20]. It allows evaluating non-
linear interactions between time series variables
by analysing the cross-mapping ability of the so-
called ”shadow manifolds”. Contrary to the alter-
native presented by Granger, the historical values
of the response variable are used to estimate the
values of the driver variable.

Concepts of brain connectivity are becoming in-
creasingly prevalent in neuroscience, as the goal
of unraveling the underlying circuitry promises to
provide a better understanding of perception, cog-
nition, and behavior. Connectivity can be mainly
divided into functional connectivity and effective
connectivity[1, 4]. The former tries to describe the
statistical dependencies in the brain, and the lat-
ter tries to find the simplest model to describe the
dynamics of the brain.

In this project, we try to infer effective connec-
tivity in the zebrafish brain from neural activity
recording during spontaneous behavior. Zebrafish
is one of the most common animal models used
in biomedical research, due to the combination of
several characteristics: its small size, short gen-
eration time (approx. 3 months), rapid embryonic
development (24 hr), and external fertilization[22].
In the case of larval zebrafish, its transparency
and small size allow for whole-brain recordings at
single-cell resolution[2, 16, 7]. Thus, it is possible
to create large data sets of neural activity. Having
these data sets allows studying the dynamics of the
brain and the functional and effective connectivity
through the tools mentioned so far.

2. Background
From the dynamic systems theory, two variables
are causality related if they belong to the same dy-
namical system, i.e., they share a common mani-
fold M , from which we can use one variable to pre-
dict the other [21].

The approach underlying Convergent Cross-
Mapping is built on the theory of time-delayed em-
bedding and the Takens’ embedding theorem[21].
This theory states that it is possible to find an
exact copy of the behaviors of the system solely

Figure 1: Example of the canonical Lorentz system (a coupled
system in X, Y and Z. Manifold MX and MY were constructed
using the lagged-coordinate embeddings of X and Y . Accord-
ing to Takens theorem, the neighbors in orange inMX , map 1:1
to neighbors in red in M and consequently to the neighbors in
green in MY . Adapted from Sugihara et al.[20]

based on one of the observational variables and
the corresponding past values. Using the projec-
tion variable X becomes possible to build a recon-
structed manifoldMx that maps 1:1 to all the points
in the manifold M . Moreover, Mx is a diffeomor-
phic reconstruction of the attractor manifold. Fig-
ure 1 presents this property for the Lorentz Attrac-
tor. The way the shadow manifolds are built is us-
ing the lagged-coordinate embeddings (non linear
state space reconstruction) with a lag time equal
to τ . Considering an arbitrary embedding dimen-
sion E, each point in the manifold has the following
shape,

Xn = [xn, xn−τ , ..., xn−(E−1)τ ] (1)

This method can be extended to any value of E
and τ .

As stated before, and contrary to intuition, the
basic concept of CCM is that when causation is
unilateral (for example, X drives Y), then we can
estimate X from Y , but not Y from X. There-
fore, CCM measures the extent to which historical
values of Y can estimate states of X, i.e., cross-
mapping of X by using MY written as X|MY . This
can also be computed in the opposite direction,
corresponding to the cross-mapping of Y by using
MX , written as Y |MX .

2.1. Bidirectional Causality
Bidirectional causality was described originally by
Takens [21] and then revisited by Granger[8], and
corresponds to the case where the variables un-
der analysis are mutually causing each other. In
this case, the variables are both dynamically cou-
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pled and cross-map to each other. In theory, this
approach also allows estimating the strength of
the causal influence in each direction. The higher
the influence, the more the historical values of the
driver variable will be registered in the response
variable. Therefore, if all is maintained equal, the
relative skill of the cross-mapping can be an indi-
cator of the relative strength of the influence.

2.2. Unidirectional Causality
Unidirectional causality, as the name suggests, de-
scribes the case where one variable X is causing
Y , but the opposite is not verified. Variable X can
be an external force in the system and the result of
the system as no influence over it. In this case, the
cross-mapping only occurs in one direction.

The case of strong coupling from the driver vari-
able, the intrinsic dynamics of the response vari-
ables can collapse to that of the driver variables,
leading to what is called ”synchrony”. In this case,
CCM implies that there is a bidirectional relation
when, in fact, there is not.

2.3. Transitivity
It is important to notice that causal relations are
transitive, i.e., if X is causing Y , that is then caus-
ing Z, it comes that X also causes Y . This oc-
curs for both unidirectional and bidirectional causal
relations. This characteristic of the CCM, in the-
ory, is what allows the method to be extended to
large interaction networks and also allows to dis-
tinguish between coupled variables and variables
under a common driver. However, the method, as
presented in Sugihara et al. does appear to allow
to distinguish the order of the causal interactions.

2.4. Delay CCM
As stated before, the CCM presents a limitation
when there is a unidirectional relation with strong
coupling from the driver variable. To solve this
problem Ye, H. et al. proposed an extension to
the CCM analysis by considering different lags
for cross-mapping, i.e. using a shifted version in
time of the variable to building the reconstructed
manifold[25]. Here is measured the prediction abil-
ity of one variable Y to several shifted versions of
the other variable X, and this allows us to infer if Y
is better at predicting future values or past values
of X.

With this information, if X and Y share a bidirec-
tional causal relation, both variables will be better
at predicting past values of each other. Therefore
the optimal cross-mapping ability will appear in the
past. On the other hand, if the X has a strong influ-
ence on Y , the response variable will still be better
at predicting past values of X, but X will present
the optimal cross-mapping ability for future values
of Y , allowing to distinguish these two cases.

Figure 2: Schematic of the experimental setupused for the fic-
tive swimming and imaging. Adapted from Chen et al.[6]

3. Methodology
3.1. Data Description
The data set used was collected under the study
performed by Chen et al. [6]. They recorded the
activity of the majority of the neurons in larval ze-
brafish brain using a light-sheet imaging system
detailed in Vladimirov et al.[24] Figure 2 displays
the imaging set up used to acquire the data.

For each subject, the imaging data was recorded
at a rate of 2 brain volumes per second for
50 minutes. The transgenic line of zebrafish
used panneuronally expressed the calcium indica-
tor GCaMP6f[13] that was located to the cell nuclei
by fusing it to the histone H2B protein. This means
that the indicator is located in the nucleus inside
the cell body, and the recorded activity refers only
to the influx of calcium to the cell body, which fa-
cilitated single-cell segmentation. This allowed for
the identification of approximately 80,000 ROIs per
fish.

Additionally, it also had available the id of cells
selected for each fish and the respective position
in the reference brain Z-brain [17].

3.2. Autoclustering
The data presented in the last chapter corresponds
to a time series variable that described the neu-
ral activity recorded of each specific cell. The goal
is to use these time series to infer causal relation
using CCM . However, performing the analysis be-
tween all the cells that were recorded would be ex-
tremely computationally expensive, so a clustering
algorithm was built in order to divide the cells into
functional clusters.
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Furthermore, the method described by Sugihara
et al. [20] appears to work better when there is
a low to moderate coupling between the variables.
Dividing the cells into clusters that showcase a low
similarity offers the structure to do that.

The first step of our clustering algorithm is to use
the K-Means in the data set (with k=10), which di-
vides in the cells into ten different clusters to which
we will be referring as voxels. We further separate
these voxels by reapplying K-Means with k = 400,
resulting in a total of 400×10 = 4000 voxels. Finally,
each cell is computed the pairwise correlation with
the respective cluster centroid, and are discarded
the ones that showcase a correlation value smaller
than $THRESH1. Voxels with less than five cells
are discarded.

For the purpose of this work, the cluster cen-
troids are the average neural activity in the cluster.

In the second step, we computed the pairwise
correlation between all the cluster centroids. From
the pair corresponding to the highest correlation
value, we randomly selected one of the voxels to
be the seed voxel. Following this, all the voxel cen-
troids that present a correlation with the seed voxel
higher than a threshold $THRESH2, are merged
with the seed voxel to form a functional cluster.
These voxels are then removed from the pool of
voxels, and the same step is computed for the re-
maining voxels in the data set. This process stops
when all the voxels have been visited, and are elim-
inated the functional clusters that contain less than
ten cells.

The third step is used to clean up the functional
clusters using regression to cluster centroids, i.e.,
for each cell, we compute the correlation between
that cell and the closest cluster centroid. If this cor-
relation is higher than a certain $THRESH1, the
cell is attributed to that cluster. The algorithm fin-
ishes by running again the step 2 and 3, using the
just computed clusters as the initial functional vox-
els.

The ideal value for $THRESH2 was computed
using two indices for internal cluster evaluation that
allow inferring which threshold results in the clus-
ters with high similarity within-cluster and a low
similarity across clusters.

From this point, for each subject was selected
the ideal merge threshold and were observed
the resulting clusters. For the CCM analysis,
we selected the clusters that appear consistently
throughout the majority of fish.

3.3. Algorithm for CCM
We evaluated the causality between time series by
observing the convergence of the correlation val-
ues between the original and the estimated time
series (X and X|MY or Y and Y |MX respectively)

for increasing data length L (library size).
For each library size considered are randomly

selected L points. Moreover, the basic algorithm
for cross-mapping of X by using MY for each L is:

1. Generate the reconstructed shadow manifold
MY using the points in the library.

2. Find for each point in the data, the E+1 near-
est neighbors in the reconstructed manifold
and sort them for closest to farthest, identify-
ing the corresponding time indexes

3. Identify the points in the manifold MX that cor-
respond to the time indexes.

4. Get an estimation of X̂(t) = X|MY by com-
puting the exponentially weighted average of
the mapped neighbors

5. Compute the correlation between the esti-
mated time series X|MX and the original sig-
nal X

Each point in the predicted Y (t)|Mx will be the
exponentially weighted average of the values cor-
responding to the E+1 neighbors’ indices,

Y (t)|Mx =

E+1∑
i=1

wiY (ti) (2)

where wi is the weighting based on the distance
between the point and the ith nearest neighbor on
Mx.

wi =
ui∑
uj

(3)

where

ui = exp−d[x(t), x(ti)]
d[x(t), x(t1)

(4)

The weights wi sum to 1 and the closest neigh-
bor will have the highest weight, with the others
decaying exponentially.

We performed this analysis for the selected clus-
ters from 7 subjects. The relation between the
clusters is analysed by computing the CCM con-
vergence between the 15 neurons that display a
higher correlation with the respective cluster cen-
troid.

The parameters necessary to build the shadow
manifold are the embedding dimension E and the
lag time τ . There is no consensus on how to com-
pute these parameters, but one typical process to
determine τ is by computing the auto-correlation
decay-time. To compute the embedding dimen-
sion E, we used the approach described by Cao
in 1998[5], which is based on the concept of false
neighbors.
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3.4. State Space Reconstruction
There is no consensus on how to compute these
parameters, but one typical process to determine
τ is by computing the auto-correlation decay-time.
This corresponds to the first local minimum of the
correlation between the original signal and the de-
layed time series, allowing to identifying the delay
value to which the signal shares the minimum in-
formation. To compute the embedding dimension
E, was used the approach described by Cao in
1998[5], which uses a similar concept to the false
neighbors. The concept behind false neighbors is
to try and minimise that points apart in the original
state space do not appear together in the recon-
struction state space, hence the name false neigh-
bors.

3.5. Delay CCM
This method was performed for all the neurons in
each cluster and for all the lag values between −10
and 10, for one example subject. The goal of per-
forming this method was to not only try and dif-
ferentiate the cases where the original approach
seems to be confused with bidirectional and strong
unidirectional causality, but also to try to validate
the unidirectional relations observed.

4. Results & discussion
We decided to perform the analysis using only
spontaneous activity because the absence of stim-
uli minimises the problems associated with strong
driver variables. In a system, when a strong vari-
able X is causing two other variables Y and Z, a
confound is placed in the system, which is called
a fork. As a consequence, the model could con-
clude a feedback relation between Y and Z, when
in reality, this link does not exist. In sensory-driven
trials, the stimuli poses as a strong driver variable
since the majority of the neurons are responding to
that stimuli. Using spontaneous activity minimises
this effect, and there is a greater chance that the
causal links observed correspond to the real func-
tional dynamics of the brain.

Figure 3.A presents the clusters obtained by
performing the clustering algorithm in the data
from subject 8 with merge threshold equal to 0.30.
This figure shows that while some clusters appear
spread across the brain, others appear arranged
in a compact way. The clustering algorithm only
considers the neural activity of each cell and ig-
nores the anatomical position. Therefore the fact
that some of the clusters appear in the brain in
a compact way suggests that functionally related
neurons are often organized in compact nuclei in
the brain. This result is also coherent with what
was observed in Chen et al [6].

The clustering algorithm used here is unsuper-
vised, which means that each cell does not have

Figure 3: ClusteringA. Anatomical position of the clusters ob-
tained for subject 8. B. T-SNE visualisation of the clusters ob-
tained for subject 8. C. Histogram of the number of clusters
depending on the merge threshold.

a label to which we can compare the result of the
clusters derived. In order to analyse the quality of
the clusters obtained, we computed the t-SNE rep-
resentation of the data.

T-SNE is a machine learning algorithm for the
visualization of high dimensional data that was
created by Laurens van der Maaten and Geof-
frey Hinton[11]. This method allows for the rep-
resentation of high dimensional data into lower-
dimensional space, in such a way that points that
appear close in one space also appear close in the
other. Figure 3.B shows the t-SNE representation
of the spontaneous activity of the cells contained
in the resulting clusters. By observing this plot, we
can see that cells that belong to the same cluster
appear close in the 2D space, and there is an ev-
ident separability between clusters that suggests
that there is a significant dissimilarity between the
clusters for these to appear distant in the 2D space.
These results allowed us to gain confidence that
the method was dividing the cells into functional
clusters.

Additionally, in figure 3.C is represented the re-
sulting number of clusters associated with different
values of the merge threshold. From this figure,
it is possible to see the influence of the optimisa-
tion of this parameter. Since the increase in its
value is associated with an increase in the num-
ber of clusters obtained. This increase is coherent
with what Chen et al. observed[6] and with what
we expected. Higher values of threshold pressure
the method to merge fewer clusters. Furthermore,
we also observed that the number of cells included
in the resulting clusters (1,000-3,000 cells) is sig-
nificantly smaller than the total number of cells in-
cluded in the data set(60,000-80,000), which sug-
gests that the majority of the cells do not present an
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Figure 4: Detection of causation using CCM, where the skill of convergence is represented my ρ and the library sizeL.

activity similar to any of the clusters encountered.

We computed the optimal threshold for each
subject by performing the internal cluster evalu-
ation for the output of each merge theshold, us-
ing the Dunn and Davies-Bouldin index. The ideal
threshold values varied between 25% and 50%.

After selecting all the optimal merge thresholds
for all the subjects, it became evident that some
of the resulting clusters were consistent across the
majority of fish. These clusters were selected to
perform the CCM analysis because, on one side,
their appearance in all the fish allows for the com-
parison of the results inter fish. On the other side,
the fact that the obtained clusters are also isolated
in their position in the anatomical brain allowed us
to map them to different brain areas. This makes
them good candidates for the analysis of the con-
nectivity in the brain.

The selected clusters appeared in the three main
divisions of the brain, one in the forebrain, one in
the midbrain, and two in the hindbrain on the right
and the left sides. Previous studies have shown
that there is spontaneous activity in the zebrafish
forebrain; particularly, this activity was found in two
main areas the entopeduncular nucleus and the
anterodorsal lobe. The anterodorsal lobe demon-
strates high-frequency spontaneous activity, which
is why this region is hypothesised to be homol-
ogous the mammal hippocampus, and the en-
topeduncular nucleus region is hypothesized to
be equivalent to the mammal basal ganglia [23].
Given the spontaneous activity observed in the
forebrain, there is a possibility that the clustering
algorithm detected these neurons, making this an
exciting cluster to analyse the causal influence in

other regions.

As previously mentioned, the midbrain is
strongly associated with the processing of sensory
input. For example, the optic tectum, which is one
of the main components of the midbrain, receives
sensory input from the retina and other modalities.
These inputs are then processed and proper mo-
tor behavior, such as prey hunting, is generated[9].
Even though this area is sensory-driven, several
studies have shown that these regions are active
even in the absence of external stimulation[15]. In
addition, this activity appears to be structured in
space and time in such a way that it maps to func-
tional sensory maps[18, 12]. Therefore, regions
that appear in the midbrain are also interesting to
consider for the CCM analysis, as this could con-
tain vital information about the dynamics of the ze-
brafish brain during spontaneous activity.

Lastly, the hindbrain is associated with motor
function, and since the fish still moves in sponta-
neous activity, it makes sense that these clusters
arise from the clustering algorithm.

These four regions were therefore considered
good candidates for the CCM analysis. Clusters in
these regions appeared in the majority of the fish.
However, the model was not able to extract these
clusters in 3 out of the 10 available fish. Therefore
these were not considered for the analysis. As to
why the clustering algorithm is not able to detect
these clusters, there are a few hypotheses. One
could be that the interval of spontaneous recording
is too small, in the case of subject 14 , and there is
no significant activity to be detected. The other op-
tion would be that the selected clusters correspond
to fish that are in specific state, that is different from
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Figure 5: Different clusters resulting from performing the Autoclustering algorithm to the spontaneous neural activity of all the
cells in subject 8 by changing the merge threshold displayed in the projection of the reference brain on the horizontal plane. The
cells that belong to the same cluster appear in the same color.

the state in which the majority of the fish are.

It is also essential to notice that the clusters pre-
sented here are not the only functional regions that
occur; it might be possible that the algorithm does
not cover some functional regions. For a more in-
depth analysis of other regions, the method could
be optimised, but further details are out of the
scope of this thesis.

For each cluster in each fish, we selected 15
example neurons that share a higher correlation
with the cluster centroid. The goal of using the
ones that show a higher correlation with the cen-
troids is so that the similarity between neurons of
the same cluster remains high, and the similarity
across clusters remains low. The choice of pri-
oritising these conditions arise from the fact it is
known beforehand that the framework proposed by
Sugihara [20] works better when the variables have
low to moderate correlation. Before performing the
CCM analysis, we optimised the parameters E and
τ for the state space reconstruction. The value for
τ remained relatively constant across all the ex-
ample neurons, this value was then used to com-
pute the optimal value of E for all the clusters of
each fish. According to Takens theorem, when one
knows in advance the dimension of the dynamic
system, it is trivial to derive the optimal embedding
dimension. However, in this case, since it is an ex-
ploratory study, and it is not known beforehand the
dimension of the dynamical system, it is necessary

to use a method to infer the value for E. The val-
ues of E obtained for the clusters range between
10 and 12. Additionally was tested the sensitivity of
this parameter to different values of τ , and we ob-
served that for all clusters, the embedding dimen-
sion E was not sensitive to the values of τ . This
is coherent with Takens theorem since the param-
eter τ can be any arbitrary positive constant with-
out compromising the state space reconstruction.
Thus should not be taken into consideration for the
computation of the optimal embedding dimension
E.

Having the clusters selected and the respec-
tive parameters E and τ , we performed the CCM
analysis. For simplicity reasons, the clusters from
here on are identified by the regions in the brain
in which they are localized: the one in the fore-
brain is FB, the midbrain is MB, and the ones in
the hindbrain R-HB (right side), L-HB (left side).
Figure 4, presents the cross-mapping ability be-
tween these clusters. The method suggests uni-
directional causal link going from MB to R-HB and
L-HB, and from MB to FB. The correlation between
cluster MB and FB, MB and R-HB, and MB and L-
HB, appears to be small with values fairly close to
zero. In theory, under these conditions, the method
appears to be successful at concluding causal rela-
tions from the data [25], so all the causal relations
observed in this subject pose as an hypothesis for
connectivity in the brain.
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A B

Figure 6: Delay CCM Prediction ability with respect to lag time for subject 8. A. Result of running the delay CCM approach
between 3 example neurons in cluster MB and 2 example neurons in cluster R-HB. B.Result of running the delay CCM approach
between 3 example neurons in cluster FB and 2 example neurons in cluster R-HB.

Additionally, the results from figure 4 suggest
that there is a feedback relation between both clus-
ters in the hindbrain and the cluster in the forebrain.
We conclude this because both curves show an in-
crease in the prediction ability as the library size
increases L. According to the theory behind the
CCM method proposed by Sugihara et al.[20], it is
possible to differentiate the strength of causality in
these cases by comparing the speed at which the
convergence occurs, i.e., how fast the prediction
ability rises with library size L. By observing these
curves directly, there is no evident difference be-
tween the speed of convergence. As such, it is not
possible to conclude the strength of the feedback
relation.

After running the CCM analysis, we observed
that some causal relations were common across
all animals. In figure 5. H, it is possible to see
the summary diagram that shows the frequency of
each possible relation. In this diagram, the most
common causal relations that appear are 1. FB to
L-HB, 2. FB to the R-HB, 3. R-HB to the FB, 4. MB
to R-HB, 5. MB to L-HB, 6. MB to FB.

These connectivity results do not contradict what
we expected from theory. Romano et al. found
that the activation of some spatially compact as-
semblies in the optic tectum was associated with
spontaneous episodes of tail movement [18]. Addi-
tionally, the midbrain network interacts directly and
indirectly with the frontoparietal network in the fore-
brain to control the locus of attention[3]. However,
it is crucial to notice that due to the transitivity prop-
erty of CCM, these results do not suggest that the
connections that are observed are direct causal-
ity. The transitivity property says that if in a model,
X is causing Y , and Y is causing Z, then X is
also causing Z indirectly, and this will appear in
the CCM analysis. Therefore, these results sug-

gest that there is a causal relation between these
regions, however, it is not possible to infer if this is
a direct or indirect causality.

Considering the results obtained from the delay
CCM analysis for subject eight presented in fig-
ure 6. The original CCM approach in this subject
yields that there is a unidirectional causality com-
ing from cluster MB to cluster R-HB. When tested
with the extended version of the CCM, the majority
of the neurons in cluster R-HB are better at pre-
dicting past values of the neurons in cluster MB.
This result validates the results we observed in the
original approach. Regarding the relation between
clusters FB and R-HB, the results from the delay
CCM do not demonstrate clear evidence if there is
bidirectional or unidirectional causality. The curves
for the prediction ability for different lag times do
not showcase, in the majority of the neurons, a
clear peak of optimal prediction. This does not al-
lows us to take any conclusions and suggests that
there are some limitations to this method that still
need to be investigated.

The results presented in this thesis appear to
create a suitable proof of concept for the analysis
of effective connectivity in the zebrafish brain under
spontaneous activity. The absence of strong stim-
uli driving the system puts it ideal conditions for the
application of Convergent Cross Mapping. Even
though this was mainly an exploratory study, and
the number of clusters represents an oversimpli-
fied representation of the functional clusters in the
brain, it allowed us to gain insight into the condi-
tions in which the model works and the condition in
which it fails. Simultaneously it was able to retrieve
some of the anatomical structure in the brain.

It is important to notice that while this method
alone is not sufficient to extract effective connectiv-
ity, the resulting diagram poses as a good hypoth-
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esis to implement in other causal inference meth-
ods. Namely hypothesis-driven methods such as
optogenetics techniques, in which the results can
be understood with Pearl’s approach. Neverthe-
less, these results show the possibility of obtaining
some insight into the general flow of information in
the zebrafish brain without optogenetic manipula-
tions.

5. Conclusions
The main objective of this thesis was to test the ap-
plicability of using Convergent Cross Mapping as
a causal inference to analyse effective connectiv-
ity in the zebrafish brain during spontaneous activ-
ity. This approach included the division of the cells
into clusters based on the neural activity and pos-
terior analysis of the causal relation between them
using both the original approach for CCM and the
extended version.

The unsupervised clustering algorithm was suc-
cessful in identifying functional regions. Even
though it only took into consideration the neural ac-
tivity of each cell, some of the resulting clusters are
anatomically isolated.

Additionally, the anatomical position of the re-
sulting clusters is coherent with regions that are
known to demonstrate spontaneous activity in ze-
brafish. These clusters appear consistently in all
the subjects under analysis which allowed the use
of these regions as a simplified representation of
the dynamics of the brain.

Regarding the results obtained from the CCM
analysis, the prediction ability was high even in re-
gions that demonstrate low correlation, suggesting
that data is adequate for the model. The summary
diagram that describes the resulting causal rela-
tions obtained demonstrates that there is a unidi-
rectional causal relation going from the cluster in
the midbrain to both clusters in the hindbrain, which
is in agreement with what expected from theory.
Moreover, the results suggest that there is a unidi-
rectional causal relation from the midbrain to the
forebrain, and a bidirectional causal relation be-
tween the forebrain and both regions in the hind-
brain.

Considering the results for the extended version
of the CCM approach, it allows validating the uni-
directional causal relations obtained from the orig-
inal approach. However, it was not able to evalu-
ate if the bidirectional causal relations obtained are
feedback or a unidirectional causal relation with a
strong driver variable.

Overall, the absence of stimuli to the zebrafish
allowed for the data to suit the conditions un-
der which the causal inference tool under analysis
works. The causal diagram obtained appears to
be able to reconstruct some of the dynamics of a
brain under spontaneous behavior. Of course, it is

crucial to have attention and sensibility when using
data-driven approaches for causal inference, and
not over-claiming the generality of the results.

6. Limitations and Future Work
This work may carry limitations that could reduce
the viability of the results.

Even though the clustering algorithm was suc-
cessful at forming relevant functional regions, there
were still several regions that did not appear in the
results and certainly constitute relevant functions
in the dynamics of the brain. Associated with this,
the number of clusters considered in this study is
relatively small and a simplification of the true dy-
namics of the system. So future work in this sec-
tion would require a better optimisation of the clus-
tering algorithm in order to obtain more isolated
regions, preferably, that could be associated with
known anatomical structures.

Additionally, the number of subjects under anal-
ysis is relatively small, so in order to validate the
diagram, more subjects should be taken into con-
siderations.

Even though this study validates that the CCM
approach is able to reconstruct causal relation
from signals with low to moderate coupling, it still
presents limitations when there is a strong coupling
between the regions. Future studies should include
an alternative to these limitations.

Additionally, the fact that this analysis allows hy-
pothesising about a diagram of the underlying sys-
tem dynamics, these results could be associated
with model-based causal inference tools with the
intent of providing even more confidence to the re-
sults obtained.
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