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Abstract—Bioinformatics applications on the area of genomics
deal with large quantities of data on genetic information of groups
of individuals. These applications are important to help biologists
identify interacting groups of Single Nucleotide Polymorphisms
responsible for diseases in humans, among other uses. This work
will explore the algorithms used in this class of applications and
adapt them to run in platforms with different processing tech-
nologies, CPU, Integrated GPU and Processing-in-Memory, in
order to deeply evaluate their capabilities to deliver the maximum
performance and energy efficiency. The work developed will aim
to find the performance and energy efficiency gains obtained by
using each processing technology, and provide insight on the use
of alternate technologies for memory-intensive applications in the
field of bioinformatics.

Index Terms—Bioinformatics, Processing-in-Memory, Inte-
grated GPU, Energy Efficiency, Performance

I. INTRODUCTION

The field of bioinformatics is where biologists and infor-
mation systems engineers work together with the objective of
creating solutions to allow for the processing of biological data
and models. It is an area of major and growing importance,
particularly in genomics, where scientists are able to identify
and isolate Single-Nucleotide Polymorphisms (SNPs) [1], i.e.,
specific sections of molecules that form the genetic material,
and by gathering information on numerous individuals, gen-
erate massive amounts of data. This data is highly valuable
due to its potential for research, as biologists have found links
between specific values for certain SNPs in the human genome
and physical traits in individuals [2]. Studies in human ge-
nomics involving Genome-Wide Association Studies (GWAS)
have the potential to identify genes that cause diseases [2], thus
help in preventing the occurrence of these diseases in future
patients. Special attention is given to the GWAS that try to
identify sets of k SNPs considered epistatic, i.e., k SNPs that
interact with each other to cause traits or characteristics [3].
This task is performed through epistasis detection methods,
which perform an analysis on a set of k SNPs for a group of
patients that present or not a certain trait. The k corresponds to
the epistasis order. Several methods can be used for epistasis
detection, from which exhaustive search provides the highest
accuracy, at the cost of being particularly challenging [4].
In contrast to heuristic methods that only partially analyze
the data set [3], in exhaustive search the complete data set

is analyzed, by evaluating every possible combination of k
SNPs for every patient, to find the most likely combinations
to be epistatic. To achieve this, the applications make use
of objective functions, which use statistical approaches to
determine the likelihood of epistasis for each combination
of SNPs. Many different objective functions exist, with the
Bayesian K2 score being one of the most widely used [4] [3].
Due to the nature of this problem, applications developed in
bioinformatics to perform exhaustive search of epistasis de-
mand high computational effort and intensive use of memory,
especially when performing high order epistasis detection over
the large volume of data.

To develop and boost performance of these applications on
modern computing platforms, it is required to redesign their
operational principle in order to fully exploit the capabilities
of computational resources and memory subsystems. In many
biological studies, this important step is typically neglected
by focusing only on functional correctness [3]. However,
fully exploiting the capabilities of modern heterogeneous
systems equipped with multi-core Central Processing Units
(CPUs), Integrated Graphics Processing Units (iGPUs) or
even Processing in-Memory (PIM) is far from being a trivial
task, as it requires a deep knowledge of the architectures of
the processing systems where execution will take place. In
particular, modern multicore CPUs [5] englobe various and
out-of-order execution cores and complex memory hierarchies
where parallel and vector processing abilities constitute an
opportunity to achieve this goal, while presenting a specific
set of challenges to ensure an efficient execution of bioinfor-
matics applications. Furthermore, alternative processing tech-
niques present additional opportunities for further increase
in performance and energy efficiency. Particularly, General-
Purpose Computing on Graphics Processing Units (GPGPU)
has become a staple in High Performance Computing (HPC),
with Graphics Processing Units (GPUs) offering a vast amount
of execution cores with massive parallel execution capabilities,
rivaling even the most complex CPUs [6]. It is of particular
interest to exploit the GPGPU abilities of iGPUs, i.e., GPUs
integrated in the same die as the CPU, which surfaced pri-
marily to offer low-cost graphical controllers, but have gained
compute abilities that go beyond those tasks [7]. The iGPUs
usually consume less power than dedicated GPUs, and part



of their memory subsystem is typically shared with the CPU,
which makes them of particular interest for energy-efficient
computing. More novel and innovative processing systems
have also been proposed, such as PIM [8], where the process-
ing and memory elements are integrated. This paradigm has
the potential to cause an impact on application performance,
particularly on applications that are memory-intensive, as is
the case of bioinformatics applications that use exhaustive
search methods. As a result, the emerging technologies based
on PIM may allow for reduction in latency when fetching the
data, while they can additionally offer better energy efficiency
by reducing the data movement in the system.

A. Motivation

The applications developed in the field of Bioinformatics
are in general memory-intensive by nature, as they deal with
enormous amounts of data and use statistical and mathematical
models to process it, contributing to intricate computations and
a myriad of memory operations taking place. These charac-
teristics make the optimization of bioinformatics algorithms a
challenging task, since their performance and energy efficiency
depend on several factors, such as the dimension of the data
sets, the type of study being performed and, in the case of
epistasis detection, the method used, and the order of epistasis.

This task becomes even more challenging when considering
the complexity of modern CPUs, that include multiple cores
in the same package, equipped with a diverse set of execution
units, powerful out-of-order engines, and a hierarchical mem-
ory structure with several levels. Furthermore, the execution
units in the core are able to process wide vectors of data
in a Single Instruction Multiple Data (SIMD) fashion, where
several scalar operations can be simultaneously processed
on different data portions. The memory subsystem in the
CPUs uses cache memories in a hierarchical structure, which
typically consists of a private set of L1 and L2 caches, and
shared Last Level Cache (LLC). All these changes have been
introduced in the evolution of computer architectures with
the objective of improving performance and efficiency of
these processing elements. While the evolution of computer
architectures allowed for higher performance of applications,
the higher system complexity hinders the process of identi-
fying the main performance and efficiency limitations. Thus,
optimizing applications in current CPU systems is far from
being a trivial task, since software developers need to take into
account application features and the diverse system capabilities
when selecting the best optimization course. This is especially
true in the case of bioinformatics applications, since these
applications perform analyses and calculations over huge data
sets.

Due to these challenges, alternative micro-architectures with
distinct features of a traditional multi-core CPU can also be
taken into account when aiming at achieving the most efficient
execution of applications. This is the case of GPUs with sup-
port for GPGPU, such as the Intel Processor Graphics iGPUs,
that offers high data parallelism to maximize performance.
Due to its structure, GPUs are more suitable to perform data

parallel tasks, i.e., algorithms that use a huge amount of
independent data and that can be processed concurrently. For
example, in the case of the bioinformatics applications, each
SNP combination can be independently processed. Recent
trends in computer architecture advocate novel processing
paradigms, such as PIM. These processing paradigms can
also be especially useful when targeting applications that are
memory demanding and perform the computations on huge
data sets.

For these reasons, exploring the advantages and potential of
modern microarchitectures to efficiently perform bioinformat-
ics applications is crucial when optimizing these applications,
especially when taking into account the potential benefits of
this technology for the future of science, biology and human
development. With this aim, the work performed intends to
exploit the capabilities of computational and memory sub-
systems of a set of modern microarchitectures, as well as
to evaluate their possible advantages for the execution of
different applications for epistasis detection, the processing
of different data sets, their energy efficiency potential and
opportunities for attaining high performance. The approaches
proposed in this work can also be adapted to other areas
in bioinformatics, and they can also provide insights on the
usability of different state-of-the-art technologies beyond the
traditional CPU, namely the iGPU and PIM.

II. RELATED WORK

Bioinformatics is the field of engineering where information
processing systems meet biology. To analyze biological data,
different methods from statistics and mathematics are adopted
to help interpreting the results [1] [3]. Genomics is a major
area in bioinformatics, as the amount of information on genes
can be very large, and understanding and processing this data
may be useful, particularly when it comes to finding possible
genetic causes for diseases and characteristics in humans [2].

The area of GWAS consists on observing variance in alleles
(a variant form of a gene) in different subjects to evaluate a
possible association with a given characteristic or trait [1].
An example would be analyzing alleles at a specific locus
on a chromosome (gene location) of several patients, some
with a certain disease (cases) and some without (controls), to
evaluate if any variation on a single nucleotide (SNP) within
a specific allele could be responsible for it. As such, GWAS
typically focuses on SNPs [1] [2], analyzing their variants (i.e.,
the different alleles of a gene or a set of genes) and associating
them with the trait in question across databases with cases and
controls. As humans have two sets of chromosomes (being
defined thus as diploid organisms), SNPs can be encoded
as the combination of the alleles observable at the same
locus (gene position) across two homologous chromosomes.
This pair of alleles is referred as the genotype of a specific
gene. If those two alleles are the same, the genotype is
described as homozygous. If they are different, the genotype is
heterozygous. Alleles can also be considered major or minor,
depending on if the characteristics (phenotype) each produce
are dominant or recessive. This means an SNP with alleles



A (major) and a (minor) can show three possible values:
AA (homozygous major), aa (homozygous minor) and Aa
(heterozygous) [3].

GWAS have shown accuracy in identifying single SNPs that
cause traits [1], including great success in identifying SNPs
responsible for human diseases [2]. Another relevant type of
studies try to identify diseases or traits being influenced by
groups of SNPs which interact with each other to cause a
trait. This process is known as epistasis [3], and the order of
epistasis is the number of SNPs being considered. However,
while finding the influence of isolated SNPs on traits has
been successful [2], issues arise when performing epistasis
detection, as it is a problem that scales poorly with the epistasis
order, as the number of possible SNP combinations and the
memory required to store them grow non-linearly with the
epistasis order. Furthermore, the number of cases/controls and
the number of SNPs also contribute to this growth. This makes
epistasis detection computationally expensive and memory
intensive [3].

The application developed in this work uses an exhaustive
search method for detection of epistasis. For a k order epis-
tasis detection, an exhaustive search method will analyze all
possible combinations of k SNPs in the dataset and indicate
the group (or groups) of k SNPs more likely to be epistatic,
i.e., more likely to interact to cause a trait. Other methods for
epistasis detection use heuristics information on the SNPs to
find a likely solution to the problem, but the exhaustive search
methods are the only ones that can provide a solution to these
problems with certainty. Usually, GWASs will use objective
functions (of a statistical nature) to describe the strength
of correlation between SNPs and traits (i.e., scoring) [3].
Single-objective methods rely on only one objective function,
where the solution is typically given by the group(s) of SNPs
with the lowest/highest score of this function. Meanwhile,
multi-objective methods use more than one objective function.
For the scope of this work, the bioinformatics application
developed uses a single-objective method, due to its exhaustive
search nature. The Bayesian K2 score is used as the objective
function, it derives from Bayesian network models, and it
represents one of the most widely-used objective functions
in the literature [9] [3] [4].

The Bayesian K2 score is defined, for a given combination
of k SNPs, as

K2 Score =

I∑
i=1

ri+1∑
b=1

log(b)−
J∑

j=1

rij∑
d=1

log(d)

 , (1)

where I is the number of different values that the set of k SNPs
can exhibit (I = 3k, as each SNP can present three genotypes:
homozygous major, homozygous minor and heterozygous), J
is the number of disease states (J = 2, the number of possible
phenotypes, i.e., cases and controls), ri is the number of cases
where the SNPs take the ith value, and rij the number of cases
where the SNPs take the ith value and the disease state take
the jth value (phenotype) [3]. The applications developed in

this work will use this objective function when processing data
sets containing genetic information on patients.

The K2 score provides information on the likelihood of a
combination of SNPs being epistatic, so for the exhaustive
search of epistasis order k, this score needs to be computed for
all possible combinations of SNPs in the data set. Therefore,
it is required to exhaustively examine every possible combi-
nation of k SNPs and compute the respective K2 scores. The
solution to the problem consists on the combination of SNPs
with the lowest K2 score, i.e., the set of SNPs more likely to
be associated with the disease.

The Bayesian K2 score as the objective function is in
the scope of this work, since it represents the challenges
it intends to explore and overcome regarding computational
and memory complexity. More specifically, the computations
specified in Eq. 1 require computing b and d, which is done
by using a frequency table, that is constructed and filled for
each combination of SNPs in the data set. This same approach
can be used for different objective functions [3], making this
method a good case study for this work, as the memory and
computational challenges presented are used for exploring the
microarchitectures of state-of-the-art CPUs, iGPUs and PIM,
with the objective of using the different characteristics of
these architectures to overcome the performance issues these
applications often present.

A. Modern processor microarchitectures

In the last decades, as manufacturing techniques and transis-
tor technology became more refined, multi-core CPUs became
more complex, by containing a powerful out-of-order backend
with multiple arithmetic units able to handle diverse data sizes,
and a memory hierarchy with multiple memory levels. In
general, these improvements led to an increase of instruction
throughput, by allowing the concurrent execution of multiple
instructions and by reducing the average memory access time
necessary to fetch data from memories.

However, due to the increase in system complexity, the pos-
sible sources of execution bottlenecks are also more varied and
harder to detect. For example, multi-thread applications that
handle huge amount of data, as it is the case of bioinformatics
workloads, can have their execution affected by memory-
related bottlenecks, such as multiple accesses to shared memo-
ries with lower bandwidth and higher latency (L3 and Dynamic
Random Access Memory (DRAM)), or by inefficient use of
arithmetic units (e.g. use of non-vectorized code). Hence, if
those potential bottlenecks are not carefully addressed, they
might have severe impact to the application overall. Thus,
selecting the best optimization techniques that better adapt to
the underlying hardware is a crucial step when optimizing
applications. In addition to application optimization, one can
also rely on a different system that might be more suitable to
execute certain types of applications.

For these reasons, this work considers three distinct and
recent architectures, Intel Skylake Server [5], Intel Processor
Graphics gen9.5 [7] and PIM [8]. Skylake Server [5] is the
codename for the microarchitecture introduced by Intel in



2017, as part of their server line microprocessor development
chain.

Current microarchitectures of modern multi-core CPUs
share a similar design for their out-of-order superscalar
pipeline structures. The Skylake Server (or Skylake-X) mi-
croarchitecture features several execution units dedicated to
vector operations [5] [10]. Skylake Server offers support for
a variety of Intel vectorization techniques, most notably Ad-
vanced Vector Extensions (AVX). AVX offers support for wide
vector (up to 512-bit) floating point computations, efficient
instruction encoding, supporting three operand syntax, among
others.

The CPUs on Intel Core client line feature an on-chip
iGPU with the purpose of offering 3D graphics rendering on
real time and media capabilities. This iGPU can, however, be
used for general-purpose computing by exploring its compute
architecture to achieve high performance [7]. The iGPU is
also integrated in the same silicon die of the processor cores,
allowing the two systems to share data through processor LLC
and DRAM. This analysis is focused on one of the most
recent generations of the Intel iGPUs, i.e., gen9.5, which draws
heavily from gen9, presenting a similar design, while offering
performance improvements.

The fact that the processor graphics share the main memory
and the LLC with the CPU means the costs for transferring
data from/to host and device are reduced, when compared
to discrete GPUs. The compute capabilities of this iGPU
can be explored by application developers by relying on the
OpenCL [11] programming model, which allows to benefit
from performance advantages for highly parallel workloads.
In this model, work-items are used as the basic instances
for parallel processing, with each work-item consisting on a
separate entity where an instance of the kernel is executed.
Work-items are identified by a work-item ID, and are grouped
in a work-group. Work-items inside the same work-group are
able to share some resources such as local shared memory.
OpenCL allows for the specification of the number of work-
items and work-groups when launching the execution of a
kernel, obeying constraints posed by the device used for
execution, i.e., the iGPU. To transfer information to and from
the iGPU, buffers can be created and initialized before kernel
launches, and transferred back to the host CPU to obtain the
results of the execution. In the scope of this work, OpenCL
will be used to derive better performance and energy efficiency
from a bioinformatics application by exploiting this iGPU
microarchitecture.

B. Modern DRAM architectures and PIM

For memory-intensive workloads, memory latency and
bandwidth represent one of the main limiting factors to attain
the high performance execution in modern computer systems
[12]. In order to mitigate these limitations, memory tech-
nologies have evolved along with developments in processor
microarchitectures.

3D stacked memories like High Bandwidth Memory (HBM)
and Hybrid Memory Cube (HMC) have a different organiza-
tion than traditional DRAM, as represented in Fig. 1.
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challenges for system architects and programmers. In this work, 
we examine two major areas of challenges, and discuss solutions 
that we have developed for each challenge. First, programmers 
need to be able to identify opportunities in their applications 
where PIM can improve their target objectives (e.g., application 
performance, energy consumption). As we discuss in Section 3, 
the decision on whether to execute part or all of an application in 
memory depends on (1) architectural constraints, such as area and 
energy limitations, and the type of logic implementable within 
memory; and (2) application properties, such as the intensities of 
computation and memory accesses, and the amount of data shared 
across different functions. To solve this first challenge, we have 
developed toolflows that help the programmer to systematically 
determine how to partition work between PIM logic (i.e., 
processing elements on the memory side) and the CPU, in order 
to meet all architectural design constraints and maximize targeted 
benefits [16, 22-24, 75]. Second, system architects and 
programmers must establish efficient interfaces and mechanisms 
that allow programs to easily take advantage of the benefits of 
PIM. In particular, the processing logic inside memory does not 
have quick access to important mechanisms required by modern 
programs and systems, such as cache coherence and address 
translation, which programmers rely on for software development 
productivity. To solve this second challenge, we develop a series 
of interfaces and mechanisms that are designed specifically to 
allow programmers to use PIM in a way that preserves 
conventional programming models [5, 16-24, 62, 75]. 

In providing a series of solutions to these two major challenges, 
we tackle many of the fundamental barriers that have prevented 
PIM from being adopted widely, in a programmer-friendly way. 
We find that a number of future challenges remain against the 
adoption of PIM, and we discuss them briefly in Section 6. We 
hope that our work inspires researchers to address these and other 
future challenges, and that both our work and future works help 
to enable the widespread commercialization and usage of PIM-
based computing systems. 

2. Overview of Processing-in-Memory (PIM) 
The costs of data movement in an application continue to increase 
significantly as applications process larger data sets. Processing-
in-memory provides a viable path to eliminate unnecessary data 
movement, by bringing part or all of the computation into the 
memory. In this section, we briefly examine key enabling 
technologies behind PIM, and how new advances and 
opportunities in memory design have brought PIM significantly 
closer to realization. 

2.1. The Initial Push for PIM 
Proposals for PIM architectures extend back as far as the 1960s. 
Stone’s Logic-in-Memory computer is one of the earliest PIM 
architectures, in which a distributed array of memories combines 
small processing elements with small amounts of RAM to 
perform computation within the memory array [36]. Between the 
1970s and the early 2000s, a number of subsequent works 
propose different ways to integrate computation and memory, 
which we broadly categorize into two families of work. In the 
first family, which includes NON-VON [35], Computational 
RAM [27, 28], EXECUBE [31], Terasys [29], and IRAM [34], 
architects add logic within DRAM to perform data-parallel 

operations. In the second family of works, such as Active 
Pages [33], FlexRAM [30], Smart Memories [32], and 
DIVA [26], architects propose more versatile substrates that 
tightly integrate logic and reconfigurability within DRAM itself 
to increase flexibility and the available compute power. 
Unfortunately, many of these works were hindered by the 
limitations of existing memory technologies, which prevented the 
practical integration of logic in or near the memory. 

2.2. New Opportunities in Modern Memory Systems 
Due to the increasing need for large memory systems by modern 
applications, DRAM scaling is being pushed to its practical 
limits [101-104]. It is becoming more difficult to increase the 
density [101, 105-107], reduce the latency [107-112], and 
decrease the energy consumption [101, 113, 114] of conventional 
DRAM architectures. In response, memory manufacturers are 
actively developing two new approaches for main memory 
system design, both of which can be exploited to overcome prior 
barriers to implementing PIM architectures. 

The first major innovation is 3D-stacked memory [5, 37-40]. In 
a 3D-stacked memory, multiple layers of memory (typically 
DRAM) are stacked on top of each other, as shown in Figure 1. 
These layers are connected together using vertical through-
silicon vias (TSVs) [38, 39]. With current manufacturing process 
technologies, thousands of TSVs can be placed within a single 
3D-stacked memory chip. The TSVs provide much greater 
internal memory bandwidth than the narrow memory channel. 
Examples of 3D-stacked DRAM available commercially include 
High-Bandwidth Memory (HBM) [37, 38], Wide I/O [115], 
Wide I/O 2 [116], and the Hybrid Memory Cube (HMC) [40]. 

In addition to the multiple layers of DRAM, a number of 
prominent 3D-stacked DRAM architectures, including HBM and 
HMC, incorporate a logic layer inside the chip [37, 38, 40]. The 
logic layer is typically the bottommost layer of the chip, and is 
connected to the same TSVs as the memory layers. The logic 
layer provides a space inside the DRAM chip where architects 
can implement functionality that interacts with both the processor 
and the DRAM cells. Currently, manufacturers make limited use 
of the logic layer, presenting an opportunity for architects to 
implement new PIM logic in the available area of the logic layer. 
We can potentially add a wide range of computational logic (e.g., 
general-purpose cores, accelerators, reconfigurable architectures) 
in the logic layer, as long as the added logic meets area, energy, 
and thermal dissipation constraints. 

Figure 1 High-level overview of a 3D-stacked DRAM architecture.
Reproduced from [14]. Fig. 1. Structure of a 3D stacked memory. [8]

In this diagram, vertical stacks of DRAM can be observed.
These DRAM cells communicate with each other by using
Through-Silicon Vias (TSVs), and with the CPU through the
memory channel. These memories present, thus, a very large
internal bandwidth due to the wide TSVs, and a traditional
relatively low-bandwidth connection to the CPU.

Examples of 3D stacked memories include HBM [13], HMC
[14] or WIDE I/O (WIO) [15]. [14] is a standard that also
allows for massive bandwidth, but does not focus on graphics,
and is being developed by companies such as Intel and Micron.
HMC acts differently than traditional DRAM technologies, as
it incorporates the controller in the memory, and offers link
interfaces to connect to the CPU.

For the scope of this work, the model of PIM cores residing
in a 3D stacked memory structure is considered, with the
objective of boosting the performance and energy efficiency of
the epistasis detecting with the Bayesian K2 score as objective
function. The PIM cores maintain the general-purpose capa-
bilities, thus they are able to execute a subset of instructions
from an Instruction Set Architecture (ISA) of the host CPU
and obey to the constraints for placing them in memory [16].
As a result, PIM cores are less complex than CPU cores, have
no caches, no SIMD abilities and provide limited support for
out-of-order execution. The additional constraint that must be
specifically taken into account deals with the available area
to instantiate PIM cores, which may limit the amount of PIM
cores available. For HMC memory, each stack will have 3.5 to
4.4 mm2 of available area [16] [14]. This area is enough for
small and simple PIM cores, but not enough for larger CPU-
like cores. As there is no current hardware support for such
a configuration, state-of-the-art simulators [17] [18] [19] will
be used to obtain performance and energy efficiency metrics
of the applications developed in the scope of this work.

ZSim+Ramulator [20] [21] is a framework for simulation of
general-purpose PIM architectures. It is based on two widely-
known and used simulators, ZSim [18] and Ramulator [17].
ZSim is an x86-64 simulator, built to be fast, scalable and
simple, and is able to simulate very large systems. Ramulator
is a fast and accurate DRAM simulator, with support for the
most commonly used technologies, along with upcoming ones.
In this framework, the execution system consists of a CPU



with several cores (the host portion), and PIM cores contained
in a 3D-stacked memory structure (the PIM portion). These
portions are simulated one at a time, as concurrent host+PIM
simulation is not supported.

III. PROPOSED WORK

Performing the high-order epistasis detection based on the
exhaustive search method is a demanding task, as the al-
gorithms used for this purpose require not only high com-
putational effort to calculate the scores within the objective
functions (Bayesian K2 score in this particular case), but they
also impose high pressure to the memory subsystem when
processing large quantities of data. Modern computer architec-
tures feature CPUs with complex hierarchies of cache memory
and large quantities of main memory. Applications must, thus,
be developed by taking in account the particularities of the
architecture of these systems, including effective paralleliza-
tion and distribution of workloads to ensure load balancing, as
well as to fully utilize the compute units within the cores by
exploiting the SIMD capabilities with the objective of boosting
the application performance.

Modern iGPUs, with their improved computational abilities
over older generations, can be used as an alternative to CPUs,
especially for highly data-parallel workloads. With capability
for massive concurrent execution and integration on the same
die as the host CPU, these devices can handle almost any
computations required by the application, but they also offer
the interesting possibility of co-processing, by using it simul-
taneously with the CPU to run the computations. PIM also
surfaces as an interesting alternative, by moving computations
close to where the data is located, and reducing latency in
data transfers. Both of these alternatives have good potential
to fulfill the objectives of this work in terms of achieving
high performance, with reduced power consumption when
compared to high-end server grade CPU, thus potentially pro-
viding an alternative execution framework with better energy
efficiency.

A. Algorithms for epistasis detection

The applications developed in this work aim at processing
datasets of various sizes, containing, for all patients, informa-
tion on each SNP considered (genotype) and the disease state
(phenotype). As presented in Section 2.1, the genotype can
take 3 different values, whether if it is a homozygous major,
heterozygous or homozygous minor, while the phenotype has 2
values, case or control. These values need to be codified to be
represented in computations, so each SNP for a single individ-
ual in the data set is encoded with the values 0 (homozygous
major), 1 (heterozygous) or 2 (homozygous minor). Disease
states are codified as 0 (controls) and 1 (cases). The application
will thus, in a first step, parse an input file containing the data
set, gathering this data and storing it in a matrix structure.

The K2 score is defined, as in Eq. 1, for a given combination
of k SNPs, giving an indication of how likely these k SNPs are
interacting in epistasis to cause the disease. The second step

of execution requires iterating through the possible combina-
tions of k SNPs and compute the respective K2 scores. For
instance, if there are a total of 3 different SNPs, identified as
SNP0, SNP1 and SNP2, for epistasis order 2, it is needed to
examine the following combinations of SNPs: (SNP0,SNP1),
(SNP0,SNP2) and (SNP1,SNP2). It is worth noting that
the combinations are non-repetitive, i.e., the combinations
involving the same SNP indices are treated as the same
regardless of their exact position in the combination. As such,
the combination (SNP0,SNP1) is the same as (SNP1,SNP0),
etc. The last step in application execution is the determination
of the final solution, which corresponds to the combination of
SNPs with the lowest K2 score.

To compute the K2 score using Eq. 1 for a single combina-
tion of k SNPs, it is necessary to go through all the patients
and count the number of occurrences where the k SNPs and
the disease state take each possible value. For that purpose, a
frequency table, r, is constructed [4]. The frequency table is
illustrated in Fig. 2, and it has 3k columns (all possible geno-
type combinations for the k SNPs) and 2 rows (disease states
0 and 1). This example is for epistasis order k = 3, meaning
the table has 3k = 27 columns and 2 rows. Each position in
the frequency table maps to a combination of the k SNPs, like
shown in the highlighted position, r[16], which corresponds
to the combination (SNP2,SNP1,SNP0) = (1, 2, 1). Two
approaches can be used to fill this frequency table, the first
being the base algorithm [4], which follows the order of the
information provided in the data set with genotype information
stored as integer values (0, 1, 2), and the second being the
binary algorithm [22], a more memory friendly approach that
leverages the binary representation of the data set and binary
operations to construct the frequency table.

SNP2 0 1 2

SNP1 0 1 2 0 1 2 0 1 2

SNP0 0 1 2 0 1 2 0 1 2 0 1 2 0 1 2 0 1 2 0 1 2 0 1 2 0 1 2

i 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26

r[i][0]   

r[i][1]   

0 1 2 3 4 5 6 7 8 ... 31

data[x][y][0] 0 0 1 0 0 1 1 0 0
...

0

data[x][y][1] 0 0 0 1 0 0 0 1 0 1

data[x][y][2] 1 1 0 0 1 0 0 0 1 0

↓ ↓ ↓ ↓ ↓ ↓ ↓ ↓ ↓ ... ↓

value 2 2 0 1 2 0 0 1 2 ... 1

Fig. 2. Frequency table for k = 3. [4]

The base algorithm [4] iterates through each patient in the
data set and finds the genotype values of the k SNPs in the
currently evaluated combination, i.e., the i value in Fig. 2.
With these values and the patient’s disease state (j value in
Fig. 2, i.e., 0 or 1), the position r[i][j] of the frequency table
is incremented. One of the main difficulties in filling the fre-
quency table lies in the determination of the index i from a set
of genotype values contained in the k SNPs under evaluation.
For example, in Fig. 2, the combination of values (1, 2, 1)
corresponds to the position i = 16 in the frequency table.
Although one might infer this information by relying on a set
of power of 3 operations (SNP2×32+SNP1×31+SNP0×30),
in the scope of the work developed, a more efficient index



calculation approach is adopted. In particular, the index i is
calculated using the SNP values in an iterative process by
applying k times the expression

i = 3× i+ SNPj, j = 0...k − 1. (2)

In the example in Fig. 2, since the highlighted po-
sition corresponds to the 3 SNPs taking the values
(SNP2,SNP1,SNP0) = (1, 2, 1), by applying Eq. 2, the index
i is given by

i = 3× 0 + 1 = 1, i = 3× 1 + 2 = 5, i = 3× 5 + 1 = 16,

corresponding to r[16], as can be verified in Fig. 2. As such,
the index calculation is performed with a set of multiplica-
tion and addition operations, thus effectively substituting the
calculation of power of 3 values, which may yield a lower
throughput in modern CPU architectures when compared to
the fused multiply-add units exercised in the herein adopted
approach. Finally, depending on the disease state of the patient,
the value of position r[16][0] (control) or r[16][1] (case) is
incremented.

The alternative to the base algorithm is the binary algorithm
[22], which operates on the data sets that use binary represen-
tation. In detail, knowing that each SNP can take value 0,
1 or 2, three bit arrays can be used to store the genotype
information for each patient at the particular SNP.

It is worth noting that this binary representation also allows
for more efficient data processing by grouping the information
of several patients in a single unit of data. When directly
compared to the previously elaborated data set format where
each genotype value is represented with a single integer value,
the binary representation allows for minimizing the amount
of memory required for data storage by about 63%, since an
individual patient will occupy 1 bit in each of the three arrays,
adding to 3 bits of total memory space.

B. Development of applications for exhaustive search of epis-
tasis detection

The bioinformatics applications developed were set to per-
form epistasis detection based on exhaustive search and the
Bayesian K2 score following the base and binary algorithms.
To take advantage of the underlying architectures and fully
exploit their processing capabilities, different versions were
created.

By directly translating the operations in the algorithms to
instructions in the application source code, an application
can be created, for each algorithm, to compute the scores
and solutions correctly. However, this application will offer
poor performance, not fully utilizing the resources offered by
modern CPUs in an effective way. For this purpose, a set of
optimizations are applied in order:

• Organize data structures to make memory access patterns
exploit traditional memory and cache organization in a
better way, to reduce the latency in memory operations.

• Use of appropriate data types, to pack the maximum
amount of data possible in the least space, thus reducing

the memory requirements in terms of storage size and the
amount of data transfers.

• Make use of the compute instructions with the least
latency and most throughput possible for each operation.

• Employ vectorization techniques, through the use of
SIMD instructions and data types.

• Multi-core parallelization of the application, with a spe-
cial emphasis on guaranteeing the load balancing among
the threads/cores, while minimizing communication over-
heads.

This set of optimizations can be applied to both algorithms,
albeit in different ways for each of them. The data matrix
is built to contain the data set information. The data set is
provided in a text file. The data organization in the matrix
features the different SNPs disposed in rows, and different
patients in columns, making it more likely the caches closer
to the core will hold the genotype information required, since
data on a matrix structure is organized in memory with rows
placed contiguously.

SIMD capabilities in some architectures allow for vector
processing, in opposition to scalar processing, increasing
throughput in application execution. Both the base and binary
algorithms can have their operations adapted for vectorization
using intrinsic instructions, such as AVX intrinsics, or by
using alternative vector data types, as is commonly done in
development using OpenCL. The extent of the vectorization
depends on architecture specific constraints, and while having
a fully vectorized application hotspot is optimal in terms of
performance, this is sometimes not achievable, e.g., when
operations like popcount do not have vector intrinsics. In these
cases, the approach used is to use both vectorized and non-
vectorized instructions, using a loop to perform the latter the
amount of times necessary to correspond to the data-width
provided by the vectorized instructions. In the example of
popcount, due to the non-existence of an intrinsic Advanced
Vector Extensions 512-bit (AVX-512) instruction, popcount is
done on 8 × 64-bit data types, since 8× 64 = 512.

The multi-core parallelization of the application allows for
maximizing multi-core performance. The organization of both
algorithms shows a clear way to extract parallelism from a
multi-core processor. As the same process of determining the
K2 score must be repeated for each combination of k SNPs,
each thread can evaluate a set of combinations, computing
the K2 score for each combination at a time and comparing
it with its best score and solution so far. Pre-computing all
possible combinations of k SNPs, storing them in an array or
matrix, and dividing these among the different threads before
evaluating each combination is the natural approach to divide
work among the threads. However, this approach leads to very
high memory use, since the number of combinations, and
therefore the memory required to store them in an array, grows
very rapidly with the data set size and with the epistasis order,
rendering the application useless due to insufficient memory
for any data set where the number of SNP and patients is very
high.

The solution to achieve parallelization is to define each



thread to process one combination, then skipping the following
nthreads − 1 combinations, processing the following one
(nthreads being the number of threads used). To guarantee
the set of threads are working on all combinations, the initial
combination to be processed by each thread is identified
by its thread ID. When all threads are done evaluating the
combinations of SNPs and determining the respective K2
scores, the default thread determines the best overall score and
solution. By dividing work in this fashion, communication and
synchronization overheads are minimized, allowing threads
to run free until execution is done, extracting maximum
parallelism and performance.

The development of the different application in this work
follows this set of optimizations. Several versions were cre-
ated, to explore all possible scenarios, keeping in mind ar-
chitectural constraints or algorithm choice. These versions are
resumed in Table I.

TABLE I
VERSIONS OF THE APPLICATION TO COMPUTE THE K2 SCORE.

Version Compatible platform Algorithm Vectorization
Base CPU, PIM Base No

Binary CPU, PIM Binary No
Vect. Base CPU Base Yes (512-bit)

Vect. Binary CPU Binary Yes (512-bit)
D.P. (iGPU) iGPU Binary Yes (128-bit)

D.P. (CPU+iGPU) CPU + iGPU Binary Yes (128-bit)

The base and binary versions were created from the base
and binary algorithms, respectively, with all optimizations
except vectorization, as the PIM architecture used does not
support it. The vectorization of these versions leads to the
vectorized base and vectorized binary versions, that use AVX-
512 intrinsics and can therefore only run on microarchitectures
supporting it, like Skylake-X. The data-parallel versions use
the binary algorithm and all optimizations, similarly to the
vectorized binary version, but are adapted to run on an Intel
Processor Graphics gen9.5 iGPU, thus using OpenCL kernels.

IV. EXPERIMENTAL EVALUATION

To evaluate the feasibility of using the different processing
technologies studied in this work to boost the performance and
energy efficiency of the bioinformatics applications developed,
performance and energy efficiency is being assessed using
three platforms. First, a platform featuring a state-of-the-art
server CPU by Intel, a powerful modern multicore CPU [23]
with AVX-512 SIMD capabilities. Second, a platform with a
client CPU by Intel with one of the latest generation integrated
graphics (iGPU) [7] with multiple Execution Units (EUs),
located on the same chip as the host CPU. Third and final, a
state-of-the-art PIM simulation framework, ZSim + Ramulator
[20], to simulate a system with PIM cores residing in a 3D
stacked DRAM structure, using Dual Data Rate 4th generation
DRAM (DDR4) and HMC memory. Table II summarizes
the configurations of the systems used for the experimental
evaluation of the developed applications.

The applications were tested using 3 data sets with a
different amount of SNPs and patients. The small data set

TABLE II
SYSTEMS USED FOR TESTING/SIMULATION.

System Technology Execution device
System 1 CPU Intel Xeon Gold 6140 (18-core)
System 2 iGPU Intel UHD Graphics 630 (24 EUs)
System 3 PIM 16 general-purpose PIM cores

features 23 SNPs and 10000 patients, the medium data set
features 1000 SNPs and 4000 patients, and the large data set
has 31339 SNPs and 146 patients. The epistasis order, k, was
defined as 2 and 3. Since processing for k larger than 3 can
take a large amount of time for the medium and large data
sets, the applications on Systems 1 and 2 were tested with k
= 2 for all data sets, and k = 3 for the small and medium
data sets. For System 3, since PIM simulations can take a
significant time, tests were only performed for k = 2 and the
medium data set.

For the application versions tested in CPUs, the tests were
performed using 18 threads in System 1 (thus matching the
available CPU cores in the Intel Xeon Gold 8140 CPU), while
6 threads are used in System 2 (matching the available CPU
cores in the Intel Core i7-8700K CPU). For the data-parallel
versions, tested in the iGPU, the number of work-items in each
work-group was defined as 256, the maximum allowed for the
iGPU. Since work-groups function at a subslice level, with 3
subslices available in the iGPU, the number of work-groups
was defined as a multiple of 3, in this case 300, to minimize
the number of kernel launches and avoid memory overflow,
as the buffer sizes used to transfer information from/to the
iGPU have their dimension defined by the total number of
work-items.

A. Performance test results

For Systems 1 and 2, execution time is obtained using the
omp get wtime() routine defined in the OpenMP library. Ex-
ecution time is measured only during the application hotspot,
where the computations over the data set to perform epistasis
detection take place. This decision is meant to eliminate
small differences related to data initialization. For System 3,
since results are obtained with simulation, execution time was
obtained from the statistics generated by Ramulator.
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Fig. 3. Execution times for the medium data set, with k = 3, for 4 versions
tested in System 1 and System 2. Results presented in ascending order.



The tests that provide a better indication of performance for
systems 1 and 2 are the medium data set for k = 3 and the large
data set for k = 2, due to their higher execution times relatively
to the other tests, and the fact that they represent data sets with
information on a relatively high number of SNPs and patients.
For this reason, to better compare these two systems in terms
of execution time, a plot was produced with the execution
times for these two systems, across the 4 application versions
each one was tested with. Fig. 3 shows the execution times for
the test with k = 3 and the medium data set for both systems.

From these results it can be concluded that the better overall
execution times are obtained in System 1, as two of the 4
versions tested show lower execution times than any of the
versions tested in System 2. The lowest execution time for
System 1 is of 46.887 s for the vectorized base version, 2.59×
faster than the lowest execution time for System 2 (121.596
s, for the CPU+iGPU data-parallel version).
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Fig. 4 contains the execution times for the medium data set
with k = 2, and including the results for System 3 (where
this data set and epistasis order were also tested). Again,
the applications running in System 1 achieve better execution
times, with the fastest version for this test (with the vectorized
binary version) being almost 2× faster than the fastest in
System 2 (iGPU data-parallel version). As for the execution
times in System 3, where the PIM simulations were made,
they are the highest on average, although the version with the
best execution times (binary version, with 0.729 s) achieves a
better result than two of the versions tested in System 2. The
conclusion from the results for both tests with the medium data
set is that System 1 offers the best execution times, in general,
when considering balanced data sets. With a similar amount
of SNPs and patients, this data set is considered balanced, and
System 1 has averaged the best execution times relatively to
the other systems.

Analyzing the test with the large data set and k = 2
(Fig. 5), the results are slightly different. While a superior
overall performance by System 1 is still noticeable, with all
versions tested here obtaining better execution times than all
but one version in System 2, it is this version from System 2
(CPU+iGPU data-parallel version) that has the best execution
time for this test (8.77 s). This leads to the conclusion that
for this class of data sets, where the number of SNPs is much
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Fig. 5. Execution times for the large data set, with k = 2, for 4 versions
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higher than the number of patients, there is an advantage from
using an iGPU along with a CPU to perform the computations.
Despite that, System 1 can still be a viable option, with the
vectorized base version achieving execution times close to the
best result. The vectorized base and CPU+iGPU data-parallel
versions are thus the ones offering the best execution times
for systems 1 and 2, respectively, while in System 3 the best
results come from the binary version.
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Fig. 6. Execution times for the best versions in each system, namely the
vectorized base version for System 1, CPU+iGPU kernelized for System 2
and binary for System 3.

Using the best versions for each system, a plot can be
made to show the execution times for all tests (Fig. 6). The
conclusion is that the overall best version in terms of execution
time is the vectorized base version in System 1. Despite the
better result for the large data set, the CPU+iGPU data-parallel



version has a result more than 2× worse for the medium data
set for k = 3, which hurts its overall result. It is also worth
noticing that the result for the binary version in System 3 is
better than the result for the data-parallel version in System 2.

B. Energy efficiency results
The energy results were obtained by measuring the energy

spent during the execution of the applications. For systems 1
and 2, the application code was changed and counters were
used to register Performance API (PAPI) events. The Running
Average Power Limit (RAPL) features present in the modern
Intel processors can be used to measure the energy consumed
by parts of the processor. PAPI was used to obtain readings
for the RAPL counters, to measure the energy consumed, and
along with the time measurements, were used to compute the
average power. For System 3, the DRAMPower simulator [19]
was used to obtain the energy consumed and average power
from the command traces generated by Ramulator.

To better interpret the energy efficiency results, a different
metric will be used. Knowing that the amount of K2 scores
computed is given by the combinations of k SNPs, and that
for each K2 score calculation the algorithms must gather
information on all patients, the computational efficiency Ef
can be defined for each test as

Ef =
nCr(nsamples, k)× npatients

energy
, (3)

where nsamples is the number of SNPs, npatients is the
number of patients, energy is the total consumed energy for
the test, and nCr(a,b) is the function that computes the number
of b-combinations in a set of a elements. Fig. 7 shows the
computational efficiency Ef for each test for the best versions
(in terms of execution time) in each system.
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Analyzing these results, the version presenting the best
results in terms of computation efficiency is the CPU+iGPU
data-parallel version in System 2, only coming behind the
vectorized base version in System 1 in one test, for the small
data set with k = 3. While the base vectorized version in
System 1 is the best overall in terms of execution time, the
CPU+iGPU data-parallel version has lower energy consump-
tion on its execution, making it the best alternative when

energy efficiency is a concern. The computation efficiency for
the binary version in System 3 is more higher than the System
1 result, which indicates that PIM is also a viable option for
energy efficient computation for this application.

Taking a broader look into both performance and energy
efficiency results, the energy efficiency aspect can be seen
from two perspectives - focusing in average power or in total
consumed energy. If the main concern is low energy consump-
tion, less execution time equals less energy applies, meaning
that using an application highly optimized for powerful CPU
architectures to perform the computations (as in System 1) is
the best solution, as the superior performance it offers (Fig. 6)
will cause the consumed energy to be lower, despite the high
power consumption, and regardless of how efficient the other
solutions are.

However, if the concern is lower average power, the alter-
native solutions brought by the data-parallel versions, which
consist on running the application in an iGPU, and in iGPU
and CPU concurrently, are the best option. Both these solutions
outperform running the applications in a high end client
CPU for certain workloads, and offer lower average power
consumption than the applications tested on the high-end
server CPU architecture, with the hybrid CPU+iGPU version
being the best at computation efficiency for almost all test
scenarios, as seen in Fig. 7.

As for the PIM tests in System 3, the performance results
show a possibility for improvements as the technology is
developed, as it is clear that the applications developed in this
work benefit from processing closer to memory. In regards to
energy, the results also show a potential for this technology,
as it obtains good results, especially relatively to the high-end
Skylake-X CPU, as seen in Fig. 7. For the exhaustive search
of epistasis detection, due to the nature of the algorithms
themselves, the applications developed for this purpose will
always benefit from the use of cache memories, which leads
to the conclusion that while PIM can offer certain advantages
over the other technologies in both performance and energy
efficiency, if the low clock frequency issue is not fixed, PIM
architectures will have their potential limited when compared
to CPU and iGPU architectures.

The data-parallel version running on CPU and iGPU concur-
rently opens an interesting scenario for heterogeneous comput-
ing, since using CPUs, GPUs and PIM architectures together
leads to different possibilities for bioinformatics applications.
It is not possible to test combinations such as CPU+PIM, as
the simulators used do not allow for concurrent execution on
host and PIM, iGPU+PIM, as no simulators for this currently
exist, but a CPU+PIM processing paradigm would certainly
open possibilities for these applications. Using on the K2
score computation used in this work as example, one could
have the PIM cores processing the data matrix by building
the frequency tables, while the CPU cores would focus on
computing the K2 score. This extra parallelism could improve
performance over even the most powerful CPUs and even
reduce energy requirements, due to less data movement, as
the frequency table building (the section that requires the most



data movement) would be done inside the memory.

V. CONCLUSIONS AND FUTURE WORK

In order to perform the exhaustive search of epistasis
detection, the work developed has focused on developing
an application for this purpose. This application uses an
objective function to compute the Bayesian K2 score, using
data sets with information on several SNPs and patients. The
memory intensive nature of the computations involved require
extensive knowledge on the processing systems used to run
the application, namely a CPU, an iGPU and a system with
PIM abilities. The work developed allowed to achieve both
performance and energy efficiency for the application in these
platforms, by adapting the different algorithms to exploit the
underlying architectures. The tests conducted used data sets
with different dimensions, and were done on the different
platforms and versions of the application.

These allowed for concluding that the memory operations
required for the computation of objective functions for epis-
tasis detection, in the context of exhaustive search methods,
make this class of applications benefit from the use of cache
memories, particularly in the case where the data sets comprise
information on a high number of SNPs relatively to the
number of patients. This leads to the better performance being
observed for tests with these data sets in the platform with
a high-end CPU. Taking in account energy efficiency, the
tests show that a hybrid solution with iGPU and CPU is the
best solution overall, faring well performance-wise against the
high-end CPU and using lower average power. If average
power is not an issue, the high-end CPU will still be a
good solution, as the low execution times will lead to less
total consumed energy, despite the high power requirements.
Future directions for work in this area can include explor-
ing more hybrid solutions, specifically involving concurrent
processing on PIM and CPU, which have the potential for
considerable performance gains, as the results obtained for the
heterogeneous solution consisting on iGPU and CPU working
concurrently can prove. Methods for epistasis detection that do
not use exhaustive search can be an interesting field for the
use of PIM technology, particularly heuristics methods, since
their nature of using heuristic information to select k SNPs
that are candidates for epistasis, instead of going through the
entire set, makes them less cache-friendly than the exhaustive
search methods.
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