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Abstract—The blockchain technology has been changing how
information is shared and stored. It introduced a decentralized
system for networks of trustless nodes to communicate and reach
agreement without the need for an intermediary.

In the educational sector, universities and institutes are re-
sponsible for the issuing and validation of academic certificates,
such as diplomas. The current approach relies on the institutes
constant availability to perform this validation, when requested
by external entities such as employers.

The blockchain technology can workaround the time con-
straints associated with the current approach by providing a
decentralized supply and validation of issued certificates, that
overcomes delaying issues and time consumption for the issuing
entity, while guaranteeing immutability, resilience to tampering,
as well as the persistence of data.

This project proposes a solution to integrate this technology
in the academic world and in particular, in the management and
issuing of academic certificates.

Index Terms—Blockchain, Bitcoin, Multichain, Education,
Academic Records, Academic Certificates, Decentralization, File
Replication, Synchronization

I. INTRODUCTION

Blockchain is a decentralized technology for storing data.
It differs from any classic database storage system because
of the trustlessness and reliability it offers. Like the name
implies it is composed by a chain of sequential blocks where
each block depends on the previous block. This property grants
immutability to blocks on the blockchain.

Since its debut on Bitcoin’s implementation in 2009, the
blockchain technology has been decentralizing the way to store
information safely. This technology does not rely on any single
central authority to manage and control data but relies instead
in group decisions, providing that at least the majority of that
group meets some criteria.

The possibilities of usage for this technology are endless
and many market sectors have started to consider migrating
to blockchain-based solutions for storing information and
managing data.

A. Motivation

The education sector and in particular, education institutions
store large amounts of new data yearly. Some of that data
is public like Bachelor’s, Master’s and PhD diplomas among
others and can be requested for consultation and/or validation
by external entities i.e. employers. To improve this process,

this thesis proposes a blockchain-based application that per-
sists data and is resilient to tampering, by its immutability and
validation properties.

Even though some implementations and attempts have
arisen in pursue of a blockchain-based solution for the ed-
ucation sector, there is plenty of room left for expansion and
innovation in this area. Furthermore, in recent years, there has
been an increased demand in decentralized applications and
distribution of data as a mean to relax the control and trust
on centralized authorities and systems, such as banks and in
particular, systems that store critical personal data, such as
healthcare systems and social media networks.

B. Objectives

The goal of this project is to research and analyse the extent
of which this technology can be explored in the academic con-
text and develop a prototype of a blockchain-based application
for academic data.

The proposed solution was developed with a more generic
structure to allow future extendability in regard to the possible
information that can be stored in the blockchain system
developed.

While this prototype can be easily extended to other sys-
tems, the integration with the Fénix platform was considered
as a use case.

II. BACKGROUND

The blockchain technology is recent, with the majority of
the blockchain services having emerged in the last couple of
years. To better understand this technology as well as introduce
some relevant and complementary work relevant to this thesis,
in this chapter we start by presenting, in Section II-A the
blockchain technology itself, followed by some of the most
relevant implementations in section II-B and some comple-
mentary technologies, are described in Section II-C Finally, in
Section II-D, some proposed blockchain implementations for
academia are presented.

A. Blockchain

Blockchain is a technology used to store information, that
decentralizes its control and makes the contained data also
distributed. It was first proposed by Satoshi Nakamoto as the
backbone of Bitcoin [1]. The main characteristics that differs
a blockchain from a traditional database system are its im-
mutability, trustless distribution, chronological storing order,



transparency and integrity which also facilitates verifiability
[2]. The term blockchain can be defined as a immutable ledger
of transactions distributed in a trustless network.

For turning a traditional database system into a chain, each
new set of data inserted must reference the previous data
inserted. This is usually accomplished by cryptographically
hashing the previous set of data and having a dedicated field
in each set of data containing the cryptographic hash that
references the previous set. Each set of data is called a block
and each block is uniquely identified by its cryptographic hash,
assuming that the probability of collision is virtually zero.

This is the baseline for distinguishing a traditional database
from a blockchain which is, as the name implies, a chain of
immutable blocks, commonly known as ledger, where blocks
are stored sequentially, in chronological order as depicted in
Fig. 1. The immutability comes from hashing the previous
block and storing that hash as reference in the next block.
Since that hash will only validly reference the previous block,
if none of the fields of that block remain unchanged. If any
of the fields of a block are changed, the validation of the
previous block hash in the subsequent blocks fails, and that
block is considered invalid.

Fig. 1. Blockchain ledger

This implies that to change a block, any block on top of that
will have to be updated as well, apart from the last block in the
blockchain, which is vulnerable to alterations but only for the
duration it takes to add the next block to the blockchain. This
duration must be smaller than the estimated time it takes to
revert and change the blockchain. This makes the blockchain
resilient, since it requires significant, and usually unrealistic,
computational power to revert the blockchain.

Since the blockchain technology was designed for dis-
tributed use, this involves a network of nodes where each
node contains a full copy of the blockchain ledger. Each node
in the network is independent and does not trust any other
single node. Because of that, and since the blockchain is
distributed in the nodes of the network, as long as the network
is composed of several nodes, a single node failing does not
affect the overall system. This means it has no single point of
failure.

When trying to store new data, this data is multicast to the
network of the nodes and they all receive it and try to write it
into the new block. To write a new block to the blockchain,
the network has to agree in what will be written. But because
no node trusts any other single node, their trust must rely
on something else. This entails the necessity for a consensus
algorithm.

A consensus algorithm is a process used to achieve agree-
ment on the block of data to store, between the nodes of

the system. These algorithms guarantee reliability and trust
amid the untrusting nodes of the system. Consensus algorithms
must contemplate that not all of the nodes in the system will
be available at every given moment and must therefore be
fault-tolerant [3]. This means that the algorithm needs to be
designed to work with at least the majority of the nodes, but
cannot expect that all of the nodes will be available.

Currently, the most commonly used consensus algorithms
in the context of blockchains are the Proof-of-Work and the
Proof-of-Stake algorithms, respectively.

Consensus algorithms are a mechanism that aims to achieve
agreement relating a data value, in a system, among all the
distributed unreliable nodes in a network.

Proof-of-Work concept relies on having a difficult mathe-
matical computation, that is easily verifiable. The Proof-of-
Work concept was originally published by Cynthia Dwork
and Moni Naor in 1993, as a technique to combat junk mail
[4], but the term proof-of-work was only introduced in 1999,
by Markus Jakobsson and Ari Juels [5]. Proof-of-Work is a
trustless and distributed consensus mechanism.

In this algorithm, nodes become miners, like the name
implies, a miner is, in this case, a node responsible for
the heavy work of writing information and performing the
activities necessary prior to writing a new block and are
constantly trying to write the new block with the data they
have have received.

The proof-of-work algorithm involves having each miner
node trying to find a nonce value, that when added to the block
of data generates a cryptographic hash with a certain defined
characteristic such as a pre-set number of leading zeros.

When a node has successfully found a nonce value that
complies with the rule, it multicasts the block to the network
that verifies if the hash is indeed valid. If the block is valid,
it is accepted by all nodes and the network starts mining the
new block. Otherwise it is simply discarded.

Nodes acknowledge and accept a new block by starting to
work on the next block on the chain, using that blocks hash
for the previous hash parameter.

This approach represents a one-CPU-one-vote and is very
expensive for miners but makes the blockchain more resilient
to attacks.

Proof-of-Stake was proposed as a solution to overcome
proof-of-work’s mining costs, energy expenditure and environ-
mental impact. One Bitcoin (using proof-of-work) consumes
783 KWh to mine one transaction, which is the same as
powering 26.47 U.S. households for a day, and yearly, the
energy consumption is estimated around 73.12 TWh1. Proof-
of-Stake is a different consensus algorithm with the same
purpose as proof-of-work but with an fundamentally different
approach. It was first suggested in 2011 and was implemented
a year later, by a digital currency called Peercoin [6] in a
hybrid consensus algorithm between proof-of-work/ proof-of-
stake.

1As of November 1st 2018



Contrary to proof-of-work, the creator of the new block is
chosen in a deterministic way depending on its stake. Nodes
are no longer called miners, but forgers or validators instead,
since they no longer have to perform the heavy duty tasks
necessary to the writing of a new block but only need to forge
it instead, only need to form it into shape and validate it.

B. Implementations

In this section, some of the most relevant blockchain im-
plementations will be presented as well as their underlying
principles and technologies.

1) Bitcoin: In 2009, Satoshi Nakamoto released a paper
which introduced what would later become the first cryptocur-
rency, called Bitcoin.

Bitcoin introduced an electronic payment system using
cryptographic proof to allow any two parties to make trans-
actions with each other, not needing a trusted third party to
act as intermediary. In the original paper, Nakamoto proposed
a solution to the double-spending problem, implemented in
Bitcoin.

The double-spending problem consists on spending the
same digital coins more than once. This problem affects all the
systems and institutions that allow digital transfer of money
and can suffer from lack of strong consistency.

The Bitcoin solution uses the Blockchain technology to
chronologically order transactions, preventing malicious nodes
from corrupting previous and future transactions and from
fabricating transactions without the consent of the network.

Bitcoin uses proof-of-work as a consensus algorithm there-
fore, to make a block, each node needs to solve a computa-
tional puzzle, find a difficult to find value for its block with
some characteristics that prove the node performed a certain
amount of work.

2) Multichain: Multichain [7] is a blockchain platform, that
helps develop and build private blockchain applications by
providing the blockchain as an easily set up service.

Multichain has the advantage of decreasing development
time by being highly configurable, to meet the needs of the
project where it is being used.

This blockchain is Open-Source, and is based on Bitcoin’s
blockchain platform. Its key features are the native multi-
currency support, permissioned management, data streams and
overall high configuration. It provides a simple API, JSON-
RPC over HTTP, and CLI for setting up the blockchain.

Multichain, allows each implementation to configure the
blockchain parameters, such as the proof method, who can
access, read and write to the blockchain, block size, the target
mean block time, among others.

Moreover, it can be exclusively used for data storage and
retrieval, using data streams. Data streams enable Multichain
to be used as an append-only database, while having the
blockchain itself providing timestamping and overall im-
mutability.

Multichain can contain any number of streams, and the data
published to each stream is fully stored or referenced by a hash
inside a transaction and nodes of this blockchain can choose

to subscribe, or not, to each individual stream and therefore
index the stream’s content, which increases efficiency.

Each data stream is an ordered list of items, and each item
has one or more keys, associated with a value. This value can
be JSON, text or binary format.

Because Multichain is a permissioned blockchain, each of
their nodes can have different levels of permissions associated
to each operation. Essentially, each node can be configured to
have different purposes since nodes with permissions to read
blocks might not have permission to write new blocks.

This level of fine-grained permissions allows the blockchain
to be as open or closed as needed for each implementation.

There are countless other blockchain implementations but
the principle on which they rely on is generally the same:
having a decentralized trustless network that manages a trans-
action ledger for distributed use. However, it is not practical
and easily scalable to store data other than simple transactions
in the blockchain since it will exponentially increase the
blockchain size. Instead, data can be stored in an external
distributed system and references to that system can be stored
in the blockchain in its place.

C. File Replication and Synchronization

Syncthing [9] is a continuous file synchronization program
which offers decentralized synchronization between two or
more machines, called devices. It is cross-platform, open-
source, open-protocol and a well documented tool.

Syncthing allows multiple folders to be synchronized, with
the enclosed files, across as many other devices as needed.
Every communication is secured using TLS, preventing eaves-
droppers from reading travelling data.

To configure it, Syncthing has available both a browser
interface and a REST API interface where the different ma-
chines, or devices as they are called in the tool, are added by
a Syncthing ID. This makes for a simple configuration of the
service.

Similarly to the torrent protocol, in order to synchronize
files among devices, Syncthing uses SHA-256 to hash the
files and then segments those files into blocks. These blocks
are then sent to the device synchronizing. Like in the torrent
protocol, blocks can be fetched from all the devices that have
them, in parallel, and the faster that device will receive all the
missing blocks.

Renaming or otherwise altering the file metadata, does not
imply re-transmitting that file to the rest of the devices.

This program synchronizes file contents, modification times
and file permissions, when supported. However, it does not
synchronize file or folder owners and groups, folder modifi-
cation times and also, devices.

To configure Syncthing, each replica needs to be synchro-
nized with one other device, but different devices can be
connected to only a portion of the available devices.

To handle conflicts, such as when a file has been modified on
more than one device and the content is different, this program
considers the oldest modified file as the conflicting file. This
file is renamed and the one with the newest modification time



is preserved. In the case where one copy has been modified
and on another device the copy of the same file has been
deleted, the modified version prevails, and the deleted file is
recovered.

There are many implementations of peer-to-peer file syn-
chronization tools. However, the Open-Source nature of Sync-
thing and publicly documented implementation is a contribut-
ing factor in the integration of this tool when developing
applications or otherwise, simply to synchronize personal files.

D. Related Work

E. University of Nicosia: Academic Certificates on the
Blockchain

The University of Nicosia, in Cyprus was the first to
implement and store educational records in a blockchain.
In September of 2014, they announced they had issued and
published the first set of academic certificates in the Bitcoin
public blockchain, for students who successfully completed or
participated in their free introductory MOOC (Massive Open
Online Course) on Introduction to Digital Currencies [10].

They opted for a solution based on hashes of the academic’s
certificate PDF file. Their solution was to make an index doc-
ument containing all the hashes of the certificates they issued,
hashing that index document and entering that documents hash
into the blockchain.

This index file is public and can be found in the University’s
website and other locations distributed by the University. To
verify and validate one of the certificates, one needs to own or
have a copy of the academic’s certificate PDF file, and hash it
using the same algorithm and then verify if the hash produced
is in the index document publicly available.

This solution has the advantage of using a public, highly
supported blockchain that is Bitcoin. However, it is not com-
pletely decentralized since the university is the only entity that
stores the index document.

F. Fraunhofer FIT: Blockchain for Education - Lifelong learn-
ing passport

In July of 2018, the Fraunhofer Institute for Applied Infor-
mation Technology FIT published a paper called “Blockchain
for Education – Lifelong learning passport” [11] that studies
and proposes a prototype on how to implement counterfeit pro-
tection, secure access and management of digital certificates.
Their approach considers the needs of learners, education
institutions, certification authorities and companies.

They developed a prototype of a blockchain, based on the
Ethereum blockchain, using Smart Contracts. They developed
distinct functionalities for each interested party. It allows
learners to manage, store and share academic certificates, it
allows employers to consult and validate the certificate’s au-
thenticity and it also considers the need for storing certification
authorities in the blockchain in order for them to be verifiable
as well.

G. MIT Media Lab Learning Initiative: Blockcerts

Blockcerts was created in 2015, as a collaboration between
MIT Media Lab and a start-up called Learning Machine Tech-
nologies and is now open-source [12] [13]. It is an enterprise
software for issuing digital certificates and storing them in the
Bitcoin public blockchain, cryptographically signed.

Blockcerts is an ecosystem for issuing, sharing and verifying
the authenticity of blockchain-based digital certificates in the
education sector. It provides a decentralized system for tamper-
resistant and verifiable credentials.

It is divided into different components: the issuer, the
certificate and the verifier. The issuer invites the recipient
(the subject who’s certificate is being issued) to receive a
certificate, who responds with its address. The issuer then
hashes the credential into the blockchain.

Once it is in the blockchain the issuer sends the certificate
to the recipient who can then send the certificate to a verifier,
such as an employer, that can verify its authenticity by
consulting the blockchain.

This approach first started by working in Bitcoin and
afterwards it expanded to Ethereum as well, with the goal of
expanding to all public blockchains. It has the advantage of
working with public and highly supported public blockchains,
which gives it extra stability and interoperability.

III. ARCHITECTURE

This project consists on developing a blockchain-based ap-
plication for storing, validating and overall handling academic-
type data and its constraints.

To develop this application, there were some challenges and
requisites that had to be overcome.

Blockchains are typically and originally only used for
transaction-type data, to immutably store it and validate it
using the other peers. However, the blockchain technology has
grown and there has been an escalating number of applications
emerging that use blockchains for their own non-financial
purposes.

Storing academic-type records poses, however, some chal-
lenges. First of all, a blockchain is a chain of immutable
data, where nothing can ever be deleted or otherwise altered.
But academic records can also be considered private, sensitive
information and storing it must follow some security precau-
tions.

The idea behind this application is, even though it is a
blockchain-based application that has the goal of validating
that data, the data itself can be stored somewhere else, while
minimal, inconsequential data can be stored immutably on
to the blockchain, which allows the validation of the data
nonetheless.

In spite of that, it is still necessary to protect the data
itself, which can be accomplished with a combination of
authentication, encryption and a permission access model.
Also, records published by the issuing institute/ university
must be undoubtedly and without repudiation, acknowledged
by the institution.



Finally, in order to achieve a true blockchain-based applica-
tion, this system must be replicated in several nodes, each one
running an instance of the blockchain service that will host this
application data, alongside with the necessary services needed
to replicate the actual data, as will be explained in this chapter.

The main goal of this project consists on developing a
blockchain-based application that handles the storage and
validation of non-transaction data. Because the blockchain
technology was developed for Bitcoin with the purpose of
handling financial transactions, other forms of data are not
as widely supported and it is not always discernible whether
other forms of data can be stored in a blockchain or, in the
case that they are, how can that be accomplished.

Different blockchain implementations offer different solu-
tions for the same or different purposes. Some implementa-
tions are exclusively angled towards a financial perspective,
while modern implementations can offer a variety of other
tools, to allow for many other uses.

This thesis goal was to develop an application prototype
that uses a blockchain as a data validating mechanism and
to accomplish that, this project is split into three different
modules. Figure 2 presents those modules.

Fig. 2. Overall system architecture

This project is composed of three modules. Each module is
composed of multiple components and is independent from the
others. These modules are the client, that provides a browser
graphic interface for the end client to use the system; the
middle Server that handles all the communication to and from
the backend and to and from the client, who makes their
requests through the frontend; the node modules, that represent
the backend of this system, providing the actual data storage,
validation, security features and logic. It can be considered a
fourth module, the university client module, that mocks the
university communication with the system and consists solely
on API test calls to the Server.

A. Node
The node, or Node-Manager module represents the actual

backend of this application. It offers the business logic, the
data management and defines the requests and information
that the application provides to external parties.

Figure 3 shows the several components that compose a
Node-Manager. These components are:

Fig. 3. Node architecture

• Blockchain: Presented in the bottom of the Node-
Manager module in Figure 3, this component is re-
sponsible for the storage of the validating, immutable,
information regarding data stored in the system but not
the data storage itself.
This solution considers the scalability problems associ-
ated with eternally growing blockchains of large amounts
of data by providing a more modest, maintainable and
lightweight transaction structure that stores enough in-
formation to validate and verify the data, which is stored
somewhere else. This information stored in a blockchain
transaction will provide the necessary reference to find
the actual data, which will be stored in file.

• Files: As explained before, blockchains are not always the
best solution to store major data. Therefore, this solution
consists in storing the actual data that the application
wants to store, in regular files (usually JSON or PDF), and
link them in the blockchain transaction by its filename.
These filenames will be unique identifiers that link a file
data to a blockchain transaction. By doing so, the data
is protected from modifications by the blockchain, that
stores a validating hash of the data contained in the file,
but is also protected from the blockchain, in the event
of blockchain being compromised since, in that case, the
blockchain will only expose validating data and not actual
private data.
This was security precaution as well as an architecture
decision made, that complemented the blockchain trans-
action size constraints and changed the overall module
operation since the blockchain is not directly responsible
for storing the data but only links it (represented in Figure
3 by a dotted connection).

• Data Synchronization Service: The solution proposed
above posed the need for a file synchronization mech-
anism that guarantees the confidentiality, integrity and



availability of the data files throughout all the running
Node-Manager instances.

• Rest API Service: This module serves the application
functionality and data to the front layers of the system
such as the middle Server and receives from those front
layers data and requests to attend to.
To achieve this communication channel between parts
of this system, the Node-Manager module implements
a Rest API service where it registers the endpoints for
their services such as their functionality and information
available to request or upload.

• Logic block: Contains the core logic of the Node-
Manager module. Its main purpose is implementing the
business logic needed to achieve the application function-
alities.
Specifically, it is responsible for all the logic behind
writing new data to the blockchain service, including
all the security measures involved, the association with
the data files and links to their physical location on the
machine.
This component is the core of the Node-Manager module,
given that all services and functionality depend upon it.

B. Server

The Server module represents the middle component in
this system. Unlike the Node-Manager previously described,
only one instance of it is truly needed for the system to run
according to its normal flow.

Fig. 4. Server architecture

This Server, acts as a gateway between the backend, here
represented in the form of the Node-Managers, and the client-
side. The intention of this Server is decomposing the system
into modules that are more easily maintainable and giving
the opportunity to customizing part of the system, the Server,
according to the needs of the institution.

Although it is not required, this module can be replicated
among the involved parties, in this particular case-study,
multiple institutions and give them the chance to alter part
of it, for example authentication methods and make it their
main entry-point to the system.

Overall, the Server takes some complexity out of the dis-
tributed system happening in the Node-Managers while adding

an extra layer of logic and functionality that is customizable
and more easily managed and maintained.

C. Client

The Client module, represents the end-user side of this
application. The core component of this module is the browser
interface that will be offered to the end-user, as a means to
interact with the system.

The purpose of this module is to provide the client-side
interaction with the system. This module will interact directly
with the Server, forwarding its requests to it. To be given
access to data, users must authenticate themselves unequivo-
cally, giving the Server and consequently the Node-Manager
replying to the request, a means to identify the user and return
the requested information.

To communicate with the Server, this module will, as ex-
plained before, perform Rest API calls. The browser interface
will perform those calls, creating an abstraction layer between
the inner functions of this module and the end-user.

D. University Client

The University Client, the fourth module of this system, is
represented as a black box.

The purpose of this module in this prototype is to simulate
the requests that universities or any institution that may use
this application, can perform to the system.

In a real-world context, this module would be part of the
institution using it, as a privileged client.

Its authentication is based on API key, which identifies the
requesting entity and grants them access to the system. All
interactions are, unlike the regular Client module, performed as
API calls, as it is up to the institution to develop the application
managing those calls, either with a graphic interface or direct
API calls.

Because the overall purpose of this application is to hold
academic data, it was decided that the institution that means
to publish it to the application should add it directly. The
intention is having the institutions involved being the only ones
who have permission to add certificates and grades, since they
are the ones who certify and grade students.

IV. IMPLEMENTATION

This project is composed of several modules. Each module
has their own dependencies and code, and each module is
independent from the others. In order to implement them in
a single machine, it was used the containerization technology
Docker.

A. Development Environment

Docker provides isolated and lightweight package of soft-
ware that includes all the code, dependencies and system tools
needed to run an application without having to install it all in
the physical machine. Containers are a secure and practical
approach for developing applications, in a single machine,
where multiple replicas are needed or simply where the source
code should be isolated.



In this project it was used the Docker Compose tool, used
for defining and running multi-container applications. Docker
Compose uses a YAML file to configure the application
services and simplifies its deployment by providing a single
command to initialize all the services configured in the file.

B. Node Manager

It was opted to use the Multichain blockchain service given
its data streams feature, that allows data to be stored in a
key value format, where the value can hold data either in the
format of a text, binary or as JSON, since Multichain 2.0, and
even index the same data to multiple keys. This allowed for
the storage of this application data directly in a blockchain

Blockchains store data immutably and without the possibil-
ity of eliminating published data. They are, for that reason,
not the best solution to store sensitive and private data. The
proposed solution was to store only validation data, metadata,
as seen above, which is meaningless without access to the
actual data, on the blockchain while saving the data content
into files. These files are stored in the machine running
the Node-Manager instance. However, given the distributed
nature of the blockchain, and because each Node-Manager
instance is independent and has the autonomy of replying to
requests on their own, each replica must have a copy of the
data as well as running a blockchain instance. Syncthing is
a file synchronization program which offers synchronization
between two or more machines. It is cross-platform, open-
source, open-protocol and well documented tool. Syncthing
allows multiple folders to be synchronized, with the enclosed
files, across as many other devices as needed.

The Multichain and Syncthing instances provide core ser-
vices without which this module would not produce the
aimed result. However, not all the functionality of the Node-
Manager module can be achieved with these two services
alone. Javascript, and more specifically NodeJS, was the
language chosen to implement all the developed functionalities
through the course of this project.

C. Server

Similarly to the Node-Managers module logic, the Server
module was also implemented using NodeJS. The primary
function of this component is dealing with the communication
between Clients and Node-Managers. This communication
consists on providing an entry-point for clients to make their
requests, authenticating those clients and redirecting those
requests to a Node-Manager. These are accomplished using
Express, much like in the Node-Manager logic block. This
module offers the API endpoints for data requests as the Node-
Manager, but not the endpoints to insert data into the system.

The Server module is composed of two NGINX Docker
containers in operation. The first one being use as a load
balancer for the Node Manager instances. The second NGINX
Docker container used to provide the Server module clients
with an HTTPS connection.

D. Frontend

The end user client, is the client that accesses the application
via the Server browser interface. This interface was developed
using the Javascript library ReactJS and offers a graphic
interface for clients to use. React is a declarative, flexible
library for building interfaces.

E. Academic client

This system has two different entry-points. One for end
users, which can be accessed by a graphic interface and
communicates with the Server module, and another that can
only be accessed via CLI or any external HTTP client.

This client, to communicate with a Node-Manager, must
possess a valid API Key, which authenticates him before the
system.

Because this client represents the institution responsible
for managing and providing data to insert to the application,
and it is an external module to this project’s scope, it was
implemented a mocked version of this with a simple NodeJS
script. To mock this client, it was generated a pair of Public
and Private keys, that are used to sign the data, prior to posting
it to the system. This signature will recognize the issuing
institution and adds credibility to the issued data.

V. EVALUATION

Load testing is a type of performance test, that determines
the performance of an application and helps to locate potential
bottleneck points in the system under heavy stress scenarios.
Load testing helps increase the confidence in a system, on its
performance and reliability.

To test this project it was opted by the Loadtest tool.
Loadtest is a Javascript tool for running load tests on HTTP
URLs and provides simple, quick to implement, CLI script
configuration parameters to load test HTTP servers.

With this test, the goal is to determine the scalability of the
system, how it performs under stress and measure how many
requests the system can sustainably handle and how long does
it take the system to answer those requests.

A. Test Results

The load tests were performed on a system deployed on a
single machine, with an Intel Core i5-8250U processor, with
four cores. As explained before, the modules are implemented
in isolated Docker containers which separates them virtually.
Even though these tests are limited by and reflect the hardware
used, they still provide meaningful results and conclusions.

To perform these tests, it was used the Loadtest tool [14],
as explained previously.

The first test consists of using this tool, to perform load tests,
with different concurrency levels, that represent concurrent
clients. These were tested on both a system running only
one instance of a Node-Manager, comparing it against running
two Node-Manager’s instances, while using a single Server’s
instance.

The purpose of this test is not to determine how well a
single Server performs but the Node-Managers, since they are



the module that withstand the most work and therefore this
test attempts to verify that on higher replica environments, of
Node-Managers, the system performs better than with a single
replica.

This test was performed in two different Server endpoints,
one that involves little Node-Manager effort (requesting the
user profile information), and another that requires significant
blockchain and file system reads (requesting the full list of
grades of a user).

Each endpoint test was performed for four different con-
currency numbers (limited by hardware restrictions). Each run
of the test, for a different concurrency value, was performed
10 times, and the mean latency value obtained was used to
generate charts, such as Figure 5.

In order to easily check the results, both charts use a
logarithmic scale on the Y-Axis, where the mean latency
calculated is displayed.

Figure 5 results demonstrate the time it takes for a request
to reach the system, be processed and return to the sender, i.e.
the round-trip time between the client and the system.

When performing this test using two replicas of the Node-
Manager, it is possible to conclude that for lower concurrent
requests performed, the latency is roughly the same, around
230 to 250 milliseconds. When concurrency levels reach 100
and higher, the latency starts to increase.

When one of those replicas is shut down, and the system
only has one Node-Manager module operating, latency times
increase, for the correspondent number of concurrent requests.

This proves that to reduce latency times, the system should
increase the number of Node-Managers running.

Fig. 5. Mean Latency to get a list of grades

With this test, it is possible to conclude that by increasing
the replication of the modules of this application, the system’s
performance improves.

To further determine the performance of the application, a
second load test was performed.

In this test, it was measured the number of requests the
system can answer in a set time period. For this test it was

used a concurrency level of 10 virtual concurrent clients. The
latency and number of requests per second were obtained when
performing this test to the same two endpoints as the test
before. One endpoint with low impact for the Node-Manager,
and another of higher impact.

Figure 6 contains the chart obtained from the lowest impact
endpoint - retrieving user information. The chart bars, present
the total number of requests performed, and their value can be
read in the right Y-Axis. The gray line chart has the number
of requests per second, in the respective five second interval.
And lastly, the black line chart, details the mean latency per
second, also in five second intervals.

When requesting the user information endpoint, the appli-
cation manages to successfully answer 2544 requests, in 120
seconds, with a mean latency of 451.4 ms, and an average of
22 requests per second.

Because it is a quicker requests to answer to, the latency
times collects fluctuation is more obvious. Despite that, the
latency is overall stable, which indicates the application can
effectively handle the load of requests in a reasonable amount
of time. The latency line is mirrored in the number of requests
per second because by increasing the latency of a request, the
number of requests the application can answer, in a set period
of time, decreases.

Fig. 6. Number of requests answered in a set time period - User information

The test in Figure 7, uses the same approach used for the
previous test result, in Figure 6, with the same concurrency
level, and same time period.

In this test, the endpoint involves significantly more com-
putational effort, with more blockchain and file system reads.
Because of this, the application mean latency increases to
around the double, at 880.4 milliseconds, the number of
requests answered per second decreases to 8 requests per
second, and the overall number of requests answered in the
set time period decreases to 922.

However, the latency remains stable, with less fluctuation
than recorded in the previous test, since the time it takes for
the application to process the request is overall bigger than
with the previous request, fluctuations are less noticeable.



Fig. 7. Number of requests answered in a set time period - List of grades

These tests, even though performed in a single machine,
replicate realistic tests that would be performed if the system
were to be deployed on different machines, and obtained
positive results, that proves the system scalability and overall
performance.

VI. CONCLUSIONS

This project successfully implements a modular architecture
over Docker, using Docker containers, which enables eas-
ier replication, distribution and availability of the developed
modules, and provides an easier restart of failed modules and
components/services.

The use of Docker prompted a more modular architecture
design, which in turn makes the modules and components
easier to maintain and also allows the components of the
system to be adapted and changed. For example, it allows the
file replication and synchronization system used, to be easily
replaced with some other alternative service.

Overall, the architecture proposed by this thesis, presents
a functional proof-of-concept application, integrated with a
blockchain service.

A. Future Work

The developed application provides a way to consult a
certificate or diploma with the blockchain validation guarantee.
This application does not provide, however, a way for users
to share their diploma, for a limited time or not, without their
credentials or by sending it independently, losing the validation
guarantees provided by the application.

Also, the system as is, replicates all the files of data among
all the replicas. The current file synchronization system can
be improved by allowing some degree of isolation of files,
having files replicated only in some of the replicas instead of
all, to guarantee replication while reducing resource use in the
replicas.
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