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Abstract

Functional Connectivity (FC) estimated from functional Magnetic Resonance Imaging (fMRI) data
has emerged as a powerful metric to investigate the brain’s intrinsic organization. Since it is modulated
by the level of arousal and by disease, FC-based classifiers targeting sleep staging and diagnosis of brain
disorders have been proposed. Emerging trends in this context include the estimation of dynamic FC
(dFC) features and the transition from conventional machine learning methods to deep learning, both
explored in the present work. The starting point was the application of Convolutional Neural Net-
works (CNNs) to classify sleep stages at individual level, provided the success of conventional classifiers
reported by previous works. Subsequently, the method was extended to an exploratory scenario com-
prising the classification of epileptic states at individual and group levels, as well as in a single-subject
classification scenario. In the latter, dataset augmentation and transfer learning strategies were also
investigated. Regarding the sleep staging problem, the implementation of different CNN architectures
resulted in balanced accuracies over 80%; however, the best performance was obtained using a shallow
neural network. Similar results were obtained when applying this model to the epilepsy scenario at both
individual and group levels. A systematic comparison with Support Vector Machines (SVMs) revealed
an equivalent performance but presented some drawbacks in terms of computational cost and inter-
pretation. In the single-subject classification scenario, however, the significant inter-subject variability
compromised the generalization ability of the tested classifiers. Further validation of the implemented
deep learning methods is largely dependent on an increased data availability.

Keywords: Sleep, Epilepsy, Functional Magnetic Resonance Imaging, Dynamic Functional Connec-
tivity, Deep Learning, Convolutional Neural Networks

1. Introduction

The study of brain function at rest using Blood
Oxygen Level Dependent (BOLD)-fMRI led to the
observation of spontaneous low-frequency fluctua-
tions that are correlated across networks typically
activated during task performance, the so-called
Resting State Networks (RSNs) [40]. Given the re-
markable spatial resolution of fMRI and its moder-
ate temporal resolution, it is possible to investigate
the FC, which is defined as the correlation between
the time-series data of spatially distinct brain areas
[35]. Although initially regarded as static over the
entire duration of the fMRI acquisition, it has been
demonstrated that the FC exhibits fluctuations at
different temporal scales, hence being designated
dynamic Functional Connectivity (dFC) [10]. It is
now well-established that the dFC is modulated by
the level of vigilance and also by disease, which has
inspired the development of dFC-based classifiers
targeting sleep staging and diagnosis of brain disor-

ders [16, 34, 36, 45].

An emerging trend in this context is the choice
of deep learning methods over conventional ma-
chine learning ones [16], which has been motivated
by their general ability to perform feature selec-
tion in an automatic manner [27] and, in partic-
ular, by their capacity to learn the complex and
diffuse patterns present in neuroimaging data due
to the hierarchical application of non-linear trans-
formations [6, 49]. From the broad family of deep
learning methods, CNNs stood out for its efficient
training and generalization capacity. CNNs have
broken benchmark records and became the state-of-
the-art method for several problems within the field
of computer vision [27]; however, their application
to fMRI-derived FC data has only been pursued by
a few studies [24, 32].

The starting point of the present work was the
application of CNN architectures to the classifica-
tion of sleep stages. The human sleep cycle can
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be described as an interplay between two different
stages, the non-rapid eye movement (NREM) sleep
and the rapid eye movement (REM) sleep, the for-
mer being further divided into a number of stages
(S1 - S4) related to sleep depth [37]. Several studies
have investigated stage-specific FC changes and es-
tablished their neurobiological interpretation (com-
prehensive reviews can be found in [34, 45]). More-
over, simultaneously acquired electroencephalogra-
phy (EEG) data allowed the labeling of those fea-
tures due to the existence of electrophysiological
events that serve as biomarkers of different sleep
stages [38]. Since it was demonstrated that sub-
jects typically experience vigilance fluctuations dur-
ing resting-state fMRI acquisitions [43], an objec-
tive monitoring of the level of wakefulness through
the development of dFC-based sleep-stage classifiers
has been pursued by different studies [5, 21, 43, 46].
However, most of them relied on SVMs, rendering
the application of deep learning methods in this
context largely unexplored.

Following the application of CNNs to the clas-
sification of sleep stages using dFC features, the
extension of this approach to the classification of
epileptic states was investigated. Epilepsy is a neu-
rological disease characterized by the spontaneous
occurrence of seizures arising from an aberrant hy-
persynchronization of large neuronal populations
[17, 48]. The initial view of epilepsy as a disease in-
volving epileptogenic zones in the brain evolved to a
conceptualization of epilepsy as a network disorder
[25]. Following this, FC impairments in epileptic
patients have been identified by a number of studies
[8, 26, 29, 31]. The activity of these abnormal net-
works comprises periods of steady-state brain activ-
ity and periods marked by the occurrence of seizures
[30, 42]. The alternation between them, and also
between periods of more or less intense inter-ictal
activity, is underlined by the dynamic transitions
between the epileptic (abnormal) brain state and
normal brain states. The existence of these states
is at the basis of the classification of epileptic states
performed in the present work. We believe that this
disease’s complex spatio-temporal dynamics can be
adequately captured by dFC data; moreover, simul-
taneously acquired EEG data allowed the identifica-
tion of epileptiform activity (seizures and inter-ictal
electrical discharges, IEDs) and the attribution of
labels to dFC data.

FC features have been applied in the context of
classification or prediction of several brain disor-
ders, including schizophrenia, Attention Deficit Hy-
peractivity Disorder, Alzheimer’s Disease, and Mild
Cognitive Impairment (a comprehensive review can
be found in [16]). Regarding the type of classifier,
most studies applied conventional machine learning
methods, in particular SVMs. One of the seminal

works in the application of CNNs to FC data was
published in 2017 and targeted the classification of
patients diagnosed with amnestic Mild Cognitive
Impairment vs. healthy controls [32]. In that study,
Meszlènyi and colleagues [32] proposed a CNN ar-
chitecture specifically designed to receive FC matri-
ces as input data named Connectome-Convolutional
Neural Network (CCNN). This model outperformed
different classifiers (including SVMs, a simple neu-
ral network, and a neural network with two hidden
layers) and has proved to be more robust to added
noise and data modifications [32]. The key differ-
ence of the present work is the extraction of dFC
features (rather than static ones), allowing the clas-
sification of brain states over time.

The problems addressed in this work were sub-
divided into three sequential studies: sleep stag-
ing at individual level (Study I); classification of
epileptic states at individual level (Study II) and
at group level (Study III). Additional objectives of
this work include: i) to determine the features that
were more decisive to the classification and to inter-
pret these findings according to sleep stage-specific
FC changes or to each patient’s clinical condition;
ii) to investigate the applicability of dataset aug-
mentation and transfer learning strategies; iii) and
to compare the performance of CNNs with that
of more conventional machine learning methods, in
particular SVMs.

2. Data acquisition and preprocessing

2.1. Patients

A group of patients diagnosed with drug-
refractory focal epilepsy underwent simultaneous
EEG-fMRI acquisitions at the Imaging Center of
Hospital da Luz in Lisbon. The EEG-fMRI study
was approved by the local ethics committee and
written informed consent was provided by all pa-
tients or by their legal representatives. A descrip-
tion of the datasets obtained for all patients along
with their clinical picture is provided in Table 1.
Patient 2 was the only one that exhibited wakeful-
ness fluctuations throughout the scanning time ac-
cording to its EEG recordings, hence being eligible
for Study I. All patients were selected for Studies
II and III, regardless of the detection of epileptic
activity on their EEG recordings.

2.2. Data acquisition

Image acquisition was performed on a 3 Tesla
Siemens Verio scanner (Siemens, Erlangen). A
3D, T1-weighted MPRAGE sequence was used
to acquire whole-brain structural images with an
isotropic resolution of 1 mm. Functional data was
acquired using a 2D multi-slice gradient-echo EPI
sequence with TR/TE = 2500/30 ms, 37 or 40
axial slices yielding whole-brain coverage, and a
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Table 1: Characterization of each patient’s clinical condition and description of the respective EEG-fMRI datasets.
CAE = Childhood Absence Epilepsy ; CSWS = Continuous Spike Wave discharges in slow wave Sleep.

Patient Age Dataset Duration [min] # IEDs Clinical Condition

1 11 1 10 1 (seizure) CAE, with IEDs restricted to the left hemisphere.

2 9
1 10 596 CSWS, with IEDs over the left temporal lobe, verbal agnosia (Wernicke

type), and impaired ability to sustain attention.2 20 738

3 33
1 10 288 Continuous partial epilepsy, with large left-temporal cortical dysplasia,

accompanied by continuous myoclonias of the right hand.2 10 342

4 27
1 10 15 Refractory focal epilepsy, with IEDs over the posterior occipital-temporal

lobe and frontal propagation.2 5 7

5 5
1 20 754 CSWS, with right neonatal thalamic hemorrhage, IEDs over the posterior

right quadrant epileptogenic focus and frontal propagation.2 10 292

6 16
1 10 0 IEDs over the frontal lobe and a poorly characterized hyper-intense region

on structural MR images, compatible with an hypothalamic hamartoma.2 10 0

7 15
1 10 0

IEDs over the frontal lobe bilaterally, with a hypothesized hypothalamic hamartoma.
2 10 0

8 15
1 5 0

Benign occipital epilepsy, with IEDs prominently over the left hemisphere.2 20 0

3 10 0

spatial resolution of 3.5 x 3.5 x 3.0 mm3. EEG
data was recorded simultaneously with the fMRI
acquisition using a BrainCap MR model (Easy-
Cap, Herrsching, Germany) combined with a MR-
compatible 32-channel BrainAmp MR plus ampli-
fier (Brain Products, Germany). The mentioned
EEG cap contains 31 electrodes placed according
to the standard 10-20 system, a reference electrode,
and an additional one used for ECG recording.

2.3. Data pre-processing

Regarding EEG data, the gradient and pulse ar-
tifacts resulting from the simultaneous acquisition
with fMRI were removed through standard [4] and
optimized [2] correction procedures, respectively.
Following this, EEG data was down-sampled to 250
Hz and band-pass filtered in the range 1-45 Hz.

Resting-state fMRI datasets were pre-processed
using mainly the FMRIB’s Software Library (FSL
v5.0, https://fsl.fmrib.ox.ac.uk/fsl). The main pre-
processing steps included: non-brain tissue removal
using FSL’s brain extraction tool (BET, [39]); re-
moval of non-neuronal BOLD signal fluctuations
of physiological origin following the procedure re-
ported in [18] and [9]; slice timing and motion cor-
rection using FSL’s MCFLIRT [22]. Functional im-
ages were co-registered into each patient’s struc-
tural space and into the MNI space through affine
transformations with 6 and 12 degrees of freedom,
respectively, which were applied using FSL’s linear
image registration tool (FLIRT, [22, 23]). Lastly,
fMRI data was spatially smoothed using a 5-mm
FWHM Gaussian kernel.

2.4. Estimation of dFC features

The estimation of dFC features (schematically
represented in Figure 1) was performed using FSL

and MATLAB R2016b (The MathWorks Inc., Nat-
ick, MA, USA) in-house routines. Following brain
parcellation into 90 cortical and subcortical re-
gions defined by the AAL template [47], represen-
tative time-series were obtained by averaging the
BOLD signal within each of those Regions of Inter-
est (ROIs). For visualization purposes, these re-
gions were grouped into 7 broader anatomically-
related brain areas: 1) frontal; 2) limbic; 3) oc-
cipital; 4) parietal; 5) subcortical; 6) thalamus; 7)
temporal. Another atlas (Craddock atlas, [14]) was
separately used with the goal of obtaining brain par-
cellations with different numbers of ROIs. Subse-
quently, time-series data was temporally filtered in
the range 0.01-0.1 Hz, which allows the preserva-
tion of low-frequency fluctuations of interest, while
removing slow drifts and high-frequency fluctua-
tions of physiological origin [19]. The connectiv-
ity was estimated by selecting equal periods of time
from every ROI’s timecourse (by means of a sliding
window) and computing the pairwise Pearson cor-
relation coefficient. The following sliding window
parameters were applied: window length of 37.5 s
(15 TRs), which is within the recommended range
found in the literature (30 - 60 s) [15, 20, 44], and
step size of 5 s (2 TRs). Considering that the brain
has been parcellated into N regions, the output of
this analysis was a temporal sequence of N×N sym-
metric dFC matrices. The final step in the estima-
tion of each subject’s dFC data was the subtraction
of the individual static FC matrix, which was com-
puted by averaging the sliding window correlations
for each pair of ROIs over time [28].

2.5. Image labelling

Sleep stages

For both EEG datasets of Patient 2, every 30-
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Figure 1: Simplified pipeline for the estimation of dFC matrices from pre-processed fMRI data.

s segment was attributed one sleep stage label by
an experienced neurophysiologist according to [37].
Since the sliding window analysis applied a window
length of 37.5 s, dFC matrices computed over pe-
riods of time comprising different sleep stages were
labeled as transition states. In the dataset used for
classification, the number of dFC matrices per class
was the following: 99 for ‘S1’, 161 for ‘S2’, 21 for
‘S1 → S2’, and 21 for ‘S2 → S1’.

Epileptic states

The identification of epileptiform activity in each
patient’s EEG recordings was performed by an
experienced neurophysiologist. Since the window
length used for dFC estimation could comprise pe-
riods free of and characterized by epileptic activity,
unique labels had to be based on the intensity of
that activity rather than simple binary descriptors.

In Patients 1 to 5, a predictor of the ‘density’
of epileptic events was obtained following the pro-
cedure described in [1]. dFC matrices computed
over periods of time with densities above patient-
specific averages were assigned the label ‘epileptic
state’. In Patients 6 to 8, no clear epileptic activ-
ity was identified on the EEG recordings. Never-
theless, Abreu et al. [1] demonstrated that it was
possible to partially recover the epileptic networks
of patients who did not exhibit IEDs on their EEG
recordings based on the Phase Synchronization In-
dex (PSI) computed in a narrow frequency band
associated with the occurrence of epileptic activity.
Following the rationale in that study, it can be hy-
pothesized that peaks in PSI values correspond to

periods of potentially epilepsy-related FC changes,
as illustrated in Figure 2. dFC matrices computed
over periods of time with PSI values above patient-
specific thresholds were assigned the label ‘epileptic
state’.

Figure 2: Illustration of the labeling criterion for one
representative patient (Patient 2) on the temporal scale
of the sliding window analysis. The highlighted areas
represent the periods of time whose dFC matrices were
assigned the ‘epileptic state’ label, based on the IEDs’
density threshold. For comparison purposes, the PSI
for the same patient is also depicted.

3. Methods

3.1. Study I. Sleep staging at individual level

Study I was subdivided into two studies: a binary
problem comprising sleep stages S1 and S2 and a
multi-class problem including two additional tran-
sition states (S1 → S2 and S2 → S1).

Model evaluation

The input data used for classification consisted
of whole-brain dFC matrices. Model evaluation re-
sorted to a 5-fold cross-validation (CV) approach
with balanced proportions of classes across folds.
Given the pronounced intra-class variability, the

4



Table 2: Description of the dataset used in Study II and
Study III. NE = ‘non-epileptic’; E = ‘epileptic’.

Number of dFC matrices

Patient Total ‘NE’ class ‘E’ class

1 104 97 7
2 334 179 155
3 214 145 69
4 142 107 35
5 334 229 105
6 214 96 118
7 214 139 75
8 385 178 207

Total 1941 1170 771

original sequence of dFC matrices was randomly
shuffled before data was partitioned into folds to
assure representativity of the training data.

Architecture description

The architectures that were evaluated for both
problems are schematically represented in Figure
3. The filter design implemented in Architecture 1
was inspired by the CCNN proposed by Meszlènyi
et al. [32]. Unlike in natural images, in which simi-
lar features are expected to be shared across neigh-
bouring pixels, in FC matrices one should seek the
connection between each ROI and every other ROI,
hence motivating the application of 1 × N filters.
Architecture 2 was adapted from a CNN optimized
to solve a handwritten digit recognition task using
the benchmark MNIST dataset. The implementa-
tion of these two architectures aimed at comparing
the performance of a CNN specifically tailored for
FC data with that of a conventional architecture
applied in computer vision tasks. Lastly, a simple
neural network consisting of single fully connected
layer (Architecture 3) was also implemented. Given
the symmetry that characterizes the obtained dFC
matrices, the possibility of using only their upper
triangular part as input for classification was inves-
tigated by vectorizing the original matrices and ap-
plying Architecture 3 with a dimensionally matched
fully connected layer.

Training

The CNN architectures were implemented
and trained using the toolbox MatConvNet
(http://www.vlfeat.org/matconvnet/) with the fol-
lowing hyperparameters: learning rate of 0.001, mo-
mentum term of 0.9, weight decay of 0.0005, and
batch size of 10 images. These values correspond
to typical choices found in the literature, with the
exception of the batch size, whose value was empir-
ically set. All architectures were trained using the
Stochastic Gradient Descent (SGD) method with
backpropagation and the filter weights initialized
as small random values (random values between 0
and 1 scaled by a factor of 10−2) [41]. The training

process was monitored through the evolution of the
objective function (cross-entropy) and the classifi-
cation error over the epochs. The number of epochs
required for convergence of the method varied with
the architecture.

Control tests

Three control tests were conducted using the
CNN architecture with the best performance in the
original classification task in order to assess whether
the results were effectively determined by class-
specific FC changes. In ‘Control test 1’, BOLD sig-
nal intensity-based features (1×N vectors, where N
is the number of ROIs) were used as input for clas-
sification. This test aimed at evaluating whether
the use of dFC matrices, rather than BOLD sig-
nal intensity-based features (which are commonly
applied in brain decoding studies [7]), was deter-
minant for the classification of sleep stages. The
goal of control tests 2 and 3 was to assess whether
the classification results were driven by meaning-
ful FC changes rather than differences in its mean
and variance across states, which was accomplished
through the generation of surrogate training data
by means of a phase randomization. In ‘Control
test 2’, a Fourier transform was applied to the ROI-
averaged BOLD signal timecourses and an indepen-
dent random phase sequence was added to each sig-
nal’s phase spectrum [20]. In ‘Control test 3’, an
analogous procedure was applied to dFC data by
adding an independent random phase sequence to
the phase spectrum of each ROI’s FC timeseries [3].

Comparison with SVMs

A non-linear SVM with a radial basis func-
tion (RBF) kernel was applied [46] using the
MATLAB interface of the LIBSVM toolbox
(https://www.csie.ntu.edu.tw/ cjlin/libsvm/, [11]).
The regularization parameter C and the kernel pa-
rameter γ were optimized by means of a grid-
search in the exponential space comprising all pair-
wise combinations of (C, γ) ∈

{
2−20, 2−19..., 220

}
.

Model selection and evaluation resorted to a nested
5-fold CV strategy and the selected multi-class ap-
proach was the one-versus-all.

3.2. Study II. Classification of epileptic
states at individual level

Some methodological options from Study I were
maintained in this study, namely data partitioning
and model evaluation. Following the results of the
previous study, only the architecture that exhib-
ited the best classification performance was applied
and the vectorized upper triangular part of the dFC
matrices was used as input. Regarding the train-
ing protocol described for Study I, the only differ-
ence was the number of epochs required for conver-
gence of the method, which had to be adjusted in
a patient-wise manner. The control tests described
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Figure 3: Schematic representation of the three architectures evaluated in Study I. CONV = Convolutional layer;
FC = Fully Connected layer; POOL = Pooling layer; F = filter size; N = number of filters; S = stride; P =
padding; R = dropout rate; K = number of classes (2 or 4). The dashed boxes represent layers without trainable
weights.

for Study I were also applied in this study.
For comparison purposes, a SVM was also im-

plemented following the description provided for
Study I. The only difference was the range of the hy-
perparameter optimization, which was restricted to
C ∈

{
210, 211..., 220

}
and γ ∈

{
2−20, 2−19..., 2−10

}
based on optimal range obtained for Study I.

3.3. Study III. Classification of epileptic
states at group level

3.3.1 Group-level classification

The dataset used in this problem consisted of
a combination of the individual datasets used in
Study II and the same model evaluation approach
was followed. Classification was performed using
the architecture with the best performance in Study
I and training proceeded as described for that study.
The implementation of the SVM followed the de-
scription provided for Study II.

3.3.2 Single-subject classification

In this problem, model evaluation was performed
through a Leave-One-Subject-Out Cross-Validation
(LOSO-CV) approach. The first classification strat-
egy consisted of applying the architecture with the
best performance in Study I and the same training
protocol.

For comparison purposes, a SVM was imple-
mented following the approach described for Study
II, with the exception of the model selection and
evaluation approach (nested LOSO-CV in this
case).

Dataset augmentation

Provided the considerable inter-subject variabil-
ity (as illustrated by the heterogeneity of clinical
conditions depicted in Table 1), the application
of dataset augmentation strategies seemed to be a
promising approach to achieve a greater coverage

of the epilepsy spectrum and, consequently, an im-
proved generalization ability. To the best of our
knowledge, dataset augmentation applied to dFC
features has not been covered in the literature yet;
therefore, two possible strategies were investigated.
Both strategies were applied so that the size of the
original training set was scaled by a factor of 5.

The first one was based on the Sample Minor-
ity Over-Sampling Technique (SMOTE) [13]. The
following modifications were applied to the original
formulation: apply dataset augmentation to each
patient’s entire training data (instead of only the
minority class); generate synthetic data based on
random samples from the same class (instead of its
nearest neighbors) to increase the variability intro-
duced in the artificial data.

The second dataset augmentation approach im-
plemented in this work was the addition of white
noise with Gaussian distribution to the ROI-
averaged BOLD signal timecourses prior to the es-
timation of dFC matrices. The standard deviation
was empirically set to 0.7.

Transfer Learning

The increased complexity of the single-subject
classification problem suggested the need to use
deeper CNN architectures; however, considering
the relatively reduced size of the available dataset,
training such CNN architectures from a random
initialization would potentially result in overfitting
[41]. Therefore, a strategy evaluated in the context
of this problem was transfer learning through the
fine-tuning of pre-trained networks.

From the pre-trained models available for Mat-
ConvNet, the selected one was a version of the VGG
net (VGG-F) [12]. Given the size of the images
used to pre-train the network, dFC matrices had to
be resized through an interpolation. To reduce po-
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tentially adverse effects of artificial scaling the dFC
matrices, these were re-computed using a brain par-
cellation defined by the Craddock atlas with 200
ROIs [14], yielding 200× 200 matrices. Concerning
the training hyperparameters described for Study I,
the only difference was the reduction of the learn-
ing rate to 1× 10−6 to avoid abrupt changes of the
learned filter weights.

The following versions of the dataset were tested:
i) original dataset; ii) augmented dataset using both
abovementioned strategies.

4. Results

4.1. Study I. Sleep staging at individual level

The evolution of the objective function and the
classification error over the training epochs for the
three architectures is presented in Figure 4 for the
binary problem (a similar pattern was observed for
the multi-class problem). The classification results
obtained for both problems are summarized in Ta-
ble 3.

Table 3: Balanced accuracy (%) obtained for the binary
and multi-class problems using the three architectures.
A1 = Architecture 1; A2 = Architecture 2; A3 = Ar-
chitecture 3.

A1 A2 A3

Binary problem 98.56 97.54 100.00
Multi-class problem 83.22 84.28 93.38

Regarding the use of the upper triangular part of
the dFC matrices as features for classification, the
results were identical to the ones presented in Table
3 (for Architecture 3), hence validating the use of
this data format.

The application of the three control tests resulted
in near chance-level accuracy for both problems.

Since Architecture 3 comprises a single fully con-
nected layer before the softmax one, it is possible
to directly analyze the weights attributed to each
ROI’s FC values at the end of the training pro-
cess. The absolute difference of the learned filter
weights between the two classes (S1 vs. S2) is pre-
sented in Figure 5. In the case of the multi-class
problem, the absolute difference of the learned filter
weights between every class and the mean of the re-
maining classes was computed. For both problems,
the model with the best performance across the CV
runs was selected.

The application of SVMs to the binary and multi-
class problems resulted in mean balanced accuracies
of 100% and 92.94%, respectively.

4.2. Study II. Classification of epileptic
states at individual level

The classification performance obtained for all
patients using Architecture 3 and SVMs is sum-

marized in Table 4. The application of the three
control tests using Architecture 3 resulted in a near
chance-level accuracy for all patients.

Table 4: Balanced accuracy (%) obtained using Archi-
tecture 3 and the SVM for all patients.

Patient Architecture 3 SVM

1 96.40 100.00
2 93.46 91.80
3 81.91 82.60
4 89.65 81.95
5 90.42 89.76
6 89.25 91.03
7 87.75 83.75
8 92.29 93.58

Following the approach described in Study I, the
absolute difference of the learned filter weights be-
tween the two classes (‘non-epileptic’ vs. ‘epileptic’)
are presented in Figure 6.

4.3. Study III. Classification of epileptic
states at group level

Group-level classification

The application of Architecture 3 to the group-
level classification problem resulted in a mean bal-
anced accuracy of 88.33%, whereas the application
of a SVM to the same problem resulted in a mean
balanced accuracy of 89.98%.

Single-subject classification

Despite considerable efforts involving a combi-
nation of different dataset augmentation strategies
and transfer learning, the attempts at performing
a single-subject classification resulted in significant
overfitting of the training data with subsequent lack
of generalization capacity. An identical result was
obtained when applying a SVM to the same dataset
configurations.

5. Discussion

Classification using CNNs

Regarding Study I, a good classification perfor-
mance was obtained for the three architectures,
with balanced accuracies above 80%. Architectures
1 and 2 had a similar performance for both prob-
lems, suggesting that the architecture adapted from
the CCNN proposed by Meszlènyi and colleagues
[32] does not present significant advantages over the
use of conventional ones. However, a straightfor-
ward comparison with the mentioned study is not
possible due to: the use of static rather than dFC
features, the availability of a dataset obtained from
a larger cohort of subjects, and the metrics used
to estimate the FC. Architecture 3 was the one
with the best performance (highest accuracy and
fewer training epochs) in both problems. Since the
hierarchical application of convolutional layers in
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Figure 4: Evolution of the objective function and classification error of the binary problem over the epochs (for
one illustrative CV run) for the three architectures.

Figure 5: Visualization of the absolute difference be-
tween the learned filter weights of the two classes for
the binary problem using the coarser brain parcellation.

CNNs allows the extraction of sequentially higher-
level features, the obtained result indicates that no
further feature extraction is required for the classifi-
cation of sleep stages at individual level when using
dFC matrices. This outcome can be justified by the
presence of correlated data in the training and test
sets as a result of methodological options regard-
ing feature extraction and data partitioning, which
is known to result in optimistic performance esti-
mates [33]. However, due to the limited data avail-
ability, it was not possible to partition the dataset
such that training and test data were uncorrelated.
When comparing the performance of the binary and
multi-class problems, one can conclude that the ac-
curacy obtained for the latter was consistently lower
for every architecture. This result was expected
considering the higher complexity of the discrimi-
nation task in the multi-class scenario. Regarding
Study II, a good performance was obtained by ap-
plying Architecture 3 to all patients’ datasets, with
balanced accuracies above 80%. A comparison be-
tween the classification performance of different pa-
tients is not possible due to the heterogeneity of
their clinical conditions. Lastly, in Study III, the

performance obtained for the group-level classifica-
tion is within the range obtained in Study II, as
would be expected since the dataset used in this
problem consists of a fold-wise combination of the
datasets from all patients.

Control tests

A near chance-level accuracy was obtained when
applying the three control tests in the binary and
multi-class sleep staging problems, as well in the
classification of epileptic states at individual level.
Regarding ‘Control test 1’, these results suggest
that the classification accuracy obtained with dFC
matrices is not driven by stage-specific BOLD per-
cent signal changes. Moreover, the results of
‘Control test 2’ and ‘Control test 3’ indicate that
the original performance was effectively driven by
meaningful stage-specific dFC patterns, which de-
pend on the preservation of the timing of the BOLD
signal fluctuations and of the temporal evolution of
each ROI’s FC values.

Interpretation

In the binary problem, the highest difference of
weights was verified for FC changes involving the
thalamus. The importance of this region for dis-
criminating between sleep stages S1 and S2 is co-
herent with the decrease in the FC between the
thalamus and neocortical regions during sleep onset
(stage S1) and its re-establishment in deeper stages
of NREM sleep (including S2) reported by differ-
ent studies (and reviewed in [45]). In the multi-
class problem, the differences in the learned filter
weights between different classes (data not shown)
were diffuse and not directly interpretable.

In Study II, it was possible to establish interest-
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(a) Patient 1. (b) Patient 2. (c) Patient 3. (d) Patient 4.

(e) Patient 5. (f) Patient 6. (g) Patient 7. (h) Patient 8.

Figure 6: Visualization of the absolute difference of the learned filter weights for the ‘non-epileptic’ and ‘epileptic’
classes for all patients using the coarser brain parcellation.

ing relationships between the most discriminative
FC features and each patient’s clinical conditions:
in Patient 1, FC changes within subcortical regions
and the involvement of these structures (namely the
caudate nucleus) in the generation of spike-wave
discharges, the hallmarks of CAE; in Patient 2, FC
changes between parietal and temporal regions with
subcortical regions and the patient’s focal pattern
of CSWS; in Patient 3, FC changes between frontal
and parietal regions and the thalamus, consistent
with the synchronization of thalamic neurons by
the patient’s cortical dysplasia; in Patient 5, FC
changes between parietal regions and the thalamus
and the connection between the cortical sources of
CSWS and the patient’s thalamic lesion. Regard-
ing Patients 6 to 8, it was not possible to establish
a clear relationship between the difference in the
learned filter weights between the two classes and
the patients’ clinical conditions. One of the possible
reasons for this finding is the uncertainty inherent
to the attribution of labels considering the absence
of clear manifestations of epileptic activity during
data acquisition.

Comparison with SVMs

In general, the application of SVMs resulted in a
classification accuracy similar to the one obtained
with CNNs. However, this method presented two
drawbacks in terms of computational cost (due to
the hyperparameter optimization) and direct inter-
pretation of the features that contributed the most
to the classification. Although the classification
of sleep stages from dFC features using SVMs has
been implemented in previous works, a comparison
with their results is not possible for two main rea-
sons: the availability of larger cohorts of subjects
[5, 43, 46] and the extraction of dFC features using
non-overlapping windows [43, 46]. Regarding the
classification of epileptic states, it is not possible to

perform a comparison with existing literature since
it had not been explored prior to the present work.

Single-subject classification

In spite of the different strategies implemented in
this part of Study III, it was not possible to achieve
satisfactory results for the classification of epileptic
states from unseen patients. The subject-specific
nature of dFC data suggested the need to use alter-
native strategies targeting the removal of the static
FC. However, the implementation of different ap-
proaches (the regression proposed by [50] and the
PCA applied in [20]) did not have a positive impact
on the results. On the other hand, the application
of dataset augmentation strategies did not have the
expected effect on the classification results, possi-
bly due to the pronounced inter-subject variabil-
ity. In fact, the generation of synthetic dFC data
from one patient may not increase the variability of
the training data in a way that allows the classifier
to perform predictions on new patients with signif-
icantly distinct disease profiles. Lastly, the poor
classification results achieved when applying trans-
fer learning can also be explained by the reduced
data availability associated with the considerable
inter-subject variability.

6. Conclusions and Future Work

One of the main conclusions of this work is that
deep models are not required when the classifica-
tion of brain states using dFC matrices is formu-
lated at the individual level. Nonetheless, its ex-
tension to single-subject classification problems is
expected to largely benefit from the application of
deeper models. In the epilepsy scenario, a relevant
accomplishment of the present study was the vali-
dation of fMRI-derived dFC matrices as appropri-
ate features for the classification of epileptic states.

9



In spite of the overall similar results obtained with
CNNs and SVMs, the gap between their perfor-
mance is expected to increase in favor of the former
in more complex problems, provided an adequate
amount of data is available. Regarding the analysis
of the learned filter weights, the generalization of
this study’s findings is limited by the availability of
data obtained from larger cohorts of patients with
similar clinical profiles.

The main limitation of the present work was the
size of the available dataset. However, the recruit-
ment of a larger group of subjects with a diagnosis
of epilepsy for simultaneous EGG-fMRI acquisitions
would impose several challenges, not only regard-
ing the recruitment itself, but also considering the
high cost of those acquisitions and the technically
demanding data pre-processing.

Apart from the increased data availability, several
interesting work directions can be pointed. Focus-
ing on epilepsy, the application of data-driven brain
parcellation schemes, namely ICA, could be advan-
tageous for two reasons: the possibility of describing
the brain states from a network perspective and the
attenuation of the inter-subject variability present
in the dFC data arising from anatomic differences in
the epileptic networks. Another strategy with po-
tential impact on a single-subject classification sce-
nario would be the generation of artificial data com-
bining datasets from different patients, while assur-
ing the clinical significance of the synthetic data.
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