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Resumo

Este trabalho tem como principal objetivo detetar problemas de higiene e violações dos

padrões sanitários em restaurantes, usando informações fornecidas em redes sociais baseadas

em localização. Este é um problema bastante comum devido ao número limitado de inspetores

em comparação com o número de estabelecimentos. Os inspetores raramente são ajudados

por reclamações formais, embora muitas reclamações sejam realmente relatadas na forma de

comentários em plataformas sociais. Este projeto de mestrado explora técnicas de machine

learning para construir modelos capazes de detetar estabelecimentos que violam padrões de

saúde e higiene, baseados em comentários textuais retirados de plataformas sociais (neste caso,

do Yelp). O projeto explora mecanismos de classificação de texto baseados em redes neurais

profundas, inspirando-se em trabalhos recentes no campo do Processamento de Linguagem Nat-

ural (NLP). Este projeto usou um conjunto de dados fornecido pela plataforma Yelp, mas alguns

dados foram recolhidos por mim para aumentar o número de reviews de cada estabelecimento.

Para tal, recorri à API do Yelp, que permitiu procurar o máximo de reviews posśıveis para cada

estabelecimento e apoiar a parte de treino e a avaliação dos métodos a serem desenvolvidos.

Os resultados obtidos foram testados com algumas métricas de avaliação. As métricas de de-

sempenho mostraram que as redes neurais recorrentes alcançaram melhores resultados do que o

outro modelo. Finalmente, quando o conjunto de dados foi equilibrado, foi o melhor resultado

alcançável.

KEYWORDS: Aprendizagem Profunda, Classificação de Texto, Dedução Automatizada

dos Resultados de Inspeção de Saúde, Exploração de Dados de Redes Sociais.





Abstract

The main goal of this work was detecting hygiene problems and violations of sanitary stan-

dards in restaurants, using information provided on location-based social networks. This is a

common problem due to the limited number of inspectors compared to the number of estab-

lishments. Inspectors are rarely helped by formal complaints, although many complaints are

actually reported in the form of comments on social platforms. This M.Sc. project explored ma-

chine learning techniques to build models capable of detecting establishments that violate health

and hygiene standards, based on textual comments collected from social platforms (in this case,

the social platform named Yelp). The project explored text classification mechanisms based on

deep neural networks, taking inspiration in recent work within the Natural Language Process

(NLP) field. This project used an existing data set provided by the Yelp platform. The data

set was collected by me to increase the number of reviews from each establishment. So, I used

the Yelp API, which allowed me to search for as many reviews as possible, and helped support

the training and evaluation parts of the methods to be developed. The obtained results were

tested with some evaluation metrics. The performance metrics have shown that recurrent neural

networks achieve better results than the other model. Finally, when the data set is balanced, it

was the best achievable result.

KEYWORDS: Deep Learning, Text Classification, Automated Inference of Health Inspec-

tion Scores, Mining Data from Location-Based Social Networks.
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1Introduction
The systematic collection of health inspection data is essential for evaluating a restaurant,

and is also a basis for preventing a number of food poison diseases. For these and other purposes,

inspectors have to write sanitary reports containing the location and other data of the restaurant,

together with textual descriptions for the reasons that influenced the evaluation of the restaurant,

and an health inspection score.

The analysis of restaurants also involves the classification given by the costumers. Yelp is

a platform that lets people classify and give their opinions about venues (e.g., business estab-

lishments such as bars and restaurants) that they have visited. The main goal of Yelp is to

inform new customers if a place that they have never been to has a good classification or not,

based on information given by other customers. In particular, an automatic classification of

Yelp data associated to sanitary reports would allow people to better know if some place has a

good classification or not, and decide if this certain place deserves their time and money.

1.1 Motivation and Objectives

This dissertation presents the development of a method for the automatic classification of

the reviews given by customers on Yelp, in order to attribute a health inspection score to each

establishment.

The main goals of my M.Sc. project are detecting hygiene problems and violations of

sanitary standards in restaurants using information technology, like machine learning techniques,

for text classification. The project explored text classification mechanisms based on deep neural

networks, taking inspiration on recent works that have advanced robust models, capable of

obtaining good results in terms of the accuracy of the classifications and simultaneously offering

mechanisms that allow interpreting the obtained results. With the introduction of deep learning

techniques in the area of natural language processing (NLP), the representation of the texts

to be processed is no longer based on sparse vectors encoding into a binary form the presence

of words and/or n-grams of words. Instead, the representation is done through dense vectors



(e.g., word embedding) that capture the semantic meaning of words. This work evaluated the

application of modern deep learning methods, on the specific text mining problem of prediction

health inspection scores.

1.2 Thesis Proposal and Research Methodology

For training and evaluating text classification models, I used a data set collected from Yelp

1, that was released in a challenge for researchers proposed by Yelp. I compared different ap-

proaches, based on Recurrent Neural Networks (RNN) or Convolutional Neural Networks (CNN).

The final goal of this work was to understand how these methods for automatic classification

would perform over these data.

In a first stage of the work, special attention was given to the Yelp data set. I had to make an

inspection to the reviews, since some reviews were not given in the expected format, at the same

time joining each establishment review with the corresponding health inspection score. The

following stage consisted on studying fundamental concepts, and related work regarding similar

text classification problems. This research gave particular attention to the machine learning

approaches chosen by the different authors. There are many interesting previous studies that

have reported high quality results in terms of the automatic classification accuracy. Ideas from

several previous publications, addressing other types of text classification problems and that have

described innovative mechanisms based on deep neural networks, were taken into consideration

and subsequently incorporated in the final network architecture that has been proposed. After

defining a deep neural network as the approach to the text classification problem, the technologies

to use in this dissertation were considered.

The experiments involved two different neural network architectures (i.e., Convolutional

Neural Networks (CNN) and Recurrent Neural Networks (RNN)), in order to assess the relative

merits of different model architectures. I compared both of these models and analyzed which one

could achieve better results, with two regression metrics called Root Mean Square Error (RMSE)

and Mean Absolute Error (MAE). The RNN model follows the hierarchical structure adapted

from a proposal by Yang et al. [2016], which considers the input as sequences of words from

different sentences, sequences of sentences from different reviews, and sequences of reviews from

different establishments. In turn, the CNN model follows the deep pyramid structure of Johnson

and Zhang [2017], as referred in Section 2.2. In this model, the input is a vector representation of

1https://www.yelp.com/dataset
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words (e.g. word embeddings), which enters in conventional layers, goes through pooling layers

(e.g. max pooling) and finally reaches a fully connected layer to make the final prediction. In

order to evaluate the results, I used regression metrics to compare the achieved prediction with

the desired score. The Root Mean Squared Error (RMSE) measures the average magnitude

of error and gives a quadratic scoring rule. RMSE will give a higher weight to large errors,

which will be later reflected in a greater penalization in the final outcome. The Mean Absolut

Error (MAE), also measures the average magnitude of the error in a set of predictions, without

considering their direction. It is the average over the test sample of the absolute differences

between prediction and actual observation where all individual differences have equal weight.

The main experiences that are reported on this dissertation have used a data set containing

58306 reviews. It is also known that each review holds on average approximately 106,5 words

and average a health inspection score of 80,30. To get these values, I developed a program in

Python. The available data was randomly split into two subsets (i.e.. 80% for model training

and 20% for testing).

1.3 Results and Contributions

The evaluation of proposed neural network architectures constitute the main contribution

resulting from this research project.

The Yelp data set used in this work considered several cities of the United States, thus

using reviews of different regions and considering with the fact that people may have different

standards that can influence the ranking.

The two evaluation metrics are Root Mean Squared Error (RMSE) and Mean Absolute Error

(MAE) that have the capability to quantify the obtainable number of errors when comparing

the achieved prediction to the desired prediction. Helping these two metrics, I add some baseline

strategies to compare the results and to have a more accurate answer to the final output. The

best result was achieved with the recurrent neural network when the data set was balanced.

1.4 Structure of the Document

The remainder of this document is organized as follows:

• Chapter 2 surveys important concepts and previous related work. First, the chapter gives

an overview of fundamental concepts related to representing textual documents, and briefly

3



introduces neural network models for text processing. Then, previous related work is

discussed in detail, considering text mining methods for inferring health inspection scores,

as well as deep learning methods for text classification.

• Chapter 3 presents the proposed approach, describing the architectures of the deep neural

networks that were considered for the classification task.

• Chapter 4 presents the results of evaluation experiments. The chapter starts by presenting

the data sets used in the experiments, together with the experimental methodology and

evaluation metrics. Next, the chapter gives a detailed analysis of the results obtained in

the experiments. Finally, the chapter presents the results of a separate test, focusing on

the interpret-ability of the results.

• Finally, Chapter 5 overviews the most important aspects of my research, summarizing

the main findings of this work, and also presenting possible developments for future work.

4



2Concepts and Related

Work

This chapter presents fundamental concepts and related work on deep neural networks for

text classification. First, the chapter presents an explanation of the fundamental concepts in

Section 2.1 starting with the most relevant methods for representing textual documents. Section

2.1.2 introduces neural network models. Important related work in the area is presented in

Section 2.2, organizing it into two subsections: Section 2.2.1 refers to text mining methods

for health inspections scores, and Section 2.2.2 is related to deep learning methods for text

classification. Finally, an overview on the related work is presented in Section 2.3.

2.1 Fundamental Concepts

This section explains some of the fundamental concepts that will help the reader understand

clearly the research work. Concepts related to representing documents using, word embeddings,

and deep neural networks for text classification are introduced.

2.1.1 Representing Textual Documents

Text classification through supervised learning requires the use of techniques to represent

text to can be an input to the learning algorithms. A common approach involves transforming

text documents into vectors which represent them. Each position of one such vector reflects the

frequency of a specific word in a document.

We can define the Vector Space Model (VSM) as an algebraic model that represents textual

information as vectors. In addition, the components of these vectors represent the relevance of

each term from the vocabulary used in the document collection. One of the possible methods

that we can use for weighting terms is the TF-IDF (Term Frequency times Inverse Document

Frequency) heuristic. The Term Frequency (TF) is defined by how many times a term x is

present in a document d. A document that mentions a given term more often has more to do

with that term and therefore should receive a higher score. We therefore assign a weight for each

term in a document that depends on the number of occurrences of the term in the document.



TF(t, d) =
∑
x∈d

fr(x, t) (2.1)

In the previous equation, fr(x, t) is a simple function defined as:

fr(x, t) =

{
1 if x = t

0 otherwise
(2.2)

The Inverse Document Frequency (IDF) attenuates the effect of a term that occurs too often

in a collection of documents, by dividing the total number of documents d, by the numbers of

documents that contain the term x. The idea behind this is to reduce the TF weight of a term,

by a factor that increases with the collection frequency of the term [Manning et al., 2009].

IDFt = log

(
N

DFt

)
(2.3)

In this equation, the variable N is the total number of documents and the variable DFt is

the number of documents where the term x appears.

Finally, we can say that TF-IDF represents how important a term x is to a document d in a

collection. We combine the two definitions to produce a composite weight for each term in each

document. The TF-IDF weighting scheme assigns to term at a weight in document d given by

the following equation:

TF-IDFt,d = TFt,d × IDFt (2.4)

To build a Vector Space Model (VSM) representation of a document collection, we first

need to create a dictionary with the terms present in all documents. Then, we have an indexing

vocabulary so that we can convert the test document set in a vector space where each term of

the vector is indexed as our index vocabulary. When using Vector Space Model representations,

the standard way of quantifying the similarity between two documents is to compute the cosine

similarity of their vector representations [Manning et al., 2009]. For two vector representations

V(d1) and V(d2) the cosine similarity is represented by:

sim(d1, d2) =
V(d1).V(d2)

‖V(d1)‖ × ‖V(d2)‖
(2.5)

6



Figure 2.1: Projection of the vector V (d1) into the vector V (d2).

From this formula, we can see that the numerator represents a dot product between vec-

tors V(d1) and V(d2), while the denominator is the product of their Euclidean lengths. The

Euclidean length of a vector V(d) is defined to be ‖V(d)‖ =
√∑M

i=1 V2
i (d).

This formula, V(d1).V(d1) = ‖V(d1)‖ ‖V(d2)‖ cos θ, represents the projection of the vector

V(d1) into the vector V(d2), as shown in the Figure 2.1.

Finally, we can comprehend the cosine similarity between two vectors (or two documents

on the Vector Space). This measure calculates the cosine of the angle between them. Simul-

taneously, we took into a consideration only the tf − idf of each document, however, we add

the angle between the documents. The vector space model has limitations that lead to consider

word embeddigns a better method. Long documents are poorly represented because they have

poor similarity values and documents with similar context but different term vocabulary will

not be associated, resulting in a false negative match. Word embeddings is a set of language

modeling and feature learning techniques in natural language processing (NLP) where words or

phrases from the vocabulary are mapped to vectors of real numbers to capture with them as

much of the semantic, context and hierarchical.

Word2vec is an algorithm that is composed by two techniques, namely CBOW (Continuous

bag of words) and the Skip-gram model, as shown in Figure 2.2 [Mikolov et al., 2013]. The

first technique, CBOW is based on protect all words into the same bag and without concern

to the order of words that does not influence the projection. Additionally, predicted words are

introduced as well as an input, where the training criterion is to correctly classify the middle

word.

The second technique is similar to the previous one, however, instead of predicting current

words based on the context, it tries to classify a word based on another word in the same

sentence. More accurately, we have a word as an input to a classifier with continuous projection

layer. On top of this, it can predict words before and after the current word between a certain

7



Figure 2.2: CBOW and SKIP-GRAM architectures.

range. If we want to improve quality of the output results (word vectors), we must increase the

range and simultaneously, the computational complexity rises. The training complexity of this

architecture is proportional to Q = C × (D+D× log2(V)) where C is the maximum distance of

the words. Thus, if we choose C = 5, for each training word we will select randomly a number R

in range <1;C>, and then use R words from history and R words from the future of the current

word as correct labels.

On the last topic of this subsection, I will explain the n-grams concept based on [ngr]. This

model instead of computing the probability of a word given its entire history, we can approximate

the history by just the last few words. For example, suppose the history h is it is very important

reviewing many times the and we want to know the probability that the next word is thesis:

P(thesis|it is very important reviewing many times the). (2.6)

One of the types of this model, is the bi-gram model that approximates the prob-

ability of a word given all the previous words P(wn|wn
1
−1) by using only the condi-

tional probability of the preceding word P(wn|wn−1). Instead of computing the probability

P (thesis|it is very important reviewing many times the), the method approximates it with the

probability:

8



P(thesis|the). (2.7)

Given the bi -gram assumption for the probability of an individual word, we can compute

the probability of a complete word sequence.

2.1.2 Neural Network Models for Text Processing

In this subsection, I will introduce two concepts, Recurrent Neural Networks (RNN) and

Convolutional Neural Networks (CNN), two powerful types of artificial neural networks that

pass information through a series of mathematical operations. The main purpose of this concept

is to handle data with sequential dependencies, such as representations of textual documents

(vectors), and to add the capability to recognize patterns and hidden dependencies in sequential

data. In turn, this makes them rather useful for series predictions. These networks give us

the possibility to minimize the errors in the output (results), by directly training all input

parameters. We have a feedback loop mechanism, known as back-propagation, which redefines

the weights of the neurons [Goldberg, 2016]. We can think of RNN has a type of network that

works recursively. In addition to the initial input received in each neuron, RNN also includes,

in each node, the hidden state that determined the last classification in a sequential series.

This state is then combined with the new input to produce a new state. Such action is named

back-propagation through time and it is performed during the training stage of the model.

These networks are powerful learning models and are divided into two kinds of neural

network architectures: feed-forward networks Figure 2.3 and recurrent networks. The first

architecture includes networks with fully connected layers that act as classifiers, including binary

and multi-class classification problems, as well as more complex structured prediction problems.

This model has the ability to easily integrate pre-trained word embeddings as to develop a better

classification accuracy. As we have seen before, these networks work with arbitrary sizes of data.

To counter this, the encoding structure can be a fixed width vector, which can pass to another

statistical learner for further processing. The second architecture has the ability to work with

sequences and trees while preserving the structural information and at the same time producing

stronger results for language modelling. Before discussing the network structure in more depth,

it is important to notice how features are represented.

A feed-forward neural network has a function that is often used as a classifier NN(x) that

takes a vector x which represents (for example) words, as an input and predicts one or more

9



output vectors that match with the input. The input vector propagates through the network

(layer by layer), until it reaches the output node. A feed-forward neural network with one

hidden-layer can be represented by:

y = g(g′(xW 1 + b1)W 2 + b2) (2.8)

In the previous equation, x is a vector of inputs and y a vector of outputs. The matrix

W 1 and the vector b1 represent, respectively, the weights matrix and the bias vector of the first

layer, while W 2 and b2 are the weight matrix and the bias vector of the second layer. Finally,

the function g can be seen as an activation function.

In this technique we present them as a dense vector, which means that each core feature

is embedded into a d dimensional space and represented as a vector in that space. In a brief

introduction, this model associates a vector to a single word/feature separately, all in the same

dimensional space. When the sparse mode puts all the words/features in the same vector, the

dimension increases greatly. This model helps us to improve the training step as it will match

equal features with similar vectors, thus the information is always shared between the same

features.

As we have the same dimensional space (dense vectors), such can be helpful when we have

different words appearing with a different regularity. For example, we can have a document

d and observe the word good several times during the training step, yet we only observe the

word bad sometimes. With this new method, the learned vector for good may be close to the

vector from bad, allowing the model to share statistical information between the two events

with similar features. It is important to note that these features are part of the neural network

framework [Goldberg, 2016]. Finally, we can structure an NLP classification system based on

the first architecture (feed-forward neural network). Then, we can extract a set of features that

are relevant to the output class and for each feature we can associate a vector. In the end, we

can combine all the vectors of interest into an input vector x.

After seeing the architecture for feed-forward networks, it is time to explain the Recurrent

Neural Networks (RNN) Figure 2.4. Normally, when we work with language data, it is highly

common to have different inputs as words, sentences and documents. The CBOW (Continuous

Bag of Words) in feed-forward networks has some limitations with the representation, which is

quite limited, and forces the disposal of the order of features. In RNN the representation has

arbitrarily sized structured inputs in a fixed-size vector and at the same time it pays attention
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Figure 2.3: Feed-forward network, adapted from Goldberg (2016), without including the bias
terms.

to the properties of the input. In recurrent neural networks (RNN) we can observe four variables

that make up the functions. Beginning with the input that is, an ordered list of vectors Xi:n

together with an initial state vector S0, and returns an order list of state vectors Si:n, as well as

an ordered list of output vectors Yi:n (corresponding state of Si:n), as we see in the Figure 2.4.

The output vector Yi is then used for further prediction. Mathematically speaking, we have a

recursively defined function r that takes two inputs, a vector Xi and a state vector Si−1, this

combined results in a new state vector Si. To map this new state vector, we need a new function

o that creates an output vector Yi. This RNN is represented by:

RNN(Si−1, Xi:n) = Si:n, Yi:n

Si = r(Si−1, Xi)

Yi = o(Si)

(2.9)

The above presentation follows a recursive definition of RNN, but for our input sequences,

we have a better deal with unrolling the recursion for finite-sized input sequences.

In this case, for example S4 is represented by:
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Figure 2.4: Unrolled recurrent neural network, adapted from the description provided by [Gold-
berg, 2016].

S4 = r(r(r(r(S0, X1), X2), X3), X4)

r(S1, X2) = r((S0, X1), X2)
(2.10)

The details about the functions r and o, help to introduce the Long Short-Term Memory

(LSTM), a particular node type of RNN. These networks deal with temporal dependencies

that need to be solved. The solution to this problem is the back-propagation method which is

frequently used during the training phase to reprogram the weight of each neuron. In the end,

this gives us the best possible value for the output. The main goal of this method is to optimize

the final output of the network. The result of the vector when it arrives the final layer of RNN

is compared with the desired output using a function that calculates the error. After that,

we propagate the calculated error backward to the first layer and update the weights of each

neuron as to reach the minimum loss possible. Such is possible with mathematical functions

that simulate logical gates. Each gate decides which parts of the new input vector should be

written and which parts of current memory should be forgotten. The architecture is defined by:

sj = RLSTM(sj−1, xj) = [cj ;hj ]

cj = cj−1 × f + g × i

hj = tanh(cj)× o

(2.11)

where cj is the memory component and hj is the hidden state component.

The gate mechanism is composed of three components: one for controlling the input gate;

another for the output gate; and finally, a forget gate. Starting with the forget gate f that is the
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first gate where vectors pass through and control the namely old memory. This gate receives the

previous output ht−1 and the input vector xt at time step t, concatenate them and passes the

result through a sigmoid function g. This new function is going to act as an activation function

that has results between 0 (discard the older information) and 1 (older information should be

considered).

f = σ(xjW
xf + hj−1W

hf )

g = tanh(xjW
xg + hj−1W

hg)
(2.12)

Afterwards, we proceed to the input gate that controls how much new memory is going to

be stored in the cell state. In this gate, the sigmoid function determines how much the new

memory is influenced by the older and at the same time decides which value will be updated.

After this, the input gate generates the new memory with all the updates and passes through

an activation function tanh to create the new vector (candidates, cj and hj).

i = σ(xjW
xi + hj−1W

hi) (2.13)

Finally, we have the output gate to determine what is going to be produced. The result of

the cell state Cj is multiplied by the output of the sigmoid function and the result defines our

final information to the output, function o and output yj.

o = σ(xjW
xo + hj−1W

ho)

yj = OLSTM(sj) = hj

(2.14)

In my M.Sc. project, I will use the Gated Recurrent Unit (GRU) Figure 2.5, as a good

alternative to the LSTM. The advantage of this new method is the decreased number of gates.

Represented by:
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Figure 2.5: Gated Recurrent Unit diagram.

ht = hGRU(ht−1, xt) = (1− zt)× ht−1 + zt × h̃t

zt = σ(xtW
xz + ht−1W

hz)

rt = σ(xtW
xr + ht−1W

hr)

h̃t = tanh(xtW
xs + (ht−1 × rt)W hg)

yt = OGRU(ht) = hy

(2.15)

Each gate has a meaning:

• Compute the next hidden state (ht) given the previous hidden state (ht−1) and current

input (xt) using two gates.

• Update gate (zt): How much information from past state is kept and how much new

information is added. Determined based on an interpolation of the previous state and the

proposals.

• Reset gate (rt): How much the past state contributes to the new candidate state (h̃t).

Used to control the access to the previous state and compute a proposed update

To complete this section about neural networks, I will explain the second network, Convo-

lutional Neural Network (CNN). It is important to note that the following features are part of

the neural network framework proposed in [Kim, 2014].

We have some initial similarities with recurrent neural networks. The inputs of the two

networks can be the same. For example, in this work I will use region of word embeddings (n-
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Figure 2.6: Architecture of convolutional neural network, from the description provided by [Kim,
2014].

grams) to represent one or more words in vectors. The CNN utilizes these vectors in a different

way as they will pass some layers that applied convolutional filters to local features. The author

Kim [2014] chose to train a simple CNN with one layer of convolution on top of word vectors

obtained from an unsupervised neural language model.

As we can see in Figure 2.6, the CNN architecture starts with the the k -dimensional word

vector corresponding to the i -th word in the sentence. Each vector has a different length,

according to the number of words that we want to represent. The convolutional layer, is an

operation that involves a filter w, which is applied to a window of h words in order to produce

a new feature. This new feature represents the initial word vector although in a small feature

map (size vector).

For example, a feature ci is generated from a window of words xi:i+h−1 by:

ci = f(w · xi:i+h−1 + b) (2.16)

Where b is a bias term and f is a non-linear function such as the hyperbolic tangent. This

filter is applied to each possible window of words in the sentence to produce a feature map. The

next layer is a max-pooling layer, which is applied over the feature map and takes the highest

value possible to represent each feature map in one vector. Basically, we applied filters over

the network as to reduce the length of the vector which represents the input. The model uses

multiple filters (with varying window sizes) to obtain numerous features. These features, that

form the max-pooling layer, are passed to a fully connected layer which gives the final result,

the output vector.
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These networks have some variations as we can add convolutional layers. For example, my

project will follow the approach of Johnson and Zhang [2017], which has two convolutional

layers with stride two (meaning the new feature map is represented in a half vector), and a

max-polling layer as to form a pyramid network.

Finally, to achieve better results I will use two regression metrics that have the capability

to quantify the obtainable number of errors when comparing the achieved prediction with the

desired prediction [Chai and Draxler, 2014]. The Root Mean Squared Error (RMSE) measures

the average magnitude of error and gives a quadratic scoring rule. RMSE will give a higher

weight to large errors which will be later reflected in greater penalization in the final outcome.

The Mean Absolut Error (MAE), also measures the average magnitude of the error in a set of

predictions, without considering their direction. It is the average over the test sample of the

absolute differences between prediction and actual observation where all individual differences

have equal weight The regression metrics are given by:

RMSE =

√√√√ 1

n

n∑
t=1

(yi − ŷi)2 (2.17)

MAE =
1

n

n∑
t=1

|yi − ŷi| (2.18)

where yi is the actual or desired value of the output, and ŷi the predicted value. The final

result produced by this method represents the average of absolute errors.

2.2 Related Work

This section is intended to provide an overview regarding solutions to the work that is being

developed on this subject as well as another type of deep learning task. This section is organized

in two subsections: the first one refers to solutions for text mining for health inspections, and the

second one is directly related to deep learning methods that were applied for text classification.

2.2.1 Text Mining for Inferring Health Inspection Scores

Nowadays, the problem of health inspection in restaurants is often due to an increase of the

number of places in a city. Simultaneously, there is another reason which is the lack of inspectors

to all these establishments, thus explaining the increase of complaints. The first related work is
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based on the Yelp databases (similar approach of my thesis proposal) and takes into account the

location [Joaristi et al., 2016]. This work has the main goal of helping inspectors doing their

jobs more efficiently, prioritizing visits based on the health risk in the near future. They have

extensions to evaluate their algorithms such as the data set in the city of Las Vegas and Yelp. In

addition, they used performance measures and presented new features for the prediction task.

In the end, they proposed a new algorithm for the simulation of the job inspection, helping the

decision-making process of selecting which restaurants to inspect.

2.2.1.1 Identifying health-violating restaurants with online reviews

Joaristi et al. [2016] divided the outcome predictors in three sections: one involved restau-

rant location, another considered the Yelp reviews, and the latter completed with the Yelp users’

behavior. The first section has the main idea that restaurants in a rich area may have a different

type of customers and be more expensive than other areas. This implies a more frequent and

careful inspection of health hazards. The algorithm used to accomplish this, is a density-based

clustering algorithm that allowed them to find shapes like streets and individuate, for instance,

two parallel streets as two different areas. In the second way, the authors used natural language

processing (NLP) to analyze the content of Yelp user reviews, using the database provided.

Initially, they processed the reviews to be extracted using Latent Dirichlet Allocation (LDA),

in order to obtain the main latent topics from the text and to differentiate reviews dealing with

health-related topics. LDA is a way of automatically discovering topics from sentences. The

reviews were separated into two groups, the positive reviews, with a 4 or more stars (Yelp stars

range is between 1 and 5), and negative reviews, with 3 stars or less. As to have good classifi-

cations, they included 80 topics (40 for positive and 40 for negative topics), extracted from the

LDA trained as features. The LDA training models have some topic labels (randomly assign

each word in the document to one of the topics), such as Cake related that will be associated

with positive words like good, price, chocolate, and sweet. In the end, the inspection was grouped

together into two super-reviews. The last procedure took into account the behavior of the user,

thus the final review of the user y was normalized by considering other scores (maximum and

minimum) given by y in the best ratings.

Firstly, they studied all type of customers, and after this, they could conclude a good review.

For example, I can consider that a very good restaurant deserves a 4-star review, and a friend

who believes the same restaurant is worth a 5-star review. Particular people have different

behaviors and opinions about lifestyles. As such, the authors created a formula which makes the
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normalization of the user reviews with the minimum and maximum scores given by customers.

Finally, to fight the illegitimate accounts of users who make fake reviews, they used the user

filtering tool from Yelp, which rewards users for quality reviews, authenticity and contribution

to the improvement of the network of Yelp. These users are called Elite users, and one review

of an Elite user is equivalent to three reviews when compared to a normal user (a weighting

scheme is created). The results indicated that their model, which is implemented with the

features proposed above, compared with the proposed by Kang et al. [2013] and using different

classification approaches, shows better results in the data sets tested and in all the measurements

required.

As to finalize this related work, they created an inspector simulation model, where each

inspector did at least x inspections in a sequence. The inspectors were split into two groups:

one that uses the classification model and another that does not. This model is the key to know

if a classifier in the evaluation of the health inspection is needed or not. Summarizing their

classifier is rather helpful in retrieving unhealthy restaurants.

2.2.1.2 Improving public policy using online reviews

In the previous paper, the authors compared their model with the proposed by Kang et al.

[2013]. The main target was to study the information contained in social media with the aim of

making public inspections and respective disclosures more efficient. They studied one statistical

model that compares textual signals in restaurant reviews and the hygiene inspection records

from the Department of Public Health. The Department of Public Health inspection normally

shares their records to help customers decide which restaurant has not violated health codes

thus giving patrons the assurance that the establishment is safe. Moreover, in some cities in the

US, the restaurants have the obligation to post their inspection grades. This law then motivates

the catering market to improve their sanitary practice. The Department has several issues, such

as the limited resources to dispatch inspectors, which results in a large number of restaurants

with unknown hygiene scores. Those restaurants have their scores based on the citizens who

have visited.

This paper presents the first empirical study to demonstrate if the reviews have a real value

for predicting health inspections. In terms of database, the authors used public inspection

records of Seattle and added the Yelp database between 2006 to 2013 of Seattle. With this

information, they studied the correlation between penalty scores and several statistics of reviews,

splitting this part into three subsections. they began with the volume of reviews, by counting
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all the reviews and their average length. Afterwards, they created a concept of sentiment of

reviews, that combined the restaurants average rating scores and the negative reviews with a

3 or less stars. In additions, this was correlated to new customer reviews. The last one is the

deceptiveness of reviews, where they penetrated the realm of fake reviews which is, currently, an

extremely common problem. They examined the correlation between hygiene violations and the

degree of deception. As such, they began with the variance of review ratings, which is a measure

that shows the shape of the distribution opinions (bimodal). The other measure is based on

linguistic patterns, which calculated the volume of deceptive reviews by collecting a set of fake

and truthful reviews thus creating a pattern.

The other way was filtering reviews which consisted in eliminating all the reviews that are

too far away from the average review rating (based on a certain delta). For example, when

considering a restaurant who has a medium score of 3.9 stars (stars range is between 1 and

5) and choosing a delta ≥ 2, we take in consideration all the ratings between 1.9 and 5 stars.

The results of their experiences are based on the examination of specific features, such as the

customers’ opinion and the restaurant’s meta-data. The first one takes into account average

review rating and content of the reviews in uni-grams and bi-grams, and the second one is based

on location (zip code), type of cuisine (e.g. Portuguese) and inspection History.

The final results were combined for detailed classification. They can prove that the increase

of the Inspection Penalty Scoreâs threshold results in better accuracy. The accuracy variation

from the worst to the best meta-data information is the average review rating (57.52%), cuisine

(66.18%) and location (67.32%), and the most effective, informative features are inspection

history (72.22%) and textual content (uni-gram + bi-gram, 82.68%).

2.2.1.3 Preventing food-borne illness by data mining social media

The last article of this subsection attempts to approach a frequent problem in the society,

called prevention of food-borne illnesses based on social networking databases. When the authors

start their idea, several issues surfaced. They had to deal with the fact that numerous restaurants

could not identify the sources of contaminated food. On top of this, there was the biggest

obstacle, as in the U.S, it is allowed for restaurants to not have health department inspections

for a whole year.

Sadilek et al. [2016] introduced a new system, which helped detect problematic venues

quickly. This web interface allows the post of a message by the users (Tweets), with their

opinions (e.g. for service or food) about that place. They called nEmesis this new digital
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Figure 2.7: Adaptive inspection process, adapted from the description provided by Sadilek et al.
[2016].

method. Each Tweet gives all the information that the algorithm needs, such as the usersâ

precise GPS location in order to know the nearby venues (with the help of Google Places API).

Furthermore, they developed an automated language model to identify if a user suffers from

a food-borne illness. To make this system useful, they correlated the number of tweets that

identifies a restaurant with food-borne illness and the historic health inspection score.

This method solves a similar problem: identifying if the Tweet indicates food-borne illness

or not. The authors created a short dictionary with keywords, both negative and positive, and

each of them carries a certain weight that corresponds to the gravity of that word appear on

the Tweet. For example, one can consider a Tweet like ”My stomach resented that restaurant”,

nEmesis which receives that Tweet and consults the dictionary to obtain the weights of its words.

The structure of the dictionary is similar to a table with two arguments ”Feature — Weight”,

where the first argument is a word (e.g., stomach) and the second is the weight (e.g. 1.04635, if

the word is a positive feature). After that, nEmesis can add the score to the restaurant where

the user originally tweeted.

A center in the USA created a new type of classification of food-borne illness, splitting them

into two categories: one of the known food-borne illness pathogens and other for unspecified

agents. They also madetheir studies based on this case (vomiting, diarrhea, abdominal pain are

some example of common symptoms).

nEmesis inspectors have the duty to conduct a standard, routine inspection if an establish-

ment has been flagged by some users. They used a process to formulate some questions (e.g. If

the author of the tweet had an upset stomach) to insert on a brief survey. Then they sent this

survey to workers and paid one cent for every tweet evaluated. Every worker labelled the tweet
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with three possible answers, and in the end, they had all tweets labelled with the opinion of five

different workers.

The training part is composed of a hyper-plane that separates the positive and negative data

points based on a quadratic optimization problem using stochastic gradient descent methods.

This model predicts if a tweet indicates food-borne illness, with a training set of 8,000 tweets

independently labelled by the five workers as described above, using uni-grams, bi-grams, and

tri-grams as features.

The most positive conclusion that they got was the significant reduction of food-borne illness

complaints from the users during the research. They showed that nEmesis (based on social

media and online data) could uncover significantly more problematic restaurants than any other

inspection process, thus becoming the first model to directly validate disease predictions made

from social media data. All research on modelling public health from online data is correlated to

the number of cases of disease based on traditional data sources. Finally, one important aspect

that this work proves is that social-media inspections can discover health violations otherwise

not possible to be discovered through tradition inspections.

2.2.2 Deep Learning Methods for Text Classification

In the last subsection, we talk about health inspection based on some reviews made by

customers (e.g. in Yelp or nEmesis System). In this part, we will start to study other works

related to methods for text classification. To begin with, there is an article which explains how

Convolutional Neural Networks can be applied to text classification, written by Johnson and

Zhang [2017].

2.2.2.1 Convolutional Neural Networks for text categorization

The main purpose of this paper is to introduce a new concept for text classification, deep

pyramid Convolutional Neural Networks (DPCNN), in this case with 15 weight layers that bench-

mark six data sets. With this architecture, we can minimize the complexity of the networks.

Furthermore, it is possible to improve the accuracy of classification text and topic categorization,

without having complex neural networks and large amounts of training data. A Convolutional

Neural Network (CNN) is a feed-forward network (with convolution layers to convert amounts

of data (e.g. text or image) in a vector, interleaved with pooling layers.

One of the major differences between CNN and RNN is the way that they process words.
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Figure 2.8: Proposed model DPCNN, from the description provided by Johnson and Zhang
[2017].

Both take advantage of the order, however, an RNN only has recursive connections while a CNN

can be processed in parallel. The latter is able to decrease the complexity when training data

sets cause computational challenges. Johnson and Zhang [2017] studied this neural network

and found an architecture that can achieve the best accuracy, increasing the depth. They have

managed to do so by creating a pyramid architecture that goes through convolution blocks and

a down-sampling layer over and over.

The DPCNN structure proposed by the authors, Figure 2.8, is similar to a first layer of

the embedding of text with one or more words. This is followed by the convolution of blocks

with two convolution layers and a shortcut interleaved with pooling layers with a maximum

of stride two for down-sampling. This occurs with the number of feature maps fixed, which

make the computation time for each convolution layer is halved). Finally, the last pooling layer

converts internal data to one vector. When we say that we perform a max-pooling with size

three and stride two, this means that each pooling layer produces a representative vector of

a document by taking a maximum of three internal vectors. This two-stride down-sampling

makes the internal representation of each document half of its size since we only represent, for

example, three overlapping text regions if we have another possible triplet. In DPCNN, we have

shortcut connections with pre-activation, meaning that we skipped some convolution layers with

pre-activation. This approach refers to an activation being done before weighting instead of

after, as usual. The authors’ model has a simple way to deal the problem of dimensionality, by

solving this passing data exactly as it is and defining, beforehand, the number of feature maps

changed between the layers.
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After this explanation about the architecture of DPCNN, we focused on the first step of this

network, which is the conversion of a word into a vector (word embedding). Johnson and Zhang

[2017] compute a function Wx + b for each pretending word of a document. x represents a

k -word region, W represents the weights and finally b represents the bias. The last two variables

are trained with the parameters of other layers. For the k -word region for variable x, we have

three types of straightforward representation. The first one is a sequential input representation

by concatenation of k one-hot vectors; the second one is a bow input, so a bag-of-words vector;

the third and last one is a bag-of-n-gram input vector (e.g. Bi and tri-grams contained in the

region). This applies to region size k = 1 and they all become word embedding. For region

embedding layers with a size k >1, this means that it seeks complex words, as opposed to a

network with multiple layers (bad optimization).

To finish the specifications, Johnson and Zhang [2017] showed that accuracy was substan-

tially improved when using unsupervised embedding. They define a region of text as view-1, and

its adjacent regions as view-2. After this, they used a training set for a neural network of one

hidden layer, with the purpose of predicting view-2 knowing (training) view-1, that is the input

of the hidden layer. This scheme of unsupervised embedding function improves the accuracy of

DPCNN.

In the experimental part, they used some databases such as ”Yahoo! Answers”, Yelp and

Amazon reviews, with 10K documents from the training data to use as a validation set on each

data-set. The best results are from a DPCNN unsupervised tv-embedding (”tv” stands for two

views). For word2vec, the best resulting model is Hierarchical attention net that we will discuss

in the next article. In conclusion, this paper shows how to solve the problem of high performance

deep word-level CNNs with large training data sets. The Deep Pyramid Convolutional Neural

Network model has low computational complexity and can represent long-range associations in

a text with great accuracy.

2.2.2.2 Hierarchical Attention Networks

The method of this new article is the same one tested in the previous article. Yang

et al. [2016] separated their model into two parts: the first one has a hierarchical structure of

documents; and the second one has two levels of word and sentence-level. The latter classifies

important content when constructing the document representation.

They introduced a new neural architecture, the Hierarchical Attention Network (HAN) that

can be divided in two insights about document structure (see Figure 2.9). In the first insight,
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Figure 2.9: Hierarchical attention network, adapted from the description provided by Yang
et al. [2016].

they have a hierarchical structure starting with words from sentences and sentences from a

document. The document representation started building representations of sentences and then

aggregating those sentences in a document representation. After this process, they observed that

each word can have a different informative weight, therefore, they started creating the meaning

of importance of a word and sentence depending on the context that is inserted. For example,

if we have a sentence with the word perfect in a review (e.g. Yelp), this can contribute to a

positive comment. As such, this word has a stronger information for the text classification.

The gating mechanism used is the GRU-based sequence encoder to track the state of se-

quences without using separate memory cells. Basically, this mechanism controls how the infor-

mation is updated to a certain state, at a certain time, and computes the new state based on

the previous.

In the document-level classification, Yang et al. [2016] created a method that makes the

classification step easier. They encode words and sentences into a vector representation and use

the hierarchical structure to build the document vector progressively. We see in Figure 2.9 the

Word Encoder, that receives as input a word vector which goes through an embedding method

(bidirectional GRU). The next step is the Word Attention, that represents the weights of a

word. We already saw that not all words contribute equally to the representation of the sentence

meaning, therefore, they introduced a mechanism to extract the important words. After this

extraction, they computed the sentence vector by adding the representation of those informative

words. It follows the Sentence Encoder, which has those sentence vectors as input, and obtains
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a document vector in a similar process. Finally, we have the Sentence Attention to award

sentences that are clues used in classifying a document correctly. The final document vector is

finished and is used as featured for document classification (using the softmax function).

For the experiments, they utilized six document classification data-sets (Yelp, IMDB review,

Yahoo Answer and Amazon review), where 80% of the data was used for training, 10% for

validation and the remaining 10 % for the test. They only retained words which appear more

than 5 times in the vocabulary and associated a token to each one of them. To obtain the word

embedding, they trained an unsupervised word2vec (w2v) model.

By analyzing the results and comparing with other methods, we can conclude that their

proposed hierarchical attention model has the best performance across all data sets. For smaller

data sets, the model outperforms the other methods. The neural network-based methods have

little advantage over other traditional methods (e.g. n-grams, SVM + Bi-grams, BOW, TF-IDF)

for large-scale text classification.

2.2.2.3 Efficient Vector Representation

Chen [2017] presents a better process of document representation learning framework, called

Document Vector through Corruption (Doc2VecC). Doc2VecC is a simpler process that produces

word embedding with a great performance, capable of training billions of words per hour, and

generate representations of unseen documents.

The representation of a document is made during learning step and is formed by the average

of word embeddings of all the words in the document. This new proposal, has some qualities

such as:

• The model complexity depends only on the size of the vocabulary.

• Having the same structure of Word2VecC model.

• Creating a new data-dependent regularization favoring the rare words.

• Only including the averaging learned word embedding of all the words in the document.

• The final vector representation can match with sentiment analysis (determine the judgment

of a writer with respect to a given topic based on a given textual comment), see Figure 2.10.

determine the judgment of a writer with respect to a given topic based on a given textual

comment
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Figure 2.10: Doc2VecC framework, adapted from Chen [2017].

The idea of representing documents as an average of word embedding came from other works

that showed that adding or subtracting word embedding can classify syntactic and semantic

regularities of sentences. The architecture of Doc2VecC is composed of an input layer, where

we have neighbouring words to provide local context, and significant words (words with higher

weights) to represent the entire document. We also have a projection layer, where word vector

(composed of neighbouring words) and document vector concatenate and make the average of

the word embedding. Finally, we have the output layer to predict the aim word. To improve

their performance, the author Chen [2017] chose to change the original document by randomly

removing some significant words during the learning step, and to represent the document using

only the remain words (with their word embedding vector).

The probability of observing a word wt given its local context Ct, as well as the global

context x̃, using Doc2VeC is (T is the length of the document):

P(wt|ct, x̃) =
exp(v>wt(Uct + 1

T Ux̃))∑
w′∈V exp(v>

w′ (Uct + 1
T Ux̃))

(2.19)

where Uct is the local context and 1
T Ux̃ is the global context.

When looking for all the experimental tables (error rate, accuracy, learning/generation time)

while using the IMDB movie review data set, the Doc2VecC model is superior compared with

some other models like Bag-of-words or Word2VecC, as it has the lowest error rate and the best

accuracy (on a subset of the Semantic-Syntactic World Relationship test set). The only issue

regarding this method is that the learning time is slightly higher than expected.
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[Chen, 2017] also described an efficient way to train and test: a new model for document

representation learning. The best part of Doc2VecC is the data regularization, which favours

rare words and facilitates the document representation with the average of the learned word

embeddings. In the experimental part, we can notice that this method outperforms in all the

important parameters (e.g. efficiency).

2.2.2.4 Supervised Learning

In this new paper, we learn how to develop the best sentence encoder model for training a

large amount of data and subsequently transferred to other tasks. This model learns universal

representations of sentences, depending on the neural network architecture. Conneau et al.

[2017] wanted to prove that a sentence embedding generated from models trained on a natural

language inference (NLI) task, could reach the best results in terms of transfer accuracy. To

achieve this goal, they compared convolutional, recurrent and other simpler schemes with the

sentence encoding architecture on a representational transferability.

Their research work flows into two directions. Firstly, the Natural Language Inference (NLI)

task can be used to train universal sentence encoding models by using the Stanford Natural

Language Inference (SNLI) data-set. This data-set has approximately 570K English sentence

pairs, manually labelled with three categories: entailment, contradiction and neutral. The data-

set helped demonstrate that they can train any generic sentence encoder with natural language

inference and learn universal sentence representations. The SNLI can be trained in sentence

encoding-based models (separate the encoding of the individual sentences) and joint methods

(allow encoding on both sentences).

A typical architecture has a shared sentence encoder, one with the predicted input and the

other with the input hypothesis. Each one is converted to a vector then matching methods are

applied to extract the similarities between them. The resulting vector goes to a fully-connected

layer and ends in a softmax layer. Among so many architectures, I highlight the BiLSTM with

mean/max pooling, that computes a set of vectors. The concatenation is composed by a forward

LSTM and a backward LSTM vectors. In order to combine this vector, we have two approaches,

one by selecting the maximum value over each dimension of the hidden units or by considering

the average of the representations.

As to obtain a general sentence embedding information useful for a broad set of tasks, they

construct a sentence evaluation tool to automate evaluation on the purposed tasks:
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1. Binary and multi-class classification, which generate a sentence vector and train a logistic

regression on top.

2. Entailment and semantic relatedness, which use the same matching methods as in SNLI

to evaluate a data set for both entailment and semantic relatedness.

3. Semantic Textual Similarity (STS14), as this data set has a lot of subsets (e.g. articles and

image descriptions) labeled with a similarity score (between 0 and 5) and has the main

goal of evaluating how the cosine distance between different sentences correlates with the

human evaluation (labeled similarity score).

4. Paraphrase detection, which is composed of pairs of sentences extracted from sources on the

Web as well as human evaluation in terms of paraphrase/semantic equivalence relationship.

5. Caption-Image retrieval, which evaluates joint image and language feature models and has

he goal of ranking a large collection of images according to their relevance for a query

image.

In the results, we have two ways of looking into the accuracy. The first one is macro which

aggregates the score that corresponds to the classical average of development set accuracies and

the second is micro which is the score of a summing the development set accuracies, weighted

by the number of development set samples. Looking at the resulting table, the model Bidirec-

tional LSTM-Max is the best sentence encoder architecture for converging on SNLI, however, it

obtained worse results on the transfer tasks. Most likely, this is due to the classifierâs increased

capability to over-specialize on the training task.

In conclusion, this paper studied the effects of the training sentence embedding in different

types of supervised data and proved that a Bidirectional LSTM network with max pooling is

the best universal sentence encoding method.

2.2.2.5 Conversation Modeling Using a Graph-Structured LSTM

In this final related work, the authors [Zayats and Ostendorf, 2018] presents a new approach

for modeling threaded discussions on social media (comments in Reddit discussions) using a

graph-structured bidirectional LSTM (long-short term memory). The main idea is thinking in

a tree structure where each node is a comment, the root is the original post, and if exists replies

to a previous comment is added a child to the node of the correspondent comment.
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This structure is very efficient to see how a discussion unfolds into different subtopics and

helps to predict the popularity of comments (defined in terms of the volume of the response).

The challenge is trying to differentiate some comments with a high number of replies that can

have a highly negative score (e.g., likes and dislikes on Facebook). This paper presents a tree

structure to capture the context in which a comment is submitted, including both the history,

as well as the subsequent response to that comment. The approach proposed by [Zayats and

Ostendorf, 2018] presents a new approach using bidirectional graph-structured LSTM. With

two directions, it is possible to capture the prior history of contributions leading up to a node,

and at the same time characterizing the reply to that comment. The LSTM units include both

hierarchical and temporal components of the update, which is the biggest difference from this

paper to others. These components it is possible to know when the comment was published and

construct a hierarchical structure defining which comment is the root or the reply. The nodes

that represent each comment are single recurrent neural networks (RNN) unit that outputs

a vector (word embedding). In the forward direction, the state vector is a summary of the

discussion, while in the backward direction the state vector is a summary of the replies from

a particular comment. The RNN helps to incorporate the two components (hierarchical and

temporal) with both state vectors. The structure of the node follows the standards of LSTM

equations. Precisely, the architecture has two forger gates (one for the previous hierarchical

layer, and one for the previous timing layer), an input vector xt, a state vector ht, an input gate

i, a temporal forget gate f , a hierarchical forget gate g, a cell c, and an output o. When the

whole tree structure is known, a backward LSTM is defined by a similar set of update equations

except that only the first child will pass the hidden state to its parent. The top of the LSTM

unit, both state vectors are concatenated to a softmax layer to predict the final result.

The input is divided into two parts, one for the submission context (features of the comment)

and other in the comment context (text written). In the first case, we have features like the

timing of each comment made (root, parent, child, previous comments), the id of the author of

each comment, a graph-location (distance from the root) and finally a graph-response (all the

replies nodes, child nodes). The second case, is the text of the comment that is generated using

a simple average bag-of-words representation learned during the training. To avoid irrelevant

comments for predict the final result, the authors made a pruning process. Basically, they

trained a simple SVM classifier to identify the comment with classification zero based on some

features, and if a comment leads to a disconnected graph (a comment with low karma), the

correspondent node is pruned but not its children, then the comment is retained in the tree.

In testing, all pruned comments are given a predicted level of zero. For the training part, the
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function used in the compile is cross-entropy to quantify the karma levels. Word embeddings

are initialized using word2vec (skip-gram).

Going into the experimental part, this model was tested with the Reddit (popular discussion

forum platform) data set, more precisely 3 sub-reddits: askwomen, askmen, and politics. The

graph LSTM is compared to a node-independent baseline where there is no connection between

nodes. The language used is an interpolation between the graph-LSTM with no language fea-

tures (without text) and the node-independent model with language features (with text). In

the experiments for the sub-reddits, the author proves in this paper that the graph-structured

models outperform the corresponding node-independent models both with and without language

features.

After the results, some analyses are made to better understand the behavior of the graph-

structured model. The first analyzes show that the model provides benefits in terms of timings.

Compared with the node-independent, the performance is larger higher. The second analyzes

show how the model benefits from using the language features. For the bidirectional graph-

LSTM model, the language features is helping to identify over-predicted cases more than under-

predicted. Also outperforms the node-independent model, but has less benefit in over-predicted

cases. In summary, this paper studied a new approach for modeling threaded discussions on

social media using a graph-structured bidirectional LSTM (with hierarchical and temporal con-

versation structure). The experimental part with Reddit shows that the graph-structured LSTM

leads to improved results in predicting comment popularity compared to a node-independent

model. This model has the advantage that can be applied to other social media platforms that

maintain a threaded structure.

2.2.3 Overview

The previous studies that were surveyed in this section, summarize different methods for

text classification and different ways to apply them. Initial works are focused on approaches

with the Yelp data set (more specifically health inspection score), and the other part is focused

on similar ways of applying deep learning methods for text classification. My research work

builds on ideas from the work surveyed in this section, in particular there are two very important

approaches. First, I am exploring the hierarchical structure from Yang et al. [2016], introducing

recent machine learning techniques based on the supervised training of deep neural networks

that involve mechanisms such as recurrent nodes and neural attention. Then, I have a second

approach based on Johnson and Zhang [2017] that explore convolutional neural networks with

30



pyramid form.

The motivation for this work is also related with the fact that most of the previous studies in

the literature have focused on improve the sanitary reports and reduced the food-borne illness

in restaurants based on opinions from other social networks. This helps significantly in the

classification process and restricts the application of a model to other, more general, scenarios.

Given the opportunity of accessing available data to combine the information on these different

restaurants, I believe that this can further improve results.
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3The Deep Neural Model

for Classifying Restaurants

This work presents methods based on deep neural networks for assigning health inspection

scores based on reviews from a Yelp data set. This chapter details the considered architectures

used in predicting the health inspection scores. First, Section 3.1 outlines the internal structure

of the two proposed network architectures; respectively based on convolutional and recurrent

neural network. Then, Section 3.2 provides an overview of the contents of this chapter.

3.1 The Proposed Architectures for Inferring Inspection Scores

from Textual Reviews

In this section, I explain the development process that I was doing for this M.Sc. Project.

Additionally, it is provided with all the essential information to understand the proposed archi-

tectures analyzing each review of the Yelp data set by extracting every word and sentence from

them. The architecture models are based on works explained ahead in Chapter 2. In the next

subsections, I present the proposed convolutional and recurrent neural networks to achieve the

health inspection scores.

3.1.1 Convolutional Neural Network

The proposed Convolutional Neural Network (CNN) architecture is illustrated on Figure

3.1 and it follows the general approach proposed by Johnson and Zhang [2017]. The first

component of the model takes as input reviews from the Yelp data set, which are separated

in k -regions to produce a region embedding. This idea corresponds to a generalization of the

word embedding method whose main goal is to represent regions of one or more words. This

region embedding layer computes a representation for each word (or region of words) of a review,

generating a vector that will be the next input vector (for the next layer). This output vector

is the junction of two vectors of word embeddings; k -region vector with an average random

word vector. This approach is used to balance the vector in order to have words from different

reviews. Here, the objective is to represent regions of one or more words, as explained in more



Figure 3.1: Proposed Convolutional Neural Networks.

detail in Section 2.2.2.

These vectors go through a convolutional layer (working as a filter), which creates a second

vector to represent each set of words that are together. This filter helps on the differentiation

of each vector, it is like giving weights to the words and labeling them. To apply the filter, each

vector is multiplied by a trained weighted matrix to achieve a final representation vector of one

review. In the following step, the output vectors pass through a max-pooling layer, which selects

the maximum value of each row in the matrix of vectors. This step improves the efficiency of the

network by selecting the most relevant part of each vector, resulting in a smaller representation

of each review. Since the feature maps (the result of applying a convolution layer) were kept

constant, every down-sampling operation with a stride of two reduces the data size by half.

Regarding the concatenation of all the maximum output vectors (internal vectors), these pass

through a fully connection layer in order to aggregate each review (text region) in one vector.

3.1.2 Recurrent Neural Network

The Recurrent Neural Network (RNN) model has an input that can be seen as having a hier-

archical structure. The proposed neural network explores a combination of different mechanisms

to generate intermediate representations for the textual contents, such as word embeddings, a

hierarchical process of recurrent units, and neural attention. This structure is divided into three

levels: one that takes into account the words of a sentence, another considering the sentences

from a review, and finally all the reviews for a restaurant.
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Figure 3.2: Proposed Recurrent Neural Network, Word Encoder.

This model follows a similar approach from Yang et al. [2016]. However, my proposal adds

a third layer to generate a representation from the Yelp reviews. Yang et al. [2016] considered

a neural architecture with two levels (word and sentence), while my proposal adds a third level

with all the sequences of reviews that represent a restaurant. To illustrate the network, I decided

to split the components into three images, with each one representing a certain level. Starting

with Figure 3.2, which receives word sequences and produces a word embedding vector for each

word. This vector passes through Bidirectional-GRU’s, to achieve the desired output vector.

The vector that represents a sentence, is the input of Figure 3.3 where the process is similar to

the last one, but this time represents review vector. That vector is the input of Figure 3.4, and

goes through the process that I will explain in the text below.

In the global cases, the network received the sentences and create an word embedding vector

that goes through a recurrent neural network node known as a Gated Recurrent Unit (GRU)

explained in Section 2.1.2. In this case, I have two layers of bidirectional GRUs. Here, the

second layer receives as input the result from the first layer.

Starting with the representation of words, I used some pre-trained approaches as word2vec or

Doc2VecC, following the approaches from Chen [2017] and Mikolov et al. [2013]. In Section 2.1.2

I already saw all the functions needed to each necessary Gated Recurrent Unit (GRU).

In my proposal based on that from Yang et al. [2016], I have three levels: one for the

word-level, a second for the sentence-level, and another for review-level, as seen in Figure 3.4.

The attention mechanism provides a way of giving relative importance to each word and field,

granting the model the ability to focus on those that matter the most to the classification of

each instance.

In the word-level part, represented in Figure 3.2, the bidirectional GRUs contain a forward

hidden state and a backward hidden state GRU, which reads the sentence si from wi1 to wiT and

reciprocally. The annotation of a word is obtained concatenating the two states hit = [
−→
h it,
←−
h it].
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Figure 3.3: Proposed Recurrent Neural Network, Sentence Encoder.

The attention mechanism extracts the most important words for the meaning of the sentence

and aggregates the representation vector to form a sentence vector. To compute this output

(sentence vector), I need to feed the concatenation of the two states hit into a feed-forward

node to get uit. Consequently, it is necessary to measure the importance of the word to get

a normalized importance weight vector αit. Finally, I compute the sentence vector si, which

corresponds to a weighted sum of the bidirectional GRU outputs.

uit = tanh(Wwhit + bw) (3.1)

αit =
exp(uTi tuw)∑
t exp(uTi tuw)

(3.2)

si =
∑
t

αithit (3.3)

In the sentence-level, represented in Figure 3.3, I already have the sentence vectors. As

such, it is only necessary to concatenate in the same way as with the words and then get the

annotation of a review. The attention mechanism extracts the most important sentences for

the meaning of the review, taking the sentence vector as an input and using a context vector to

measure the importance of the sentences. Lastly, I compute a review vector that represents the

most important information sentences in a review, leveraging another bidirectional GRU output

together with an attention mechanism.

This output vector is the input vector for the bidirectional GRUs of reviews hierarchical

level, represented in Figure 3.4, which will execute equally to the other levels and give the result

of my recurrent neural network.

The final result of the neural network is predicted in the review attention layer where each
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Figure 3.4: Proposed Recurrent Neural Network, Sequences of Reviews Encoder.
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Figure 3.5: System Overview.

sentence and word have an attention weight (predicted on the other two levels), and associate

them to one review and achieved the desired health inspection score.

3.2 Overview

This chapter presented the considered approaches for classifying restaurants based on Yelp

reviews. Concretely, it began by presenting the general description of the architecture of the

proposed neural network model.

Section 3.1 discussed the convolutional neural network (all the layers and methods needed),

as well as the hierarchical structure of the recurrent neural network with an attention mecha-

nism. The usage of bi-directional GRUs ensured that the context of each word in a field was

also captured as the context of a field in the input record itself. Both networks can achieve good

performances, but they act differently. Recurrent neural networks only have recursive connec-

tions, this means that the information is treated a lot of times in the same way (series of data,

one thing happens after another). While a convolutional neural network can be processed in

parallel, and covers more information about the same set of reviews. Of curse the processing

time is different, the RNN is slower because the next input is the output of the previous step, so

it needs time to process all the sub-networks inside one. The average word embedding segment

of the model was also detailed attempting to improve the model performance. Concluding, the

RNN is better when we have a lot of text information, but CNN has a better performance

detecting some irregularity.
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4Experimental Evaluation

This chapter presents the experimental evaluation of the proposed methods, which involved

tests with a Yelp data set. Section 4.1 presents a statistical characterization of the data sets

that supported the experiments, together with the general experimental methodology. Then, the

obtained results for the case study are presented and discussed (Section 4.2), followed by a deeper

analysis of the results that is supported on graphs. Finally, the obtained results compared with

previous works that were tested with other Yelp data sets. The chapter ends with an overview

of the results that were obtained.

4.1 Data set and Experimental Methodology

The first stage of this work consisted in the ”preparation” of the data set. Yelp provided

a set of files (each file corresponding to a different city) containing .csv files. These .csv files

separated the information into two parts, one file with the corresponding health inspection

scores, and another file with all the information relative to the coordinates of the establishments

(address, latitude, longitude and phone number). I was able to combine them by their ”business

id”. At this stage, the reviews corresponding to the scores were missing, bringing us to the

next action. In order to obtain all the reviews, Yelp provided an API 1 with a business search

tool. A Python script was developed to access this tool, which received, as inputs, the latitude,

longitude, and name of the establishment. This way, it was possible to have all the necessary

text data to execute the work. The output was written in another .csv file.

4.1.1 Data set Statistics

The Yelp data set is divided into three parts. One file with the basic information about the

establishments (e.g. name, city, zip code, latitude, longitude and phone number), another with

all the reviews associated to the venues between the years 2012 to 2018, and finally, the third

part with the health inspection scores. The original data set considered different states and

1https://www.yelp.com/developers



Figure 4.1: Histogram with the distribution of the health inspection scores.

Figure 4.2: Histogram with the standard deviation of health inspection scores for the training
part.

cities in the USA. I choose to use data from California, Texas, North Carolina, and Colorado

because are the states that have the best fit in the search tool of Yelp. A statistical profile of

the data set is given in Table 4.1.

For each state, I made histograms representing the distribution of the health inspection

score. Theses histograms, show the medium health inspection score, as well as the standard

deviation of each step of process, this means that for each data set I split into three parts,

one graph with all the health inspection scores (Figure 4.1), other just with the scores for the

training part (Figure 4.2), and finishing with the scores for the validation part (Figure 4.3).

The available data was split into two subsets, with 80% (2345/3181 establishments) for

model training and 20% (636/3181 establishments) for validation. The word vocabulary that

is considered by the model was generated using the instances of the training subset. The word
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Figure 4.3: Histogram with the standard deviation of health inspection scores for the validation
part.

embedding layer in the first level of the model considered a dimensionality of 175, and the output

of the GRUs had a dimensionality of 175 as well. Model training was made in batches of 32

instances, using the Adam optimization algorithm with default parameters [Kingma and Ba,

2014]. In assessing the quality of the model predictions, the regression metrics that we will talk

about in Section 4.1.2 help to provide useful information.

4.1.2 The Considered Evaluation Metrics

To evaluate the results I use two regression metrics that have the capability to quantify the

obtainable number of errors when comparing the achieved prediction to the desired prediction.

First, the Root Mean Squared Error (RMSE) measures the average magnitude of error and gives

a quadratic scoring rule. RMSE will give a higher weight to large errors, later reflecting in a

greater penalization in the final outcome. The RMSE punishes variance, as it gives errors, with

larger absolute values, more weight than errors with smaller absolute values. This regression

metric is given by:

RMSE =

√√√√ 1

n

n∑
t=1

(yi − ŷi)2 (4.1)

In the previous equation, yi is the actual or desired value of the output, and ŷi the predicted

value. The final result produced by this method represents a quadratic value of the average of

absolute errors. It should be noted that the regression model will be used in the entire set of

experiments and reported in this dissertation.
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The Mean Absolute Error (MAE) also measures the average magnitude of the error in a set

of predictions, without considering their direction. It is the average over the test sample of the

absolute differences between prediction and actual observation where all individual differences

have equal weight. This classical regression metric is given by:

MAE =
1

n

n∑
t=1

|yi − ŷi| (4.2)

In the previous equation, yi is the actual or desired value of the output, and ŷi the predicted

value. The final result produced by this method represents the average of absolute errors.

Using multiple error metrics can have advantages, given that individual measures condense

a large number of data into a single value, thus only providing one projection of the model errors

that emphasizes a certain aspect of model performance. While the MAE gives the same weight

to all errors, the RMSE penalizes variance, as it gives errors with larger absolute values more

weight than errors with smaller absolute values. When both metrics are calculated, the RMSE

is by definition never smaller than the MAE.

They two previous metrics also have some similarities: both MAE and RMSE express

average model prediction error in units of the variable of interest and they are negatively-

oriented scores, which means lower values are better. Also, have some differences: taking the

square root of the average squared errors has some interesting implications for RMSE. Since

the errors are squared before they are averaged, the RMSE gives a relatively high weight to

large errors. This means the RMSE should be more useful when large errors are particularly

undesirable. Concluding, RMSE has the benefit of penalizing large errors more so can be more

appropriate in some cases.

4.2 Obtained Results

This section presents the obtained results of the case study, and compare them to other

similar approaches. I start this section by explaining the baseline strategies considered in the

experiments and justifying why are the most valuable for this work. Finally, I interpret the

obtained results by visualizing the attention weights of the recurrent neural network, and at the

same time comparing with previous works.
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4.2.1 Experimental Results with Baselines Strategies

This set of experiments compared the experimental results obtained by two neural network

architectures. To help in the analysis of the Root Mean Square Error (RMSE) and Mean

Absolute Error (MAE), I added two metrics, namely one that represents the average health

inspection score of each state/city of the data set, and then tested with different sizes of the

data set, especially with the LA part since being the most complete.

As I explained before, the data are separated in states. I made the average health inspection

score of each state (or city, as hown in Table 4.1), and gave as actual value the resulting average

score, to calculate the RMSE and MAE. Additionally, I made exactly the same, but for all the

states together (total data set). The baseline strategies and evaluation models are the following:

1. An Recurrent Neural Network with a hierarchical model with three levels of GRUs and

with the attention mechanisms at each level, combined with word embeddings mechanism,

based on the proposal from Yang et al. [2016];

2. An Convolutional Neural Network with a pyramid structure model, combined with region

embeddings mechanism, based on the proposal from Johnson and Zhang [2017];

3. A baseline strategy that only uses the average health inspection score of each state/city

of the data set;

4. A small data set to see the behavior of the networks. I will choose the Los Angeles data

set that is the most complete state.

The three tables below present the results obtained by each model and baseline, showing

the measure reported metrics that are involved in the proposed neural network models, based

on the Yelp data set.

The baseline strategies show the problem that I talked about in the above paragraph. When

I gave to all the establishments the corresponding average of health inspection scores divided

into states or from the scores of the training part, the errors decreased compared with the scores

of the balanced data set.

Table 4.2, shows that the Recurrent Neural Network achieved better results than the Con-

volutional Neural Networks. To compare the two networks I tested with three different data

sets, as I said before on the topics above. Firstly, each network receives the data set completed

with all the states combined. Secondly, I try with a small data set, Los Angeles data set that is
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RMSE MAE

Recurrent Neural Network (total data set) 3,59 1,93

Convolutional Neural Network (total data set) 4,72 3,31

Table 4.2: Performance of evaluation metrics for variants of the neural models.

RMSE MAE

Recurrent Neural Network (Los Angeles) 4,20 2,65

Convolutional Neural Network (Los Angeles) 5,21 3,57

Table 4.3: Performance of one baseline strategy for different variants of the neural models.

the most complete state, and the results worsened since the size of the data set are smaller, so

the networks do not have so many parameters to compare. Lastly, I split the data set in states,

and the score of each restaurant is the average score of the state, which combines in a smaller

variation, and consequently, the results are better.

Another baseline strategy that helps to compare the obtained results is with the average

health inspection score. In the training part of the model, every restaurant has a health inspec-

tion score equivalent to the average score of the city. I predict the RMSE and the MAE for a

set of restaurants in the validation part with their health inspection scores.

To conclude this subsection, the data set was not balanced, this means for example the

training part with just good reviews and the validation part with bad reviews, increasing the

complexity of the task. The networks do not learn how to classify a bad review so I can give

the worst review in the data set, and the score was always good. Firstly, I balanced the parts

to have an average score similar in both parts and the results improved. I divided the data into

equal parts (by states) until I have identified the best combination of parameters, and the model

worked better. The input was separated by states, and both parts had good and bad reviews.

Generally, the model corresponded to the variations expected.

RMSE MAE

Recurrent Neural Network (average data set score in training part ) 3,86 2,43

Convolutional Neural Network (average data set score in training part ) 4,79 2.91

Table 4.4: Performance of a baseline strategy with the average health score for different variants
of the neural models.
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Evaluation Metrics

Paper Model Data set Accuracy MSE MAE

Where Not to Eat? Im-
proving Public Policy
by Predicting Hygiene
Inspections Using On-
line Reviews

uni-gram +
bi-gram

Yelp
reviews

82.68% 0.442 -

Predicting Restaurant
Health Inspection
Penalty Score from
Yelp Reviews

Baseline
AverageRating

Average previous
scores Text

Mining:Unigrams

Yelp
reviews

- -
4.897
3.987
3.636
2.788

Table 4.5: Performance metrics for different variants of the neural models.

4.2.2 Interpreting Results by Visualizing the Attention Weights

In this subsection, I am going to interpret the results obtained by comparing with other

similar works, that I described in the related work (Section 2). The other papers tested different

models in their networks, and have some different evaluation metrics, in addition to RMSE and

MAE the authors evaluate their neural networks in accuracy, precision, recall and F1 score.

Table 4.5 presents the best result of each paper with the corresponding model and data set.

The last work in the table 4.5, has the same approach. Starting with the work from [Uppoor

and Balakrishna, 2016] that also studied the social media information to help to predict the

health inspection scores of restaurants based on Yelp reviews. The data set has historical

violations for Boston restaurants only and has the same structure. They define a penalty score

following the minor, major and severe violations of each establishment. Also, use the uni-grams

and bi-grams method to extract meaningful features from review text and the predictive task

used is the MAE with some features like average user rating, alcohol availability, fast food or not

and some baseline predicting the global average penalty for all data set. The authors Uppoor

and Balakrishna [2016] got an 43.07% improvement over baseline strategy.

To end this chapter, I am going to analyze the weights for the attention layer in the Recurrent

Neural Network. The results from Table 4.2, have already shown that the neural attention

mechanisms can led to an increased performance. More interesting, neural attention can also

offer model interpretability, by showing the weights associated to each part of the input (review,

sentence or word). The attention mechanisms allow analysts to understand which words and

fields are more meaningful in each prediction.

As both Figures show, each word on a review has your own weight. For example, the first
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Figure 4.4: Attention weights given to different reviews of the same restaurant.

Figure 4.5: Attention weights given to different reviews of the same restaurant.

sentence of Figure 4.5 the words service and non-existent have a higher weight. This makes

sense because the word service means a lot when you go to some restaurant, and the word that

describes how the service was is non-existent, which result on a bad review of the restaurant.

In order to validate that our model is able to select informative sentences and words in a

document, we visualize five reviews and their respective weights in the hierarchical attention

layers. To show an example, the Figures 4.4 and 4.5 illustrate the attention weights calculated

as shown in Section 3.1.2, for the contents of two examples of reviews from the testing part.

4.3 Overview

This chapter presented the experimental evaluation of the proposed approach. Section 4.1

described the data sets used to for supporting the experiments, detailing the steps to integrate

the classifier to process the data set, and presenting the implementation requirements for the

dissertation as well as the ”treatment” to the input of the network (reviews from Yelp data set).

Lastly, presented the evaluation metrics used to improve the results predicted by the networks

and to evaluate the proposed model.
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Section 4.2 reports on the results from experiments with the Yelp data set. These exper-

iments tried to test the generalization capabilities of the neural networks. Finally, presents

works that studied similar subjects, and compared their final results with the obtained results.

Also, presents examples of how the attention mechanism can help to interpret and visualize the

classification results.
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5Conclusions and Future

Work

Nowadays, we have applications where people give their opinion about the restaurant, to

help the next customers deciding based on their classification and comments. At the same time,

the evaluation helps to classify the restaurant in terms of sanitary problems (health inspection

scores). This dissertation presented two types of deep learning techniques for coding the text

reviews from Yelp data set with the purpose of giving a health inspection score based on that

text. This technique can help and improve the quality of the restaurants. I reported the

implementation to reach the final desired output. This chapter reviews the main contributions,

and highlights possible directions for future work.

5.1 Overview on the Contributions

One of the most difficult parts of this work is finding a good data set, with all the information

available. If the models received a bigger input, with more negative reviews per example, 80%

of the reviews in this data set have a health inspections score between 80-100, which made it

difficult for me to achieve better results.

Results show that deep learning techniques can be used to classify the restaurants in terms

of sanitary problems, and the text classification tasks are very reliable. Of course, it is difficult

to combat the fake reviews, but this work does not talk about that subject, just believe in the

comments of the clients, and prove that text classification techniques can help the evaluators

reach the health inspection score.

The most important contributions of my M.Sc. thesis are the experiments with social media

data, and the deep learning techniques used to process that data. The reviews from Yelp are very

useful for this type of studies concerning with the public health of the restaurants in the United

States of America. The Yelp application users are centered in America and not scattered around

the world, of course, the application it is used in all countries, but we studied the bigger spot.

An extra advantage of the data set is the fact that all the reviews are in English and do not need

translation. The attention mechanism implemented in the neural network allows the proposed



model to attribute different attention weights at three different levels (i.e., at the review level,

sentence level, and finally the word level). The biggest benefit of theses attention weights is the

capability of the model to give more or less attention to individual words or a set of words, and

at the same time offering opportunity to interpret the classification results by the visualization

of the different weights assigned to the input. The results also provide an interesting insight

into how the neural networks can be improved, when both parts are balanced the results are

better. It is the aspect that contributes to the divergence between the performance of the model

sometimes, and with different data set.

The model seems to be a valid approach to use with all types of text classification problems,

not only with online reviews. The capability to adapt the model to other daily situations, it is

simple and very useful in other topics.

5.2 Future Work

For future work, it would be interesting to continue improving the classification model. For

instance, in the experiments that were reported in this dissertation, I have already compared

different types of models, although other approaches could also be interesting to test. A different

way of embedding or a convolutional neural network with a different approach to the pooling

layers and different nodes on the recurrent neural network.

Another possible direction for future research is the enrichment of the proposed approach,

with a more complete data set or with different types of input. For instance, a different approach

to handle out-of vocabulary words by considering alternative mechanisms for exploring context

in the generation of the word embeddings, and not just n-grams method. Focus on different

languages and different formulations of the task. A possible experiment would involve testing

an adapted version of our neural architectures over data sets with different languages.

The neural networks can be improved as well. In this project, I used Bi-directional GRU,

but other possible approach is to change the gated unit of the recurrent nodes to improve the

model effectiveness. Another alternative approach proposed by [Klaus Greff, 2017] include

Long Short-Term Memory (LSTM) networks with coupled gates, and many other LSTM or

GRU variants can be applied. Besides different types of recurrent nodes, many other options

can also be considered for improving the neural architecture.
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