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Abstract—Indoor localization systems are very desirable fea-
tures for multiple purposes and with many applications. Still they
have been very challenging in being accurate and efficient. Many
algorithms have been developed to increase the localizations
accuracy. Also, hardware and software solutions have increased
in the past years to enhance the indoors localization performance
and reliability. Still, none of the solutions have had the desired
outcome in performing indoors positioning.

This work studied several of the existing solutions to indoors
localization and tested them in a small environments to assess
their problems and benefit points. This had the objective of
creating a new easy to deploy system that provides state of the
art indoor positioning trough low energy sensor communication.
The developed system uses low energy sensors created by Thales
Group for a previous system set up for real-life testing. The
system uses a wireless sensor network communicating in the
Bluetooth band. Communication is done via a periodic wakeup
scheme, a modification of the original implementation by Thales
that is better suited for localization and allows us to take a
cooperative approach. The proposed solution of the localization
problem is a convex optimization problem approach, based on
a formulation derived by Slavisa Tomic in [1], to perform local-
ization from RSS measurements taking a cooperative approach.
In addition, grid search and gradient descent techniques were
used to fine tune the formulation parameters. Results showed
a higher accuracy in real-time localization than the original
implementation.

Index Terms—Cooperative Localization; Indoors Localization;
Wireless Sensor Networks; Convex Optimization; OpenBeacon;
Thales.

I. INTRODUCTION

The technological evolution unveiled a new everyday reality.
Systems that once were deployed in high-end monolithic
servers are now running as applications in the tiniest devices.
As a result, a growing share of users now uses hand-held
devices as their primary means of access to services, reshaping
the future of infotainment systems by becoming instantaneous
and always online gateways to an information-centric world.
This paradigm shift overwhelmed the available architectures
and communication protocols, which were incapable of han-
dling the ubiquity of information consumers and providers,
leading both industry and research to address new require-
ments and subsequently major breakthroughs.

Even the information Industry adapted from the typical
daily demand to an online always available provider. Such
adjustment allowed the emergence of new services, in particu-
lar, location-aware applications which have been found useful
in a wide variety of scenarios, e.g., navigation, dating and
workflow optimization in warehouses. To keep track of their
location, most of these applications rely on the GPS or other

equivalent technologies (i.e., GLONASS, GALILEO, etc.).
However, localization isn’t always easily achieved and its ac-
curacy is limited. While GPS provides reliable localization for
most outdoors applications, it requires direct line of sight with
satellites in the constellation, therefore it struggles to cope with
dense urban areas, providing notoriously inaccurate position
estimates, and is often incapable of providing any information
in indoor scenarios. Furthermore, different environments have
different needs for location accuracy, while outdoors a 3m
error in position can be perfectly acceptable for navigation,
indoors such inaccuracy may very well misidentify the room,
even the floor you are in. Similarly, different applications have
different needs for accuracy, for example, identifying the near-
est gas station will allow for much more location ambiguity
than automatic navigation of an UAV without risking collision.
Services that depend on location are inherently bounded by
the limits of localization itself, and improvements in this area
would certainly allow for several new applications to emerge.

In addition to providing ubiquitous access to infotainment
services through affordable hand-held devices, the advances in
technology also allowed for different approaches to connec-
tivity and local computation ability. By scaling down to the
bare minimum requirement of functionalities, small devices
can be deployed in mass in an affordable manner, creating
networks that can have thousands of nodes cooperating for a
single purpose. Such networks are commonly referred to as
WSNs. While being very versatile and powerful, WSNs are
still a relatively new technology in which a lot of research is
still being performed on the subject, and it still has a lot of
room for improvement.

II. STATE OF THE ART

In this work we needed to implement communications
suited for both WSNs and indoors localization. In addition,
indoors localization is a challenging task. Thus, a comprehen-
sive study was made on the available technologies for WSN
communications and indoors localization.

A. WSN Communication

MAC is at the foundation of almost every communication
system. It defines the set of rules communicating nodes
are obliged to follow in order to access a shared medium.
This is extremely challenging in the wireless context since
any ongoing transmission interferes with other transmissions
within the communication range. Designing MAC protocols
for WSN is an active research area and is still getting important
contributions from numerous researchers [2], [3], [4]). Their



proposals can be broadly classified into two major categories:
contention based and schedule based protocols.

1) Contention Based Protocols: A contention based ap-
proach is fairly simple compared to other protocols, mainly
because it can be fulfilled without a global synchronization
mechanism. Here, two of the most famous models are de-
picted, CSMA/CA and periodic wakeup schemes.

CSMA/CA is a family of protocols that attempts to improve
channel access efficiency [5]. Following CSMA/CA, nodes are
respectful towards the ongoing communications by evaluating
the channel status before sending data (carrier sensing). If the
medium is found busy, the node postpones the transmission.
In this scenario, there are two common approaches; either
the node keeps on sensing the medium until the next open
transmission window (persistent CSMA), or it enters into
idle mode for a randomly defined time period (nonpersistent
CSMA) and repeats the whole procedure. Technologies that
use CSMA/CA include the IEEE 802.11 standard (WiFi). A
CSMA solution to media access relies on nodes to be actively
listening for incoming transmissions, which is not adequate
in a WSN scenario since Radio Frequency chips are one of
the major sources of energy consumption[6]. Therefore, pure
CSMA is avoided in WSN.

A simpler approach to media access control can be achieved
when implementing a periodic wakeup scheme. The goal is
to avoid idle listening, ideally, a node would only turn on
its radio when it is about to transmit or receive a packet.
Typically in real deployments, nodes keep their radios turned
off most of the time, and periodically turn them on to either
send or receive transmissions. Employing such a scheme will
ensure low power consumption on all nodes, at the cost
of high latency, especially on a multi-hop transmission. An
overview of different implementations of periodic wake-up
communication for WSN is detailed in this subsection.

STEM [7] deals with the idle listening problem using two
different channels - the wakeup channel and the data channel.
Nodes periodically listen for incoming transmissions using the
wakeup channel. When a node wishes to transmit a message to
another, it broadcasts messages on the wakeup channel, either
long enough to ensure it intersects with the receiver’s listen
period, or until an acknowledgement is reported back. The
data transmission then starts on the data channel.

Some protocols like B-MAC [8] and WiseMAC [9] use a
technique called preamble sampling or low power listening
to start transmissions. This process consists of sending a
preamble that is at least as long as the receiver’s wake-
up period. A receiver acknowledges this preamble and starts
listening for incoming data transmission. X-MAC [10] is a
protocol that aims to improve the LPL technique, by replacing
the long preamble with successive short preambles.

Protocols like S-MAC [11] and T-MAC [12] perform on
the fly synchronization between neighboring nodes to perform
transmissions. Fundamentally, each node negotiates with its
neighbors scheduled times for transmission of packets.

A popular protocol in WSN is proposed in [13], RI-MAC.
The core idea of this protocol is to have data transmission

be initiated by the receiver. Instead of having the transmitter
broadcast repeatedly a request for transmission, it stays silently
listening for a receiver to announce that the communication
can start. Each node periodically announces that it can receive
data and waits for incoming transmission.

2) Schedule Based Protocols: One of the fundamental
advantages of schedule-based protocols is that the transmis-
sions of communicating nodes can be scheduled such that no
collisions occur. However, it requires a referencing system that
ensures time synchronization in order to setup and maintain
communication schedules. Also, in networks with a significant
density of actors, the scheduling procedure requires memory
to store the status which is a scarce resource in several sensor
node designs.

LEACH algorithm [14] was firstly proposed by Wendi B.
Heinzelman, separates the nodes into non-overlapping clusters,
designates one node in each cluster as its cluster head. Nodes
in a cluster are assigned time slots by the cluster head. Nodes
convey all information to their cluster head, which relays it to
the sink node. Because of this, cluster heads are required to
be in a 1 hop distance from the sink node, compromising the
scalability of this protocol.

BMA [15] also employs a cluster strategy, but optimizes
the energy consumption for low-medium traffic and large data
packets.

E-BMA [16] is an improvement to BMA. In E-BMA each
non source node keeps its radio off during the contention
period, highly reducing energy utilization as compared to
BMA in which non source remains idle in contention period.
Moreover, a 1-bit field is allocated in each data packet header
to indicate whether the source node has a successive data
packet to send, allowing nodes to skip the listening phase.

SOTP [17] proposes a simple slot assignment scheme
where nodes can request slots as needed, and occupied
but unused slots are freed on the fly. While it relies on a
single source coordinator, with transmitting range capable of
reaching every node in the system, the rest of the nodes are
assumed to have limited range, and a multi-hopping solution
is derived to ensure connectivity between nodes.

B. Indoors Localization

Localization schemes can be split into two categories: single
source or collaborative. A single source approach makes use of
previously known positions of a set of nodes, usually referred
to as anchors, to determine the location of the remaining
ones. Therefore, the unknown positions are calculated using
the anchors as references, as a consequence the parameters
used are called position-related. The most common approaches
include: estimating their relative distance, either through the
RSS or ToA, direction, using the AoA to estimate the angle
between nodes, or even using TDoA where the same signal is
received at different times by different nodes, and the position
is inferred from those differences.

In a collaborative approach, nodes are unaware of their
own positions and share information with their neighbours



to cooperatively achieve a more accurate localization. These
type of systems are commonly used as enhancements to other
positioning systems precision, since they require some sort of
external input to distinguish the real location of the nodes from
rigid transformations of those locations, namely translation,
rotation and reflection.

With the variety of measurements that can be performed
with localization in mind, several approaches to finding a
target’s position have been proposed.

1) Geometric: When angles or distances can be derived
from the measurements, methods of localization that take
advantage of the geometry of the system, e.g. multilateration
and triangulation, can be applied. These methods are appealing
due to their simplicity, but suffer from a low tolerance to noisy
measurements, sometimes yielding more than one solution to
the problem, and other times being unable to provide any
estimate whatsoever.

2) Range-free: A different way to tackle this problem relies
on harvesting training data, i.e. surveying a site where location
needs to be performed and gathering measurements for as
many different locations as possible. Localization can then
be inferred for a given target by comparing its data with
the measurements collected from the survey. This process is
called fingerprinting, it has two main advantages that make it
desirable. The first is that this technique is generic and abstract
enough to not be limited to localization, it can and has been
used in many other fields, ranging from medicine [18] to audio
recognition [19]. Because it has widespread use, it follows that
it is a well studied and optimized process. The work on [20]
has an overview of different fingerprinting techniques used for
localization. The second asset of fingerprinting is that it can be
performed with virtually any sort of input data. In fact, local-
ization using sound, video, accelerometers, and WiFi sensing
data has been proposed in [21], which aims to identify when
a user enters a store, supporting location-based advertising.
While fingerprinting can produce very accurate results [22],
[23], it comes with the cost of requiring proportionally detailed
surveying [24]. Furthermore, changes in the site can invalidate
the training data and require new data to be collected for the
system to preserve its accuracy. Deploying and maintaining
such a system often either isn’t practical or affordable.

Another range-free approach that is suited to WSNs is to
have an array of binary proximity sensors deployed in a grid-
like fashion. A target would then have its location determined
by identifying which sensors were able to detect it. The main
issue with this solution is the cost of deployment and that
its accuracy is proportional to the number of nodes deployed,
making it impractical in many scenarios. Considerations on
scheduling and power-saving in such a network is discussed
in [25].

3) Optimization-based: A usual approach to the localiza-
tion problem is by describing it according to a statistical
model and obtain a MLE. A MLE is usually solved by
reformulating it into an optimization problem, i.e., finding
the global minimum for an objective function that is derived
from the likelihood function of the problem. These models

have been studied intensively in literature, in particular, lower
bounds on the variance of unbiased estimators are known and
given by the Cramer-Rao lower bounds (CRB) [26], [27],
[28]. The work on [28] has an overview of the CRB for
localization estimators using different types of measurements
described in the previous section. An important subclass of
optimization problems are the convex optimization problems,
because they can be shown to have very efficient numerical
solving. Known examples of convex optimization problems
include least squares and linear programming formulations
[29]. While the optimization problem associated with solving
the ML estimator rarely turns out to be convex, there are
techniques to relax them, i.e., reformulate the problems into
equivalent convex problems. This technique is used in [30],
[31] to achieve accurate results for localization in WSNs.
Further work has been done since, in [32] an implementation
of convex relaxation methods is used to perform localization of
a WSN in an indoor environment. It relies on distributed con-
sensus algorithms, uses cooperative localization and achieves
enough accuracy to detect the correct room for each sensor.

A relevant field in convex optimization is semidefinite
programming (SDP), which is known to be very efficient algo-
rithmically [33]. The work on [34] derives an SDP relaxation
for the localization problem (using distance measurements),
and after finding the SDP solution, it further refines the results
using a local gradient descent method.

Grid search methods solve the localization problem by
forming a grid and parsing each point of the grid through the
ML objective function to find the one resulting in its minimum
value. These methods are time-consuming, their accuracy and
computational complexity are directly proportional to the grid
size and they require a huge amount of memory when the
number of the unknown parameters is too large. Linear esti-
mators are very efficient in the sense of time-consumption and
computational complexity, but they are derived based on many
approximations which may severely affect their performance,
especially in the case when the noise is large.

III. SYSTEM ARCHITECTURE

This section will describe the implemented system. It is di-
vided into three main subsections: sensor architecture, network
architecture and algorithmic architecture.

A. Sensor Architecture

The sensors used on this project were the Smart Proximity
Beacons, developed by OpenBeacon.org, based on Nordics
nRF51822 SoC. Two variations of the design were used, the
original design from OpenBeacon and a version modified by
Thales. Thales design is substantially larger and adds a few
more components required for their work, such as different
colored LEDs, but otherwise, the sensors are functionally
identical. A resumed list of their capabilities:
• Nordic’s nRF51822 SoC, which features:

-Low power ARM Cortex -M0 32bit CPU;
-32 kB volatile RAM;



Technique Accuracy Simplicity Tolerance to Noise Maintenance
Geometric Low High Low Low
Range-Free High Reduced Large High

Optimization-Based High Medium Medium Low

TABLE I
COMPARISON OF LOCALIZATION TECHNIQUES

Fig. 1. OpenBeacon sensor.

Fig. 2. Thales sensor.

-2.4 GHz radio, capable of up to 2 Mbps half-duplex
communication, compatible with BLE;
-32.768 kHz 24-bit Real Time Counter;
-Random number generator module, based on internal
thermal noise;
-UART.

• Solder surface mount 2.4 GHz RF antenna;
• 64 Mb Flash Memory;
• 3-axis ultra low power accelerometer;

B. Network Architecture

The implemented communication relies a periodic wakeup
scheme for media access control, similar to Thales original
implementation. It supports two types of packets, Proximity
packets and Tracker packets. The first is used for commu-
nication between tags, the latter to send information to the
sink node. The Sink is always listening for incoming Tracker

packets. Three types of nodes are defined:
• Sink - Gateway to outer networks.
• Anchors - Nodes with known position. They have the

responsibility of listening from both targets and anchors
and reporting back to the Sink.

• Targets - Nodes with unknown position. Targets measure
and report to the Sink RSS values from both anchors and
other targets.

Each tag sends out a Proximity packet, then waits for a
random amount of time that averages to 25 ms to repeat
this process. After sending the packet, it decrements a local
variable, if it goes to 0, it is set to 10 and the sensor listens
for incoming transmissions for 5 ms. Effectively, this means
that on average once every 250 ms there’s a 5 ms window for
packet reception. Besides Proximity packets, each sensor also
sends a Tracker packet after the Proximity packet once every
second. Tracker packets are sent in a separate channel and are
received by the sink node only. A summarized overview of
each type of node and their function can be found in table II

Node Sends
Proximity

Sends
Tracker

Listens
for

Proximity

Listens
for

Tracker

TX
Power

Sink X X X N/A
Anchors X 4 dBm
Targets X 4 dBm

TABLE II
COMMUNICATION ROLES OF EACH TYPE OF NODE.

C. Algorithmic Architecture

The approach taken to perform localization is a formulation
derived in [1]. It takes a cooperative approach, but can easily
be adjusted for a non-cooperative scenario.

For ease of expression, matrix X is built such that it
contains the positions of all targets, i.e., X = [x1,x2, ...,xM ].
Furthermore, sets A = {(i, j) : ‖xiaj‖ ≤ R, i = 1, ...,M, j =
1, ..., N} and B = {(i, k) : ‖xixk‖ ≤ R, i, k = 1, ...,M, i 6=
k}, where R represents a node’s range, denote the existence
of the target/anchor and the target/target connections, respec-
tively.

Then d0 is assigned as a distance of reference, and the
following quantities need to be derived:

βAij = 10
PA
ij
5γ , βBik = 10

PB
ik
5γ (1)

Where PAij is the RSS measured (in dBm) between target i
and anchor j, and PBik is the RSS measured between target i
and target k.



To ease the formulation, y is defined as the column-wise
vectorization of matrix X, Y = yyT , and Ei = [e2i1, e2i],
and ei represents the i-th column of the identity matrix I2M ,
such that trace

(
ETi YEk

)
= xTi xk.

minimize
y,Y,z,t,η

t subject to

zAij = βAij
(
tr
(
ETi YEi

)
− 2sTj E

T
i y + ‖sj‖2

)
− ηd20, for(i, j) ∈ A,

zBik = βBik
(
tr
(
ETi YEi

)
− 2tr

(
ETi YEk

)
+ tr

(
ETkYEk

))
− ηd20,

for(i, k) ∈ B,
‖[2z; t− 1]‖ ≤ t+ 1,[
Y y;yT 1

]
� 02M+1

(2)
The first constraint optimizes the targets’ positions with

respect to the RSS measurements taken between them and
the anchors, while the second constraint adds the cooperative
flavour to the algorithm, by also taking into account the
measured powers between targets. To make this into a non-
cooperative approach, all that needs to be done is to remove
the second restraint and solve the same optimization problem.
To solve the convex optimization problem we used CVX, a
MATLAB tool for disciplined convex programming [35].

A notable feature in this formulation is that it does not
rely on knowledge of the transmitted power, it does however
assume it to be the same across all nodes in the system. In the
formulation, this is represented by the variable η, which relates
to the expected received power at the distance of reference,
d0. The formulation also relies on prior knowledge of an
appropriate PLE to calculate position estimates for the targets,
and the same value is used for every RSS measurement.
In our proposal, we postulate that this value should not be
the same for every node, since their surroundings may differ
quite significantly. In particular, because we know that anchors
remain stationary throughout the experiments, for each anchor
aj we assign a PLE, γj , used in target to anchor measurements,
and γc used in target to target measurements:

βAij = 10
PA
ij

5γj for(i, j) ∈ A,

βBik = 10
PB
ik

5γc for(i, k) ∈ B,
(3)

To estimate these values, a two step procedure is taken; a
grid search method followed by a gradient descent1. The grid
search method is mainly required to find a good starting point
for the gradient descent.

1) Grid Search: To find adequate γ values, we first assume
γj = γc = γ, as in the original implementation. Setting

1In the development of this work, other approaches were considered to
improve the accuracy of our localization implementation. To name a few,
we considered other formulations given in [1], we considered weighting
constraints in the formulation to make more accurate measurements have
a greater impact on the final result, or to increase the contribution of the
cooperative restraints. This work does not implement these changes, either
due to high demand in computational power or low impact on the localization.
However, we believe that more careful study in any of these approaches could
ensue interesting results.

targets on known positions, different values for γ are tested
in some interval [γmin, γmax], with a sufficiently small step
size between them, and the proposed algorithm is used to find
position estimates for the targets. Then a χ2 value can be
calculated for each different γ, by taking the squared norm
of the difference between the estimated positions and the real
positions:

χ2(γ) =
∑
i

‖xi − x̂i(γ)‖2 (4)

Finally, the γ with minimal χ2 value is taken and the
gradient descent descent begins.

2) Gradient Descent: The gradient descent procedure is a
common technique to find a local minimum or maximum of
a given function. From an initial point, it uses an iterative
procedure to adjust the point’s position in the direction that
is closer to the desired extremum. Hence, to find a global
extremum, the initial point needs to be close to it.

In our case, the function to be minimized is χ2(~γ), the
gradient descent method can be formulated as follows2:

~γi+1 = ~γi − ε · ∇χ2(γi), ε > 0

~γi = [γ1i, γ2i, ..., γNi, γci]
(5)

To calculate the gradient,∇χ2(~γi), a numerical approximation
is used:

∇χ2(~γi) =

[
∂χ2

∂γ1
,
∂χ2

∂γ2
, ...,

∂χ2

∂γN
,
∂χ2

∂γc

]

∂χ2

∂γk
≈ χ2(~γ + hk)− χ2(~γ)

h
, h > 0

hk = kth row of h · IN+1×N+1

(6)

The behaviour of χ2(~γ) is very unpredictable3, therefore a
constant step size, ε, used to perform the descent is hard to
estimate. To handle this problem, a dynamic ε is considered,
that decreases its magnitude whenever the descent fails to
provide a better estimate for ~γ. A more detailed description
of our implementation of the descent is provided in algorithm
1.

D. Filtering

When relying on RSS to obtain position estimates, one can
find extreme results due to its erratic nature. As such, both

2Throughout this document, the notation used to distinguish vector variables
from scalar variables is to use bold letters on vectors and regular letters on
scalars. However, sometimes the two can be hard distinguish, in those cases
an arrow is also added on top of the vector variable. Therefore, ~γ represents
the following vector: ~γ = [γ1, γ2, ..., γN , γc]

3There is no reason to believe that χ2 is a continuous function, in fact, later
results do show some discontinuities. This could be an issue, since a gradient
descent is only shown to converge for differentiable functions. However, note
that our gradient descent approach will only output a different value from the
starting point if it reduces χ2, therefore we are guaranteed to find a value
that is at least as good as the starting point.



input : {a1,a2, ...,aN} , {x1,x2, ...,xM} ,Pij ,Pik, ~γ0

output: ~γ

t←− 0;
~γ ←− ~γ0;

βAij ←− 10
Pij
5γj ;

βBik ←− 10
Pik
5γc ;

x̂←− solve cvx localization(βAij , β
B
ik, {a1,a2, ...,aN});

χ2 ←−
M∑
i=1

‖x̂i − xi‖2;

while ∇χ2 > ε∇ and t < tmax do
~γ′ ←− ~γ − ε∇χ2;

β′
A
ij ←− 10

Pij

5γ′
j ;

β′
B
ik ←− 10

Pik
5γ′c ;

x̂′ ←−
solve cvx localization(β′

A
ij , β

′B
ik, {a1,a2, ...,aN});

χ2′ ←−
M∑
i=1

‖x̂′i − xi‖2;

if χ2′ < χ2 then
χ2 ←− χ2′;
~γ ←− ~γ′;
t←− 0;

else
ε←− ε

2 ;
t←− t+ 1;

end
end

Algorithm 1: Gradient descent

in Thales implementation as in our own, steps were taken to
filter the RSS data in a meaningful manner that improves their
time consistency, while still retaining correlation with a node’s
position at any given time. This subsection will describe how
Thales tackled this issue, as well as our own implementation.

1) Thales Filtering: Thales applied a WMA to filter the
RSS measurements. In particular, for each pair of nodes a
filtered power was computed by considering RSS values at
most 10 seconds old, and applying a weighted average as
follows:

P̂Ai,j =

∑
tk<10

PAi,j(tk) · (10− tk)∑
tk<10

(10− tk)
(7)

Here, P̂Ai,j is the filtered power and PAi,j(tk) is a measure-
ment taken tk seconds ago. This is a sensible approach, in the
sense that recent measurements have a greater impact on the
filtering process than older measurements, so the averaging
process smoothes the way RSS varies while maintaining
a strong correlation with the most recent value. However,
outliers can still have a noticeable impact, which is particularly
pronounced when the outlier is recent.

2) Implemented Filtering: When the state of a system is
being estimated from noisy measurements, a usual approach

to take is Kalman filtering [36]. A Kalman filter uses a model
of the system behaviour to estimate its current state given a set
of measurements and inputs. For linear dynamics and linear
measurements (as a function of the state vector) corrupted by
Gaussian noise, it can be shown that the Kalman filter produces
a linear state estimate with minimum variance [37] (i.e. it is
the best linear filter over the class of all linear filters). The filter
is derived as follows: Assuming knowledge of an estimate of
the current state of the system x̂k−1, an input to the system
uk, a stochastic model for the behaviour of the system

x̂k = Ax̂k−1 +Buk +wk (8)

with a measurement zk

zk = Hx̂k + vk (9)

where wk and vk are random variables that represent,
respectively, the process noise and the measurement noise,
assumed to be independent zero-mean and normally distributed
variables:

p(wk) ∼ N (0,Q)

p(vk) ∼ N (0,R)
(10)

The new estimate x̂k of the state of the system is obtained
through a two-step procedure (prediction and filtering) :

x̂−k = Ax̂k−1 +Buk

P−k = APk−1A
T +Q

Kk = P−kH
T
(
HP−kH

T +R
)−1

x̂k = x̂−k +Kk

(
zk −Hx̂−k

)
Pk = (I−KkH)P−k

(11)

In our implementation, a filter was derived inspired by
the Kalman filter. Considering each pair of nodes a separate
system, having a state solely described by the RSS between
them, and no inputs, the system is assumed to always remain in
the same state i.e., x̂k ∈ IR, uk = 0 and A = 1. In addition,
measurements directly reflect the system state, i.e, ẑk ∈ IR
and H = 1. Under these conditions, R can be estimated by
measuring the variance of a collection of RSS measurements
under a static environment and Q is left to be tuned during the
experimental evaluation of the system, as a tradeoff between
responsiveness and robustness to RSS fluctuations. Overall,
The implemented filter has the following behaviour:

Kk =
Pk−1 +Q

Pk−1 +Q+R

x̂k = x̂k−1 +Kk (zk − x̂k−1)
Pk = (1−Kk) · (Pk−1 +Q)

(12)

To improve the time consistency in the results, a similar
filter was also used for the position of each node. In other
words, for the position filter, each system is a node, the state



is its position, and the measurement is the derived position
using our localization algorithm.4

IV. MEASURED RESULTS

Multiple tests were conducted to assess the suitability of
different algorithms for indoor localization. Therefore, the
developed system was implemented as described in chapter
?? and the performance of the already available Thales local-
ization system was compared to the developed non-cooperative
and cooperative implementations. In the next subsections, the
different setups will be presented and the obtained results
discussed.

To implement the system, anchor coordinates must be
known. In practice, this implies establishing a frame of refer-
ence and measure the x and y coordinates for each anchor.
Furthermore, in every experiment some targets were kept
stationary to be able to be compare each positioning method’s
estimate with the real localization. The real position of static
targets is also vital to be able to apply both the grid search and
the gradient descent methods. Thus, the coordinates of each
static target were also measured. All of the experiments were
setup in less than 30m.

In each experiment, two sets of data were collected. The first
collection lasted a few minutes (5̃ minutes) and only involved
stationary targets. The second collection of data involved both
static and moving targets (if available) and was fairly quicker,
only 2-3m duration. The first set of data was just training
data, it was used to tune PLE values in our implementation.
The performance of each algorithm was asserted by testing it
on the second set of data. Using two sets of data instead of
one is meant to approximate a real case scenario, where the
system might be deployed but needs some training before it
performs optimally.

A. Experiments conducted at ISR
The first two tests were made in the Mobile Robotics Lab

at ISR.
1) Setup with few nodes: In this setup, only 4 anchors and 2

targets were used. The anchors were positioned in the corners
of the room. The two targets remained stationary.

In these results, no localization method was particularly
effective. Considering the low number of nodes in the system,
this is not a surprising outcome.

2) Setup with many nodes: On the same room, an imple-
mentation with more nodes was deployed. This time, 7 anchors
and 6 targets were used, with one of the targets being mobile.

As can be seen in the figure. Thales’ solution has worst path
estimation of the three. Moreover, neither the non-cooperative
nor the cooperative show a perfect estimation of the mobile
node position, however there is a visible correlation with the
actual path taken, and cooperative positioning has a significant
impact on this, displaying much better results for the moving
target.

4More sophisticated approaches, borrowed from the community of vehicle
navigation and control, that jointly account for the dynamical behavior of
nodes and RSS measurements could have been devised, but this was deferred
as future work.
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Fig. 3. First ISR experiment scenario results: setup with few nodes.
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Fig. 4. ISR experiment scenario with many nodes.

B. Experiments conducted at IT-Aveiro

IT is a private, not-for-profit organization, of public interest
with the mission of creating and disseminating scientific
knowledge in the field of telecommunications. The final
experiments were made in the Embedded Systems laboratory
and the experimental setup is depicted in 6. As can be seen
in the figure, 13 sensors were used. In the test, 8 were used
as anchors and 5 as targets. Among the targets, 4 of them
remained in static positions, while the last one was mobile.
The positions of the nodes are shown in the figure, along
with an estimate of the mobile node’s trajectory.

Figure 7 shows the estimated trajectory of the moving node
for the three different approaches in the experiment.
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Fig. 5. Second ISR experiment scenario results: setup with many nodes.
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Fig. 6. Experimental setup at IT’s laboratory

As in the previous setup, Thales’ implementation converges
to a central position, almost regardless of the target. The con-
vex approach however represents a noticeable improvement,
either in the cooperative case or in the non cooperative one. An
interesting result from this experiment is that the cooperative
approach does not make any significant changes in the result.
This is expected, given that there almost twice as many anchors
as there are targets.

V. EVALUATION

In this section, the experimental results of the system
implementation will be analyzed to evaluate its performance.

A. Thales Positioning

Thales’ approach to indoors positioning has the main advan-
tage that it’s light to compute. Assessment of its performance
will establish a baseline to evaluate other implementations.
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Fig. 7. Experiments at IT using more anchors than targets
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B. Convex Relaxation Approach

The convex relaxation approach relies on an estimation
of the PLE to perform positioning. In our approach, it was
postulated that this value should not be the same for all
nodes, due to differences in their surroundings. To find a good
estimate for the PLE, a grid search method is used, followed
by a gradient descent. During the grid search, PLE values are
considered the same for all nodes. The value that minimizes
the RMSE is chosen, and the gradient descent is used to fine
tune a value for each node.

1) Non-Cooperative Positioning: Non-Cooperative posi-
tioning uses only the measured RSS between anchors and
targets. The results of the grid search are displayed on figure
9

Fromsub the results, it is observed that the RMSE converges
to a relatively low value for a high enough PLE. The position-
ing is tested using a high γ, using the best γ from the grid
search method and using the γ obtained after the gradient
descent.
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2) Cooperative Positioning: The results obtained from the
grid search method are displayed in figure 11(a).

As in non-cooperative positioning, the system is tested with
three different choices for γ.

C. Summary

In these experiments, several different localization ap-
proaches were taken and their effectiveness compared. When
using a convex relaxation approach, proper tuning of the PLE
resulted in a significantly better localization performance than
the original implementation. In addition, experimentally we
have found that assuming a sufficiently high value for the
PLE, results are reasonable and still outperform the original
implementation. This is an interesting outcome, as it provides a
way to employ the localization system without any calibration
of the PLE. An overview of the results is presented in figure
12.

VI. CONCLUSION

In this thesis, a comprehensive study on the available work
on wireless sensor networks and indoor localization systems
using radio communications was made. Particularly, WSN
communication protocols on the MAC layer were examined
and their usability on localization systems was studied. More-
over, to provide a better insight on how to extract useful
positioning information from incoming transmissions, Radio
signal propagation was described. Afterwards, the conven-
tional techniques to perform localization based on the of the
gathered information were outlined. As a result, different al-
gorithmic approaches to estimate localization were considered
and compared, delineating their pros and cons.
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Fig. 11. Results for cooperative positioning.
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The capabilities of the sensors used for this work were
described, with particular attention to the radio functioning.
Since this work is based on a previous implementation by
Thales, their previous setup both in terms of communication
and positioning algorithm was discussed. The implementa-
tion of communication in this work was built upon their
proposal, by simplifying the system architecture, allowing
for cooperative localization, and by altering some parameters
optimized for localization. Major improvements were made
on the localization algorithm, relying on convex optimization
techniques and based on the work on [1].

The sensors were extensively tested under different condi-
tions in order to evaluate their aptness to perform localization.
From these tests, we concluded that the antennas used could
not be approximated as isotropic, and considerations could
be derived on how to properly orientate the sensors during
the system implementation. There was also some different
behaviour observed between the Thales sensors and their
OpenBeacon counterparts, namely, Thales sensors systemati-
cally measure higher RSS values with lower variance. Finally,
the system was tested in different scenarios, to both com-
pare the performance of the developed positioning techniques
against Thales’ original implementation and to understand
and evaluate how the surroundings and different anchor/target
configurations impact the accuracy of the system.

The results from the system implementation were analyzed
and compared with other state of the art implementations of
indoors localization. The developed system achieved an aver-



age RMSE of 1.76 m, using non-cooperative localization and
1.51 m using cooperative localization. This is an improvement
on the original implementation which reports RMSE of 2.18
m.

A. Conclusion

This work improved upon an existing indoors localization
solution to develop a low-cost, easy and quick to implement
indoors localization system that significantly outperformed the
original implementation, and that performs reasonably well
when compared to other state of the art systems. The major
contributions were the development of the communication
protocol to allow for cooperative localization, and the imple-
mentation of a more robust positioning algorithm.

B. Future Work

Despite having adapted the communication protocol to al-
low for cooperative localization, a lot of improvement can still
be made. The developed system relies on a periodic wakeup
scheme, which is convenient due to its simplicity and because
it guarantees that any two nodes in range of one another
will periodically communicate - a key feature to implement
cooperative localization. However, it suffers from low power
efficiency due to high packet loss. A solution to this problem
that does not compromise its desirable features could be to
implement a TDMA protocol, i.e., assign timeslots to each
sensor in the system and have them only broadcast in their
alloted timeslot. As long as every node in the system is aware
of the timeslot allocation, they can start receiving only when
other nodes are transmitting, keeping the radio off whenever no
communications are taking place. Since the messages are very
short (proximity packets are 16 Bytes long), frames can easily
also have a small duration, ensuring that RSS measurements
are performed between every available pair of nodes very
frequently, and saving power in the process. The drawback
of this approach is that it requires a lot of complexity if other
desirable features are to be kept, such as allowing targets and
anchors to enter and leave the system sporadically.
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