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ABSTRACT
High dimensional data training requires minimizing compli-
cated error surfaces. We propose a multiresolution approach
with incrementally backpropagation-based training to improve
generalization. A Gaussian pyramid, generated from a initial
pattern of images, is the input to feedforward neural networks
learning from lower to higher resolution. After train initial-
ization, the preceding values initialize the following neural
network. We applied this method to MNIST dataset for pattern
recognition. The Multiresolution Backpropagation Learning
generalized better than simple backpropagation-based training,
with faster convergence. We empirically verify that we can
reach near a global minimum, avoiding local minima.
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INTRODUCTION
The human brain is a complex system, with about 86 bil-
lion neurons interacting through approximately 150 trillion
synapses, allowing humans to perform an enormous diversity
of tasks and its features are desirable in artificial models [29].
Studied by neuroscience, the brain structure and its operation
inspired the development of artificial neural networks, in order
to simulate brain’s learning capacity. Until now it is the best
known learning device.

Deep learning relies on specific architectures of artificial neu-
ral networks, allowing to learn about datasets [18]. Deep
learning methods are used in many domains, especially in
pattern recognition tasks, such as image or speech recogni-
tion. Its recent popularity is multi-factorial, mainly related to
the availability of larger amounts of data and also due to an
increase of computational power.
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One of the main challenges about learning algorithms is the
difficulty to obtain a model that performs proper generaliza-
tion towards new data [16]. It turns out that nowadays the
abundance of high dimensional data, like image databases, is
transversal to fields such as information technology, astron-
omy, bioinformatics or others and it can lead to performance
problems [7]. Deep learning offers the possibility to overcome
such limitations, however its architectures are challenging to
optimize and it is not yet fully understood [12, 17].

Empirical studies have tried to explain certain phenomena that
occurs during training, focusing on specific types of critical
points that occurs on the loss function shape [10, 12]. When
the training involves minimizing the loss or error function us-
ing gradient descent based algorithms, the derivative of those
functions might be equal zero, meaning that no information
is given regarding the movement direction of the function.
When this happens, we call it critical points. There are three
types of such points, local maxima, local minima and saddle
points. The latter two are more concerning since they typi-
cally occur during the algorithm optimization and can lead
to non optimal solutions [16]. We propose an optimization
method to overcome the problem of local minima using a mul-
tiresolution approach and feedforward neural networks with
backpropagation-based training. By obtaining a sequence of
low dimensional subspaces and incrementally training, we
verify empirically that we can reach near a global minimum,
avoiding local minima [40]. This approach tries to deal with
the undesired effects of high dimensional data, leading to
better generalization and avoiding overfitting. It gives an alter-
native method to explore deep learning for pattern recognition
tasks.

PRIOR WORK
Gradient descent
Since a simple perceptron can fail to classify inputs that are not
linearly separable, optimization is required. Gradient descent
also called steepest descent is an optimization algorithm that
gradually changes vectors to find a local minimum of a func-
tion [5]. For a better understanding, consider an unthreshold
perceptron or linear unit:

o =
n

∑
i=0

wi · xi = net0. (1)

Now we need to identify the training error or the loss function
(E(w)) for N training examples, based on the target output
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values (tk) minus the output value of the linear unit (ok). This
function will determine the surface shape which will try to fit
the training samples [24] (Figure 1):

E(w) =
1
2
·

N

∑
k=1

(tk−ok)
2. (2)

Figure 1. Surface generated by the training error of a linear neuron with
two input weights. Also known as error surface.

The w refers to the weight vector w = (w0,w1) whose o de-
pends. In order to know the direction of steepest descent at
each point of the training error function, we need to compute
the derivative of E with respect to each component of the
weight vector, in the downward sloping direction:

∆wi =−η · ∂E
∂wi

. (3)

The η constant is the learning rate, indicating the step size in
gradient descent algorithm. With this considerations, now we
can obtain a more practical algorithm, differentiating equation
(2) and substituting its result in equation (3), which is called
the weight update rule for gradient descent:

∆wi = η ·
N

∑
k=1

(tk−ok) · xk,i. (4)

Stochastic Gradient Descent
The stochastic gradient descent, also known as LMS (least
mean-square) or delta rule, is an extension of the previous
algorithm where the weight updates occur for each training
sample instead of the complete training set N:

∆wi = η · (tk−ok) · xk,i. (5)

By performing the weight updates iterating for each training
sample at a time we can evaluate the gradient in a computa-
tionally more efficient and faster way than with the gradient
descent rule (equation (4)). Still, the stochastic gradient de-
scent perform updates with higher variance, meaning that it
can fail some local minima when there are multiple [35].

This rule was applied in 1960 with Adaline, an "adaptative
pattern classification machine" and has been used widely by
other authors [41, 16].

Deep Learning
Since a perceptron can only classify linearly separable inputs
and knowing that stochastic gradient descent based on simple
perceptron (thresholded or unthresholded) does not take the
full potential from this algorithm, other approaches are used
resorting to more units and more layers [16, 21]. The usage
of many layers – with hidden layers included – define an
artificial neural network (Figure 2) used in deep learning,
able to build complex concepts from simpler ones. There
are several different deep learning methods and architectures
[19]. This overview will focus deep feedforward networks, the
backpropagation procedure and LeCun convolutional neural
networks.

Figure 2. A simplified model of an artificial neural network.

Deep Feedforward Networks
Introducing deep feedforward networks concept, also known
as multilayer perceptrons [16], allowed the definition of the
first artificial neural networks wherein simple perceptron main
limitation can be overcome. This kind of artificial neural
network is a layered structure where the information flows
through it, starting in the input units layer, then hidden units
layers, until it reaches the output units layer, that produces the
network outputs. Each unit in a layer is connected to every unit
in the following meaning that the network is fully connected
[21]. Concerning hidden layers, their output is not visible and
error correction is only done indirectly [16].

We can use a simple perceptron as the units of the deep feedfor-
ward network to classify non linearly separable inputs, solving
the XOR problem, but we stay limited only to linear functions.
Alternatively, we can use continuous and differentiable nonlin-
ear activation functions, which allow a better understanding of
input variables interaction. So, in a deep feedforward network
units typically have a continuous nonlinear activation function,
which can be chosen according to the dataset’s nature [2, 6,
26, 28].

Backpropagation
Applied in the 1980s by Rumelhart, Hinton and Williams and
by other groups of authors, the backpropagation is a procedure
to adjust the weights of a function and is commonly used as
learning method in multilayer artificial neural networks [16,
36, 32, 26]. This is an iterative procedure with mainly two
phases, propagate inputs forward phase and propagate errors
backwards phase, which for simplicity will be designated
phase one and phase two, respectively.



In order to understand the backpropagation procedure, first it
is needed to consider some fundamentals behind it, starting in
phase one. As referred to in the deep feedforward networks
section, the network units typically have a nonlinear activation
function being precisely this type of activation that will be
used here. Among the different types of nonlinear activation
function (σ()), it will be considered the sigmoid function due
to its popularity, although others are also used [34]:

σ(x) =
1

1+ e(−α·x) (6)

The term α is a positive constant that indicates the steepness
of the function. The activation function is applied to each unit
of the network, giving the generic output:

ok = σ

(
n

∑
i=0

wi · xk,i

)
(7)

Next, based on equation (2) and considering the fact that we
have multiple units, the redefinition of the training error with
respect to all weights of the network is needed, with N training
patterns and l outputs:

E(w) =
1
2
·

N

∑
k=1

l

∑
i=1

(tki−oki)
2 (8)

Obtaining E(w) we know at this point the resulting error be-
tween the desired and the computed values in the output units.
This training error should be the lowest possible and to achieve
it we need to find its derivative, using the gradient descent
for the output units and the chain rule of calculus for the hid-
den units. Thus begins the phase two of the backpropagation
procedure. The error is propagated backward from the output
units to the hidden units and the network updates their weights
[24]. In a generic way, the rule to update hidden units weights,
determined from the inputs (xk, j) to the unit and the error term
(δki) from the unit outputs is given by:

∆wi j = η

N

∑
k=1

δki · xk, j. (9)

Both phases of the algorithm typically run several times, one
after the other, and the stopping condition of this iterative
process can be specified, for example, through a predetermined
number of iterations or through a predetermined threshold
applied to the error.

Deep Learning Problems
The usage of deep neural network architectures in different
datasets has been shown very good results, but despite of its
achievements, the usage of more layers doesn’t always repre-
sent a better learning artificial network [42]. In the following
subsections, it will be refered the main problems related to
the typical deep neural networks: local minima, vanishing
gradients and overfitting.

Local Minima
Since the backpropagation procedure uses gradient descent to
reduce the training error, it may happen that the algorithm stays
trapped in one of several local minima of a neural network
error surface (Figure 3) [10, 20].

Figure 3. Illustration of a local minima example, given by the red dot.

This means that with backpropagation there is difficulty in find-
ing the lowest training error value, therefore, not converging
to the global minimum. It is assumed that an artificial neural
network with several hidden layers is less likely to be stuck in
a local minima and it is easier to find the right parameters as
demonstrated by empirical experiments [26].

Vanishing Gradients
The vanishing gradients problem is a phenomenon that may
occur in deep neural networks training, where the backpropa-
gated error decreases rapidly, tending to zero as it approches
the input layer [37]. By using classical activation functions,
like sigmoid or hyperbolic tangent with a finite activation
range, (0,1) and (−1,1) respectively, the error output is lim-
ited. So, the error is backpropagated over hidden layers with
increasingly smaller values, meaning that weight updates be-
come more and more residual. There are some solutions pro-
posed to deal with the vanishing gradients problem, but it is
recommended the usage of the rectified linear unit (ReLU),
an activation function defined as f (x) = max(0,x) [37, 16, 13,
14]. The opposite phenomenon can also occur, with back-
propagated errors suffering a large increase, designated by
exploding gradients [37, 31].

Overfitting
Overfitting is one of the main challenges in machine learning,
in which a learning algorithm (model) has a good performance
in the training data, but an poor performance against new data.
In order to be obtained a correct description of the data, we
estimate the minimum training error [40]. During this process,
the model adapts very well to the training data, which usually
contains noise. It occurs memorization, instead of an smoother
and more generalized adaptation [24].

If the learning algorithm is very fitted to the training data, it
will act more poorly on previously unseen data, like a test set,
used to assess the classifying performance, or a validation set,
for parameter tuning. By the end, we want to find a model in



which the difference between the training error and the test
error will be the minimum possible.

The ability to classify new unseen inputs defines the model
performance, also know as generalization [16]. Underfitting
may also happen due to a poor performance of the model in
finding a good minimum training error.

Regularization
In order to deal with the overfitting problem, several authors
proposed different regularization methods. Regularization is
defined as "any modification" made to "a learning algorithm
that is intended to reduce its generalization error but not its
training error" and is one of the main concerns when designing
a machine learning architecture [16]. Regularization is an
important component in order to prevent overfitting and it is
one of the main concerns when designing a machine learning
architecture.

Image Pyramids
An image pyramid is a structure that corresponds to mul-
tiresolution image representations [40, 39, 8]. This kind of
representation is somewhat similar to human visual encoding.
Human visual system is very effective in object recognition
and in the representation of pictorial information, but has diffi-
culties evaluating distances, areas and accurate distinction of
gray scales [22]. When we analyse a given image with objects
and features of many sizes, large and high contrast objects are
coarse viewed and the remaining objects usually need to be in
a higher resolution for a proper examination [15]. Studying
images at different resolutions is the main motivation behind
the concept of image pyramids.

The aforementioned concept is a simple and computationally
effective structure where the base of the pyramid contains a
high-resolution image, followed by a collection of decreasing
resolution images until the apex, that contains a low-resolution
approximation of the image. When moving to the apex, image
size and resolution decrease. Considering an image in a base
level J with size 2J×2J or N×N, where J = log2 N, there are
J +1 resolution levels in a pyramid, from 2J×2J to 20×20,
with 0≤ j ≤ J. Nevertheless, most pyramids are truncated to
P+1 levels, where 1≤ P≤ J, meaning that going to a very
reduced resolution of a bigger original image may not add
relevant information [15].

To generate an image pyramid, the original image can be
decomposed as a set of lowpass filtered copies via Gaussian
pyramid or as a set of bandpass filtered copies via Laplacian
pyramid [8]. In a Gaussian pyramid (Figure 4), the lowpass
filter is made by smoothing an image with the appropriate filter
and then downsampling (subsampling) the smoothed image in
a iterative fashion. In a Laplacian pyramid, the bandpass filter
is made by subtracting each Gaussian pyramid level from the
next lower level and then performing an image interpolation
between adjacent levels [3]. Other filter operations can also
be employed [40].

The smoothing operation used in a Gaussian pyramid is a
Gaussian filter (Gaussian blur) that is firstly applied to trans-
form each pixel of the original image. The Gaussian filter in

Figure 4. Schematic representation of an Gaussian pyramid with five
levels.

two dimensions is given by a Gaussian function G(x,y):

G(x,y) =
1

2 ·π ·σ2 · e
− x2+y2

2·σ2 (10)

where σ is the standard deviation of the Gaussian distribution.
A Gaussian function expresses the normal distribution, an
important statistics concept used to represent random variables
with a large variety of distributions [9]. Visually, this formula
produces a shape obtained from the Gaussian "bell curve",
rotated around the vertical axis [38].

Since the Gaussian function extends to infinity we must trun-
cate it, due to the presence of near zero values at more than 3σ

from the mean. As a solution, we can use a simple rectangular
window function, with values from the truncated normal dis-
tribution to build a convolution matrix. This matrix is applied
to the image, setting new values to its pixels. In other words,
the Gaussian filtering process involves the convolution of the
image with the convolution matrix [40].

Then the blurred image is downsampled by a factor of 2. The
Gaussian filter/downsample steps are repeated to generate the
typical P+ 1 levels of the pyramid. This operations ensure
that the sampling theorem is respected, meaning that we get
no distortions of a signal (image) by sampling. Thus, the
size reduction goes together with an appropriate smoothing,
ensuring a proper downsampled image [22].

MULTIRESOLUTION BACKPROPAGATION LEARNING
The Multiresolution Backpropagation Learning is related to
LeCun Convolutional Neural Networks approach, in which
the main difference is that no receptive fields are used [25,
27]. We propose a method that combines different concepts
from the multiresolution image processing and from the deep
learning in order to obtain a good generalization, avoiding
the problem of overfitting. Multiresolution Backpropagation
Learning can be described in three main components:

1. Generation of Gaussian pyramids from an initial pattern;

2. Artificial neural networks training on each resolution of the
pattern;



3. Weights replication to initialize the following artificial neu-
ral network, from the lower to the higher resolution of the
pattern.

For the sake of reasoning, we first describe individually each
component of the proposed method before its overall architec-
ture.

Gaussian Pyramid Generation
The generation of the Gaussian pyramid is the first stage of the
Multiresolution Backpropagation Learning. Proposed by Burt
and Adelson (1983), the pyramid is a multiresolution structure,
representing subsequent images that are filtered and scaled
down. The base level contains the original image and it is the
starting point of the pyramid construction process [8].

Given an image dataset D = {(I1,c1), . . . ,(In,cn) : n ∈ N+},
where I is a two-dimensional image, also denoted by I(x,y)
and c is the associated class or label. The Gaussian pyramid is
defined on the original image I as:

G0(x,y) = I(x,y), for level l = 0 (11)

and then an averaging process is carried out by a REDUCE
function in the following pyramid levels as:

Gl(x,y) = REDUCE(Gl−1(x,y)), otherwise. (12)

Which means that the REDUCE function involves the con-
volution of each initial image with a Gaussian filter G(x,y)
(Equation (10)) and a downsampling operation by a factor of
2, resulting in the following level of the pyramid [3]. Thus,
starting with an initial image G0 of size N pixel collumns×
N pixel rows, the image G1 of size N

2 ×
N
2 is created. Repeat-

ing the REDUCE, image G2 with size N
4 ×

N
4 is obtained,

resulting in a three-level pyramid structure.

The process described is applied to all images that com-
pose the dataset D . The initial same resolution images in
D will originate two new lower resolution image datasets.
The dataset corresponding to N

2 ×
N
2 images is represented by

D ′= {(I′1,c1), . . . ,(I′n,cn) : n∈N+} and the dataset that repre-
sents N

4 ×
N
4 images is denoted by D ′′ = {(I′′1 ,c1), . . . ,(I′′n ,cn) :

n ∈ N+}.

Artificial Neural Networks
Inputs
Images are the input to the artificial neural networks (Fig-
ure 5). Each input image is represented as a two-dimensional
grayscale array. Since we have three image datasets, we also
need three separate networks. Lowest resolution images from
dataset D ′′, the level l = 2 of the Gaussian pyramid, are the
input to the first artificial neural network (NN1), medium reso-
lution images from dataset D ′, the level l = 1 of the pyramid,
are the input to the second neural network (NN2) and the
higher resolution images from dataset D , the level l = 0 of the
pyramid, are the input to the third neural network (NN3).

Training
We resort to feedforward networks with backpropagation-
based training as the artificial neural networks architecture,
based on [25]. The remaining configurations are not based on

any specific feedforward network architecture, but during the
experiments phase we found relevant other contributes [23].

The three networks (Figure 5) have an input layer with diverse
number of units, depending only on the input image resolution.
They also have one hidden layer each and a output layer with
10 units. The activation function used in the hidden layers is
the typical hyperbolic tangent:

tanh(x) =
(ex− e−x)

(ex + e−x)
, (13)

with output values in the range (−1,1) and in the output layers,
a softmax function:

σ(x)i =
exi

∑
J
j=1 ex j

for i = 1, · · · ,J, (14)

giving output values between (0,1). Then a loss function is
applied, the cross-entropy, a measure of dissimilarity between
the true labels and the predicted labels. It is typically used in
training when the models have softmax outputs [16].

Figure 5. Schematic representation of three images at different reso-
lution as input to three feedforward networks with backpropagation-
based training.

For the NN1, the weights and biases are initialized randomly
from a normal distribution of values, with mean set to 0 and
standard deviation equal 1. In the remaining artificial neural
networks, we resort to weight replication, explained in the
next section (Weight replication). About biases, they initialize
the following network as they are.

The architectures of NN1, NN2 and NN3 are similar. The
main difference occurs in the training and in the number of
input units in the input layer. We applied early stopping during
the training phase of each network, thus resulting in a different
number of training epochs. After initialization, the results are
continually improved by training, from the lower to the higher
resolution.

Weight replication
Since we have three artificial neural networks to train images
at different resolution, some interconnection must be made in
order to generate relevant results. Here is where the replication
of weights between networks takes its place.

After the training of NN1, we have the resulting weights of
the process. They are represented as a matrix of values. Then,



the NN1 weights initialize the NN2 and subsequently NN2
weights initialize the NN3.

In order to replicate the weights between networks, we resort
to the Kronecker product of two matrices, denoted by:

A⊗B =

a11B · · · a1nB
...

. . .
...

am1B · · · amnB

 , (15)

where A is an m×n matrix of weight values and B is a 2×2
matrix of ones.

This process is repeated always between artificial neural net-
works, from the lowest resolution to the following higher
resolution. Figure 6 illustrate the weight replication along
resolutions.

Figure 6. Hierarchy of weight replication.

Multiresolution Backpropagation Learning Architecture
After the component description of the proposed method, now
we can formulate the overall architecture (Figure 7). We start

Figure 7. Schematic representation of three images at different reso-
lution as input to three feedforward networks with backpropagation-
based training, showing the direction of the image resolution reduction
and the direction of the training procedure.

with the convolution of each image of dataset D with a Gaus-
sian filter and a downsampling by a factor of 2, originating a
new dataset D ′. The process is repeated in order to obtain the
dataset D ′′, as stated in Algorithm 1. Performing these steps
corresponds to the generation of the Gaussian Pyramid.

Each dataset represent a level in the pyramid. The training
starts with level l = 2 as input to NN1 (Algorithm 2). After

foreach image G0(x,y) = In ∈D for level l = 0 do
// Apply REDUCE
G1(x,y) = REDUCE(G0(x,y));
Save image G1(x,y) = I′n; // Build dataset D ′

for level l = 1
G2(x,y) = REDUCE(G1(x,y));
Save image G2(x,y) = I′′n ; // Build dataset D ′′

for level l = 2
end

Algorithm 1: Prepare the dataset.

the training of the first network, we apply weight replication
to initialize NN2, trained with level l = 1 as input. We repeat
the same procedure between NN2 and NN3, but the latter have
level l = 0 as input. Since the level l = 0 is the base level of the
pyramid, the NN3 is the last network to be trained, dispensing
the weight replication component.

foreach level l = 2, l = 1, l = 0 do
if level l = 2 then

Initialize a feedforward neural network randomly;
Train with backpropagation;
Apply early stopping;

else
Initialize a feedforward neural network from the
preceding resolution network;

Train with backpropagation;
Apply early stopping;

end
end

Algorithm 2: Training.

EMPIRICAL EXPERIMENTS
This section present the conducted experiments using the
Multiresolution Backpropagation Learning (MrBL) and the
MNIST image dataset (section Dataset). We describe the main
steps performed during the development until obtaining the
final results.

All the experiments were developed using the Python pro-
gramming language, version 3.5 and the Tensorflow software
library, version 1.2, which is a machine learning framework
used to build neural network models [33, 1]. Another library
used was the NumPy, version 1.13, a package for scientific
usage that supports multidimensional array operations [30].

Dataset
Experiments were carried out using the MNIST dataset [27].
The acronym stands for Modified National Institute of Stan-
dards and Technology and it is a largely used dataset of hand-
written digits suited for pattern recognition methods [37, 43].
It contains normalized grayscale images, of size 28×28 pixel,
split into a training set of 60.000 images and a test set of 10.000
images. Each image has label values from 0 to 9, representing
the digit on it.



Preprocessing
The MNIST is a balanced dataset across classes, already mixed
and with normalized size images. Since the pixel values of
each image vary in the range (0,255), normalization to the
range (0,1) was carried out. This is a typical procedure in
computer vision, since scaling images will make their values
more evenly distributed for training [16].

Additionally, the train and test labels were one-hot encoded.
Instead using the original label for the digit class, we used
binary variables, where 0 means that it does not belong to a
class and 1 refers to the class it belongs. The one-hot encoding
avoid misclassification when feeding data into the model.

Experiments
The components and the overall architecture of the Multireso-
lution Backpropagation Learning were described in a previous
section (Multiresolution Backpropagation Learning). Start-
ing with the preliminary experiments until the final model,
several experiments were carried out, in order to obtain the
best results. This section presents the preprocessing and the
experimental settings of MrBL carried out as well as the most
relevant results obtained. These experiments were performed
on the CPU of a server computer with Intel Xeon E5-1620
processor at 3.60 GHz and 64 GB of RAM.

MNIST Gaussian Pyramid
We resorted MNIST dataset to generate the three-level Gaus-
sian pyramid (Algorithm 1). Images from level l = 2, with
size 7× 7, formed an input vector of 7× 7× 1 = 49 values
to NN1. Images from level l = 1 formed an input vector of
14× 14× 1 = 196 values to NN2. Images from level l = 0
formed an input vector of 28×28×1 = 784 values to NN3.

The Gaussian filtering process was performed and tested with
different convolution matrix settings. We tested common val-
ues for standard deviation to understand its influence in MrBL
behaviour and then get the best parameter (Equation (10)).
The values tested were σ = 1, σ = 2 and σ = 3, correspond-
ing to the 68− 95− 99.7 statistical rule. About the window
size, it was set to 5× 5. This size produces an appropriate
filtering and is computationally less costly [8].

Quality of Gaussian pyramid
After setting up the entire model, we tested different Gaussian
filters to understand if they affected the error rate. After testing
the proposed model with σ = 1, σ = 2 and σ = 3, we realized
that the best results were obtained with σ = 1 (Figure 8).
Once that the convolution matrix centre has the higher value
of the Gaussian distribution, it means that larger σ values
will produce a wider "bell curve" shape. Higher values also
produces "sharp edges", with undesired results.

Networks Training Parameters
Several adjustments were carried out in the MrBL networks
parameters. We selected random batches of 100 images on
each iteration as input to each artificial neural network. More
specifically, a mini-batch for stochastic gradient descent per-
form parameter updating. The NN1 had 49 units in the input
layer, the NN2 had 196 input units and the NN3 had 784, cor-
responding to the size of each input vector. Each network had

Figure 8. Error rate (%) obtained using different standard deviation
values with MrBL.

one hidden layer with 9000 units and 10 units in the output
layer (section 3.2.2).

We resorted to a softmax cross-entropy computation imple-
mented by Tensorflow to obtain the model loss. The training
process was carried out with a gradient descent optimizer
also from Tensorflow, with the learning rate set to η = 0.01.
The referred optimizer performs automatic differentiation to
implement backpropagation [1].

Early stopping was applied to control the number of epochs
during training. By using this technique, we were not just
interested in obtaining a good performance on each individual
artificial neural network by getting the point in time with
the lowest test error. We were also interested in the overall
generalization ability of MrBL method. Thereby, NN1 was
trained during 20 epochs, NN2 for 50 epochs and NN3 for 30
epochs.

We evaluated the model resorting to MNIST original dataset
as input to a feedforward neural network with 784 input
units, 9000 hidden units and 10 output units. We resorted
to backpropagation-based training over 30 epochs and with
random initialization (with mean set to 0 and standard devia-
tion set to 1). The remaining settings are equal NN3. We titled
it "BL" model.

Results
To achieve an efficient training, several optimizations were
carried out (section Networks Training Parameters). We tried
to keep the model as simple as possible in order to demonstrate
its performance.

We choose a random batch of size between 1 and some hun-
dreds to improve the training time and the convergence of the
algorithm [4].

The usage of stochastic gradient descent allows that the error
surface landscape changes between image batches, probably
with different local minima or saddle points [12]. This tech-
nique optimized the training process relatively to the prelimi-
nary experiments.



A fixed learning rate was the most suitable solution for MrBL.
It helped to obtain either a proper convergence of NN1 and
NN2, either a proper time to reduce the NN3 loss.

The wider hidden layers used in MrBL helped the results
optimization, and were inspired by [23]. Even thought that
one wider hidden layer may have a more flattened landscape,
our multiresolution approach suggest less flattened landscapes
and with more local minima [11].

The choice of the hyperbolic tangent as activation function was
due to its better performance. It converged faster than sigmoid,
due to the fact that it output values in the range (-1,1) instead
(0,1), avoiding gradient bias [28]. It also performed better
than ReLU due to vanishing gradients problem. The softmax
in the output layer units are a typical choice for multi-class
classification tasks [6].

The weights and biases were initialized randomly from a nor-
mal distribution (section Training) in order to maximize the
generalization ability of MrBL. Setting the standard devia-
tion to 1 avoided overfitting in NN3, even that regularization
concerns suggests smaller values [16]. In order preserve the
information from the preceding lowest resolution landscape,
we used the weight replication process (section Weight replica-
tion) among the MrBL networks, stopping the training before
reaching each landscape bottoms. The weight replication fol-
lowed the images resolution increase to preserve information
and to improve generalization. The number of epochs chosen
was variable (section Networks Training Parameters). The
NN1 obtained a better convergence by stopping the training
earlier. The NN2 presented more convergence and low over-
fitting, so we stopped training latter. We stopped the NN3
training when no relevant error rate improvement was ob-
tained. The Figure 9 shows the MrBL and the BL evaluation
model train convergence. The variable number of epochs was
scaled for a better visualization. We can observe that MrBL
converged faster than BL evaluation model.

Figure 9. Training set convergence properties of MrBL networks and
BL evaluation, with scaled epochs.

The bigger gap between training and test loss curves of BL
evaluation model indicates more overfitting than MrBL (Fig-
ure 10). By starting the training process with a lower value

Figure 10. Training an test set convergence properties of MrBL and BL
evaluation.

suggests that MrBL do not reach the landscape bottoms, using
almost optimal lower values between the hierarchy of land-
scapes.

We obtained a better result in the percentage of incorrectly
recognized test digits, meaning that the output error rate value
in the MrBL was on average lower than BL evaluation. We
performed three runs for each method and the values mean
and standard deviation are presented in Table 1. Since the

MrBL
NN1 NN2 NN3 BL

Error rate (%) 7.32±0.54 5.83±0.20 8.24±0.33 10.92±0.14

Table 1. Image classification error rate of MrBL and BL evaluation on
MNIST.

values interval does not overlapped, the results are statistically
significant which indicates that using the MrBL method gives
an advantage comparatively to the simple BL method. Figure
11 shows the test set convergence on both methods and the
dispersion values during the training process. It showed better
generalization ability towards new data. We also verified
that using the same number of training epochs in BL as the
summation of all epochs in MrBL did not show improvement
(Table 2). We performed three runs and the results obtained
were quite similar to the ones with BL during 30 epochs, but
revealed more overfitting tendency.

BL

Error rate (%) 11.07±0.45
Table 2. Image classification error rate of BL evaluation on MNIST with
100 epoch training.



Figure 11. Test set convergence properties of MrBL and BL evaluation,
with vertical bars representing the standard deviation.

CONCLUSIONS
The Multiresolution Backpropagation Learning
method obtained best overall results than simple
backpropagation-based training. The proposed method
gives faster training and the possibility to overcome local
minima. By using a sequence of subspaces represented
by images at different resolution as input to feedforward
networks with backpropagation-based training, we most
probably managed to reach optimal lower values among the
hierarchy of landscapes.

By developing the aforementioned method we did not intend
to obtain the best results in MNIST, but to demonstrate that
it works. It is a novel alternative method for regularization,
avoiding overfitting and avoiding going into local minima.

Future Work
For future, we should make algorithm optimization that rep-
resents best the error surface while resorting to less compu-
tational power. Additionally, a better exploration of the loss
surface properties should be carried out. Another interesting
future approach would be the exploration of different methods
complemented with a multiresolution approach, since it could
give advantages.
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