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Control and image processing algorithms for
quadrotor coverage applications
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Abstract—The main goal of this work is to study the explo-
ration scenario in indoor environments for a low cost unmanned
aerial vehicle. A new formulation is presented for this problem
and two approximation algorithms are compared. The chosen
platform is Parrot’s AR Drone 2.0 and the implementation is
made in a bottom-up approach, from quadrotor stabilization,
through image-based localization until the final coverage path
planning study. Several satisfactory results are obtained from
each of the modules, in particular the work achieved in image
acquisition puts together an analysis of different methods that can
be used in the chosen device, which was submitted to Mathworks.

Index Terms—Exploration, Coverage Path Planning, Quadro-
tor control, Image based localization, Computer vision

I. INTRODUCTION

Multirotor aircraft, and particularly quadrotors, have been
rapidly growing in popularity as a platform for robotics
research. In indoor scenarios the use of these implies the
need for indoor localization, since it is not possible to use
GPS, as in most outdoor applications. Parrot’s AR Drone 2.0
is the low cost quadrotor chosen for the implementation of
the presented algorithms. This work builds upon the dynamic
models used by many others in literature, such as [1]. The
practical implementation is built on top a particular control
technique, the PID tuned by LQR [2] [3] control scheme.
The article first addresses quadrotor control and image-based
localization, presenting the existing trade-offs when working
with low cost technology. The implementation is a simple
modular control approach that separates quadrotor stabilization
from position tracking. It relies on Simulink AR Drone Target
[4] to implement the control strategies. Since the focus of
the article is not on object recognition we borrow a solution
available in the literature using visual markers, namely ArUco
markers [5]. In most of the present work, the algorithm
proposed in [6] is implemented. The second topic tackles
the coverage path planning (CPP) problem for exploration
in indoor environments. Most of the previous work in the
literature consider that the goal is to explore the entire space.
Instead, this work presents a formulation where a confidence
measure is defined for each area. This represents a measure
of utility in the environment, in such a way that the vehicle
focusses on mapping specific areas assigned more significance.

II. BACKGROUND

To tackle the exploration problem in indoor environments
for the low cost quadrotor, a bottom-up approach was chosen,
ensuring quadrotor stabilization, then implementing image-
based localization and finally defining the new formulation for
the coverage problem and possible approximation algorithms.

A. Quadrotor stabilization

1) Device description: AR Drone 2.0 [7] has a carbon fiber
airframe that can be protected by two different hulls in foam.
Its system includes a microelectromechanical system (MEMS)
Inertial Measurement Unit (IMU), a sonar, two cameras and
two processors. Its four brushless inrunner motors can be
controlled by pulse width modulation (PWM) through a micro-
controller. The angular velocity of each rotor is related to
the PWM given to the motor by approximately a quadratic
equation. The value of PWM is computed by the equation
presented in (1). The constants ai, bi and ci vary with the
rotor and are estimated through approximation of a polynomial
curve to experimental data.

PWM i =
−bi +

√
b2i − 4(ai − ωi) ∗ ci

2 ci
(1)

The IMU has a gyroscope, which returns the angular
velocities for each axis, and an accelerometer. This is often
used to calculate pitch and roll, through equations (2) and (3).

φ = arctan(
y√

x2 + z2
) (2)

θ = arctan(
x√

y2 + z2
) (3)

Lastly, AR Drone 2.0 has two cameras, a forward facing
and a bottom facing camera and it supports also several
communication protocols, namely User Datagram Protocol
(UDP) [8], Transmission Control Protocol (TCP) [9], Real-
time Transport Protocol (RTP) [10], File Transfer Protocol
(FTP) [11] and Telnet [12].

2) Dynamic model: [1] presents a simple model of the
quadrotor with a plus configuration. However, the model can
be transformed to match the cross configuration, shown in
Figure 1. This section presents the model for the cross con-
figuration. Each rotor generates a local upward thrust applied
to the center of the rotor, Ti, described by equation (4).

Ti = cTω
2
i (4)

It also generates a local torque Qi, induced by rotor drag,
modelled by equation (5). Both cT (cT ≥ 0) and cQ are
constants that can be determined from static thrust tests.

Qi = cQω
2
i (5)

As a result there is a total thrust and a net moment applied
to the airframe’s center of gravity. The presented equations do
not account for blade flapping or other perturbations but they
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Figure 1: Quadrotor cross configuration

are good approximations. The total thrust, TΣ, is given by the
sum of all thrusts, as shown in equation (6).

TΣ = cT

N∑
i=1

ω2
i (6)

The net moment corresponds to the pitch (φ), roll (θ) and
yaw (ψ) movements. Both the generated thrust and pitch and
roll movements are intuitive and depend almost only on the
local thrusts from equation (4). The roll movement is caused
by a different thrust sum in each side. If rotors 1 and 4 generate
a larger thrust summed relative to rotors 2 and 3, then the
roll angle will increase and vice-versa. The roll torque can be
described by equation (7) where d is the distance from each
rotor center to the airframe center.

τφ = cT

√
2

2
d (ω2

1 − ω2
2 − ω2

3 + ω2
4) (7)

The pitch movement is similar to the roll movement, but
about the y-axis. Therefore, the pitch angle increases with
higher thrust in rotors 1 and 2 and decreases with higher thrust
in rotors 3 and 4, as described in equation (8).

τθ = cT

√
2

2
d (ω2

1 + ω2
2 − ω2

3 − ω2
4) (8)

The yaw movement is induced by the combination of
the each rotor drag. Because the rotors rotate in different
directions, when all the rotors are rotating at the same speed,
the torques generated in different directions compensate and
the quadrotor is still. If, however, there is a difference in the
generated torques, the yaw will be described by equation (9).

τψ = cQ (−ω2
1 + ω2

2 − ω2
3 + ω2

4) (9)

A common representation is to use the matrix form, as
shown in equation 10, where the defined constant matrix,
usually named Γ, relates speeds with torques. By inverting
Γ and making TΣ = mg it is possible to find the adequate
values of ωi to achieve a hovering state.


TΣ

τφ
τθ
τψ

 =


cT cT cT cT√
2

2 dcT
√

2
2 dcT −

√
2

2 dcT −
√

2
2 dcT

−
√

2
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√
2

2 dcT
√

2
2 dcT −

√
2

2 dcT
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ω2
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(10)

Another important aspect of the quadrotor model is the rigid
body equations of motion of the airframe. Let {A} describe a
right-hand frame at the starting position of the quadrotor. The
position and linear velocity of the vehicle will be described
by vectors in this frame (11), (12).

ζ = (x, y, z) ∈ {A} (11)

v = (ẋ, ẏ, ż) = (u, v, w) ∈ {A} (12)

Let {B} be a right-hand body-fixed frame for the airframe.
Then the orientation of the airframe can be simply described
by a rotation matrix IRB . An intermediate matrix {E} can
be designed as the result of applying ARB to the quadrotor.
Matrix ARB , if considering rotations Z−X−Y Euler angles,
has the structure shown in (13).

IRB =

cψcθ − sφsψsθ −cφsψ cψsθ + cθsφsψ
cθsψ − cψsφsθ cφcψ sψsθ − cψcθsφ
−cφsθ sφ cφcθ

 (13)

The orientation is generally measured in the inertial frame,
corresponding to equation (14), but the angular velocities are
typically defined in the body frame, as shown in equation
(15). The physics equations that relate position and orientation
with its corresponding velocities are presented from (16) to
(19), where F and τ represent the non-conservative forces
and moments, represented in {B}

(φ, θ, ψ) ∈ {A} (14)

Ω = (φ̇, θ̇, ψ̇) = (p, q, r) ∈ {B} (15)

~̇ζ = ~v (16)

m~̇v = m g ~z +RF (17)

Ṙ = R ΩX (18)

IΩ̇ = −Ω I Ω + τ (19)

3) PID-LQR: The PID controller is robust to steady-state
error, versatile and easy to implement. One of its benefits is
to use integral action, which is not incorporated in the the
linear quadratic regulator (LQR) controller per se. The LQR
controller, based on optimal control, always assures closed-
loop stability. It is possible to combine both and define a so-
called PID equivalent of the optimal regulator, as explained in
[2] and [3]. The method simply computes gains KpLQR and
KdLQR of a controller targeting a set of outputs through LQR
and transforms them into the equivalent PID gains: KpPID ,
KdPID and KiPID . Equations (20) to (24) show the necessary
computations to obtain the PID equivalent gains from the LQR
gains. To do this, one needs to define two auxiliar matrices,
K̄d, C̄ and K̄i, where the matrices A, B and C refer to the a
system in continuous time.[

KpPID KdPID

]
= K̄P C̄−1 (20)

C̄ =

[
C

C A− C B K̄p

]
(21)
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K̄p = (Im+KdLQR C B)−1(KpLQR C+KdLQR C A) (22)

Ki = (Im +KdLQR C B)K̄i (23)

K̄i = (Im +KdLQR C B)−1KiLQR (24)

Although the quadrotor is a multiple input multiple output
(MIMO) system with many inputs, the control strategy will
consider several separate and decoupled loops, each with its
own PID tuned by LQR.

B. Image-based localization

1) Visual markers: The focus of the image algorithms used
is to apply results of pose estimation to quadrotor localization
for position control and not on object recognition, thus mo-
tivating the use of visual markers to simulate objects in the
world. The chosen visual markers for this project are ArUco
markers [5], which are created with the specific purpose of
camera pose estimation. The ArUco markers are square shaped
and can be divided in a grid where each inner cell represents
a bit of information. A black cell is a bit of value zero and a
white cell a bit of value one. The outermost cells compose the
margin, which has to have at least one bit width for marker
visual recognition. The markers can also have different sizes,
this is, different number of inner cells, thus encoding more
or less information. A dictionary is a set of markers with
equal number of inner cells (or bits). In openCV the detection
algorithm is already implemented in a contribution module
[13], with possibility of tuning the parameters. The algorithm
follows the described steps:

1) The image is first segmented by applying a local
adaptive threshold method robust to different lighting
conditions. The interval where the threshold window
sizes are selected can be tuned in openCV. However,
values which are too low can ’break’ the marker border
if the marker size is too large, and too high values can
produce the same effect for markers which are too small.

2) Afterwards, a contour extraction is performed on the
thresholded image and a polygonal approximation is
performed. The ones that do not approximate 4-vertex
polygons are discarded.

3) Each candidate is analyzed by removing the perspec-
tive and using another threshold method. The binarized
image is divided into a regular grid and each element
is assigned the value of zero or one, depending on the
majority of its pixels.

4) The first rejection test consists in detecting the presence
of the black border. If the border is not detected, then
the candidate is refused.

5) The candidates then have its inner region analyzed for
code extraction. A code is obtained for each possible
rotation of the marker, thus leading to four codes per
marker, and each code is searched in the dictionary,
which leads to the final markers.

After this process, it is possible to extract the pose of
each marker relative to the camera by matching the two-
dimensional (2D) and three-dimensional (3D) points. The

Figure 2: ArUco detection with drawn axis

rotation matrix R and a translation vector T are combined
in a matrix called extrinsic, [R T ]. The camera matrix P
that brings the 3D points in the known reference frame to
the image coordinates is shown in equation 25. This requires
the calibration parameters of the camera, namely the camera
matrix K. After computing the pose, it is possible to check
with the openCV module functions if the pose is correct, by
plotting a reference frame in the image, as shown in Figure 2.

P = K[R T ] (25)

2) Object maps: The general problem of representing a
given environment globally through a set of partial views
obtained while walking the space is commonly referred in
literature as simultaneous localization and mapping (SLAM).
The typical representation used for the map is a point cloud,
a set of positions and corresponding RGB or intensity values
stored for each known point of the map. From this problem
comes a derived approach where the world is represented
through objects instead of a point cloud, which is known as
simultaneous localization and mapping ++ (SLAM++). This
has obvious advantages regarding memory issues, since the
information is compressed into a few objects and its relative
or global poses. The algorithm used to compute the map
and to localize the device in it is a closed form way of
estimating global positions of objects (ArUcos) given pairwise
estimations of relative poses, as presented in [6]. The algorithm
extracts relative positions among objects from different views,
and tries to estimate the global poses by minimizing a cost
function as defined in equations (26) and (27).

{1R1 ,
2R1, ... ,

N R1} = argmin(
∑
obs

∥∥jR1 −j Ri iR1

∥∥)

s.t.

{
det( iR1 ) = 1
iR1

T iR1 = 1
(26)

{1T1 , ... ,
N T1} = argmin(

∑
obs

∥∥jT1 −j Ri iT1 −j Ti
∥∥)

(27)
The method used to solve the problem uses a sub-optimal

algorithm with numeric global optimization in which the
rotation matrices are transformed in the Rodrigues form, thus
removing the restrictions in (26).
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C. Coverage path planning

The coverage path planning (CPP) problem has been studied
by many in the research community and it is defined as the task
of determining a path over all points of an area or volume of
interest while avoiding objects. The recent survey on coverage
path planning [14] brings forward an extensive overview of the
state of the art coverage algorithms present in the literature.
The CPP problem is related to the covering salesman problem
(CSP) [15] , a variant of the traveling salesman problem (TSP)
[16].It is proven to be NP-hard by reduction and it can only be
solved by approximation algorithms, since optimal algorithms
do not guarantee timely solutions. One of the main parts of
solving a CPP problem is cell decomposition. Cells are non-
overlapping regions of the map, and the union of all cells
in a map fills the free space, this is, the space free from
obstacles. Two cells are said to be adjacent if they share
a common boundary.This article explores off-line algorithms
with a priori knowledge of the map, based on a grid-based cell
decomposition. It presents two different approaches, the first
relying on a heuristic, and the second based on a randomized
method [17] which is shown to work well in offine planning.

1) Grid-based methods: These methods use a represen-
tation of the environment decomposed into a collection of
uniform grid cells, each cell with an associated binary or
probabilistic value stating whether an obstacle is present or
not. These are approximate cellular decompositions, since
they only approximate the shape of the target region and its
obstacles. Usually, the cells are squares and robot-sized.Most
of these maps are ”resolution-complete”, this is, they are
complete depending on the grid resolution. The maps also
suffer from exponential growth of memory usage because
the resolution remains constant regardless of the environment
complexity. It also requires accurate localization to maintain
map coherency. Because of this, these methods are suited for
indoor mobile robot operations, as the size of the area is
typically small and mobile robots are normally not capable
of very fine adjustments, and there is no need for ultra-high
resolution in coverage path planning.

2) Random sampling-based coverage of complex structures:
In confined 3D areas where a robot cannot go through the
spaces between component structures, global path planning
strategies can be used with sampling-based techniques to find
feasible, collision-free paths and obtain full coverage of a
2D target structure [17]. The agent is considered to be fully
actuated and have six degrees of freedom (DOF). First a graph
of feasible paths is created by random sampling nodes until
it allows full coverage. Then a minimum cost walk along the
graph which fully covers the structure is searched. The first
step is equivalent to solving the art gallery problem and the
second a variant of the TSP. Moreover, a method for smooth-
ing and shortening initial paths is provided. Further advances
presented an on-line version that incrementally explores the
robot’s configuration space while constructing an inspection
path until all points of the target are covered. This method is
probabilistically optimal with respect to a given cost function.

III. PROBLEM FORMULATION

To perform exploration it is desired to map a space with
minimal cost. This cost can be the distance traveled, time
or energy spent in mapping the space. The CPP typical
formulations present a generic approach where the entire
space should be mapped. However, it would be of use to
define particular areas of interest to map, thus a measure of
confidence is introduced in the formulation. This problem has
some resemblances to the prevailing coverage problem, more
specifically to the generalized covering salesman problem
(GCSP) [18], which allows overnights in the nodes.

The context of this problem comprises a finite space, which
can be discretized into smaller part. A level of confidence is
then associated with each part, with the following meaning:
a part with higher level of confidence is better known and
a part with lower confidence is less well known. It can thus
be seen as a reverse of a measure of uncertainty. Although
different scales can be used, an intuitive scale uses a discrete
confidence level between zero and one, where zero means the
part is fully unknown and one the part is fully known. To
simplify the problem it will be assumed that at any time, the
mapping agent has full knowledge of its position.

Equation (28) presents a vector of confidence for the whole
space, assuming there are n parts, at time k. A state repre-
senting the state of the agent can also be defined as shown in
(29). It can include information about the pose of the agent,
for example.

~c(k) = [ c
(k)
1 , c

(k)
2 , ..., c(k)

n ] (28)

r~x(k) = [ rx
(k)
1 , rx

(k)
2 , ... , rx(k)

m ] (29)

The confidence of each part at a step k + 1 can then be
described by a function involving the previous confidence
vector and the previous state, as shown in (30).

c
(k+1)
i = fc ( c

(k)
i , r~x(k) ) (30)

Considering an agent has a finite set of action that can
choose at tima k then the state at k + 1 will depend on the
previous state and the given action it chooses, leading to the
relation in equation (31), where U (k) is the set of possible
actions at time k.

r~x(k+1) = fd ( r~x(k), u(k) ) , u(k) ∈ U (k) (31)

The problem can be stated as a dynamic programming (DP)
optimization problem. From (28) and (29), a state ~x can be
defined as shown in (32), with an update function composed
by the previous from (30) and (31), as shown in (33).

~x(k) = [ r~x(k) ,~c(k)] = [ cx
(k)
1 , ..., cx(k)

m , c
(k)
1 , ..., c(k)

n ] (32)

~x(k+1) = [ fd ( r~x(k), u(k) ), fc ( c
(k)
i , r~x(k) ) ] (33)

So far, the definitions presented are elements of the envi-
ronment and the agent, and need to be written to represent the
situation properly. Since the goal is to increase the confidence
in the map with minimum distance/time cost, a cost function
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can be defined to account for this variables, that computes for
each action at time k the cost of applying it, as stated in (34),
where µ(~x) is a mapping from a state to an action uk.

∀ u(k) = µ(~x(k)) : akij = g(u(k)) (34)

The goal state can be described in two ways: a first approach
might be to reach some level of confidence over the whole
map; a different approach might be to maximize the confidence
over a finite time-horizon. The first can be described by some
condition similar to equation (35): for a given state ~x, the
agent has reached its goal if the sum of all confidence levels
is higher than some constant C in a finite time horizon L. The
second can be described by (36).

~x(L) :

n∑
i=1

c
(L)
i > C (35)

~x(L) : max
(u(1),u(2),...,u(L−1))

n∑
i=1

c
(L)
i (36)

The CPP can actually be seen as a special case of this
problem, with some simplifications:
• The confidence takes only two different values or states

and its meaning can be seen as whether a specific part of
the map has been visited or not;

• The goal is defined so as all the map has to be visited.

IV. QUADROTOR CONTROL

The first implemented module was quadrotor stabilization.
The presented strategies were implemented in the quadrotor,
by defining a state represented by equation (37).

~x =
[
φ θ ψ p q r x y z u v w

]
(37)

By applying the physics equations, it is possible to define
a state space model for the quadrotor. Then, three approxima-
tions are performed. First a small angle approximation, where
sin(θ) ≈ θ, cos(θ) ≈ 1− θ2

2 ≈ 1 and δφ δθ = 0, δφ δψ = 0,
δψ δθ = 0. Then, the yaw rate r is considered to be small
enough to be neglected, r << 1, and the inertial moments in
x and y are taken as equal, Ixx ≈ Iyy . The final state space
model is shown in (38).

ẋ = u

ẏ = v

ż = w

u̇ = T
cψφ−φsψ

m

v̇ = T
sψφ−φcψ

m

ẇ = g − T
m

φ̇ = p

θ̇ = q

ψ̇ = r + qφ

ṗ =
τφ
Ixx

q̇ =
τφ
Ixx

ṙ =
τψ
Izz

(38)

After decoupling the attitude (φ and θ) and altitude equa-
tions, three subsystems are obtained. These are used first to
define Kalman filters that return the angle and the altitude mea-
surements, and then the PID-LQR strategy is implemented.
The Kalman filter R and Q tuning matrices were similar for
all systems, shown in equations (39) and (40). It presented
satisfactory estimates and one such example is shown in Figure
3, where φ is kept stable, while θ shifts.

Q =

[
10 0
0 10

]
(39)

R = 0.01 (40)

Figure 3: φ and θ before (blue) and after (red) Kalman filter

The lqr MATLAB R© command is then applied to the systems.
Taking the φ subsystem, for example, the state space matrices are
defined in equations (41), (42) and (43), with the input being τφ.
The command results in two LQR gains, each corresponding to one
state, respectively, φ and φ̇.

Aφ =

[
0 1
0 0

]
(41)

Bφ =
[
0 1

Iyy

]
(42)

Cφ =
[
1 0

]
(43)

Applying them in equation (20), (44) is obtained. The equations
simplifies to (46) and the results return the gains in (47).

K̄p = (1 +
[
Kd 0

] [ 0
1
Ix

]
)−1(Kp

[
1 0

]
+Kd

[
0 1

]
) (44)

C̄ =

 [
1 0

][
1 0

] [0 1
0 0

]
−
[
1 0

] [ 0
1
Ix

] [
Kp Kd

] (45)

K̄p =
[
Kp Kd

]
C̄ =

[
1 0
0 1

]
(46)

[
KpPID KdPID

]
=
[
Kp Kd

]
(47)

The control scheme for θ is very similar to the one used for φ,
with the same LQR-tuned PD strategy. Since the matrices are similar,
once again the gains have a direct correspondence among themselves,
this is, KpPID = KpLQR and KdPID = KdLQR . After obtaining
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the PID-LQR gains, an adjustment factor is used to fine tune the
control strategy. The control scheme for ψ adopts the same strategy,
but ψ is obtained through integration of R. Thus, the controller is
actually a PI over this angle’s velocity. In the control loop, a switch
turns the integration of ψ on or off, giving the possibility to use a
simple feedback law of the velocity. Through testing the PI shows its
usefulness, although the adjustments are bigger than for the previous
controllers. The method for altitude control is similar to the attitude
control. The LQR gains have the same correspondence as the attitude
control, because of the similarities between the structure of A, B and
C. However the thrust reference will always have a value equal to
the nominal thrust and an adjustment is made to the final value, with
the gain Kthrust. The used gain values from the LQR computations
are presented in Table I.

Table I: Control parameters for attitude control

LQR Adjustment

φ Q
[
2 0
0 .002

]
R 10 Kp 0.447 Kp 1

Kd 0.046 Kd 1.5

θ Q
[
3 0
0 .002

]
R 10 Kp 0.547 Kp 1

Kd 0.059 Kd 1.5

ψ Q
[
1 0
0 1

]
R 1000 Kp 0.036 Kp 0.5

Kd 0.031 Kd 2.5

Z Q
[
1 0
0 1

]
R 0.1

Kp 0.447 Kp 0.5
Kd 1 Kd 1.5

- - Kthrust 0.7

The angle stabilization is shown in Figures 4 and 5. In these it
is possible to see that the angle values stay very low, and tend to
reduce over time, although slowly. In both graphs the same is also
visible to the velocity, which oscillates around zero. Overall, these
are satisfactory results.

Figure 4: Phi and P for hover flight test

Figure 5: Theta and Q for hover flight test

Regarding the altitude values, the altitude reference tracking is
shown in Figure 6, together with the corresponding linear velocity.
The values are negative since the z axis is pointing down, and so the

quadrotor moves in the negative direction. The abrupt change visible
is simply the point at which the test was stopped, due to the quadrotor
getting dangerously close of some object that might damage it.

Figure 6: Z and W for hover flight test

The ψ angle velocity is controlled and approximates the zero
reference given, which means the quadrotor does not spin, but the
angle does not go to zero, this is, the quadrotor stops moving at a fixed
ψ. However, this value can have a lot of error, since it is computed
by integration, and the error can increase with time. This motivates
the need for extracting this angle from the image algorithms.

Figure 7: Psi and R for hover flight test

Besides the hovering test, a take off and landing procedure was
also tested and returned satisfactory results, with the quadrotor
maintaining stability throughout all flight.

V. IMAGE-BASED LOCALIZATION

A. Image acquisition
For image processing applications the available hardware and its

impact on the image quality have to be taken into account. In the
case of Parrot’s AR Drone 2.0, the available hardware consists of two
cameras: front and bottom. The base program (program.elf) makes
both cameras’ streaming available at port 5555, alternately. However,
by killing program.elf, the image is lost. It is then necessary to
retrieve the images in other way. Since the image will be used for
real time localization and control the important features that measure
quality are the available framerate, the delay until extracting useful
results and the image resolution. Three strategies were implemented
and compared, namely:
• use of the Video4Linux2 application program interface (API)

for C code inside Simulink blocks through the Legacy tool;
• installation of the Gstreamer program for ARM processors;
• assembly of a Raspberry Pi 3 with a Camera Board, for

acquisition and processing.
Table II shows the best results obtained for each strategy.
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Table II: Best image acquisition parameters obained

Method Parameters used
Delay Time between

FPS
(ms) frames (ms)

Simulink

Resolution: 1280x720

1212 600 1.67

Send sampling
time (TCP): 0.05s
Receive sampling
time (TCP): 0.05s
Number of buffers: 8
Initial cycle 1

Gstreamer

Resolution: 640x480

400 ≈ 100 ≈ 10
Max. transmission
unit (UDP): 64000
Number of buffers: 4

Raspberry Resolution: 320x240 < 50 ≈ 100 ≈ 10

The chosen approach was the Raspberry Pi. The first step is the
assembly shown in Figure 8. A polystyrene sheet is attached to the
hull with four openings matching the Raspberry Pi mounting holes.
The device can be fixed by tightening four bolts, keeping its weight
distribution fixed. The camera is mounted with a flat cable of 30cm
and to avoid shifts, its position is marked in the drone. The whole
set weights about 45,23 g.

Figure 8: Raspberry Pi assembly scheme

B. Pose extraction
The focus of the image processing algorithms is localization, which

requires the use of the image 2D points to find a relation to the world
3D points. The first step is to perform camera calibration, this is, to
find the intrinsic parameters that model the camera. To obtain these
parameters, a 2D pattern is used, a squared chess board with 10x7
squares of size 25mm. The obtained intrinsic matrix and distortion
coefficients, are shown in equations (48) and (49), respectively.

K =

239.3228 −0.2198 166.9979

0 255.2452 125.5393

0 0 1.0000

 (48)

d =
[
0.0402 −0.0115 0 0

]T
(49)

The part of the program that deals with this marker identification
and pose extraction is based on the ArUco contrib module of the
openCV. Firstly a dictionary has to be chosen. In this work the
standard AruCo dictionary was used, with 5x5 bits and a margin of
1 bit to the edge.The image is then processed to check for potential
ArUco markers, using the detectMarkers() function. It returns the
markers ids and image coordinates for each corners. It is then possible

1An initial cycle was implemented that reads and discards frames, since in
the initialization the buffers were cluttered with old frames

to obtain the pose of the camera relative to the map, by running
solvePnP() with the 2D and 3D points, which requires the calibration
results referred before and the size of the marker. Considering {V }
the ArUco map reference frame and {B} the camera reference frame,
the algorithm returns a translation vector V TB and a rotation vector
VRB , which can be transformed into a rotation matrix through the
Rodrigues() method. BRV and BTV transform coordinates in the
ArUco map to the camera reference frame. To get the quadrotor
pose in the ArUco map, it is necessary to compute the inverse
transformations as shown in equations (50), (51) and in Figure 9.

VRB =B R−1
V (50)

V TB = −BR−1
V

BTV (51)

Figure 9: Reference frame transformations

The map is obtained with the algorithm described in the back-
ground, requiring several views of different ArUcos, so it can extract
the pose of each relative to the camera and to each other. A video
should be filmed of the map as to have many partial views to
be analyzed. After analyzing each frame, the program statistically
constructs relative transformations between each pair of ArUcos and
selects a global frame, linked to one of the markers. It then uses
these relations to compute a transformation from each ArUco to the
global reference frame. These results are outputted by the program
as vectors, in the following way:
• A vector with the ids of the ArUcos in the map, of length m
• A vector with a structure containing a pair (R, T ) for a given

ArUco, also of length m
• A matrix where each row is an ArUco center [xc, yc, zc], with

dimensions mx3
• A cell matrix where each cell combines the several (R, T )

pairs of each view constructed as follows: mk dist{1, 2} =
[Rview 1 | Tview 1 |Rview 2 | Tview 2 | ... |Rview n | Tview n ],
with dimensions 3x(4 ∗ n), where n is the number of views.

Figure 10: Baseline error for the image algorithms
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The results obtained are good, showing a small error when the
camera is still, which is a baseline error. This varied with the
parameters of the algorithms, as shown in Figure 10. The chosen
parameters were then a resolution of 320x240 with 30 iterations in
solvePnP(), to reduce at most the computational weight.

C. Outter loop
Taking the image-based localization results, transmitted by UDP,

the outer loop implements position control, using the x, y position
errors and transforming them into torque references for the inner
loop. Figure 11 shows the general scheme implemented.

Figure 11: Outer loop control

The output of the receiving block is a vector with position and
orientation in the world frame. This estimate, which is feeded to
the outer loop controller, is transformed into an error in the body
frame and, consequently, into the necessary torques and thrust. This
transformation uses ψ, as shown in Figure 12. The rotation applied
to x and y results in equations (52) and (53).

Figure 12: Transforming the global position to body frame
coordinates

x{B} ≈ cψx{I} + sψy{I} (52)

y{B} ≈ cψy{I} − sψx{I} (53)

A Kalman filter is then applied to the positions and a PID controller
is used to generate the torques τθ and τφ. The results show a good
image based localization, and a correct transformation to body frame
coordinates. The torques will opposite the body frame errors. Some
results are presented in Figures 13 and 14.

Figure 13: Camera localization results

Figure 14: Body frame localization results

The test was made by moving the quadrotor 2 meters back and
forth initially in the x axis, and in between rotating the quadrotor
90 degrees. For the body frame coordinates, the ψ value used
corresponds to the image-based orientation. The results for ψ and
the coordinates x and y follow the actual route performed quite well.

VI. COVERAGE PROBLEM

A. Ground coverage
The general formulation presented can be narrowed to a significant

scenario for performing exploration with the quadrotor, where the
camera can move in a plane parallel to the 2-D space being mapped,
at a distance d, without changing its orientation. Then the state, which
can be seen as the pose, is given by cx = [x, y] and the composed
state vector is given by (32) with actions uk at any given time k
belonging to the set U in (55).

[c
(k)
1 , c

(k)
2 , ..., c(k)n , x, y] (54)

u(k) ∈ U = {up, down, left, right, stay} (55)

Function f can be obtained by tackling the confidence update and
the pose update separately, as shown in (56) and (57). In (56), v is a
function that given the agent state and a given cell, returns True if
the cell is visible by the agent. Note that not all actions are allowed
at each step k. When the agent is near the boundary, for example, it
is not possible to move in some directions.

c
(k+1)
i =

{
c
(k)
i + λv(c

(k)
i , ~x(k)) , if u(k) = stay

c
(k)
i , otherwise

(56)

cx(k+1) =



cx(k) , if u(k) = stay
cx(k) + [ 1, 0] , if u(k) = right
cx(k) + [−1, 0] , if u(k) = left
cx(k) + [ 0, 1] , if u(k) = up
cx(k) + [ 0,−1] , if u(k) = down

(57)

Considering a simple cost function that takes into account the cost
of each action in (58), the total cost results in equation (59) with
expectation (60). The goal state is defined by the expression (35),
where C is a value that can be defined for each exploration instance.

l(~x(k), u(k)) =

{
0 , if u(k) = stay

1 , otherwise
(58)

G(~x(k), u(k)) = l(~x(k), u(k)) +

n∑
i=1

αi g(c
(k)
i ) (59)

Jπ(x0) = G(N)(~x(N)) +

N−1∑
k=0

G(~x(k), u(k)) (60)

J∗(x0) = min
π
Jπ(x0) (61)
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B. Approximation algorithms
The first proposed algorithm is an approximation to the A* with a

finite horizon. Like the A* it will branch out by comparing a score of
the sum of cost until the node and a heuristic until the goal. However,
it will stop at a given level and simply pick the node with best score,
repeating the process until it finds the goal. In this sense, it can also
be seen as somewhat close to best-first search. The algorithm will not
have memory issues and is in most cases fast, but it has an important
caveat. It can get stuck in a loop if a given area has already been
completely covered and thus it will not find a direction. One possible
solution is to increase the level of depth until it breaks the loop. The
horizon chosen in the begin reflects a trade-off between speed of
the algorithm and the probability of the approximation being closer
to the optimal solution. The second proposed algorithm is based on
the random sampling-based coverage [17]. In a first approach the
algorithm tries to find a set of states that allow complete coverage of
the region by randomly select nodes until all neighbours are covered.
To avoid to much redundancy, after constructing the set, an iteration
is made over it to remove the unnecessary nodes. After computing the
pseudo-minimal set that covers all nodes, an order should be defined
so as to go through all nodes. In this case a simple algorithm was
used, the nearest neighbour. Then to retrieve the complete path it is
simple enough to run any path finding optimal algorithm between the
two neighbours, since it is a problem with very reduced complexity.
The final step is to compute the overnights, which can be done by
simply assuming that the confidence in a view must be higher than
C in each area.Although there are certain cases where the algorithm
can lead to a worst case scenario, in the average case it works well
enough and it is very fast to compute.

C. Ground coverage heuristic
Both the A* and the best first in horizon need an heuristic and

the better the heuristic represents the distance to the goal, the better
the algorithm. For the ground coverage scenario the chosen heuristic
is the following. Given a grid of size w × h and a view of range r,
then the number of squares inside the view range is given by (62).

sq = (2r + 1)2 (62)

Let Vk be the set of all cells inside this view range at a time step
k. The total average confidence in the grid is given by (63) and the
minimum confidence inside the current view is defined in (64).

C =

∑
i ci

w × h (63)

Crmin = min
i∈Vk

ci (64)

The first consideration is that the minimum number of time steps
required to stay in the current view to increase its confidence to the
desired level is then underestimated as shown in (65), by considering
the number of necessary overnights to bring the cell with minimum
confidence to the goal confidence value, where Cstep is the defined
confidence step.

ov = ceil(
G− Crmin
Cstep

) (65)

The total number of overnights in the grid is calculated in a similar
manner, as shown in (66).

oT = ceil(
w h (G− C)

Cstep ∗ sq
) (66)

If the total number of overnights is bigger than the number of
overnights required inside the view, then the heuristic can have an
additional cost of movement. The first addition is simply a cost of

one, which is a movement different than the overnight to change the
view.

h = oT + 1 (67)

Then for the remaining overnights the following considerations are
made: for a given view, the maximum number of overnights spent
is the inverse of the confidence step, since for any confidence level
this would maximize the confidence; hence dividing the number of
external overnights by this number the result is the minimum number
of movements to shift the view.

h = h+ ceil((oT − ov) ∗ Cstep) (68)

D. Tests
For simplicity purposes and to compare with the optimal solution,

which is only computable in useful time for non-complex scenarios,
the first test consists of using several different grid sizes where all
cells have 0.8 confidence, the confidence step is 0.2 and the desired
confidence is 1 in every cell, requiring only one overnight to get
a range of cells into the goal. The view range is considered to be
1, this is, if the camera is on top of one cell, it sees every cell
around that one, a 3× 3 square. The three algorithms were applied,
namely the optimal A* algorithm, the best-first search in horizon with
initial horizon of 6 steps - both with the heuristic described in - and
the random based coverage algorithm with nearest neighbour. The
random-based algorithm is ran four times for each test and the best
solution is picked. The results for small grids are shown in Table III.

Table III: Algorithm path length and time results for ground
coverage problem in small grids

Grid size A* BFS Horizon Random based

4x4
7 steps 14 steps 7 steps
14 ms 12 ms 18 ms

4x5
8 steps 14 steps 10 steps
38 ms 14 ms 15 ms

5x5
10 steps 15 steps 12 steps
243 ms 106 ms 19 ms

5x6
11 steps 21 steps 11 steps
723 ms 130 ms 18 ms

6x6
13 steps 15 steps 15 steps
15.787 s 35 ms 24 ms

7x6
17 steps 37 steps 20 steps

1h18m36.877s 335 ms 24 ms

7x7
Could not compute 31 steps 25 steps

in useful time (¿24h) 1.548s 19 ms

It is clear from this analysis that the optimal algorithm has
exponential time, as expected, and both others suboptimal do not.
However, the best first search within horizon can fall into the loop
described earlier, and because of that, when increasing the horizon,
it can increase its computation time a lot, which explains the jump in
time observed for both grids 5×5 and 5×6. As for the random, the
computed times are the total time to run the algorithm four times, and
the best solution clearly produced good solutions for these scenarios.
Other increase in complexity is the use of different steps of confidence
values. The simple initialization in a value that requires more than
one confidence step update per cell increases the complexity in a
visible way. Table IV presents the results for a grid of medium size,
9× 9, with different confidence levels.

The random based coverage seems to produce better and faster
results for the presented cases. This result is very positive for the
algorithm. However, this is not conclusive for the Best first search in
horizon, because even though its results are worse than the random
based coverage, it is highly dependent on the heuristics and it can
also be improved with other strategy to break cycles. Extending the
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Table IV: Algorithm path length and time results for ground
coverage problem with higher complexity

Initial confidence BFS Horizon Random based
0.8 63 steps / 3.841s 58 steps / 41 ms
0.6 84 steps / 5.112s 65 steps / 45 ms
0.4 86 steps / 9.135s 81 steps / 44 ms
0.2 81 steps / 2.916s 77 steps / 30 ms
0.0 81 steps / 6.430s 96 steps / 29 ms

algorithm to a more interesting case, it is possible to have different
areas with different levels of interest, by specifying different initial
levels of confidence for each cell and a more loose goal, where the
average confidence is high, but does not require all cells to have
maximum confidence. Figure 15 presents the results for an example
in which the goal confidence is 0.9 and the darker and lighter areas
have 0.2 and 0.7 of confidence, respectively. The confidence step is
still 0.2.

(a) Best first in horizon (b) Random based coverage

Figure 15: Ground coverage results for different levels of
confidence in the same map

Although random base coverage still gives a better result, with
46 steps obtained in 30ms, as opposed to the 54 steps of the best
first in horizon obtained in 2.212s, the path it takes seems to be less
directed than its counterpart. In fact, the best first in horizon seems to
be attracted to the areas with less confidence, and the random based
coverage simply picks a path and adjusts its number of overnights.

VII. CONCLUSION

The results presented show for each separate problem that the
chosen methods are satisfactory. The control strategy stabilizes the
quadrotor nicely, the image processing algorithms give nice pose
estimates which error does not increase with time, and the coverage
algorithms compute good approximate solutions in useful time. It was
not possible to put together the three modules since the junction of the
Raspberry Pi represented a too large payload for the used quadrotor.
To join all strategies, either a quadrotor with higher payload is
required, or the on-board cameras should be used. The image results
could suffer some improvements, such as the use of encoding and
decoding and of the RTP protocol. Other possible improvement is to
use the quadrotor for image processing, which requires an efficient
implementation of the algorithm to reduce computations at most. This
could decrease the computational load. Regarding the algorithms,
the results are satisfactory, but the strategies could be improved.
In the best first in horizon algorithm a better heuristic can improve
velocity and in the random-based coverage a better path planner to go
through the chosen nodes could improve the result, since the nearest
neighbour is not a very good algorithm.

One of the main points of future work is to implement the complete
algorithms on-board in a low cost quadrotor. This would either require
a quadrotor with more rotor power or the implementation of the image
algorithms on-board the quadrotor. Suggested by Mathworks, another
possible path is related to the drone cameras, to try enriching the
blocks with the ability of down-sampling and downscaling the image.
Another important improvement is the use of codecs when sending
the image through the network, since they allow compression and

thus, delay reduction. Regarding the control strategies, one natural
improvement would be to use of a more detailed quadrotor model. As
for the image-based localization, the visual markers can be substituted
by real objects. This requires to find a good object recognition method
and also a good pose extraction method for the new objects. The
aforementioned tasks support an important objective of future work:
to combine all the strategies presented in order to perform exploration
with a low cost quadrotor. This would also involve expanding the
coverage path planning algorithms to on-line strategies and to study
the problem without assuming full knowledge, that is, to account for
uncertainty in the agent’s state.
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