
Parallelization of a Probabilistic Algorithm for Simulating
Electromagnetic Problems

Carlos Xavier da Silva Martins

Abstract— The classical approach on solving electromagnetic
equation, such as the telegrapher’s equation, does not take full
advantage of the new technologies available, namely parallel
computing. Regarding parallel computing, GPUs are the ones
that excel which in combination with Nvidia’s technology
(CUDA) show a considerably higher appeal. Additionally, the
use of probabilistic methods to solve partial differential equa-
tions has become largely popular mainly due to their natural
suitability for parallel computing. In this master thesis it is
combined the recent technologies named before in order to
outpace the current methods for solving partial differential
equations.

I. INTRODUCTION

Due to to the fact that computing power has never
ceased to increase along the years, modeling and numerical
simulation have kept escalating as well. Up until quite
recently, complicated problems required insightful theoretical
analyses, whereas nowadays you can get broad and detailed
results just by recurring to a with the governing differential
equations in place. A wide assortment of modeling methods
pertinent to any related field have emerged as a result of the
growing computing power [1].

A. Context

Finite-Difference Time-Domain (FDTD) [1] is a numerical
method used to solve partial differential equations that use
time difference as approximations to the partial derivatives.
FDTD solves Maxwells curl equations and is applied to
electromagnetic field ’s computation, specifically to the tele-
graph equation. The telegraph equation is a pair of linear
differential equations that describe the voltage and current
on an electrical transmission line within distance and time.
The model demonstrates that the electromagnetic waves can
be reflected on the wire, and that wave patterns can appear
along the line. The theory applies to transmission lines of
all frequencies including high, low and audio frequency
in addition to direct current. Using FDTD we can get the
voltage and current at every given point in space and time
[2]. So as to stabilize the numerical method as it is commonly
explicit in time, it will be needed a considerable amount
of time and storage memory. This will be highly important
when simulating large scale problems and high frequency
signals.

To overcome this bottleneck of computer power and
storage requirements several parallel implementations of the
FDTD method have been explored and implemented.

Normally these implementations are developed and tested
using a cluster computing. Cluster computing is a cost-
effective, high-performance computing platform that consists

of a local area network system composed of multiple in-
terconnected personal computers (PCs) [3]. This approach
introduces the need of communication between processes
which is attainable by using the message-passing interface
(MPI) library.

Message-passing interface library’s functions can be called
in C or Fortran 77 program and are already widely employed
for parallel computing. The foundation of this library is
a small group of functions that can be used to achieve
parallelism by message-passing model. A message-passing
function is simply a function that explicitly transmits data
from one process to another [4]. Although distributing the
computer’s process onto many processes remarkably reduces
the executing time, the communication between processes
represents an overhead that can really hurt the program’s
scalability. [5]

n the FDTD method, particularly, for each time-step
computed there is a need of trading values between processes
with adjacent domains. To overcome this overhead, proba-
bilistic representations of solutions of certain partial differ-
ential equations have become popular nowadays. Moreover
they provide powerful analytical tools to establish existence,
uniquenes and diversed of the solutions.

These probabilistic algorithms are based on the Monte
Carlo’s technique [6], however they have never been widely
used due to their poor efficiency. Recently, thanks to
the growth of computational power, these method have
proven useful and truly competitive when evaluating high-
dimensional integrals, since in deterministic quadrature rules
the number of function evaluations grows exponentially as
the dimension increases, while it is independent of the
dimension in the case of the Monte Carlo methods.

In Monte Carlo based methods, the solution depends on a
large number of trials. Each simulation is independent, so the
communications among processes are nonexistent making
them highly adaptable to the parallel programing.

Another great aspect and perhaps the most important
feature of probabilistic methods rests on the fact that they
allow to compute the solution to the problem at a single
point in space and time which is not possible in the classical
method. Specifically, the goal of this Thesis consists in
solving the telegraph equation using a parallel probabilistic
algorithm for obtaining the current and voltage in time for a
given transmission line.

To be able to compute this equation in parallel, the domain
has to be split among the processes. An example of that is
illustrated in Figure 1.

After the domain decomposition, the probabilistic algo-



Fig. 1. Domain decomposition of a line using three processes and a mesh
of N points.

rithm will be used to compute the solution at the interface
between sub-domains. As said before, these probabilistic
methods are known for their poor efficiency, so to coun-
teract it we propose the following approaches besides the
parallelization:

GPU implementation : Despite using techniques as
multiple thread issuing and complex parallel modules for
Instruction Level Parallelism, CPUs are suited for sequential
code. GPUs on the other hand are optimized for parallel
data processing such as graphical data computations since
these are their main function inside the graphic card [2].
Side by side, the big differences between GPUs and CPUs
are the sharing memory mechanisms, where CPUs are much
more flexible. Again, the fact that the point’s calculations
are independent makes this a minor problem. Nowadays, a
GPU has hundreds of cores making it a viable choice for a
probabilistic algorithm implementation.

Precomputing : GPU’s calls are asynchronous, there-
fore while the probabilistic algorithm is running, the CPU is
busy-waiting for the GPU’s returning result. We can use this
processing time to compute the points whose values are not
affected by the ones produced by the probabilistic algorithm.
This method is illustrated at Figure 2.

Fig. 2. Points from the line within space and time that don’t depend of
the boundaries values.

Computing a smaller part of the solution in time:
To implement this solution there are still two issues to be
settled:

• Even with the precomputing, the workload is not bal-
anced between the CPU and the GPU. Hence, we are
not using all the resource at maximum because one of
them is idle waiting.

• The problem is quite big and for each point the GPU
need to compute a large amount of trajectories (a
trajectory is similar to a Monte Carlo algorithm trial)

so the error is acceptable. This means that the GPU
would be overloaded calculating thousands of threads
per points.

The obvious solution here is to compute only fraction of
the problem at a time. The ideal size of each fraction depends
on other factors namely the GPU on the setup environment.

After this, and the probabilistic methods have finished we
compute the remaining points inside the subdomain using
FDTD.

B. Goals

This Thesis’s goal is to design an algorithm that outpaces
the current solution for the computation of the telegraph
equation, overcoming the problems found in existing CUDA
and/or MPI implementations. Combining the classical Finite-
Difference Time-Domain (FDTD) algorithm with a novel
probabilistic FDTD algorithm and the MPI and CUDA
technologies, this goal can be achieved.

Succinctly the algorithm is composed of five steps:

1) Space Domain Decomposition
2) Time Decomposition
3) Pre-Computing
4) Probabilistic Method
5) Remaining Points Computation

The first step is to divide the domain among the processes.
Then each process computes the boundaries ghost points, in
different time-steps, using the probabilistic algorithm. The
next step is to compute the remainder points belonging
to different sub-domains using the FDTD classic method.
Finally, when we have all the solutions in each sub-domain,
if none of the processes failed, the sub-solutions are sent to
the root process.

C. Paper’s Outline

In Section II is presented the research on which the
final findings were based on, especially CUDA’s paradigm.
In section III is the detailed explanation of each step of
algorithm. Section IV is devoted to the algorithm’s result
and the final conclusions in Section V.

II. BACKGROUND CONCEPTS

A. Finite-Difference Time-Domain (FDTD)

In electromagnetic problems, the FDTD method grew
to became the method of choice. There are a number of
reasons why it became more popular than others such as the
Method of Moments, Finite Volume methods, Finite Element
methods or Spectral methods. Some advantages of the FDTD
method over other methods [1]:

Short development time: A programmer can write
a realistic 2D or 3D simulation in 100 or less lines of
code, unlike other methods, where creating the numerical
grid alone may require entire software packages. Moreover
understanding of the discretization procedure alone is not
that easy.



Ease of understanding: The FDTD method is easily
understandable and directly comes from the differential
form of Maxwells equations. The stability and dispersion
characteristics of the method also follows a simple, intuitive
understanding of the updating procedure.

Explicit nature: There are no linear algebra or matrix
inversions in the FTDT method, thus there is no inherent
limit to the size of a simulation. Computer time and memory
is the only limitation of the method.

However, there are also a number of disadvantages of the
FDTD method:

Computational time: In the FDTD method the time
step at which we advance the solution is limited by the
spatial size and cannot be larger than a certain maximum
size. Simulations with large spaces or multiple scales (largely
varying wavelengths), means the simulation must be run for a
very long time. Other methods can often be better at dealing
with multiscale problems.

Parallel computing - communication overhead: The
parallelism of the FDTD algorithm is quite easy and is based
on a spatial decomposition of the simulation problem into
contiguous nonoverlapping subdomains. Yet, this implemen-
tation as some problems mainly due to the communication
between each time step. This required communication es-
tablish some overhead and therefore, a better solution is
required.

B. Probabilistic Method

Using probabilistic methods to solve partial differential
equations is not new and has already been used for solving a
variety of problems. The well-known Monte Carlo’s method
is an example of a probabilistic method that can be used to
solve partial differential equations problems.

The core of Monte Carlo’s methods are the Strong Law of
Large Numbers [7]. This law is a form of the Law of Large
Numbers, that states that with a large number of experiments,
the average of the results obtained should come close to
the expected value and will tend to approximate with each
other as more trials are performed. The Strong form only
strengthens the original by stating that the sample average
converges almost surely to the expected value.

Taking advantage of this law, Monte Carlo’s method uses
experiments with random numbers to evaluate mathematical
expressions. The experimental units are the random numbers.
The expressions may come in the form of definite integrals,
systems of equations or more complicated mathematical
models. Usually, when mathematical expressions have to be
evaluated, some approximations from numerical analyses are
needed, but Monte Carlo methods provide an alternative that
is sometimes the only tractable approach. In these applica-
tions, there is no inherent randomness. Random variables are
defined and then simulated in order to solve a problem that
is strictly deterministic [8].

As each simulation is totally independent from the other,
Monte Carlo’s methods are naturally suited for parallel
computing. So an algorithm that implements a Monte Carlo’s

approach, can solve partial differential equations in parallel
without communication among processes.

In this case, one main advantage is that with a probabilistic
method we can compute the solution at any point within the
domain and any time-step without having information about
the about the solution remaining points. Due to this quality,
this method is notably suited for parallel computing.

There is another great advantage in using a probabilistic
method which is the fault tolerance property. This means that
if a process fails while executing the algorithm, it can restart
without affecting other processes. Once again this property is
due to each simulation being independent from one another.

Unfortunately there is a setback on this, computing a point
takes some time due to the slow convergence rate of the
Monte Carlo method. So, if the number of domain points are
way larger than the number of time steps, this probabilistic
method could take a really long time. Consequently, by itself,
this method alone is not a viable solution.

C. Message Passing Interface - MPI

MPI is a standard that implements a message passing
model and has become quite among between parallel pro-
gramming developers.

Although the message-passing model consists of a collec-
tion of processes that have exclusively local memory, they
manage to communicate with other processes by sending
and receiving messages. Furthermore, it is to note that data
relocation from the local memory of one process to the
local memory of another demands operations to be carried
out by the two together [9]. Even though MPI program’s
communication needs to be explicitly defined by the pro-
grammer, it is very simple to execute data transfer between
two processes. For example, at its most basics, the Message-
Passing Interface provides a function for sending a message
MPI Send and unction for receiving a message MPI Recv.

The communication can be synchronous, using the two
functions above, or asynchronous, using the asynchronous
version of those: MPI Isend and MPI Irecv. Allowing
asynchronous and synchronous is only one of the advantages
of using MPI.

D. The CUDA Paradigm

As MPI, CUDA is a minimal extension of the C and C++
programming languages. The programmer writes a serial
program that calls parallel kernels which may be simple
functions or full programs. In the GPU, a kernel executes
in parallel across a set of parallel threads. The programmer
organizes these threads into a hierarchy of grids of thread
blocks. A thread block is a set of concurrent threads that can
cooperate among themselves through barrier synchronization
and shared access to a memory space private to the block.
What is more, a grid is a set of thread blocks that not
only may be executed independently but also may execute
in parallel due to the that [10].

When invoking a kernel the programmer specifies the
number of threads per block and the number of blocks
making up the grid. Each thread is given an unique thread ID



number (threadIdx) within its thread block numbered 0, 1,
2, ..., blockDim1, and each thread block is given an unique
block ID number (blockIdx) within it’s grid. CUDA supports
thread blocks containing a fixed number of threads in a single
dimension.

According to what is more convenient, thread blocks and
grids may be adjusted to have one, two, or three dimensions
accessed via .x, .y, and .z index fields. Either x and y
dimensions can extend up to 512 while, on the other hand,
the z dimension has a lower ceiling only at 64. Therefore,
when using the three dimensions, the maximum number of
threads that CUDA can support within the same block is
512× 512× 64 threads.

On a upper level, blocks are organized in a grid. A grid
itself has 2 dimensions and support 65535 × 65535 blocks.
The grid is the top level in a GPU architecture so each kernel
call as one and only one grid.

Each CUDA thread has a private local memory, that is
used for thread-private variables that do not fit in the threads
registers, as well as for stack frames and register spilling.
Each thread’s blocks have also a shared memory with all
threads having access to a global memory [10]. Finally, above
them it exist a global memory which if overused may hinder
the algorithm’s performance.

In a GPU card, accessing a different memory has a
considerably different access time. Shared memory has a
low latency access time, similar to a L1 cache access time.
Therefore it provides a high-performance communication
and data sharing among the threads of a thread block. On
the other hand global memory accesses can take hundreds of
processor clocks. To avoid global memory accesses, CUDA
programs copy data to shared memory when it must be
accessed multiple times by the threads in a block. Lastly
there is the constant memory that is read-only and like global
memory lives through all the application.

Fundamentally, parallel execution and thread management
are automatic. All thread’s creation, scheduling and termi-
nation is handled for the programmer by the underlying
system. The threads of a block execute concurrently and may
synchronize at a barrier by calling the syncthreads() intrin-
sic. As follows, it guarantees that no thread participating in
the barrier can proceed until all participating threads have
reached the barrier. After exceeding the barrier these threads
are also guaranteed to see all writes to memory performed
by participating threads before the barrier. Thus, threads
in a block may communicate with each other by writing
and reading per-block shared memory at a synchronization
barrier.

Since threads in a block may share local memory and syn-
chronize via barriers, they will reside on the same physical
processor or multiprocessor. The number of thread blocks
can, however, greatly exceed the number of processors. This
virtualizes the processing elements and gives the programmer
the flexibility to parallelize at whatever granularity is most
convenient. This not only allows intuitive problem decom-
positions, as the number of blocks can be dictated by the
size of the data being processed rather than by the number

of processors in the system but also allows the same CUDA
program to scale to widely varying numbers of processor
cores.

To manage this processing element virtualization and pro-
vide scalability, CUDA requires that thread blocks execute
independently. It must be possible to execute blocks in
any order, whether in parallel or in series. Different blocks
have no means of direct communication, although they may
coordinate their activities, for example, using atomic memory
operations on the global memory visible to all threads by
atomically incrementing queue pointers.

Although each GPU core can execute a sequential thread
(like a CPU core), but it can also execute group of threads
if they share the exactly same instruction. NVIDIA calls it
SIMT (Single Instruction, Multiple Thread). In the best case
scenario each one of these groups are composed by thirty
two threads and are labeled warps.

These multiprocessors can take two cycles to execute a
single instruction for an entire warp on each group of sixteen
cores when using integer and/or single-precision operations.
On the other hand, computing using the double-precision
seems to have a speed peak at most one-third of the single-
precision peak. Some of multiprocessors can also execute
intrinsic functions and transcendentals concurrently, such as
sine, tangent and exponential.

E. Related Work

1) MPI-FDTD: The classic Finite-Difference Time-
Domain algorithm require only the field information from
the neighboring cells. Consequently, it is inherently parallel
in nature and can be easily implemented with the MPI library
to run on multiple processors. In parallel processing, the MPI
routines are employed for exchanging values at points located
on the interfaces between adjacent subdomains [11].

This communication between adjacent subdomains estab-
lishes an overhead that compromises the algorithm’s scala-
bility. This is the conclusion taken from a few examples of
the algorithm’s implementation.

There are other implementations that using a two-level
parallelization (MPI and OpenMP) get better results, yet the
communication overhead is still a constant.

2) CUDA-FDTD: Being GPUs more cost-efficient per
flop than CPUs, the FDTD has been implemented using
CUDA technology as well. Due to high latency of GPU’s
global memory access, the key to the most efficient imple-
mentation is too minimize this access.

The first step is to load into thread’s private memory all
the constants needed to the algorithm, becoming available
to each at almost no cost at all. The next step is updating
the current and voltage arrays. Here, the solution is to divide
the computation of each array. By loading the corresponding
array from the global memory to the shared memory before
its computation and then load the updated array back to the
global memory, the global accesses are reduced to four per
cycle (two for the voltage array and two for the current
component array).



To take full advantage of the single-instruction multiple-
date (SIMD) architecture of the GPU and overcome the
memory latency, the threads are grouped into 2-D thread
blocks. One thread is assigned to an output element while
allowing four halo regions to include the neighboring ele-
ments that are needed in the FDTD updating equations. This
method allows the threads within each small block to access
their own shared memory, the latency of which is two orders
of magnitude lower than that of global memory.

The last aspect to enhance the performance is the arrays
block size. The block size matters and it is important to find
the best size for a given problem [12] [13].

III. PROPOSED ALGORITHM

After analysing the related work, the problems with exist-
ing algorithms became clear. The main one is that for each
time-step there are two messages exchanged between each
neighbor process of the MPI code or two accesses to the
global memory in CUDA implementations.

To overcome these we implemented a novel algorithm
combining the classical Finite-Difference Time-Domain
(FDTD) and a probabilistic based on Monte Carlo method
using the CUDA technology.

A. Space Domain Decomposition

Since either the current and voltage components start with
the value zero over all the domain, all we need to do is
define the sub-domains and assign them to the correspondent
processes. Each sub-domain has the same amount of points
to compute.

In the message passing parallel programming paradigm,
these two points are called ghost points because they belong
to another sub-domain. Illustrated in Figure 3 is a example
composed of three processes (P1, P2 and P3) and respective
ghost points. P2 needs the points represented as blue in P1
and P3 while P1 needs the left red points and P3 right red
points from P2 domain. The next step is to compute the
solution in time for all the points at the boundaries of each
sub-domain.

Fig. 3. The points needed by P2 are represent as blue and the points need
by P1 and P3 as red.

B. Time Domain Decomposition

To obtain an accurate solution, a sufficiently large spatial
mesh is required and consequently make them computational
enormous. The temporal mesh is based on the spatial mesh
the number of points calculated by GPU is also huge.

Likewise, to get an accurate solution from the GPU com-
puting, the number of trajectories per point need to be large
as well. The total number of points at the temporal mesh
times the number of trajectories per point would definitely
overload the GPU and eventually the CPU would be busy
waiting for GPU to finish and that is just a waste of computer
power.

To avoid these scenarios the problem can be solved by
splitting it in chunks. In this way both CPU and GPU are
active most of the time. Moreover using this approach the
number of trajectories per point can be adjusted to get the
minimum error for the best possible performance.

Therefore, the challenge here is to find the best size for
each chunk. There are three variables that need to be taken
in account:

• The number of processes since the computation is
equally split by the existing processes, ie, the CPU
computation cost computation is inversely proportional
to the number of processes involved

• The number of trajectories to compute the solution at
a single point. If the number is too high it could be
slower than CPU what would jeopardize the solution
performance.

• The solution’s precision. By using double-precision
floating point (opposing to single-precision floating
point) on the GPU the errors are smaller but on the
other hand it takes slightly more time.

C. Pre-Computing

While the GPU is computing the solution at the interface
points, the CPU is busy-waiting. We can use this time to
compute the solution at the points whose values does not
depend on the solution obtained at the points probabilistically
computed.

In FDTD method in order to compute the voltage (u) of a
giving point x at the time-step t (the point (x, t) ), we need
values from points (x −∆x, t −∆t) and (x, t −∆t). This
is illustrated at Figure 4. Red connections represent voltage
dependencies and blue ones represent current dependencies.

Fig. 4. Voltage dependencies.

: For the current at the same point (x, t), we need
values from points (x, t − ∆t) and (x + ∆x, t). This is
shown at Figure 5. Again red connections represent voltage
dependencies and blue ones represent current dependencies.

Solving these dependencies, we can determine which
points we are able to compute without the results from the
probabilistic method. Those points are the ones displayed on
Figure 5.



Fig. 5. Current dependencies.

D. Probabilistic Method

The computation of all the time steps at the interfaces will
be obtained using the probabilistic method, implemented for
running in the GPU, using Nvidia’s CUDA technology.

First, we will use the probabilistic method to calculate
some of the interfacial points and for each interface we need
to compute tfinal/dt × r points, where tfinal is the final
time, dt is the interface time-step and r the ratio of points
we will compute. Each process has to compute twice that
number, except the first and the last processes.

This algorithm is based on a Monte Carlo method, so the
accuracy of the solution obtained for each point depends on
the number of trials (also called trajectories). Each trajectory
is independent and contributes partially to the final solution.
The solution is constructed by summing up different contri-
butions. Therefore, as the number of trajectories increases,
the solution gets closer to the theoretical solution.

Other important aspect to keep in mind is the numerical
errors. As expected, the numerical error decreases as the
number of trajectories per point increase. Like so, as the
number of trajectories increase so does the computing time.
This error is known, and is of order O(1/

√
N), assuming that

N is the number of trajectories used to compute each point.
Therefore finding the balance between computation time and
result accuracy is essential, as we want the best performance
possible without compromising the results.

The last aspect to take into account is the size of the
thread blocks. Thread blocks loaded into shared memory
could have a significant effect on the performance of the
GPU. Accordingly, identifying the optimum block dimension
for our FDTD simulations is also extremely important.

E. Remaining Points Computation

: Now that we have all the values for every time-step for
the interfaces, we will not need to trade information between
neighbor processes. Once again this makes the classical
FDTD method the fastest method to get the remaining
solution. If the error for each time-step at the interface are
small enough it will not affect the results.

Having all points computed at the requested time, all that
is left is to collect the final results from all the processes
into the root. To do this the best solution is to use MPI
asynchronous functions MPI ISend and MPI IRecv.

IV. TESTS AND PERFORMANCE ANALYSES

A. Implementations and Measures

Probably, the most important component of the improved
proposed algorithm is its probabilistic component. For this

reason, the first step taken was towards finding the best
combination of the following parameters which the last three
only refer to the GPU implementation:

• Number of trajectories
• Number of threads
• Number of trajectories per thread
• Choice between single or double precision

Although for the CPU implementation the change in the
number of trajectories has a direct reflection in the perfor-
mance of the algorithm, the same is not exactly observed for
the GPU implementation.

First and foremost, taken into account that the points are
computed independently and to exploit at best the shared
memory, it is required to assign each of these points to a
distinct block. Furthermore, with the purpose of distributing
all the existing points to each separate blocks in an efficient
and straightforward process, it was used a given index block.

Just as it was explained in Section 2.4, CUDA can execute
a group of 32 threads all simultaneously as long as each
threads execute the same instruction. Predictably, a huge
impact can be observed in any general CUDA application
when this feature is properly employed. Inasmuch the reper-
cussions of this, it was always created threads in groups of
32, being the threads totally independent of the number of
trajectories used.

On any GPU implementation we can use either single
or double precision. In comparison, the first one should
achieve almost twice the performance of the double precision
computation, as stated in Section 2.4. Setting side by side,
even though the errors obtained with single precision are
obviously higher then with double precision, this is not
observed in practice, since the number of trajectories is
typically chosen to be not very large and thus the error
overcomes the precision of the floating point format.

Regardless of the fact that the two interfaces are computed
sequentially but not simultaneously, the number of threads
which flood the GPU is colossal. In order to exemplify this
fact it could be observed that if it was computed a thread
per point the number of existent threads would be in the
order of 262144. This considerable number of threads would
be unviable if it was to use the advantage of CUDAs warp
which means that it is imperative to multiply this number
of threads 32 times and consequently slice the interface in
smaller pieces.

N trds CPU GPU - float GPU - double
full full 1/4 1/8 full 1/4 1/8

4096 591.08 11.25 10.05 9.97 13.24 10.97 10.95
8192 1146.48 16.92 14 13.88 18.24 15.9 16.56
16384 2287.68 25.58 21.73 21.38 30.65 25.38 24.80
32768 4579.78 44.04 37.85 36.39 52.29 44.06 43.93

TABLE I
EXECUTION TIMES (IN SECONDS) FOR THE COMPUTATION TWO

INTERFACES (WORST CASE SCENARIO) WITH 262144 POINTS EACH AND

8K TRAJECTORIES PER POINT



Otherwise what was expected, splitting the interfaces in
smaller pieces did not have the impact it should have had.
However, even though the differences may seem small, when
using 4 or more processes with the same GPU card, the
impact observed was much more substantial.

Looking to the results shown in Table I, it is clear the
superiority of the GPU implementation since it is from 50
up to 100 times faster than the CPU version. In addition to
the results shown it is also a known fact that the GPU im-
plementation can run currently with the CPU henceforward
it is safely stated that the best option is to use the GPU
implementation system.

Despite what was expected, the execution time when using
single precision implementation had not the performance
desired when compared with the double precision implemen-
tation. The explanation behind this rests on the fact that it is
needed full synchronization of the trajectories of the warps.
Different trajectories can follow different paths through the
transmission line until these reach their final destination.
However if one trajectory in warp takes a divergent path
this will mean that one of the thirty two threads will be
executing a different instruction than the others thus stopping
all the others thirty one threads. Since the advantage of the
CUDAs single precision relies on the optimal execution of
the warps, the aforementioned reason would be responsible
for the almost nonexistence difference between double and
single precision.

B. Performance of the Probabilistic FDTD-GPU

After testing the probabilistic algorithm and tuned for
better performance the next step of this Thesis is to integrate
the probabilistic algorithm into the classical FDTD. This
section regards the results observed after this procedure was
done.

To run performance tests two different machines were
used:

• Legendre
– Intel(R) Xeon(R) CPU E5-2620 v2 @ 2.10GHz -

4 × 6 cores
– 32GB RAM
– Tesla k20 - 2496 cuda cores

24 cores and a powerful GPU card. This will be the
main machine for performance tests.

• Fado
– Intel(R) Xeon(R) CPU E5506 @2.13GHz - 2 × 4

cores
– 8GB RAM
– Tesla M2075 - 448 cuda cores × 4

First we tested the algorithm with different numbers of
trajectories setting the following parameters as constants:

• Four processes - This case require two of the four
processes computing two interfaces;

• Compute the 1/128 of the time-steps at a time;
• 1572864 of total spatial points - for meaningful results.
After analyzing the results obtained, we concluded that by

using this implementation of the algorithm is not affected

Number of trajectories time
8k 991.83
16k 992.35
32k 998.91
64k 1561.63

TABLE II
EXECUTION TIMES PER NUMBER OF TRAJECTORIES - CPU-GPU

IMPLEMENTATION WITH 4 PROCESSES ON LEGENDRE MACHINE (IN

SECONDS)

from increasing the number trajectories up until 32k. Every
time the CPU finishes its task, the GPU is already awaiting
with the next load of results, provided that the number of
trajectories chosen is below 32k.

The next step taken was to set all the parameters constant
except for the number of processes and the divisions of the
time domain. Since we will use up to 16 processes, we chose
8k trajectories.

In the Table III we show the results obtained when testing
the scalability of the algorithm with only a GPU card.

Divisions Number of processes
1 2 4 8 16

32 3767.43 1879.72 994.71 615.35 594.134
64 3767.43 1876.43 994.60 613.49 593.86
128 3767.43 1875.94 991.83 608.40 596.24
256 3767.43 1872.55 991.86 606.31 591.538

TABLE III
GPU-CPU ALGORITHM EXECUTION TIMES FOR POINTS (IN SECONDS)

Considering the result observed in Table III we can con-
clude that the GPU start to become overloaded when using
eight processes. Furthermore, comparing these results with
the ones obtain on Table III it can be easily deduced that the
GPU overload does not come from the computation size but
from the number of different kernels being called on GPU. In
order words, the number of trajectories needed to compute all
the points for four processes with 32k trajectories per point
is considerably larger than computing with eight processes
and 8k trajectories per point.

What it is mentioned above confirmed the hypothesis that
the improved algorithm has a better performance with more
than one GPU card and for that same reason it was used
another machine where four weaker GPU cards. The results
illustrating what was explained before are displayed in Table
IV.

Number of processes 1 2 4 8
GPU-CPU 6814.03 2641.36 1306.64 664.55

TABLE IV
EXECUTION TIMES PER NUMBER OF PROCESSES AND 8K TRAJECTORIES

PER POINT - CPU-GPU IMPLEMENTATION USING 4 GPU CARDS ON

FADO MACHINE.

Rather than the results obtained using the Legendre ma-
chine, using Fado machine allows to obtain a scalability



much more closer to ideal even with eight processes. With
this results we can conclude that having multiple processes
using the same GPU will certainly degradate the algorithm
performance. Therefore it is always better having multiple
GPU cards even if they are not so powerful.

C. Accuracy of the Algorithm

Since the telegraph equation does not have an analytic
solution in general, we measured the errors using a numerical
solution obtained with the classical FDTD algorithm with a
very fine grid. Therefore 8388608 points were chosen which
made the spatial grid ten times smaller than the one already
used to run the tests shown before.

To compare the errors, we used two different estimators:
• Maximum error - the biggest error between two points;
• Mean squared error - measures the average of the

squares of the ”errors”, ie,

MSE = 1
n

n∑
i=1

(r − s)2, with ”r”being the real result

and ”s”our solution, and n the number of points
On the next table is compared the errors and time of both

Classical FDTD and Probabilistic FDTD-GPU algorithms.
To obtain these result the line was discretized using 131072
spatial points and 262144 temporal points computing the
solution for the time tf=4. On the probabilistic algorithm
16k trajectories per point were used.

Algorithm Mean squared error Maximum error time
Classical 8.45E-05 3.57E-02 50.6882
FDTD-GPU 2.01E-04 5.75E-02 55.4263

TABLE V
ERRORS AND FINAL TIMES FOR THE CLASSICAL AND PROBABILISTIC

FDTD-GPU ALGORITHMS USING 2 PROCESSES.

As it can be observed in Table V, the errors obtained
with the probabilistic algorithm are not worse than the ones
obtained with the classical version of the algorithm, provided
that the same decomposition of the line is used for solving
large scale problems. Depending on the specific application
the user is interested on, the choice of the algorithm should
be done taking into account the accuracy desired.

Using this setup, the times obtain are not the best either.
And it is mainly because our algorithm performs better when
using a large amount of points as can be observed on Table
I.

V. CONCLUSION

As it has been pointed before, there are already many par-
allel implementations of the Finite-Difference Time-Domain
method using different approaches and different technolo-
gies. Even though these achieved satisfactory results in
general, for some specific applications they exhibit some
problems and bottlenecks degrading the performance of the
algorithm

Both in MPI implementations and in CUDA implementa-
tions, in every time-step, the need of communication between

computers (MPI) or host and device (CUDA), creates an
enormous bottleneck without any trivial apparent solution.

In this matter, the solution that is presented here consists
in replace the communication by computation, computing
now the solution probabilistically on the interfaces of the
respective subdomain, avoiding the necessity of exchanging
information between processes to solve the whole problem.

Furthermore, computing asynchronously on GPU offers
the possibility of achieving parallel results near the ideal
scalability, but unfortunately the errors from our algorithm
could not compete with the ones obtained with the Classical
algorithm.

Lastly, even thought our final results were not what
was expected, they proved that implementing this type of
probabilistic algorithms using Nvidia’s CUDA is a viable if
not a promising option.
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