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Gonçalo Carito
goncalo.carito@tecnico.ulisboa.pt
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Abstract

Speech recognition technology has been in use for a long time but with the last advancements of mobile
device technology, it is now easier to get access to it. Nowadays, people use speech recognition speaking
to their smartphones, using their voices to interact with it. The recognition process is also faster, more
effective and more efficient due to new computer architectures that bring more computational power
and as a result of machine learning advancements. Nowadays, to conduct a speech recognition, we can
consider a scenario where a user records its speech with a smartphone, sends it to a server, and the server
performs the recognition using the recognition models and the computational power it has. This is an
operation performed with data from both parties and, as such, some security issues arise since each party
wants to keep their own data private from the other party. The use of Garbled Circuits was only been
seen as of theoretical interest for a long time, but with last years advances, they are now starting to be
tested and used in some practical scenarios. Hidden Markov Models are widely used models in speech
recognition representing the acoustic characteristics of spoken language. This thesis introduces the study
and experimental validation of novel privacy-preserving speech recognition solutions using Hidden Markov
Models and Garbled Circuits.

Keywords: Speech Recognition, Hidden Markov Models, Forward Algorithm, Privacy, Secure Two-party
Computation, Garbled Circuits

1. Introduction

Speech processing and more concretely, Automatic
Speech Recognition (ASR), have been subjects of
wide interest and research for several decades. Com-
puter architecture advancements had a strong influ-
ence in ASR systems, providing more powerful ma-
chines able to perform tasks with a large amount of
data in less time, and also bringing small and portable
technology that can be easy carried as the smart-
phones are, or that can be applied in smart houses
and cars. This influence in ASR solutions was not
only in a technical way but also in a social way: al-
lowing the user to use speech to interact with tech-
nology in a more natural and simple way. In addi-
tion to this evolution, in the last decades, we can also
observe a great advance in other research fields as
machine learning and data mining which led to im-
portant improvements in ASR solutions according to
accuracy and efficiency. One of the advances, marked
as a positive turning point was the proposed use of
Hidden Markov Models (HMMs) in ASR, by Rabiner
in 1986 [27]. Nowadays, ASR is already used by a
growing number of users every day, mostly through
their smartphones, asking to send emails, to call con-
tacts, searching for directions, finding information in
the Web, among many other tasks. Since ASR re-
quires, in general, a lot of computational power and
storage, most of the solutions in the market perform

voice recording in the user application, but all the
recognition is performed by servers in Cloud. Despite
being an improved performance solution in compar-
ison with local processing in the smartphone, which
has less computational power and storage, there are
obvious obstacles in privacy ensurance: cloud services
collect a lot of speech snippets from users. In fact,
our voice is a biometric identifier which means that a
voiceprint can be used to identify the person, gender,
ethnicity, emotional state and even health problems.
A voiceprint can also be used to impersonate the user
in another system, for example, an automatic speaker
authentication system used to enter a locked build-
ing. [3] [18] [17] Besides the information regarding
the speaker, there are scenarios where the user also
does not want to have his speech content revealed to
the cloud service, since it is private information that
concerns only to himself. This is not so relevant in
an Isolated Word Recognition (IWR) scenario since
the user is supposed to speak only words that match
with the application words in the service. Although
that, with no-privacy, the server can make statistics
of how much times a user says a word or other related
ones. In a privacy-preserving IWR solution, this can
be avoided too. The answer to the question ”how two
parties can jointly compute a function, keeping their
data private?” is an active field of research. It was
firstly described in 1982 by Yao [29] and called in his
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work as Secure Multi-party Computation (SMC) as
the generalisation of the problem for more than two
parties (and as Secure Two-Party Computation as a
specific case for two parties). This is exactly the sce-
nario in nowadays ASR solutions that uses data from
a user and from a server to perform the recognition.
One of the solutions to this problem is Garbled Cir-
cuits (GC), firstly introduced by Yao, in the same
work but with no formal documentation before 1987
(O. Goldreich, S. Micali, and A. Wigderson. [7]). Ini-
tially GC seemed to have only theoretical interest be-
cause it was too computationally expensive for prac-
tical use but since Yao published his solution a lot of
work has been done in a way to optimise the protocol
for practical use. Since other solutions as Homomor-
phic Encryption (HE) are still too slow (as Partial
HE) or only of theoretical interest due to being too
computationally expensive (as Full HE), GC is nowa-
days being explored as a solution for SMC scenarios
as the one explored in this thesis.

1.1. Main goals

The primary goal of this thesis is to explore the use of
GC as a way of preserving privacy in speech recogni-
tion, in particular, with the use of HMMs to represent
the speech. Since this is an exploratory work and, up
to our knowledge, there are no known prior work in
the literature joining GC and HMMs together, the
decision was to develop and test a simple implemen-
tation of the IWR.

2. Background
2.1. Automatic Speech Recognition

ASR is one of the core speech processing technolo-
gies. Another well-known, but out of the scope of
this work, is biometrics which aims the identification
and authentication of the speaker. This section pro-
vides an introduction to ASR technology through a
view of its common processes. It is a simplified view
focused on details related with this specific thesis and
a more general and detailed explanation can be found
in [2].

In Speech Recognition, there are three solutions
that could be identified and, for each, there is an
extensive state of the art: Isolated Word Recogni-
tion: IWR; Keyword Spotting: Keyword Spotting
(KWS); Large Vocabulary Continuous Speech Recog-
nition: Large Vocabulary Continuous Speech Recog-
nition (LVCSR). This solutions are presented in a
common order of complexity, from the few to the
harder. Isolated Word Recognition solutions assume
that only a single word was spoken in the recorded
speech segment that is being analysed. The trained
speech model for the recognition is comprised only
by the vocabulary of words to recognise. IWR is the
simplest way of ASR since it consists of recognising
isolated words. The word models can be word-based
or phonetic based. The first usually requires a small
database but related with the application domain,
while the second requires larger speech database, al-
though not necessarily related with the topic. This

last one also allows modifications of the target appli-
cation words. The most common approach for word-
based modelling is the utilisation of HMMs while for
phone-based methods can also be used HMMs with
Gaussian Mixture Model (GMM)s as output observa-
tions and, alternatively, other methods as for example
Artificial Neural Networks (ANN).

Figure 1: Workflow of a speech processing system.

2.1.1 Feature Extraction: MFCC

Nowadays, the most commonly used parameterisa-
tion for speech is the Mel Frequency Cepstral Co-
efficients (MFCC) which uses a different scale from
the frequency scale called Mel-scale. Since this thesis
relates to privacy-preserving, it is relevant to mention
at this point that the conversion of signals to features
by itself does not provide any privacy since they can
still be used for pattern classification and can even
be inverted to generate intelligible speech signals. [6]
MFCC are features widely used in ASR [5]. MFCC
are the result of a cosine transform of the real loga-
rithm of the short-term energy spectrum expressed on
a mel-frequency scale [22]. If w is a windowed speech
segment, Fw is the Fourier Transform in matrix form,
M is the set of Mel filters represented as a matrix and
D is a DCT matrix, then MFCC feature vector can
be computed as:

MFCC(w) = D. log(M.Fw.FTw ) (1)

2.1.2 Recognition Models: Hidden Markov
Models

An HMM could be defined as a probabilistic func-
tion of a Markov chain, a dynamical system for time-
varying processes [3]. HMM is a special case of a
Markov model in which the state is not visible (hid-
den) but each state output or observation, as it is
generally called, can be observed.

Consider a N -state HMM with N = 3 as repre-
sented in Figure 2. In each moment, the system is
described by being in one of the N states: 1, 2, ..., N .
Consider, also, qt as representing the state of the sys-
tem at discrete time t. By definition [12], each HMM
is defined as triple λ = (A,B,Π), in which:

• A = (aij) is the state transition probability matrix
where:

aij = Pr(qt = j|qt−1 = i), 1 ≤ i, j ≤ N (2)
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• B = (bi(Ot)) is a set containing the probabilities of
the observations O. Each observation Ot is being
produced with the system in state qt. It’s assumed
that the production of O, in each possible state i, is
stochastic and for each state:

bi(Ot) = Pr(Ot|qt = i), 1 ≤ i ≤ N (3)

• Π = (π1, π2, ..., πN ) is the initial state probability
vector, that is:

πi = Pr(q0 = i), i = 1, 2, ..., N (4)

In speech processing, continuous HMMs are generally
used. This means that the outputs of HMMs are con-
tinuous and the observation probability of each state
is modelled using a GMM. Each model, HMM, is
typically used in the modulation of data frames repre-
senting the utterance of one sound unit, for example,
a word or a phoneme [20].

Figure 2: Example of a 3-state Hidden Markov Model

A Gaussian Mixture Model is a parametric proba-
bility function represented as a weighted sum of Gaus-
sian component densities. The aim to use a GMM is
to have a function that describes the probability of
an observation in each HMM state.

A GMM λ is comprised by M multivariate Gaus-
sians: each one with a mean vector and covariance
matrix. If the mean vector and covariance matrix of
the ith Gaussian are respectively µi and Σi, for an
observation x, it is represented as:

P (x|λ) =

M∑
i

wig(x|µi,Σi)

where wi are the mixture coefficients that sum up to
one [19]. Each component Gaussian density is com-
puted by a function of the form:

g(x|µi,Σi) =
1

(2π)D/2|Σi|1/2
e−

1
2 (x−µi)

′Σ−1
i (x−µi)

where x is the observation - any feature vector - and
D is the dimensionality of x.

The Forward Algorithm Relating to the so-
called three problems/questions of interest of HMMs
described in [9], the one relevant for this work is: The
Evaluation Problem - Given a model δ and a sequence
of observations X = X1, X2, ..., xN , what is the prob-
ability P (X, δ) - the probability of the model that

generates the observation? With the evaluation prob-
lem solved, it is possible to know how well a given
HMM matches a given output sequence. With this,
it is possible to compute posterior probability and
to know, for example, the right pattern recognition
for a given X since it is related to the HMM with
higher posterior probability. A well-known solution
for the problem of evaluation is the Forward Algo-
rithm (FWD) [9].
Formal definition: for the sake of brevity, a detailed
explanation of the FWD is not provided in this doc-
ument. Further details of the algorithm can be found
in [9]. If αt(i) = P (Xt

1, St = i|δ) is the forward proba-
bility of an observation sequence X = (X1, X2, ..., Xt)
in state i, the FWD could be presented by the follow-
ing steps:

• Initialization:

α1(i) = πibi(X1), 1 ≤ i ≤ N

• Induction:

αt(j) =

[
N∑
i=1

αt−1(i)aij

]
bj(Xt)

1 ≤ j ≤ N, 2 ≤ t ≤ T

• Termination:

P (X|δ) =

N∑
i=1

αT (i)

2.2. Privacy-preserving computation

In a client-server model, the user (client) speech is
encrypted by a server’s public key to secure it against
a third-party that can intercept the communication.
This, however, does not protect the privacy of the
client’s input from the server, as this last one needs
to observe the input in order to do the necessary pro-
cessing.

Secure Multiparty Computation Secure Multi-
party Computation, firstly introduced by Yao [29],
could be considered a sub-field of cryptographic since
it enables n participants each one with own private
data xi, i = 0, 1, ..., n to jointly compute a function
f(x1, x2, ..., xn) maintaining the privacy of their in-
put data, without revealing it to each other, i.e, no
participant is able to infer anything about the data
from any other participant. Secure two-party com-
putation is a sub-problem of SMC where n = 2, that
was introduced by Yao as the millionaire problem [29].
This problem relates to two millionaires that want to
know which one is the richer but without revealing
their actual wealth.

Oblivious Transfer Oblivious Transfer (OT) was
firstly introduced by Rabin [26].

In a 1-out-of-N OT protocol a sender can send one
of a set of possible N values to a receiver who selects
and learns only one of the values. The sender is not
able to learn which value the receiver selected. In
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1-out-of-2 OT the sender who has two secrets bits,
b1 and b2 transfers to the receiver a selection bit bi,
i ∈ (0, 1). In the end of the protocol, the receiver can
learn bi but nothing about bi−1 and the sender can
not learn anything about i.

Regarding OT optimizations, a work [1] also
showed that all the OTs for transferring the input
ciphers in a SMC can be pre-computed (executing
the transfers offline with what is available and storing
the single-bit results to build later transfers when the
desired bits are known). This means that all the ex-
pensive operations are performed offline and only an
additional yet simple operation per OT is performed
online (in the case of GC, in the evaluation phase).

Garbled Circuits GC were introduced by Yao in
1980 [29] to ensure secure two-party computation of
any function, once it has been represented as a binary
circuit.

In a two-party private scenario where two players,
Alice and Bob, are interested in evaluate a given pub-
lic function, z = f(x, y), without disclose their inputs
x and y, respectively, to each other but where in the
end, the output will be available: GC theory says that
f(.) is a boolean and x and y are strings of bits. [15]
GC allows the evaluation of binary circuits on input
bits privately owned by the two parties involved in
the computation.

Yao’s GC were defined around 30 years ago and has
long been thought to be of only theoretical interest
due to its complexity: turning practical functionali-
ties into logical circuits results in large circuits with
a huge number of gates, which raised doubts about
the practical utility. Recent works have shown several
ways to improve its efficiency (as, for example, the im-
plementation of exclusive-or (XOR) gates [14]) mak-
ing them more usable in practical scenarios. Sum-
marizing GC idea [11], it is possible to identify three
phases or subroutines:

• Garbling - the circuit generator (Bob) garbles the
circuit’s truth tables which after encrypting and per-
muting its entries create what is called as garbled
table:

– each binary gate has two input wires (W0 and
W1) and one output wire (W2) - this gate could
be called garbled gate

– generation of random nonces w0
i and w1

i (gar-
blings) to represent 0 and 1 - for each wire Wi.
(see Figure 3)

– garbling of every gate of the circuit as exempli-
fied in Figure 4

– removing of the input wire’s columns and shuf-
fling the rows.

• Data Transfer - the circuit generator (Bob) directly
transfers the circuit and garbled tables, and obvi-
ously transfer [Section 2.2] the appropriate garblings
to the evaluator (Alice)

• Evaluation - Alice (the evaluator) can obtain the gar-
bled output simply by evaluating the garbled circuit,
gate by gate, using each garbled table.

Yao’s GC are able to compute any function as a two-
party computation, and with a protocol providing se-
curity in semi-honest threat model (parts follow the
protocol correctly, not maliciously, but try to get as
much information from result and outputs of inter-
mediate steps). Some approaches as [11] shows that
is possible to make GC protocols resilient to stronger
adversaries. A comparison of GC and HE is made by
J. Bringer et al. [4] in a work where is also presented a
full implementation and a mixed one of GC in biomet-
rics fields as face and iris recognition. In that work, it
is made a comparison where it is said that HE is more
suited to asymmetric workloads and ciphertexts that
are sent from the first party to the second one and
it could be reused for many different computations
without loss of security. In the case of GC the work
is quite symmetric: one part has to garble and the an-
other one to evaluate and also GC can only be used
once and new ones have to be regenerated for another
secure evaluation of the same function. Nevertheless,
Goldwasser et al. [8] recently presented a work where
they propose a solution for re-utilisation of GC. The
problem of symmetric workload could be easier mini-
mized with solutions of GC that are shown faster and
with more efficiency and scalability as the one pre-
sented by Y. Huang et al. [10]. A solution to decide
who, sender or receiver, garbles or evaluates the sys-
tem is proposed by R. Lazzeretti and M. Barni [15]
where is stated that, if only a party is receiving the
output, then that party should act as the evaluator
in a way to avoid an additional final transition.

Figure 3: Wire labels for f = (W0,W1) = W2. a) A
circuit and b) a circuit with wire labels.

Figure 4: Garbling an AND gate. a) AND gate b)
garbled AND gate.

Logsum in Garbled Circuits: even with the
simplifications and advances, GC is still a complex
problem. The toolkits that have been developed in-
clude, in general, several linear components as the
computation of maximum, scalar products, multipli-
cations, implemented with gates as AND, OR and
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XOR. These are linear operations, easier to adapt
to GC. In [24], Portelo, J. presented for the first
time the logsum operation with GC. As explained by
the author, the logsum is an important complex non-
linear primitive widely used in statistical and signal
processing computations since these have the need to
compute probabilities in log scale.

2.3. Privacy-Preserving Speech Recognition

Although there are a lot of work developed in the
field of SMC which is, in general, the case of a speech
recognition system, there are few works in compari-
son, when it comes to preserving privacy in speech.
The work done is very valuable and range for single
operations to more complex scenarios.

Between those works, two of them can be high-
lighted, [20] and [23], since they both share premises
with this thesis work. The first shows statistical
inference with HMM but through a HE protocol,
the second shows the use of GC with GMM. Both
present a new formulation that is important in
scenarios where there is a need to calculate the
gaussian probability.

Gaussian probability as a single scalar prod-
uct:

In [20] it was proposed a different way of computing
the log of the gaussian probability, allowing a separa-
tion of the inputs. Recalling the gaussian probability
function, described in Section 2.1.2, it receives three
different inputs, x the observation which is a feature
vector of dimension D, a mean µ and a covariance
Σ. Considering a multivariate Gaussian distribution,
bj(x) = f(µj , σj) where j = 1, 2, .., N indexes the

state of a HMM δ and defining z =
[
xT , 1

]T
, then

logbj(x) = zTGjz where:

Gj =

[
− 1

2Σ−1
j Σ−1

j µj
0 gj

]
(5)

and gj = 1
2µ

T
j Σ−1

j µj − frac12log
∣∣σ−1
j

∣∣ − D
2 log2π.

Note that the matrix Gj is of size (D + 1)x(D + 1)
and that logbj(x) is a linear function of products zizj
where i, j1, 2, ..., d+ 1

This equation is considered for single multivariate
Gaussian, a more general case that could be applied
for GMM with m ≥ 1 was presented in [23].

3. Implementation
3.1. Speech Recognition

To perform the Speech Recognition, a simple IWR
task was chosen. To represent the parametrised
speech the choice was MFCC and to represent the
acoustic models for the words, HMMs were the choice.
In Figure 5 we can find the architecture of a solution
with no concerns of privacy, each FWD is computed
receiving as arguments MFCC features from the user
and one HMM from the server. The maximum prob-
ability between the FWD results correspond to the
recognised word.

Figure 5: Representation of the general architecture for the
non-privacy solution.

3.2. Dataset

The corpus used for the training of the acoustic mod-
els and for the testing was a subset of Portuguese
SpeechDat II. A set of 27 keywords was used, and a
total of 4869 recordings were divided into 3917 for
training and 952 for testing.
Feature extraction
The speech parametrisation used was MFCC, specif-
ically, MFCC E D Z (where E stands for Energy, D
means it has delta coefficients and Z that applies fea-
ture mean coefficients). Since the number of static
MFCC coefficients used is 14 and it plus 1 feature for
energy, considering the delta coefficients, it results in
a total of 30 features per speech frame. The window
size of each segmentation of the signal was 25ms.
HMMs used
It was used a left-right HMM model with single gaus-
sian probabilities as outputs. The number of states of
each HMM estimated was 8, since for both IWR and
KWS the recognition is made through a grammar the
final HMM has 24 states (8 from the application word
plus 16 from sil or background, 8 in the beginning and
8 in the end).

3.3. Security model

In this thesis it is considered a semi-honest [21] be-
haviour by the two secure computation parties. Semi-
honest resilient protocols are generally more simple
and easy to evaluate than malicious resilient ones.
It is also assumed that a possible eavesdropper or
snooper is not able to learn anything from the data ex-
changed by the parties. Two parties’ terminals, cloud
server and mobile phone, are also assumed to keep pri-
vacy, i.e. an attacker is not able to access them and
steal their data (models from the cloud server and
personal speech from the mobile phone).

3.4. Garbled Circuits challenges: complexity

In Section 2.2 it is described some challenges and com-
mon issues that arise when it comes to create a GC
and to decide the inputs which are summarised here
for easier reference.

1. Non-linear functions: can’t be represented in GC
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although approximations can be developed (an
implementation was developed as it can be seen
in 2.2).

2. Cycles / recursions: it can result in a huge circuit
since the cycles are expanded in one circuit per
iteration.

In contrast, operations such as comparisons are
similar with logical circuits and easier to implement.

3.5. Solutions

Adaption to the use of maximum: The first is-
sue in the previous section mentions that non-linear
functions can be represented through approximations
which can lead to some lost in precision and result
in more complex implementations. The first alterna-
tive to represent the FWD that was tested uses the
maximum instead of sum and can be rewritten in the
following way:
αt(j) =

[
maxNi=1 αt−1(i)aij

]
bj(Xt), 1 ≤ j ≤ N, 2 ≤

t ≤ T (induction phase) This adaption was inspired
by the induction step of the Viterbi algorithm which
also uses a maximum and can be considered a light
Viterbi. However, for an easier comparison with the
common FWD with sum, it was called the FWD-
MAX.

In the evaluation tests described in Section 4.1 the
tests showed that this function can be used instead of
FWD-SUM, which was the choice made since it is a
linear function easier to implement in GC. Although
the FWD-MAX version was the choice. In the next
demonstrations both are going to be kept since
the FWD-SUM, is the one used in literature and it
is expected to be easier to follow up through the steps.

Log scale: Usually there is a need to perform this
operations using log scale because probabilities are
represented in floating numbers close to zero which
can be represented with more precision with this rep-
resentation.. As such, the FWD formula needs to be
rewritten in the following way:
Induction:

log(αt(j)) = Y + log(bj(Xt)), 1 ≤ j ≤ N, 2 ≤ t ≤ T

Where, in the case of FWD-SUM:

Y = log
[∑N

i=1 e
(log(αt−1(i))+log(aij))

]
and in the case of FWD-MAX:
Y = maxNi=1(log(αt−1(i)) + log(aij))

Cycles: The most complex and consuming part in
FWD is the induction part which is recursive since in
every new iteration it uses inputs from the previous
one. In fact, the way to compute it is usually through
an iterative cycle. As we could see in the previous
Section, the issue 3. describes one of the limitations of
GC that is the use of for-loops which is exactly what
happens in the induction part. Since it is exactly
the same operation (logαt(j)) that is performed only
changing the inputs, a workaround that can be used

is to represent this operation as a circuit and repeat
the circuit as many times as needed to perform all the
algorithm.

Main operations: In a way to understand which
operations are performed in the induction part and
as such that needs to be represented in the circuit,
we can divide it into:

1. Gaussian probability:

W = log(bj(Xt)) (6)

2. Distribution of forward probability across states
transitions:

Y = log

[
N∑
i=1

e(log(αt−1(i))+log(aij)

]
(7)

3. Final sum:

log(αt(j)) = W + Y (8)

In the case of FWD-MAX, step 2. can be written as
Y = maxNi=1(log(αt−1(i)) + log(aij))

1. Gaussian probability: in Section 2.3 it is
presented a way to perform the log of the gaussian
probability calculus through a scalar product. This
implementation is important since it allows the val-
ues related with an HMM (covariances and means) to
be represented as a single vector for each state and
to separate it from the user’s frames of parametrized
speech that are also represented as a vector with the
same dimensions (for each frame).

Since a diagonal covariance matrix was used, when
the transformation of the matrix Gj into array was
performed a lot of values were zero, plus the left bot-
tom corner of the matrix which is also zeros (D zeros).
In fact, these zeros can be deleted since the size of the
full vector is (D+1)x(D+1) which depending on the
size of D can be huge. With this simplification is
possible to reduce the size to 2D + 1.

2. Distribution of forward probability across
states transitions: the transition matrix A has in
each line a value representing the transition probabil-
ity from state i to itself or to state i + 1. Since the
HMM used is a left-to-right model, it is possible to
simplify Y in the following way:

YSUM = log

 j∑
i=j−1

elog(αt−1(i))+log(ai,j)


YMAX =

j
max
i=j−1

log(αt−1(i)) + log(ai,j)

This means that the expression, for j = 1 is simpli-
fied as a single sum and for 2 ≤ j ≤ N is simplified
from n = N to n = 2 where n represents the num-
ber of states and N is the total number of states of
an HMM. The simplification above allows a logsum
operation with n = 2 or a max between two numbers
which in theory is simpler than for n > 2.

3. Final sum: the final operation is a single sum
between the outputs from 1. and 2. and it is the last
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operation performed.

Summarising, the circuit representing logαt(j) for
2 < t < T, 1 < j < N is composed by five operations
as it can be seen in Figure 6.

Figure 6: Circuit representing the Forward Algorithm iter-
ation logαt(j). A is Xt, B is Gj , C is logαt−1(j − 1), D is
log(aj−1,j), E is logαt−1(j), F is log(aj,j) and G is the output
logαt(j)

Reusable Garble Circuits: The circuit above
can be used to compute each logαt(j) for the induc-
tion part, with 2 < t < T, 1 < j < N where T is
the total number of frames of the user speech and
N the total number of states of the HMM. Using
the classical formulation of the FWD, for the initial-
isation part it was necessary to perform a different
operation from the induction one. The same applies
for the state j = 1. Although they seem to be sim-
pler operations than the one presented above, there
are some advantages in adapt them to be performed
in the same way, i.e., using the same circuit design.
Actually with the work called ”Reusable Garble Cir-
cuits” [8], it is possible to use the same circuit to per-
form operations that have the same formulation and
different inputs, i.e., a single circuit can be designed
and built for all operations instead of one circuit for
each time an operation is performed.

With this in mind, there are advantages of having
both the initialisation step and the initial state j = 1
represented as the same operation, i.e, as the same
single circuit described above.

Adapting initialisation step: to adapt the ini-
tialisation step to be performed with the same oper-
ation as the induction one, i.e, the α1(j) to be cal-
culated with the same formula as the other αt(j) for
2 < t < T , an initiation variable α0(j) should be cal-
culated.

α1(j) = π(j) + bj(Xt)⇔ α1(j) = α0(j) + aj,j + bj(t)

α1(j) = π(j)⇔ α1(j) = α0(j) + aj,j

π(j) = α0(j) + aj,j

α0(j) = π(j)− aj,j
(9)

Adapting the first state: to adapt the logαt(1)
to be performed with the same operation the trick is

just to perform the max with zero (or the smallest
number the system supports, in log scale). This
implies an extra operation to be computed but it
represents a small execution time and allows the
same circuit to be used.

After performing these adaptions it is possible to
represent the FWD with the same circuit in each
operation as it can be seen in Figure 7.

Figure 7: The complete the Forward Algorithm represented
as a set of circuits to be performed in GC. logAij is for j−1 ≤
i ≤ j. For simplification it is only presented logαt−1(j) but in
all states except j = 1 the circuit receives also logαt−1(j − 1)

3.6. Garbled Circuits challenges: bits

The need to represent the inputs in bits made arise
some challenges:

1. Inputs size is different. How to solve?

2. Representation of probabilities as fixed-points.
How many bits to use?

Scalar product inputs normalisation: In a way
to solve the first issue described above, a normalisa-
tion was applied to the gaussian probability. Recall-
ing Section 2.3, the gaussian probability could be cal-
culated through a scalar product, in case the input

z =
[
xT , 1

]T
needs to be normalised, the value of

Gj should be adapted to that normalisation. Consid-
ering again the multivariate Gaussian distribution, if
z = s.y and y = z

s where s is the normalisation factor,
then log bj(x) = yTGjy is defined as:

Gj =

[
(− 1

2Σ−1
j )s (Σ−1

j µj)s
2

0 gj

]
(10)

and gj = 1
2µ

T
j Σ−1

j µj − 1
2 log

∣∣σ−1
j

∣∣− D
2 log 2π.

The simulation function allowed to set different
normalisation factor values, to understand which ones
are best suitable for the corpus data. Evaluations of
what is the best value for the normalisation factor are
more detailed in Section 4.

Fixed-point representation: As it was described
in the second item above, one of the issues of GC is
the need to represent the numbers as integers which
means that floating-points representation as the ones
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Figure 8: Number of bits used in each input and output of
all operations in the circuit. The same character represents the
same number of bits.

used requires a previous scaling in a way to be rep-
resented as fixed-point. A way to convert a floating
point number to the correspondent fixed point rep-
resentation is to multiply it by a scaling factor and
after it round to an integer.

Choosing the right settings In theory, it would
be good to have inputs of an operation using the same
number of bits in a way to maximise its utilisation. As
such, adaptions are made so both input and output
should have the same number of bits as it can be seen
in Figure 8.

3.7. Architecture: two approaches

To design the final protocol of a Secure Forward Algo-
rithm (SFWDA) it is also necessary to decide which
from the both parties, user and server, are going to
perform each operation. Two different approaches
can be taken in consideration: one of them consider
the garbling to be made by the server and the evalu-
ation by the user while the one consider the opposite.
To avoid the server to calculate reversibly the value
of each logαt(j) it is also possible to have the output
value of a GC that is going to be the input of the next
one to be ciphered.

4. Results
4.1. Speech Recognition

Before evaluating the privacy-preserving solution, it
is important to first evaluate the one without the pri-
vacy layer, in a way to make comparisons with both
and match the evaluation methodologies and draw
concrete conclusions.

Error Rate and Accuracy The metrics used were
Word Error Rate (WER) that can be defined as:

WER =
S +D + I

N
(11)

S stands for substitutions, I for insertions and D
for deletions.

IWR: the IWR was performed for both FWD-
SUM and FWD-MAX and also for comparison
the Viterbi Algorithm in HTK was also tested.
In the Table 1 we can find the results with the

metrics presented above. Note that both I and
D are zero which was expected since this data set
is not testing out-of-vocabulary words and does
not have a background model. This proves that all
the algorithms can be used in an interchangeable way.

Algorithm N S I D WER (%)
FWD-SUM 952 21 0 0 2.21
FWD-MAX 952 21 0 0 2.21
HTK (Viterbi) 952 21 0 0 2.21

Table 1: Comparison of results between FWD-MAX, FWD-
SUM (performed in Matlab) and Viterbi (HTK).

Execution times To compare evaluation times of
the algorithms FWD-SUM and FWD-MAX, it was
used the Matlab timeit function which records the
internal time of execution. In Table 2 are represented
both execution times of a FWD-SUM and FWD-
MAX for a set of 27 keywords, representing the exact
time of an IWR system.

Algorithm Execution time (seconds)
FWD-SUM 0.221
FWD-MAX 0.448

Table 2: Execution times between a FWD-SUM and FWD-
MAX performed in MATLAB

4.2. Privacy-Preserving Speech Recognition

The evaluation tests were performed in a Matlab
implementation simulating GC and evaluation times
were performed in justGarble toolkit. The use of
different scalar product normalisations and different
scaling factors were combined and studied in a way to
understand what could be the best bits usage in the
inputs of the GC.

Evaluation Methodologies

• Amount of communication between the parties -
this item was approached with more detail in the
dissertation.

• Security Analysis - the GC protocol ensures privacy
and as it was proven before, it was possible to follow
all the protocol and as such to have a solution
against honest but curious participants.

• Computational complexity - this item was ap-
proached with more detail in the dissertation.

• Correctness and execution time - four settings were
chosen in a way to have different relations between
the execution time and correctness of the system. As
we can see in Table 3 the maximum correctness pos-
sible to achieve has a performance drop of only 0.42%
with respect to the non-private counterpart, but in
terms of the evaluation time (if we are assuming Case
1 and Case 3, without parallel computation), it takes
around additional 2.5 seconds per FWD and around

8



additional 88 seconds for all the words which is a
lot. If we are assuming the Case 2, where all the
states and different words are computed in parallel,
the result would be around 0.14 seconds which is less
than the non-privacy solution but where a full par-
allel computing is assumed implying the need of a
service provider with a lot of resources and computa-
tional power. A mid solution could be Case 4, where
the parallelism is applied only to the different states
but the computation of FWD for each word is done
in sequence, the result here is still around 3 more
seconds, which in a real scenario where the user is
expected to speak and have the recognition almost
instantly is still a lot. If we observe the other side
of the table, the chosen settings presents a perfor-
mance drop of 13.55% which is a lot but have better
execution times. Although that, in Case 3, without
parallel computing, the evaluation still takes a lot
which is one more argument to support the evalua-
tion in the server side. A mid situation like in Case
4, shows some acceptable times for a real scenario.
Building and garbling the circuit just needs to be
made once and can be made offline so it does not
add more computational cost compared to the non-
privacy solution.

Operation \Bits 11 13 15 17
WER (IWR) 15.76% 6.93% 3.15% 2.63%
Absolute difference (ref: 2.21%) 13.55% 4.72% 0.94% 0.42%
Garbling Time 0.001309 0.001784 0.002362 0.002831
1 FWD evaluation time (IWR case 1) 1.315242 1.876540 2.548725 3.283107
1 FWD evaluation time (IWR case 2) 0.054116 0.082277 0.111869 0.143707
Total evaluation time (IWR case 3) 35.51153 50.6666 68.81558 88.64389
Total evaluation time (IWR case 4) 1.461132 2.221479 3.020463 3.880089

Table 3: General comparison between the four bit settings
and the non-privacy solution taking in consideration both exe-
cution time and WAcc. Case 1 is the time of 1 FWD and does
not assumes parallel computing across the states, case 2 is the
time of 1 FWD with parallel computing across the states or the
total execution time with parallel computing in both states and
different words, case 3 is the total time for all words without
parallel computing and case 4 simulates the use of parallel com-
puting across the states but not across different words. IWR
is assuming to have a mean of 133 frames for word. The total
time considers the 27 words.

5. Conclusions
5.1. Final architecture/protocol
After the considerations described above, a final archi-
tecture/protocol can be defined and also illustrated in
Figure 9:

SFWDA final protocol:

• Before the beginning of the protocol:

– One circuit is generated (and represented in a Cir-
cuit Description File (CDF)).

– Alice has an index table for all the application words
to be recognised.

• Input: Alice has the MFCC features vector x1, x2, ..., xT
(corresponding to her speech sample) and Bob has a cloud
database with trained HMMs δ1, δ2, ..., δi where each δj =
(Ai,j , Gj , α0(j)) corresponds to a keyword.

• Garbling: Alice garbles the circuit: Alice generates two
private keys for each bit value and for all the inputs y both

from her and from Bob, K
0/1
y . Alice replaces all the gates

output values in the correspondent truth table with the
encryption of the key that ciphers each possible output
value with the keys from the corresponding inputs.

• Data transfer:

– Alice transmits the keys corresponding to her bit
choice for her inputs to Bob

– Bob receives by oblivious transfer the keys corre-
sponding to his bit choice for his inputs and the
truth tables for the gates of the circuit from Alice.

– Note that since the same circuit is used with differ-
ent outputs, all the inputs can be sent and received
once with a label indexing in which logαt(j) should
be used, this label can be send in plain text.

• Evaluation: Bob evaluates the circuit: evaluating suc-
cessively each of the gates in the circuit.

• Output: Alice has the output, considered here as a text
of her keyword, i.e, the command she had spoken to the
mobile phone.

• Protocol Assumptions:

– Alice features are represented as a string of n bits.

– Each δj = (Ai,j , Gj , α0(j)), is represented as a
string of n bits (or multiple strings in case of Gj
array).

– A SFWDA protocol is realised for each keyword
model

– A SFWDA protocol implies the computation of
NxT , N is the states’ number and T is the frames’
number.

– Bob receives as output of each SFWDA: Pk =
(X|δj) representing the probability of MFCCs fea-
ture vector X to be modelled by δj which is ci-
phered.

– Bob performs an oblivious transfer to send Pk to
Alice

– Alice performs maxkPk and matches k with the
index table to know the output.

– Alice knows the output: the recognised word.

Figure 9: Representation of the final solution, the computa-
tion of the Secure Forward Algorithm for a keyword N, note
that the output is ciphered and needs to be send by oblivious
transfer to Alice to be performed the maxkPk.

5.2. Main conclusions
• First implementation of a privacy-preserving HMM

the FWD using GC with success.

• Other implementations of privacy-preserving speech
recognition can repeat the same process and tests
performed in a way to define the best settings.

• To have a privacy-preserving solution with similar
accuracy in comparison with non-privacy one it is
necessary to have a system with computational power
and resources (example: parallel computing).
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5.3. Future work
• Performing more tests with different normalisation

and scaling factors.

• Bug fixes and/or better GC toolkits.

• Perform the same work with a more complex ap-
proach of IWR, for example, using GMM as output
probability of each HMM state instead of a single
gaussian. Consider larger feature sets to represent
each speech frame instead of the 30 features used.

• Perform the same for a KWS solution, which needs
to be more complex to perform better Accuracy and
at the same time keep the balance with the GC lim-
itations.

• Perform the same work for a LVCSR solution.

• Consider a fully-homomorphic encryption based so-
lution. It is still only of theoretically interest, but in
practice it could lead to less limitations (or not) than
the GC solution.
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