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ABSTRACT

This paper aims at bringing recent advances in the area of contextual recommendation systems into the
food domain, namely by experimenting with models based on factorization machines for recommending
food items. This problem domain has several unique characteristics that motivate the usage of modern
approaches that can deal well with a large number of contextual features, given that the consumption of
food items is associated to heterogeneous information about ingredients, their chemical composition, nu-
tritional aspects, cooking methods, ingredient combination effects, as well as monetary costs, availability,
cultural, social and even environmental factors. We propose to model user preferences of food items as
an aggregation of extracted features, latter leveraging factorization machines to capture latent low-rank
interactions between the features. Experiments with three datasets related to user ratings for recipes
attest for the effectiveness of this approach, showing that considering contextual attributes leads to gains
in terms of recommendation performance.
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1 INTRODUCTION
Recommendation systems are nowadays commonly used when interacting with multimedia collections or
e-commerce websites, effectively helping users in the task of finding good items of their interest. However,
successful applications to other domains are less common, and for instance the number of personalized
food recommenders is surprisingly small, although this particular domain could benefit significantly from
recommendation technology. As digital media also reaches the domain of gastronomy, e.g. with printed
restaurant menus starting to be replaced by digital menus [16], it is likely see an increased demand for
recommendation systems in this domain. Moreover, food recommendation systems can also play an
important role in persuading users to alter their lifestyle towards healthier nutrition options [6, 26].

It is interesting to notice that the food domain has several unique characteristics that motivate the
usage of modern recommendation approaches that can deal well with numerous contextual features, given
that the consumption of food items is naturally associated to heterogeneous information about ingredients,
their chemical composition, nutritional aspects, cooking methods, ingredient combination effects, as well
as monetary costs, availability, cultural, social and even environmental factors. We therefore propose to
model user consumption of food items as an aggregation of features, latter leveraging these features for
the purpose of generating recommendations.

Collaborative filtering techniques, e.g. based on matrix factorization, have been developed for many
years, and many variants have also been proposed for specific settings. A popular trend in recent years
relates to extending matrix factorization approaches, in order to incorporate auxiliary information via
feature engineering [3]. Factorization Machines (FMs) in particular, originally proposed by Steffen
Rendle [19], can combine the high-prediction accuracy of factorization models with the flexibility
of feature engineering, nowadays being commonly employed in the development of context-based
recommendation systems [22]. The input data for FMs is described with real-valued features, exactly
like in standard supervised machine-learning approaches such as linear regression or discriminative
classification. However, the internal model behind this approach considers factorized interactions between
variables, and thus, it shares with other factorization models the high prediction quality in sparse settings,
such as those that are typically found in recommender systems. In the past, it has been shown that FMs
can mimic most factorization models used in recommendation systems just by feature engineering [20],



and it has also been shown that this approach outperforms other algorithms proposed for the task of
developing context-based recommendation systems [22].

In this paper, experiments involving the usage of factorization machines for food recommendation are
reported, specifically comparing different representations for the problem using features that aggregate
information from rating events (e.g. per user/item average) and that also use contextual features specific to
this domain. Experiments with three datasets related to user ratings for recipes attest for the effectiveness
of this approach, showing that by considering multiple attributes it is possible to achieve some gains in
terms of recommendation performance.

The remaining contents of this paper are organized as follows: Section 2 describes previous and related
work, focusing on recommendation methods that have specifically been proposed to the domain of food
recommendation. Section 3 describes the proposed approach based on factorization machines, detailing
the different modeling choices (i.e., different approaches to incorporate contextual information into the
recommendation problem) that have been used in our experiments. Section 4 describes the experimental
setup, detailing the three datasets that have been used in our tests, and also the evaluation metrics that have
been considered. Section 5 presents the obtained results, discussing the tradeoffs between the different
modeling choices. Finally, in Section 6, the main conclusions of this work are presented, also introducing
some ideas for future work.

2 RELATED WORK
Most recent research in the area of recommender systems has focused on context-unaware methods that
analyze only the user-item interaction, modeling recommendation as a rating prediction problem, on
which collaborative information regarding how (which rating, e.g. on a scale from 1 to 5 stars) particular
users rated certain items, is used to build a model capable of predicting future rating behaviors. In this
context, matrix factorization approaches have become very popular, as they usually outperform traditional
k-nearest neighbor methods for collaborative filtering [23, 14]. In contrast to the huge literature on
standard recommender systems, there is only little research on context-aware recommender systems,
i.e. systems that take into account additional data about the user (e.g., demographic information, age,
profession, gender, etc.), about the item (e.g., attributes like product genres or descriptive keywords),
and/or about the situation in which the rating events happen (e.g. the current location, the time, who
is nearby, etc.). Recently, factorization machines have been proposed has an effective approach for
contextual recommendation domains [19, 22, 20].

Literature in the area of recommendation systems has mostly focused on applications related to
predicting ratings for movies, leveraging standard datasets such MovieLens or the one made available
in the context of the Netflix challenge [2]. Few previous studies have specifically addressed food
recommendation, although this particular domain offers many interesting challenges. For instance, the
ingredients of a meal are one of the components which impact a user’s opinion and behavior. Others
include cooking methods, monetary costs and availability, nutritional breakdown, ingredient combination
effects, cuisine type, dietary considerations, as well as cultural, social and environmental factors.

Initial efforts in the area of food recommendation have resulted in systems, such as Chef [10] or
Julia [12], which relied hugely on domain knowledge and case-based reasoning in their recommendation
processes. More recently, Freyne et al. compared different strategies, based on the traditional approaches
from the domain of recommendation systems that are commonly used on e-commerce websites: user-
based collaborative filtering based on the ratings from the k-nearest neighboring users, a content-based
approach that leveraged information about ingredients, and hybrid recommendation methods [7]. In
their experiments, the authors found that a reasonable accuracy can be achieved through content-based
strategies that use a simple break down and construction heuristic, to relate recipes and ingredients. They
measure a significant accuracy improvement through use of content-based techniques over a simple
collaborative filtering algorithm, although hybrid methods performed the best overall.

More recently, Freyne et al. have also reported on large scale studies in which they analyzed real user
ratings on a set of recipes [8, 9] uncovering several interesting reasoning patterns in the rating data for this
domain and suggesting ways to exploit this reasoning in the context of improving food recommendation
systems. Their results have, for instance, shown stable user biases towards certain features of recipes
(e.g., cuisine type or key ingredient). Harvey et al. have also investigated key factors contributing to
how recipes are rated, by analyzing the results of a longitudinal study [11]. These authors have also
identified a number of important contextual factors which can influence the choice of rating (i.e., several

2/11



ingredient factors had a particularly strong predictive power for ratings, and health factors such as fat
and calorie content were found to be less predictive, although important for a subset of the users who
give particular attention to nutrition). Based on their analysis, Harvey et al. also developed several recipe
recommendation models that are able to leverage information regarding nutritional content and user’s
likes and dislikes in terms of ingredients and combinations of ingredients. Still, the approaches proposed
by Harvey et al. corresponded to heuristic extensions of traditional content-based of collaborative filtering
approaches, lacking a solid theoretical framework behind them.

Still on what regards large-scale studies over ratings for food items, Yong-Yeol et al. analyzed
patterns that can explain the food pairing mechanisms existing in different world regions [1]. The
authors introduced a flavor network that captures food components relations supporting the food pairing
hypothesis. This theory states that depending on the culture or world region, some cuisines (or regions)
tend to pair ingredients that share many flavor components, while other cuisines tend do avoid component
sharing. As an example, the authors underline that the Western cuisines show a tendency to use, in a recipe,
ingredients that share many flavor components, while the Asian cuisine tries to avoid this, instead using
ingredients with many different flavor components. Their work underlines the relevance of systematic
analysis of user preferences and culinary practices to better understand food preparation and user choices,
unraveling the reasons behind the user choices.

In the same study, Yong-Yeol et al. also observed limitations and structural differences within the
datasets recipe preparation data, mainly in terms of ingredients and instructions. They cite Kinouchi et
al. [13] who reports that, on the analyzed cookbooks, the average number of ingredients per recipe does
not follow a pattern. They present as an example the case of French and Brazilian cookbooks in which, in
one case, the French has more ingredients than the Brazilian, and on the other, the Brazilian cookbook has
more ingredients that the French one. The authors concluded that different cookbooks might represent the
same cuisine in different ways, giving as example that a more sophisticated cookbook will tend to have
more ingredients per recipe than a cookbook of common recipes.

Teng et al. reported on a food recommendation method leveraging ingredient networks together
with a discriminative machine learning method to predict recipe ratings [24]. Specifically, the authors
construct two types of networks to capture the relationships between ingredients, namely (i) a complement
network that captures which ingredients tend to co-occur frequently (e.g., savory, or sweet ingredients),
and (ii) a substitute network, derived from user-generated suggestions for modifications, that captures
functionally equivalent ingredients together with user preferences for healthier variants of a recipe.
Structural information from the co-occurrence and substitution networks is used to build features for a
discriminative machine method, which corresponds to a pairwise ranking model based on discriminative
classification that, given a pair of recipes, determines which one has higher average rating than the
other. Their experiments indicate that recipe ratings can be well predicted with features derived from
combinations of ingredient networks and nutrition information.

Some previous studies have also addressed the usage of collaborative filtering approaches based on
matrix factorization for food recommendation [5, 17, 11], often using heuristics to integrate heterogeneous
content information about recipes, such as ingredients, dietary facts, cuisine type or occasion. For
instance Forbes and Zhu described an heuristic procedure for incorporating content information (i.e.,
ingredients) directly into the matrix factorization approach, as a linear constraint to the matrix factorization
algorithm [5]. In this work, I try go beyond previous proposals such as that from Forbes and Zhu, by
leveraging factorization machines as a sound and theoretically solid approach to combine many types of
contextual features in the context of food recommendation.

3 FACTORIZATION MACHINES FOR FOOD RECOMMENDATION
In context-aware recommendation, besides users and items to recommend, there is other information
available about the rating events, for example, the location of the user at the time of his rating, his
mood, etc. The food recommendation domain, in particular, can naturally be approached through context-
aware methods, given that the consumption of food items is naturally associated to different types of
heterogeneous information. This work proposes to leverage a recently proposed and theoretically sound
method named factorization machines [19][22], which can naturally work with any number of features,
and that thus can be applied easily to this task.

In our general recommendation problem, the data can be described by a design matrix X ∈ Rn×p,
where the ith row xi ∈Rp of X describes one case (i.e., one rating event) with p real-valued variables, and
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Figure 1. Representing a recommendation problem with real valued feature vectors.

where ŷi is the prediction target of the ith case (see Figure 1, adapted from figures given in articles by
Steffen Rendle [20] and by Chen et al. [3], for an example of how to model a recommendation problem
through feature engineering). Factorization machines model all nested interactions up to order d between
the p input variables in a case x, using factorized interaction parameters. Second order factorization
machines are especially appealing because higher-order interactions can be hard to estimate in sparse
settings. A factorization machine model of order d = 2 is defined as follows:

ŷ(x) = w0 +
p

∑
j=1

w j× x j +
p

∑
j=1

p

∑
j′= j+1

x j× x j′ ×
k

∑
f=1

v j, f × v j′, f (1)

In the formula, k is the dimensionality of the factorization and the model parameters corresponding to
{w0,w1, . . . ,wp,v1,1, . . . ,vp,k} are such that w0 ∈ R, w ∈ Rp, and V ∈ Rp×k.

The first part of the model is similar to a standard linear regression, and it contains the unary
interactions of each input variable x j with the target. The second part with the two nested sums contains
all pairwise interactions of input variables, that is, x j × x j′ . The important difference to a standard
polynomial regression is that the effect of the interaction is not modeled by an independent parameter
w j, j but with a factorized parametrization w j, j ≈< v j,v j′ >= ∑

k
f=1 v j, f v j′, f which corresponds to the

assumption that the effect of pairwise interactions has a low rank. This allows factorization machines to
estimate reliable parameters even in highly sparse data (e.g., sparse data regarding user ratings to items,
as typically found on recommendation applications), where standard models often fail.

Many algorithms have been proposed for estimating the parameters of factorization machines, in-
cluding methods based on Stochastic Gradient Descent (SGD), Alternating Least-Squares (ALS), and
Markov Chain Monte Carlo (MCMC) inference. A freely available C++ implementation1 was used in the
experiments, which uses MCMC inference as described a recent publication [21]. By sampling through

1http://www.libfm.org/
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random draws, a probability distribution is approximated to the target ŷ distribution. The quality of the
generated model improves as a function of the number of draws or training iterations. One of the main
advantages of MCMC over ALS or SGD is that there is no need to define regularization parameters or a
learning rate.

In practice, the study reported on this paper concerns only with the choice of the feature vector x, so
as to capture important information in the food recommendation domain. The rest is done implicitly by
the implementation of factorization machines that was used (i.e. I did not consider any reformulation of
the model equation originally proposed by Steffen Rendle, nor developed new learning algorithms).

4 EXPERIMENTAL SETUP
The experiments reported in this paper relied on three datasets collected from online sources of user
contributed recipes . We specifically used a dataset2 previously made available by Lin et al. [17], collected
from a large online3 recipe sharing community, as well as a dataset4 made available by Tomasz et al. [15],
collected from another large online5 recipe sharing community. We also used our own dataset of recipes
crawled from the Epicurious site6, another online platform where users can share and vote on recipes
from other users with basis on their preferences.

In all three cases the recipes are associated to detailed information on ingredients, preparation
directions, cuisine types and dietary categories, all added by users. Notice that recipe sharing communities
like the ones from which the datasets have usually been gathered have no pre-defined ingredient sets, nor
predefined categories or standardized units for describing ingredient quantities. Information regarding
these variables will therefore be noisy and sparse.

The aforementioned datasets have been filtered so as to remove recipes rated less than 4 times, as well
as the users with less than 4 rating events. This filtering allows us to maintain most of the information,
keeping users and items with relevant presence. In the case of the dataset from Lin et al., some additional
data cleaning has also been performed, for instance correcting typos in the names for ingredients, and
merging ingredients of a similar constituent but with different modifiers (e.g., big red potato and small
white potato are both changed to potato). In the case of this dataset, the ingredients used no more than 3
times were filtered out. In what regards our Epicurious dataset, no additional data cleaning or filtering has
been performed, since the ingredients registered are restricted to the main recipe ingredients, not listing
all the recipe ingredients. On the Kochbar dataset it was not possible to do any kind of text preprocessing
since it only has numerical identifiers for the ingredients.

We have experimented with different modeling choices for the feature vector x, in an attempt to
quantify the impact that different types of contextual information could have on the recommendation
process. Additionally, some simple aggregation of user and item ratings were represented as features,
specifically considering the user rating average, the standard deviation in user ratings, the item rating
average and the item rating standard deviation.

The experiments start by using data about two categorical variables only, namely information regarding
users and food items, as commonly done in collaborative recommendation systems based on matrix
factorization. We assume a set of users U and a set of food items R, and the feature vectors x ∈ R(|U |+|R|)

are in this case composed of binary indicator variables, for the specific user and food item involved in a
rating event.

Information about ingredients, cuisine types and dietary groups, was also represented as binary
indicator variables, capturing the fact that a given food item is composed of a set of ingredients |I|,
associated with a set of cuisine types |C| and dietary groups |G|. We tested these variables independently
(with a feature vector x ∈ R(|U |+|R|+|I|), x ∈ R(|U |+|R|+|C|) or x ∈ R(|U |+|R|+|G|)) but also on different
combinations of these variables with the corresponding changes in the feature vector dimension.

We used real values capturing the user and item rating averages, and user and item rating standard
deviations as model features, testing them independently (with a feature vector x ∈ R(|U |+|R|+1)) or
in different feature vector combinations. Following the intuition that ingredients might have valuable

2http://mslab.csie.ntu.edu.tw/˜tim/recipe.zip
3http://www.food.com
4http://students.mimuw.edu.pl/˜tk290810/kochbar_data/
5http://www.kochbar.de
6http://www.epicurious.com/
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Categorical/Real Valued
features used

Possible
combinations

Tests made

1 7 5
2 21 4
3 35 4
4 35 2
5 21 1
6 7 0
7 1 0
Total 127 16

Table 1. Number of categorical or real valued features used in tests and number of possible combinations

Lin et al. (Food) Tomasz et al. (Kochbar) Epicurious
Number of users 22598 8798 8203
Number of food items 59565 344341 7997
Number of rating events 692480 7658229 73468
Number of ingredients 4756 418593 352
Number of cuisine types 106 195 79
Number of dietary groups 28 na 21
Average rating value 4.72 4.99 3.38
Average number of ratings per user 30.64 870.45 8.96
Average number of ratings per item 11.63 22.24 9.19
Average number of ingredients per item 98.90 248.27 37.89
Average number of cuisine types per item 12.37 22.24 6.60
Average number of dietary groups per item 30.7 na 5.83
Sparsity on the ratings matrix 0.051% 0.253% 0.112%

Table 2. Statistical characterization for the datasets used in our experiments.

information for the recommendation process, the experiments were separated in two groups: one that
does not include the ingredients as feature, and the other always includes ingredients as feature.

In summary, the features, categorical or real valued, were tested with the information regarding users
and food items in different combinations. The feature vector could be the most basic x ∈ R(|U |+|R|) or a
combination of all the available features, being, in this case, x ∈ R(|U |+|R|+|I|+|C|+|G|+4). Although, due to
the large number of possible combinations and the limited time available for this work, and considering
also the different characteristics of the datasets, the preprocessing tasks and processing time involved, our
efforts were dedicated to a small selection of the combinations. Table 1 compare the possible contextual
feature combinations and the number combinations tested.

Table 2 presents a statistical characterization for the three datasets used in our experiments, showing
that they are much sparser than the typical benchmarks used for evaluating recommendation algorithms
(e.g., the Netflix dataset, where the sparsity of the ratings matrix is of 1.18% [2]). The average number
of ratings, per users or items, is also much smaller in the case of our datasets. Such sparsity limits the
effectiveness of a conventional collaborative filtering model, and justifies the need of adding contextual
information into the recommendation process.

On Figure 2 it is shown the distribution for the number of user and recipe ratings in a logarithmic scale.
It is also shown the distribution of values for the rating events on a histogram. Note that the Epicurious
dataset considers have a likert-scale from 1-4, while Food and Kochbar datasets a 1-5 scale. These graphs
show that there are significant differences between the three datasets on the rating behaviors.

The left graph of Figure 2 shows the differences on the total number of users and user ratings. It
clearly underlines that the Kochbar dataset has a greater number of users, which are much more active, in
comparison with the Epicurious or Food datasets (as can be seen in Table3 - Average number of ratings
per user).

The last graph from Figure 2 shows that the users of the Epicurious dataset (collected in our work)
have the stronger rating variation, while the user ratings in the Food and Kochbar datasets are much
more constant. In this last case (i.e. the Kochbar dataset) there is a clear tendency for users in giving the
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Figure 2. Users, Items and Ratings Log Distributions

Figure 3. Users, Items and Ratings Log Distributions

maximum rating value in their reviews. This confirm what Tomasz et al. stated about Kochbar rating
behaviors, where more than 99% of the recipes are rated with 5 (the maximum value in the rt-scale used
in Kochbar). In this work I filtered the users with less than 4 rating events, even though, the tendency of a
constant rating value still maintains in Kochbar.

Figure 3 ilustrates the distribution of ingredients, cuisine types and dietary groups in the three datasets.
The Kochbar dataset has an unique category with joined cuisine type and dietary group, and it does not
appear in the right graph (which is only for Dietary Groups). Besides the different number of ingredients,
cuisines and dietary groups in the datasets, it seems to exist an homogeneous pattern in their distribution.

Taking in account the very significant difference in the size of the datasets, the tests were run also over
a random subset of the Food and Kochbar datasets. Trimming the datasets to approximately 73 thousand
rating events - the size of Epicurious - it is possible to analyze and compare the results of the experiments
on different user communities with different rating behavior.

The experiments followed a k-fold cross validation method, using k = 5, in which each dataset is first
divided into k equally sized, mutually exclusive subsets of random selected entries of rating events. Each
rating event or dataset entry is contained in only one of the subsets. This method uses each dataset entry
k−1 times for training and one time for testing. The final results of each experiment are calculated on the
average of the k iterations.

To evaluate the performance of each model, this work followed Koren et al. [14] and used the root
mean-squared error (RMSE) and mean-absolute-error (MAE) metrics, averaging the results over the k-fold
experiments. The RMSE can be computed as follows, where n is the number of different predictions, and
where yt and ŷt respectively correspond to the ground-truth and to the predicted rating values for the food
items.

RMSE =

√
∑

n
t=1(ŷt − y)2

n
(2)

On the other hand, the MAE is a measure of the absolute deviation of the predict rating value ŷt from
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Food Kochbar Epicurious
RMSE MAE RMSE MAE RMSE MAE

Average User Rating 0.5947 0.3741 0.1513 0.0204 0.8245 0.6151
k=5 k=25 k=5 k=25 k=5 k=25

Factorization Machines RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE
Information on users and items 0.5961 0.4638 0.5964 0.4645 0.1818 0.0553 0.1747 0.0590 0.8514 0.7193 0.8500 0.7179

and cuisine types 0.6173 0.4551 0.6174 0.4570 0.1820 0.0376 0.1726 0.0420 0.8034 0.6632 0.8025 0.6622
and dietary groups 0.6089 0.4556 0.6086 0.4562 0.1713 0.0416 0.1697 0.0456 0.7860 0.6346 0.7862 0.6352
and user average 0.5812 0.3754 0.5804 0.3768 0.1659 0.0444 0.1759 0.0488 0.8071 0.6102 0.8068 0.6105

and user standard deviation 0.5823 0.3701 0.5825 0.3724 0.1674 0.0416 0.1760 0.0482 0.8001 0.6027 0.7997 0.6030
and item average 0.5966 0.3859 0.5952 0.3863 0.1638 0.0426 0.1759 0.0484 0.8268 0.6360 0.8257 0.6358

and item standard deviation 0.5988 0.3752 0.5978 0.3766 0.1661 0.0437 0.1784 0.0475 0.8179 0.6256 0.8164 0.6253
and user average and user standard deviation 0.5944 0.3662 0.5952 0.3702 0.1702 0.0389 0.1790 0.0470 0.8123 0.6000 0.8115 0.6017

and item average and user average 0.5777 0.3727 0.5777 0.3765 0.1652 0.0411 0.1775 0.0491 0.7798 0.5954 0.7800 0.5957
and cuisine types and item average and user average 0.5862 0.3868 0.5864 0.3892 0.1784 0.0370 0.1746 0.0442 0.7829 0.5991 0.7828 0.6003
and dietary groups and item average and user average 0.5822 0.3821 0.5845 0.3859 0.1685 0.0404 0.1744 0.0485 0.7823 0.6001 0.7812 0.6002

Information on users, items and ingredients 0.6074 0.4222 0.6100 0.4299 0.1720 0.0526 0.2988 0.1066 0.7892 0.6254 0.7943 0.6319
and cuisine types 0.6055 0.4191 0.6076 0.4259 0.1689 0.0456 0.1959 0.0647 0.7925 0.6280 0.7983 0.6353
and cuisine types and dietary groups 0.6044 0.4184 0.6063 0.4248 0.1665 0.0431 0.1919 0.0603 0.7951 0.6294 0.8005 0.6370
and item average and user average 0.5919 0.3992 0.5934 0.3999 0.1682 0.0476 0.6143 0.4209 0.7830 0.6011 0.7911 0.6095
and cuisine types and item average and user average 0.5933 0.4017 0.5951 0.4017 0.1670 0.0393 0.3458 0.1624 0.7839 0.6034 0.7927 0.6115
and cuisine types and dietary groups and item average and user average 0.5947 0.4016 0.5949 0.4006 0.1663 0.0423 0.1867 0.0602 0.7826 0.6031 0.7933 0.6128

Table 3. Results for the complete datasets.

Food Kochbar Epicurious
RMSE MAE RMSE MAE RMSE MAE

Average User Rating 0.5947 0.3741 0.1369 0.0137 0.8245 0.6151
k=5 k=25 k=5 k=25 k=5 k=25

Factorization Machines RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE
Information on users and items 0.8422 0.7694 0.8557 0.7824 0.5997 0.5861 0.6074 0.5944 0.8514 0.7193 0.8500 0.7179

and cuisine types 0.6686 0.5339 0.6659 0.5327 0.1321 0.0256 0.1293 0.0285 0.8034 0.6632 0.8025 0.6622
and dietary groups 0.6732 0.5555 0.6733 0.5564 0.1622 0.0849 0.1615 0.0884 0.7860 0.6346 0.7862 0.6352
and user average 0.5828 0.3637 0.5825 0.3661 0.1351 0.0270 0.1344 0.0327 0.8071 0.6102 0.8068 0.6105

and user standard deviation 0.5871 0.3637 0.5865 0.3662 0.1356 0.0245 0.1358 0.0304 0.8001 0.6027 0.7997 0.6030
and item average 0.6084 0.3943 0.6080 0.3956 0.1398 0.0280 0.1396 0.0353 0.8268 0.6360 0.8257 0.6358

and item standard deviation 0.6071 0.3797 0.6065 0.3811 0.1447 0.0230 0.1454 0.0277 0.8179 0.6256 0.8164 0.6253
and user average and user standard deviation 0.5995 0.3587 0.5996 0.3664 0.1403 0.0231 0.1420 0.0332 0.8123 0.6000 0.8115 0.6017

and item average and user average 0.5793 0.3624 0.5759 0.3725 0.1355 0.0267 0.1384 0.0393 0.7798 0.5954 0.7800 0.5957
and cuisine types and item average and user average 0.5835 0.3902 0.5860 0.3955 0.1341 0.0255 0.1385 0.0397 0.7829 0.5991 0.7828 0.6003
and dietary groups and item average and user average 0.5795 0.3835 0.5826 0.3888 0.1444 0.0363 0.1460 0.0486 0.7823 0.6001 0.7812 0.6002

Information on users, items and ingredients 0.6204 0.4537 0.6204 0.4602 0.2228 0.1311 0.2393 0.1402 0.7892 0.6254 0.7943 0.6319
and cuisine types 0.6158 0.4472 0.6140 0.4527 0.1540 0.0486 0.2399 0.0949 0.7925 0.6280 0.7983 0.6353
and cuisine types and dietary groups 0.6154 0.4469 0.6135 0.4518 0.1555 0.0480 0.2814 0.1053 0.7951 0.6294 0.8005 0.6370
and item average and user average 0.5891 0.4070 0.5967 0.4131 0.1713 0.0688 0.2115 0.0960 0.7830 0.6011 0.7911 0.6095
and cuisine types and item average and user average 0.5894 0.4080 0.5966 0.4161 0.1538 0.0451 0.2461 0.1027 0.7839 0.6034 0.7927 0.6115
and cuisine types and dietary groups and item average and user average 0.5896 0.4078 0.5970 0.4154 0.1550 0.0458 0.3600 0.1860 0.7826 0.6031 0.7933 0.6128

Table 4. Results on approximately 73 thousand rating events.

the ground-truth yt , given by the the following equation.

MAE =
∑

n
t=1 |ŷt − y|

n
(3)

5 EXPERIMENTAL RESULTS
Table 3 presents the RMSE and MAE results obtained for each of the modeling choices listed in the
enumeration from Section 3, and for the three datasets that were presented in the previous section. We
have tested factorization models with for two different values on k parameter (k = 5 and k = 25) which
corresponds to the dimensionally of the factorized 2-way interactions in the factorization machines. Each
training session involved 100 iterations of the MCMC learning algorithm introduced on Section 3.

Table 3 also presents the results when using the user average rating score as prediction value. These
results are used as a baseline against the results obtained with the factorization machines obtained results.
In Table 4 the results obtained using approximately 73 thousand random selected rating events for the
Food and Kochbar datasets are presented. Epicurious maintains the original setup of 73.468 rating events.

In both tables the feature groups that were used with the Factorization Machines, correspond to the
multiple features described on Section 3.

The results on Table 3 show that by increasingly making use of additional contextual attributes, some
gains in terms of food recommendation performance can be achieved. The best results, represented in
bold font, correspond to RMSE values of 0.5777 for the Food dataset using either k = 5 or k = 25, RMSE
of 0.1638 in the Kochbar dataset, and RMSE of 0.7798 using k = 5 in the Epicurious dataset.

In all cases the use of recipe context attributes enhances the recommendation results, lowering the
RMSE, when comparing to the base test using information on user and item, represented in the first line
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of the first group of tests using Factorization Machines on Table 3. It is also clear that the use of statistical
features (user and item rating averages) improves the results in all datasets. In the Food and Epicurious
datasets the use of the item and user rating averages also outperforms the use of all other features.

It was not possible to run all the tests against the Kochbar dataset regarding to cuisine types and
dietary groups, since these properties are mixed in the dataset. The results got on this dataset can be
directly compared to the results of the Epicurious and Food datasets, when cuisine types and dietary
groups are both present in the feature vectors.

The use of recipe ingredients associated to the food items seem to have different results on recommen-
dation performance over the three different datasets, maybe depending on the relevance of the ingredients
registered in the datasets, or due to more misspelled ingredients in some datasets. As stated in Section 2,
the Epicurious dataset includes only the ingredients considered to be the most relevant by the users, while
all the recipe ingredients are found in Food and Kochbar datasets.

6 CONCLUSIONS AND FUTURE WORK
The problem of making personalized recommendations in the food domain has several unique characteris-
tics that motivate the usage of modern approaches that can deal well with a large number of contextual
features, given that the consumption of food items is naturally associated to heterogeneous information
about ingredients, their chemical composition, nutritional aspects, cooking methods, ingredient combina-
tion effects, as well as monetary costs, availability, cultural, social and even environmental factors. In this
paper, I specifically report on experiments in which I modeled the user consumption of food items as an
aggregation of features, latter leveraging factorization machines to capture latent low-rank interactions
between the features, for the purpose of making accurate recommendations.

Experiments with three datasets collected from online communities for recipe sharing and rating attest
for the effectiveness of this approach, showing that by considering multiple contextual attributes it is
possible to achieve gains in terms of recommendation performance. On the other hand, the use of item
and user average ratings as features outperformed almost all other feature combinations, independently
of the very different characteristics of the considered datasets. This might be explained by the fact that
the contextual features computed from our datasets are too noisy to bring improvements over a strong
baseline.

For future work, given our results and noting that the generic framework of factorization machines
enables the easy integration of additional information into the recommendation process, the introduction
of other types of features can be experimented. The features might be the ones that are not directly
available in the datasets that were used in the experiments here described (e.g., features computed from
the weight of the ingredients in each recipe, from the geographical location of the user making the ratings,
or environmental features such as temperature at the time and location of the rating event) .

I would also like to work on the development of an efficient algorithm for relevant recipe ingredient
selection and dietary group identification, based on the ingredients present in the recipe. These ingredients
and cuisine types should be the ones that are some of the key factors behind the users decisions.

Finally, the integration of features derived from textual information associated to descriptions for
the food items into the recommendation process, would also be an interesting area of research. We can,
for instance, consider mining text from user reviews in order to extract relevant food terminology, or
use sentiment analysis methods to infer food preferences [25]. Our plans for future work also include
experimentation with recently proposed enhancements to factorization machines [4, 18].
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