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Abstract
With the ever-increasing volumes of data, it is becoming more challenging to store, organize and
retrieve the required information in an efficient manner. When dealing with high dimensional feature
space, vectors become extremely sparse (most dimensions are zero). The existing representation models
struggle to deal with the drop of efficiency. The majority of them lack the tools turning to use either
feature selection or Approximate Nearest Neighbour searches. The work herein proposed suggests a
new indexing method which enables exact similarity searches. Based on a hierarchical organization,
sparse vectors are successively a reduction of one another (by using the logic OR operator using
the window sliding paradigm). Thus, with a progressively deeper procedure, we aim to enhance the
retrieval performance in comparison to baseline methods.

1 Introduction

Nowadays the technological progress and the constant increase in the use of devices causes them to generate

a huge amount of data in electronic form at very high speed rates. To follow this advance, we need

techniques to efficiently manage and access information held in those high capacity storage units.

Several works emerged exploring ways to search text automatically. One of the most important was

proposed by [1] who suggested the use of words as indexing units for documents (keyword) and its frequency

of occurrences to indicate the degree of significance in the document. Both the documents and the

query (that undergoes the same process) can be viewed as vectors which correspond to points in a high

dimensional space.

The majority of the techniques take advantage of the process of feature transformation to perform

similarity searches. This consists on searching data points that are nearby the query data point in the

feature space. In turn the proximity between points is measured by means of a similarity metric. However,

the dimension of the space that is defined by the number of terms can be huge. By dealing with the high

dimensionality representation models suffer from the curse of dimensionality effect [2] which result in an

exponential performance drop. In higher dimensions, these methods exhibit linear complexity and end up

having a similar performance to a sequential search.

Motivated by the results of the works in the content-based retrieval area [3] and associative memory

structures [4], we will introduce a new indexing method. It explores the use of a hierarchical organization

where high dimensional sparse vectors are successively an approximation (reduction) of one another using

the logic operator OR.

2 Related Word

2.1 IR with Text Databases

According to [5], Information Retrieval (IR) consists in ”finding documents of an unstructured nature

that satisfies an information need from within large collections”. With that purpose it is concerned

1



mainly with three aspects: the representation of information content, acquisition and representation of

the information to be found and finally specifying matching functions to retrieve the relevant documents

from the information collection [6].

In order to identify relevant documents according to a query, a retrieval system must assume some

retrieval model. Several types have been proposed, differing on the way that documents are represented

as well as the way of computing their relevance.

2.2 Vector Space Model

In this model, text documents are represented as vectors in a space. The vectors dimension is ruled by

the number of unique words (referred as to terms) in the collection to index. This way of representing

documents, known in the literature as bag of word model, ignores grammar and terms order. The only

information retained is the importance of the components of each vector in the respective documents. This

value may simply indicate whether it occurs in the document with a ’1’, whereas its absence is denoted

by a ’0’ [5].

If we choose to use binary vectors to represent documents we can rank them according to a query

by using the Hamming distance. This corresponds to counting the number on which two binary vectors

differ [6]. For binary vectors it corresponds to the Taxicab or Manhattan metric:

d1(x, y) =

n∑
i=1

|xi − yi| (1)

Besides being able to represent the presence or absence of each term in a particular document, we can

represent its weight like tft,d. Referred as term frequency, t represents to the term (the dimension in the

vector) and d refers to the corresponding document (the vector itself).

Using non binary values, we are no longer restricted to the Manhattan metric where if a document

discusses a topic, then it is a better match. We are able to measure the similarity among documents

performing the Euclidean distance:

d2(x, y) =

√√√√ n∑
i=1

(xi − yi)2 (2)

However we still need to take into account some aspects to a fairest weighting scheme [7], [8] such

as the term’s scarcity in the collection and the document size. Common words in the query tend to

incorrectly emphasize documents where this word appears more often despite the fact of being meaningless

for determining the relevance determination to rank documents. A measure that gives us the informative

level of a term across the whole corpus [9] is defined as the inverse document frequency idft:

idft = log
N

dft
(3)

where N is the number of documents in the present collection, dft is the frequency (number of occur-

rences) of the term t in the document.

So the idf of a rare term across the whole corpus gives a higher value as result and a lower one in the

opposite way. Combining the term frequency and inverse document frequency expressions [7] a composite

weight is produced for each term in each document. The tf − idf weighing scheme assigns to term t a

weight in document d given by:

tf -idft,d = tft,d × idft (4)

Finally the last aspect to study is the effect of document length in computing term weights. Intuitively,

longer documents tend to have higher tf values [10] for two main reasons: some terms are constantly

repeated across the document and multiple different topics are covered by the document.
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A way to penalize the term weight for a document in accordance with its length is applying term weight

normalization techniques.

We can still use the Euclidean distance function but this time we normalize the corresponding vectors.

This will map the vectors into the unit sphere.

0 ≤ d2
(

x

‖x‖
,

y

‖y‖

)
=

∥∥∥∥ x

‖x‖
− y

‖y‖

∥∥∥∥ ≤ √2 (5)

So it is possible to measure similarity between x and y by observing the angle between vectors ω. This

method is also known as the cosine similarity:

0 ≤ cosω =
〈x|y〉
‖x‖ · ‖y‖

≤ 1 (6)

Through the angle obtained we have the level of correlation between the x and y. If the result obtained

is zero means that the vectors are orthogonal (they have no match). Conversely, if the result is one, the

documents are identical.

For normalize vectors, the cosine is simply the dot product:

sim(x,y) = cosω = x · y (7)

2.3 Search in High Dimensional Space

With rapid growth of data, an effective and efficient access to the data is required in order to exploit the

stored information. Many researchers, principally in the field of multimedia objects such as images, text

and videos, have focused on the development feature-based solutions to support execution of similarity

search. Its main idea, illustrated in the figure 1 [2] is to:

1. extract relevant features from the data objects;

2. map into points in a high-dimensional feature vectors;

3. search in that space for points that are close to the query point.

Figure 1: Image based on [11]. Feature-based similarity search process.

Usually feature vectors are computed and stored in advance as a matter of efficiency. Thus at a query

time, only its object has to be converted (with the same feature function applied to the database objects).

Then the search for points of the database that are close to the query’s feature point can be performed.

For that purpose two different types of similarity queries can be used depending on the application:

• ε-query: returns objects which are below a certain threshold ε;

• NN query: return the most similar objects with respect to the search object.

A lot of work have been done to use appropriate multidimensional indexing structures to manage

feature vectors [12] like data-partitioning index trees and space-partitioning methods.
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Although these type of approaches provide efficient solutions in low-dimensional spaces, the increase of

dimensions has negative implications in their performance [13], [14]. In particular it was shown in [12] that

using the hierarchical partitioning and indexing structures for searching beyond a certain dimension be-

comes even worse than an exhaustive sequential-scan. This phenomenon is known as curse dimensionality

[15].

There are relatively efficient approximative similarity search algorithms. However, it does not meet our

goal: eliminate the error component of the system. Since distances are distorted in approximate similarity

search, the closest points can be missed in some cases.

3 Binary Aggregation Tree Method

In this context we introduce our method which performs exact search of objects - documents which are

represented by a sparse binary vectors in a high dimensional space.

3.1 Tree Hierarchical Structure

The main idea was introduced in the Subspace Tree method proposed by [3]. Being an improvement

of the GEMINI method [16], [17] is used to perform queries in large-scale databases in order to find data

items with similar content in relation to the query object. In our case, we are interested in finding books

with similar content.

Giving as input a dataset of high dimensional vectors representing objects, the method compresses

these objects into lower dimensional vectors through a logic operation. When the lowest resolution of the

object is obtained, the search process begins.

In this lower dimensional space feature space a quick and dirty approach is taken. Dissimilar data

objects in the lower dimensional space are discarded from the search process. As opposed, all vectors that

fall below some distance ε when compared to a query vector are considered . This process is repeated until

the original space is reached. At that moment, only a small amount of vectors are left to be compared.

The majority of the computation operations is done in a simplified version of the database, being less

expensive. This refers to the quick part.

So, even when the feature space is increased it is possible to enhance the performance system while

overcoming the negative effects that underlie the curse of dimensionality.

(a) Illustrates the hierarchical Subspace
Tree principal. Vectors in the original space
are mapped to lower dimensions until the
desired resolution is reached.

(b) Illustrates a sequence of searches per-
formed over the subspaces beginning with
the lowest feature space until it reaches the
original one.

Figure 2: Binary Aggregation Tree Method
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3.1.1 Lower bounding lemma

When mapping the original high dimensional data into lower subspace, one cannot preserve the exact

distances between the data points. For this reason this mapping should be performed in such a way that

the distances are smaller or equal than the original space. This way, the distance between similar objects

in the original space which is smaller or equal to ε, will continue to be so, in the feature space. This

satisfies the principle l-Lipschitz property [18], also called the lower bounding lemma [16]. This principle

states that, when projecting two vectors x and y from the original space U0 into a dimensional feature

space UN through a function F (), the distances d between the objects in the lower dimensional space must

always be smaller or equal to the distances of the same objects in U0 (Equation 8).

dUN
(F (x), F (y)) ≤ ... ≤ dU0(x,y) (8)

Using this concept ensures that while performing the analysis in the feature space, no valid data object

will be missed. This guarantees that the method does not perform any false eliminations/cuts.

What changes in our approach from the Subspace Tree is the mapping function. We can not use the

orthogonal projection or PCA projection since data is highly sparse. Data points departs to much from

the Gaussian distribution. It is even highly skewed i.e. the data are at one end of the distribution.

3.2 OR aggregation and sliding window paradigm

Thus we will use another approach, inspired by the work developed by [4]. Taking advantage of the use

of binary values as vectors’ features we will use the logic operator OR to aggregate data. This operator

will be used over each block of data covered by a window (which traverse horizontally all vectors). This

process acts as raw filter and is repeated recursively until the dimension expected is reached. Figure 3

illustrates the sliding window paradigm used in the considered algorithm. It maps data from the original

space to a lower dimensional space. The same process is applied until the desired lowest resolution space

is obtained. At each step we are in fact pruning unnecessary content neurons from the search process,

virtually without the risk of information loss, thanks to the Boolean-OR function.

Figure 3: Vector dimension reduction using the sliding window paradigm. In this example, a vector with
4 dimensions is compressed to a 2-dimensional one.

The window size is chosen depending on the amount of compression required. If we pretend to have

high compression the length of the window will be high since it will contain a larger portion of the vector.

On the other hand, if we do not intend a high compression we may use a lower window size, having more

blocks to analyse.

4 Evaluation

Now that a theory around our proposed solution has been established, we proceed and present a collection

of empirical evidence to verify its effectiveness.

Since the proposed method is based on an exact similarity search algorithm, we will not use the tradi-

tional evaluation measures such as precision and recall. We are always certain that all the vectors returned

by the algorithm are relevant for the search. Alternatively, its validation will be done by comparing the
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results obtained with a brute force linear matching approach in terms of retrieval time per query and

complexity.

5 Experimental Results

In order to evaluate the method’s efficiency and performance, different experiments were done through

Matlab over real data - books/text files from Project Gutenberg free repository 1. From this collection we

gathered 10,000 text files.

All experiments were conducted in an HPZ620 Workstation with an Intel(R) Xeon(R) CPU E5-16200

3.6GHz with 10MB cache, 64GB of RAM and running a Microsoft Windows 7 Professional with Service

Pack 1.

We start our experiments by performing successive comparisons between each vector of the database

(10,000 documents with dimensions 446,717) with a subset of 1000 different query vectors. These are

chosen randomly from the content of the database itself. The comparison is done through the Hamming

distance

Our new method requires that we determine the ε parameter which will define the vectors considered

similar during the query time. Vectors that fall bellow that threshold will be selected. Contrarily, all data

that have a distance to the query that exceeds ε are discarded from the search.

In order to determine this parameter, we calculated the distances between vectors contained within

the different subspaces. We then sorted and plotted these distances.

(a) Histogram representing the number of documents
which reached the several distances (computed with a
sample of 1000 documents). It has the following pa-
rameters: mean = 6528.1; standard deviation = 1898.1;
variation = 3602600.

(b) Comparison of the Hamming distance between
all dataset and a sample of 1000 random dataset
points for each subspace. The x-axis indicates the
documents sorted and the y-axis the Hamming
distance to the sample.

Figure 4

As we can see in Figure 4b, the subspace curves indicates that in lower dimensions there is no distinc-

tion between vectors. Since the value ’1’ is the absorbing element when performing the OR-aggregation

operation, vectors are essentially made up of ones.

We can also confirm that the lower bounding lemma is satisfied, since there is no overlap or intersection

between the curves. Thus, the distances between vectors in lower dimensions are always smaller than the

distances between the same vectors for higher dimensions (for a mathematical proof, please refer to [19]).

1http://www.gutenberg.org/files/
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5.1 Determining the Threshold

Through these results, we can study the impact of the threshold ε. To choose it appropriately, we need to

take into account that it must cross the higher number of subspaces as possible to retrieve vectors in each

one of them. This way we can take better advantage of the hierarchy subspace methodology.

The size of the resulting data set is influenced by its value. If it is too small, it does not give any

clearance in order to reach the closest points. If it is too big, it starts to include too many points.

For an ε = 5000, 4200, 3200, we verified how many operations per query were done by performing a

search with a set of 1000 queries over the 10,000 vectors. Besides this parameter, we also measured the

average retrieval time. Finally, we compared our results with a linear matching search done on the same

queries sample.

Table 1: Comparison of results obtained starting the search in subspace U6 (dimension = 6980) with linear
matching.

ε = 5000 ε = 4200 ε = 3200
list matching U6 list matching U6 list matching U6

retrieval time (s) 2.191 6.846 x 5.212 2.139 3.484
n operation (σ) 9999 40230 9999 30060 9999 18609

n NN returned -

U6 = 9996
U5 = 9604
U4 = 7316
U3 = 4653
U2 = 3280
U1 = 2800
U0 = 2581

-

U6 = 9935
U5 = 8454
U4 = 4196
U3 = 2402
U2 = 1875
U1 = 1656
U0 = 1542

-

U6 = 9334
U5 = 4104
U4 = 1663
U3 = 1094
U2 = 879
U1 = 791
U0 = 744

From Table 1, we can see along the various subspaces that the number of operations remained almost

the same for an ε = 5000, 4200. This is also demonstrated by the high retrieval time. Our approach would

be advantageous only if we consider one or two dimensions. In the next Subsection 5.2, we will repeat

the same study but taking into account only the subspaces which remove a greater amount documents,

and not all subspaces. This corresponds to a apply a bigger window size when performing the subspace

hierarchy of documents. This is required due to the high sparseness of the vectors.

5.2 Determining the window size

Although in Associative Memory applying a window with two dimensions has revealed a good performance

[4], it is not suitable for sparse vectors. We can observe from the previous tests 1 that some subspaces

were useless. The number of operations did not decrease substantially while going through the hierarchy

until reaching the original subspace. For this reason, we decided to analyse different window sizes and

study their impact in the search process.

Sparser vectors will benefit from larger aggregation factors. Since the probability of finding a value ’1’

within a vector is small, opting for a higher window size will result in higher compressions and smaller

hierarchy’s depth.

Again, we measured the average retrieval time for 1000 different queries. The overall results of these

experiments for and ε = 3200 are summarized in Table 2.
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Table 2: Comparison of the results obtained with the proposed method using a window-size of 4, 5 and
16 and the baseline list matching method. The threshold value was set to ε = 3200.

Sub0
w = 4
Sub2

w = 5
Sub2

w = 16
Sub1

retrieval time (s) 2.358 1.545 1.629 1.487
number of

operations (σ)
9999 3286 4326 2407

number of
NN returned

-
U1 = 1663
U0 = 744

U2 = 2655
U1 = 927
U0 = 744

U1 = 1663
U0 = 744

From these results, we can see that our method presents a speed-up. Particularly, using a window size

of 16 for compressing the original space only once, we verify that the number of vectors to be compared

decreases. Thus, the cost of computing distances is also reduced. Note further that by applying our

method, we can obtain an improvement of 1.585 compared with the linear matching search.

5.3 Using Random data

We conducted another test, this time to see if a collection of books could be simulated by random data.

To this end, we decided to generate 10,000 vectors using a random distribution with a mean value = 5000

and variation = 1× 106 (parameters similar from the real data).

(a) A histogram representing 10,000 random variables of
a Gaussian distribution with a mean value = 5000 and
variation = 1 × 106

(b) Comparison of the Hamming distance be-
tween a random dataset of 10,000 vectors and 1000
queries of the same dataset, for each subspace.
The x-axis indicates the documents sorted and the
y-axis the Hamming distance to the sample.

Figure 5: Random variables of a Gaussian distribution

From Figure 5b, we realized that we would get better results using a random dataset. By choosing

a particular epsilon (e.g. epsilon = 7500), the number of documents discarded along the subspaces is

higher in each step compared to the set of real data. This happens because in books we have correlated

information unlike what happens with random data. Many research works end up failing to apply the

methods on real data (as opposed when using data generated from a certain distribution).

6 Conclusion

In this work, a new method is presented which is a variation of the Subspace Tree Method. It aims at

improving the similarity search procedures when data (represented by high dimensional vectors) are highly

sparse.
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The proposed method is able to deal with the sparsity problem in high dimensional space unlike the

other existing solutions. The idea behind the Binary Aggregation Method is to compress the existing

high dimensional data elements of the database into a lower data space. This way, we obtain a simpler

representation of these data objects. If we repeat this process of continuously projecting the data elements

into simpler representations of themselves we get, in the end, a low dimensional representation of the

original high dimensional data. From this point foward we are now able to search for similar feature

vectors without falling under the curse dimensionality effect. This is because we do not need to deal with

all existing data in the database. By choosing the level of similarity from the query (threshold ε), we

only analyse the data elements which were validated in the previous dimension. This greatly reduces the

number of comparison operations executed. In the end, we have the documents with zero component error

margin since our method works with exact searches.

By executing the majority of the operations in the lower dimension data spaces, the Hierarchical Linear

Subspace Method is able to maintain its efficiency and its performance levels.

The function used to map data along the subspaces hierarchy was inspired by the tree-like hierarchical

tree. Since we are using binary values to represent the documents’ content, we thought that it would be

rather interesting how a simple function, such as a Boolean-OR, is capable of creating approximations

that convey useful decision information.

Through numerical simulations we could observe that using higher aggregation window sizes we could

enhance the performance of the method. We also noticed that by choosing a high window size the hierarchy

could be composed of only one subspace.

Another conclusion of this work when conducting the same experiments using random data, was that

the actual data collected from the books are correlated. Thus, methods that work with Gaussian generated

data do not necessarily work with real data.
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