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Abstract

Authentication plays a central role in the security of many computing systems. It is particularly
critical in cloud computing, as its failure can let attackers control the accounts of cloud consumers and,
ultimately, their resources and data. In recent years, authentication vulnerabilities have appeared
in popular cloud offerings and platforms. Moreover, cryptographic mechanisms that have served as
building blocks of authentication protocols, besides these protocols themselves, have also been found
vulnerable. Zero-day vulnerabilities of this kind can let cloud consumers be hacked without even
noticing. We propose the use of redundancy and diversity to make cloud authentication mechanisms
resistant to unknown, zero-day, vulnerabilities. The basic idea is that by resorting to more than one
mechanism (redundancy) and by having different mechanisms (diversity), even if one is compromised
the overall authentication mechanism can remain secure. We present an approach to create such
redundancy and diversity. We show its effectiveness with a cloud authentication mechanism recently
found vulnerable and with a simpler message authentication use case.
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Resumo

A autenticação tem um papel central na segurança de um grande número de sistemas informáticos.
O seu uso é particularmente crítico na computação em nuvem, dado que uma falha de autenticação
pode permitir atacantes controlarem as contas de clientes do serviço de nuvem e, eventualmente, os
seus recursos e dados. Nos últimos anos, vulnerabilidades de autenticação têm sido detectadas em
várias plataformas de computação em nuvem populares. Além disso, mecanismos criptográficos que
servem como fundação para protocolos de autenticação, para além dos próprios protocolos, também
foram provados como sendo vulneráveis. ”Vulnerabilidades dia-zero”, ou vulnerabilidades desconheci-
das, como estas podem permitir que os consumidores de um serviço de nuvem sejam atacados sem
sequer se aperceberem. Propomos o uso de redundância e diversidade para tornar os sistemas de
autenticação na nuvem resistentes a vulnerabilidades desconhecidas. A ideia base é que, recorrendo a
mais do que um mecanismo (redundância) e utilizando mecanismos diferentes (diversidade), mesmo
que um deles seja comprometido, globalmente o sistema de autenticação permanece seguro. Apresen-
tamos uma abordagem para criar tal redundância e diversidade. Demonstramos a sua eficácia num
mecanismo de autenticação na nuvem, que foi recentemente observado ser vulnerável, e num caso de
uso mais simples de autenticação de mensagens.
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1 Introduction
The adoption of cloud computing amongst both companies and government agencies alike has been
steadily increasing over the past years. NIST defines cloud computing as “...a model for enabling ubiqui-
tous, convenient, on-demand network access to a shared pool of configurable computing resources (e.g.,
networks, servers, storage, applications, and services) that can be rapidly provisioned and released with
minimal management effort or service provider interaction” [1]. Whether running applications that share
files or supporting the critical operations of a business, cloud computing offers easy access to shared,
elastically allocated computing resources. However, it is this sharing of resources that makes the cloud
such an attractive target to many attackers. The European Network and Information Security Agency
(ENISA) warns, based on recent research, that “The proliferation of cloud computing and the sheer con-
centration of users and data on rather few logical locations are definitely an attractive target for future
attacks” [2].

Authentication is an important component of any computer security mechanism, and it can be ex-
ploited by attackers. Most users are somewhat aware of authentication attacks where they are the targets,
such as phishing attacks or malware attacks. They probably do not consider how vulnerable the authen-
tication mechanisms employed by the services they use might be, and how their personal information
might be compromised, largely through no fault of their own, if an attacker targets these vulnerabilities.
Therefore, vulnerabilities in authentication mechanisms are a major concern, from which cloud computing
is not exempted.

As an example, a team of researchers recently showed that what is probably the most used cloud com-
puting service, Amazon Elastic Compute Cloud (or Amazon EC2), was vulnerable to an authentication
attack [3]. This vulnerability would allow an attacker to perform commands in the cloud, impersonating
any legitimate user. Such an attack would have devastating effects on the confidentiality, availability and
integrity of that user’s data and applications. While this vulnerability was not discovered and removed,
for months or possibly even years, the service would allow this type of attacks. Previously unknown vul-
nerabilities, also called zero-day vulnerabilities, of this kind can let cloud consumers be hacked without
even noticing. Far from an isolated incident, a recent statistical overview of cloud computing incidents
reported between January 2008 and February 2012 – effectively covering the first four years of cloud
computing - revealed that “insecure interfaces & APIs” were the top threat to cloud services, accounting
for 29% of all incidents [4].

Diversity and redundancy are principles commonly applied in the design of fault-tolerant systems.
Two real-world, widely-used examples of systems that employ these principles to achieve fault tolerance
are the Google File System (GFS) [5] and BigTable [6]. Given their wide use in that context, researchers
have argued for their use in security [7], and developed security systems that utilize redundancy to prevent
attacks.

This work explores the notion that a system that used several diverse authentication mechanisms
could ensure that, even if some of them were exploited through unknown vulnerabilities, the system as a
whole might not be compromised. The recently proposed k-zero day safety metric expresses the notion
that even a network defended with adequate security controls may be attacked if there are zero day
vulnerabilities [8]. This metric counts the number k of unknown vulnerabilities required for an asset to
be compromised. That work is concerned with the security of network assets and with accounting for
vulnerabilities mostly in servers and firewalls. This work may be considered to extend that notion to the
realm of authentication mechanisms.

Developing such a system would involve first studying current vulnerabilities in authentication mech-
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anisms and the underlying cryptographic mechanisms, as well as previous works involving the use of
redundancy and diversity in security. Through this study, the foundations can be laid for a diverse
security system that can resist any possible attacks that might appear in the future. We present a novel
framework for the creation of redundancy and diversity in authentication mechanisms, allowing them to
remain secure even if zero-day vulnerabilities appear and are exploited. In other words, we aim to provide
k-zero day safe authentication mechanisms. To the best of our knowledge, this is the first time diversity
and redundancy are applied to make authentication resilient to vulnerabilities.
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2 Objectives
The objective of this project is to solve the above-mentioned problem of an attacker being able to imper-
sonate a legitimate user and access its data and services stored in the cloud. This objective is pursued by
studying the problem of redundancy and diversity in the context of authentication mechanisms. More
importantly, the project involves developing a framework for the introduction of redundancy and di-
versity in this kind of mechanisms. This approach will be illustrated by exploring the introduction of
redundancy and diversity in two very different authentication mechanisms: a message authentication
mechanism (e.g., a message authentication code) and an user authentication mechanisms (the SAML
protocol).

The challenges of such a solution consist in using redundancy and diversity in a way that has reasonable
costs (e.g., in terms of communication and computation overhead), so the performance of the extended
authentication mechanisms must be carefully measured. At the same time, one must study if the use of
redundancy and diversity genuinely improves the security of the system, which mainly involves assessing
if there can be common vulnerabilities in the two or more authentication mechanisms used.
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3 Related Work
In order to understand the problems and difficulties underlying this project, it is important to study
previous uses of diversity and redundancy and recent authentication vulnerabilities and attacks. This
section details research done in the use of diversity and redundancy in various systems, both for fault
tolerance and security, and current vulnerabilities in security mechanisms and authentication systems.

Section 3.1 reviews arguments presented by various researchers defending the use of diversity in
security. Section 3.2 introduces several cases of fault tolerant systems based on redundancy and diversity.
Redundancy and diversity have been widely used to achieve fault tolerance, and research done in this area
contributes to understanding how to better implement these principles in security systems. Section 3.3
presents concrete examples of security systems based on diversity. They prove the validity and benefits of
applying diversity to security systems, and provide knowledge about how to evaluate the effectiveness of
diversity in achieving security. Section 3.4 describes cryptographic mechanisms, underlying many of the
authentication protocols and security systems of today, and how they can be attacked. Finally, Section
3.5 discusses current vulnerabilities in several, widely-used authentication protocols, some of which the
project will attempt to solve through the use of redundancy and diversity.

3.1 Arguments for Software Diversity in Security

The use of diversity in security is an issue that has been attracting increasing interest and has been often
debated, though in practice very few security systems applying this principle have actually been devel-
oped. Some simply focus on non-conventional forms of diversity and provide little more than theoretical
principles on which to base system design.

For instance, Forrest et al., in their study of analogies between immunology and computer systems,
proposed a form of computer immune system [9]. Based on the human immune system, the creation
of multiple distributed detectors attempting to detect malicious code is the main goal. Each of these
detectors is exclusive to the system component they are protecting and is uniquely structured to scan for
abnormal behavior, mirroring the antibodies created by the human organism, and they form the basis for
diversity in the system. Forrest et al. also advocate a broad philosophy for secure systems using diversity
[10]. They argue that all the advantages of uniformity can become potential weakness, because any bug
or vulnerability in an application is replicated throughout many machines. By deliberately introducing
diversity, a system may become more robust and secure. Deliberately introducing diversity into computer
systems can make them more robust to easily replicated attacks and, more speculatively, it might also
enhance early detection of timing problems in software and other faults.

Another work, involving program flow monitors (PFM) and N-version programming (NVP), aims to
use the common techniques of redundancy and diversity applied to fault tolerance to detect and contain
computer viruses by treating them as deliberate faults [11]. A PFM is a concurrent error detection
mechanism that can be used in the design of a fault-tolerant computer. NVP is an approach that aims
to provide reliable software by means of design fault tolerance, by designing N different verions of one
program. NVP will be more thoroughly explained in further sections since it is used by many other
systems in different contexts. This is one of many works showing how the principles and techniques in
fault tolerance can also be applied to security.

However, neither of these proposed methods address the particular issues of authentication in security.
In their paper “Redundancy and Diversity in Security”, Littlewood and Strigini defend the need for

better understanding of how redundancy and diversity are applicable in security, and they demonstrate
”the extent of their useful applicability” and “ways of evaluating their advantages so as to drive design”
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[7]. It is important to consider that, when deciding in which form (if any) redundancy and diversity should
be applied in a particular context, more formal, rigorous reasoning is needed. This has been provided, in
reliability and safety, by probability models of diversity, and the authors of the paper believe that these
models are directly applicable to the use of diversity in security. Some misunderstandings that arose
early on about software fault tolerance seem to be occurring again, so any discussion of redundancy and
diversity, whether it be for reliability, safety or security, must start from an understanding of uncertainty,
and a recognition that probability is the appropriate formalism for dealing with uncertainty.

Littlewood and Strigini argue that the skepticism in the security community about the use of proba-
bilities is reminiscent of similar debates about the use of software reliability, how software failures were
said to be “systematic” and thus not open to probabilistic modelling, in the same way that security
failures are said to be “deliberate”. Both statements seem to be based upon mistaken views of the nature
of uncertainty in the two areas. Like the notion of “systematic” failure, the notion of “deliberate” failure
concerns the failure mechanism, not the failure process. To a system owner, observing the process of novel
intrusions into his system, this will appear as a stochastic process. The nature of this random process
characterizes the security of the system. The important point is that for security, as for reliability and
safety, what must be taken into account is inherent uncertainty. It follows then, that the discussion of the
use of redundancy and diversity to increase security must be carried out in probabilistic terms. Indeed, it
is worth reflecting how judgements about system security are made without probabilistic formalism. It is
not necessary to have complete faith in the accuracy of numerical estimates of security for a probabilistic
approach to have value. In more complex uses like safety cases, the main value of the use of probabilities
is often in the way that formal reasoning allows an expert’s argument to be laid out for scrutiny and
critique. It enables third parties to question the contributions to the expert’s decision of his various
information, beliefs, assumptions and reasoning.

Another important point raised by the authors is that none of the papers proposing methods for diver-
sity in security discuss how to choose among different diverse designs, or how to evaluate the effectiveness
of the design once selected. They identify three main categories of diversity:

1. Separation — designers simply seek to isolate redundant subsystems from as many as possible
common potential causes of failure.

2. Forced Diversity — designers try to diversify the way the unavoidable common influences affect the
redundant subsystems. Using different, functionally equivalent components in redundant subsys-
tems eliminates the certainty that any design faults will be identical among the subsystems.

3. Tailored Diversity — if the designers know in some detail how their precautions affect susceptibility
to causes of failure, this allows them to focus “forced diversity” for lower correlation between the
effects of common influences on the redundant subsystems.

A good method to employ diversity by choosing different systems is presented by the authors through
an example that involves choosing multiple intrusion detection systems to be deployed together in order
to provide better probability of recognizing hostile activity. This example can be extended to consider
any security systems resisting a certain form of attack, the most relevant being, in this case, to consider
authentication mechanisms resisting authentication attacks. The authors, then, rationalize: it is not
enough to simply choose the two “best” systems, since their combined effectiveness will depend on both
their individual effectiveness and the correlation among their failures. It would then seem that the correct
criterion for choosing is a deterministic coverage criterion: with the help of a comparison of the various
systems’ characteristics and a knowledge of which characteristics help to resist which attacks, one would
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enumerate the attacks “covered” by each tool in isolation, and then by each pair of them in combination.
Ranking the sets of attacks covered by each pair, one would then choose the “best” pair.

Accepting that the arguments for the use of diversity in security are valid and worthy of further
consideration, the question becomes how can security methods based on diversity be compared to more
conventional security measures, and how can their success and other practical aspects, like performance
degradation, be measured. It is clear that in order for diversity and redundancy to begin to be accepted
as applied principles for security, more work has to be done in order to develop security systems with
diversity and redundancy as architectural drivers, so that they can be properly studied and tested in
real-world environments. For security system designers to make well-guided choices, better empirical
measurements of the actual effectiveness of their various defense methods and components is necessary,
and so analyzing complex real-life systems, where redundancy/diversity are deployed in different guises,
concurrently, against various threats, is the logical next step.

3.2 Software Diversity for Fault Tolerance

Diversity has been often used in the design of fault-tolerant systems, and is considered an efficient way of
achieving system reliability. There is great value in examining the work that has been done in achieving
diversity and evaluating its benefits in the context of fault tolerance, and adapting it to the needs of
diversity in security.

Design diversity is an approach that can provide an increase in reliability compared to a single version
[12]. Still, it is always difficult to evaluate exactly how reliable a particular diverse fault-tolerant system
is, which is why research on modeling software design diversity is particularly important. Fault tolerance
via design diversity was suggested as a way to both achieve higher levels of reliability and assist in its
assessment, in light of the rather strict limitations to the levels of software reliability that can be claimed
from observation of operational behavior of a single version program. To better understand how to model
software design diversity, it is important to first understand what exactly design diversity is, and how
effective it can be. Starting with a simple definition:

“In its simplest form, design diversity involves the “independent” creation of two or more versions
of a program, which are all executed on each input reading so that an adjudication mechanism can
produce a “best” single output. Here the versions may be developed from the same specification, or the
higher-level (and usually more informal) engineering requirements may be used to produce diverse formal
specifications.”

Evidence to the effectiveness of design diversity comes from operational experience of its application in
real industrial systems; controlled experimental studies; and mathematical models of the failure processes
of diverse versions.

Two different probability models were used in the study of conceptual understanding of software
diversity. First, the Eckhardt and Lee (EL) model, the first serious attempt to model in a formal way the
meaning of “independent development” of software versions. This was based on an informal understanding
of “independent development” however, which in this case simply meant that different software teams
did not communicate with one another while building their respective versions. The end conclusions
provided a rather pessimistic main result by showing that claims for independence of failures even from
diverse software versions cannot be justified. To clarify: it does not mean that diversity is ineffective as
a means of achieving high reliability, it means that reliability evaluation does not benefit from the fact of
the presence of diversity. The Littlewood and Miller (LM) model provided a theoretical way out of this
impasse, albeit at the expense of difficulties of other kinds, by presenting an approach in which diversity
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is forced in the development processes of the different versions. Nevertheless, the main conclusion of
this study, regardless of which model is used, is that the level of dependence, particularly independence,
between version failures cannot simply be assumed, but has to be measured. The two models described
could also be used to model various other situations related to reliability in, for instance, the probability
of common failure of two specific software versions, or more generally, any two diverse (hardware and/or
software) systems; the likelihood that design faults will remain undetected through two applications of
(the same or two different) faultfinding; and the likelihood of common mistakes by different persons
performing the same task.

These two models were later revised, based on a new study on reliability modelling since they were
first proposed [13]. These new results provided additional insight for decisions in applying diversity and
in assessing diverse redundant systems. An observation that can be drawn from these results is that, just
as diversity is a very general design approach, the models of diversity can help conceptual understanding
of a range of different situations.

The fundamental axiom on which design diversity, or N-version programming as it is also know, rests
is that reliability improvement is based on the assumption that programs that have been developed
independently will fail independently [14]. This axiom was tested by an experiment that analyzed twenty
seven versions of a program that were prepared independently from the same specification. The analysis
revealed that, while the programs were individually extremely reliable as hoped, the number of tests in
which more than one program failed was substantially more than expected, meaning that the reliability
of an N-version system may not be as high as theory predicts under the assumption of independence.
This experiment illustrates that N-version programming must be used with care and that analysis of its
reliability must include the effect of dependent errors, or common-mode failures. It should be noted that
algorithms and software analysis techniques have been developed to reduce the uncertainty of these errors
occurring in an actual multi-version programming system [15].

The scope of diversity in fault-tolerance goes far beyond N-version programming however (though it
is one of the most often used approaches), tailoring diversity to many different systems and needs. Work
done on defining the importance of diverse components in multicomponent systems goes as far back as
1969 [16], and work done since then helps better define and achieve the use of diversity in various systems.

3.3 Implementing Software Diversity for Security

Many of the principles driving diversity design in fault-tolerant systems can also be applied to security
systems. In some cases, this simply involves extending the definition of a failure to also take into account
factors such as malware attacks or intrusions. Security, fault tolerance, and software assurance can be
viewed as different facets of dependability, and diversity can be considered a desirable approach for
addressing the classes of faults that underlay these three topics: design faults and intrusion faults [17]. In
this study, the author gives a thorough review of how diversity at different levels of software and hardware
systems have made those systems more reliable and secure. A common goal for many researchers is to
introduce diversity in a way that will tend to disrupt malicious attacks—even through security holes that
have not yet been discovered—without compromising reliability, efficiency, and convenience for legitimate
users.

3.3.1 Operating System Diversity and Immune System Paradigm

Intrusion-tolerant systems are security systems based on fault-tolerant design approach to defending in-
formation systems against malicious attacks, and often benefit from diversity in order to better detect
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intrusions. One possible source of diversity is operating system (OS) diversity: by analyzing the vulner-
abilities found in different operating systems, it is possible to preclude (or reduce substantially) common
vulnerabilities from occurring in the replicas of an intrusion-tolerant system by selecting appropriate OSs
[18]. The authors studied the vulnerability data from the NIST National Vulnerability Database (NVD)
for 11 OSs distributions and analyzed how many vulnerabilities affect more than one OS, in order to
find common vulnerabilities amongst different OS . An intrusion-tolerant system can guarantee correct
behavior despite arbitrary faults, provided that a minority of components is faulty, by having system
components exhibit failure diversity, that is, the probability that a majority of components fail at the
same time should be negligible. This failure diversity assumption is easier to justify when one is concerned
with accidental faults, such as power outages or disk crashes, as is the case for fault-tolerant systems.
However, for design faults of any kind, including security vulnerabilities, the assumption is difficult to
guarantee. If multiple components contain the same vulnerabilities, then a single attack can compromise
all of them, therefore defeating the aim of an intrusion tolerance system in providing improved security.
To reduce the probability of vulnerabilities existing in more than one component, design diversity can
be employed: each component uses diverse software to perform the same functions. This is the same ap-
proach used in some of the fault-tolerant systems described in the previous section, but this time aiming
at avoiding security vulnerabilities.

Another approach is to increase diversity in the operating systems architecture itself, to improve their
survivability against virus and worm attacks [19]. A project aimed to implement this by extending a
specialization toolkit, a toolkit aiming to helps kernel programmers in the important task of making spe-
cialized modules correct. The previous functionality of the toolkit focused on specialization of OS kernels,
using an explicit specification of invariants that allowed dynamic generation of code at run-time to im-
prove OS performance while preserving modularity. The authors extended the toolkit’s functionality by
using an immunity-based approach, similar to the immune systems approaches discussed in Section 3.1,
to improve the survivability of the system against security faults by increasing the variety in the represen-
tation of components in the system. This was done by introducing artificial invariants where necessary,
generating OS modules as complex and varied as needed, while maintaining the OS functionality.

It is interesting to note how various systems based on the Immune System Paradigm have been
proposed, suggesting it is a viable way of assuring security through diversity. A few arguments defending
the use of diversity through immune system principles were mentioned in Section 3.1, which the authors
eventually expanded into an artificial immune system, a general framework for a distributed adaptive
system. This framework was later applied to computer security in the form of a proposed network
intrusion detection system [20]. Another project, a fault tolerance infrastructure, is also an example of a
joint implementation of design diversity and the immune system paradigm [21]. Both OS diversity and
the Immune System Paradigm are viable methods for achieving security through diversity, but they are
only two principles out of many that provide a basis for diverse security systems.

3.3.2 Diversity-Based Security Mechanisms Against Common Attacks and N-variant Sys-
tems

Several mechanisms exist that defend against specific forms of attacks against software. Some of these
employ diversity in a way that attempts to protect a program’s code and data from malicious users.

As an example, consider one of the most serious security threats of today, attacks that exploit memory
programming errors, such as buffer overflows. To successfully execute such attacks, an attacker must have
comprehensive knowledge of a system’s inner workings, such as critical locations of code and data. A way
to secure a program against such attacks is to use program obfuscation to prevent attackers from gaining
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that knowledge, by making the program hard to understand [22]. This technique is primarily concerned
with preventing understanding and reverse-engineering of binary code. A particular kind of obfuscation
called address obfuscation, which randomizes the location of victim program data and code, focuses on
creating unpredictability to make it difficult to exploit memory errors. This is an extension of an idea
already mentioned in Section 3.1 [10], based on the use of randomized program transformations as a way
to introduce diversity into applications. In this case, address obfuscation is a program transformation
technique in which a program’s code is modified so that each time the transformed code is executed, the
virtual addresses of the code and data of the program are randomized (for example, introducing random
padding between variables in the static area or permuting the order of local variables in a stack frame).
This greatly reduces the chance of success of attacks based on memory-error exploits, and attackers are
forced to make many attempts on average before an attack succeeds, with each unsuccessful attack causing
the target program to crash, thus increasing the likelihood that the attack will be detected. Moreover,
an attack that succeeds against one victim has a very small chance of succeeding against another victim,
or even for a second time against the same victim. Address obfuscation is a generic mechanism that
provides protection against many memory error-related attacks. It addresses the core vulnerability being
exploited by so many of these attacks, the predictable location of control information and critical data.

Another approach for protecting against memory programming errors and other software implemen-
tation vulnerabilities, also based on randomization and the ideas proposed in [10], is transparent runtime
randomization [23]. Transparent runtime randomization dynamically and randomly relocates a program’s
stack, heap, shared libraries, and parts of its runtime control data structures inside the application mem-
ory address space. It was shown to be effective not only against well-studied attacks, such as stack buffer
overflow and format string, but also against attacks such as malloc-based heap overflow, integer overflow,
and double-free, for which effective solutions had yet to appear at the time it was proposed.

The two security mechanisms mentioned are extensions of address space layout randomization, a
common computer security technique, modified to use a diversity-based approach.

Code injection attacks are another common exploit, caused by the processing of invalid data. Code
injection can be used by an attacker to introduce foreign code into a computer program to change its
course of execution. Most defenses against this form of attack try to block all avenues by which execution
can be diverted, but there exists a complementary method of protection, which disrupts foreign code
execution regardless of how the code is injected. This is done by assigning a unique and private machine
instruction set for each executing program, making it difficult for an outsider to design binary attack code
against that program and impossible to use the same binary attack code against multiple machines [24]. A
prototype, the randomized instruction set emulator (RISE), was proposed that could disrupt binary code
injection attacks against a program without requiring its recompilation, linking, or access to source code.
Same as the other mechanisms, this technique is based on the same principles of randomization and is
an example of automated diversity. All three approaches protect against attacks is to ‘destandardize’ the
protected system in an externally unobservable way, so that an outside attacker either cannot easily obtain
the information needed to craft the attack or must manually regenerate the attack once for each new
attack instance. Not coincidentally, in all three papers the authors mention the deliberate diversification
ideas proposed in [10] as a motivation.

One diversity-based approach that aims to defeat the same attacks without requiring secrets are N-
variant systems, which instead use redundancy (to require an attacker to simultaneously compromise
multiple variants with the same input) and tailored diversity (to make it impossible to compromise all
the variants with the same input for given attack classes) [25]. In this approach, one program is replaced
by two or more variants, each differing slightly and provided with a specific transformation of the original
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input, and after all variants have finished execution their outputs are again transformed and compared
to see if any variant failed.

Some variations of the model used address space partitioning and instruction set tagging, similar
mechanisms to those described above to guard against attacks such as memory-error attacks. One vari-
ation used a mechanism, named UID Variation, to prevent a form of authentication attack, specifically
a case study that thwarts attacks that corrupt userID values. [26]. In the case study, which focused on
servers handling client requests, escalation of privileges to the root account was required when accessing
critical system resources. If an attacker could corrupt the UID value used to drop or escalate privileges,
then the attacker could masquerade as root (or any other user) in the system. A general method for
employing data diversity in N-variant frameworks was then developed to prevent such attacks. Data
diversity is a general approach to software fault tolerance in which identical copies of a program are
executed with different data, and their outputs are subject to a vote. The different versions of the data
are obtained from the original input by a process known as reexpression, where a reexpression function
is chosen to alter the input for each variant so that either the results of the program are unaffected
or the effects of reexpression on the outputs can be reversed easily. Since the main objective here is
security against malicious attacks, instead of using a majority vote as in traditional data diversity, any
divergence in behavior is interpreted as a security violation. Although, as the authors later conclude, the
specific problem of corruption of UID values could be more easily combated in other ways, the approach
described is promising in demonstrating how low-entropy data diversity can be used to provide high
assurance security against particular attack classes.

3.3.3 Tools and Frameworks For Implementing and Evaluating Diversity

Section 3.3 so far has described ways of achieving diversity and presented diversity-based security mecha-
nisms, but the question of how to both implement this diversity and evaluate its effectiveness in a system
still remains. Fortunately, in recent years there has been an effort to create both frameworks for analyzing
categories of attacks, and how effective diversity in general is in resisting these attacks, and tools to help
automatically generate diversity.

Researchers have turned to mechanical means for creating diverse sets of replicas, with various ap-
proaches having been proposed. Often in these approaches, including the ones discussed previously, a
correspondence between the specific transformations being employed and the attacks they defend against
is provided, but little is said about the overall effectiveness of diversity itself in defending against attacks.
A study was made to give a precise characterization of attacks, applicable to viewing diversity as a de-
fense, and also show how mechanically-generated diversity compared to a well understood defense: strong
typing [27]. Starting with the fact that different classes of transformations are more or less effective in
defending against different classes of attacks, the paper explored the issue that knowing this correspon-
dence is important when designing a set of defenses for a given threat model, but it is not the same as
knowing the overall power of mechanically-generated diversity as a defense. The paper gives the defini-
tions needed for proving results about the defensive power of obfuscation, one the mechanisms mentioned
above, and a precise characterization of attacks, applicable to viewing diversity as a defense. The paper
then develops the thesis that mechanically-generated diversity is comparable to type systems, aided by
deriving an unusual type system equivalent to obfuscation. The framework obtained from this study
could be considered an important first step in characterizing the effectiveness of program obfuscation and
other mechanically-introduced diversity.

Intrusion-Tolerant Systems were mentioned often in the beginning of this section, along with various
ways of introducing diversity to avoid having them be compromised by a common vulnerability. One
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such approach is to have different server implementations, yet this can introduce incompatibilities between
replicas. A methodology to evaluate the compliance of diverse server replicas was devised, based on the
study of various kinds of incompatibilities [28]. A tool called DiveInto was developed based on the
methodology, that detects inconsistencies among diverse replicas by analyzing network traces collected
from their execution, which is then utilized to identify syntax and semantic violations.

Finally, many of the solutions, some detailed previously, that focus on automated software diversity
have the unfortunate side-effect of performance overhead. Knowing that compilers can substantially
improve subsequent code generation by leveraging previously collected profiling information, it is possible
to use profile-guided optimization to reduce the performance overhead of software diversity [29]. This
approach works by randomly inserting NOP instructions in a program to randomize the code layout. A
NOP is an instruction that the processor fetches and executes without any effect on the processor register
or machine memory, so it does not impact program execution in any way. At each program instruction, a
randomly chosen number of NOPs is inserted, so that all following instructions are displaced by a random
number of bytes. As the algorithm inserts NOPs through the program, the displacements accumulate,
so that later instructions are pushed forward by increasingly larger amounts. To optimize this approach,
run-time profiling is used, to change the probability of NOP insertion according to the execution frequency
of the current code region. When evaluating this approach through various benchmarks, it was possible
to conclude that profile-guided software diversification has a minimal impact on performance, while
hardening programs against code reuse attacks.

3.4 Vulnerabilities in Cryptographic Mechanisms

Cryptography is used in many authentication protocols, so before analyzing the vulnerabilities of authen-
tication protocols and their implementations, it is important to understand how cryptographic mecha-
nisms work. If a cryptographic mechanism is vulnerable, all authentications protocols that rely on that
mechanism can be attacked by exploiting that vulnerability.

3.4.1 Cryptographic Hash Functions and Generic Attacks

The following explanation of cryptographic hash functions and cryptanalytic attacks is adapted from on
Chapter 9 of The Handbook of Applied Cryptography [30, Ch. 9, p. 321], and serves mainly as a way to
introduce one of the main cryptographic mechanisms used in authentication systems.

Cryptographic Hash Functions are an important mechanism in cryptography, and have many appli-
cations in data integrity and message authentication, notably in digital signatures and MAC (message
authentication codes). The basic idea behind cryptographic hash functions is that their hash values
(sometimes called imprint, digital fingerprint, or message digest) can be used to uniquely identify the
input data they hash. In order to withstand cryptanalytic attacks (which will be discussed later), hash
functions must have, at a minimum, the following three properties:

1. Preimage resistance — For essentially all prespecified outputs, it is computationally infeasible to
find any input which hashes to that output, i.e., given a hash h it should be difficult to find any
message m such that h = hash(m). Functions that lack this property are vulnerable to preimage
attacks.

2. 2nd-preimage resistance — it is computationally infeasible to find any second input which has the
same output as any specified input, i.e. given an input m1 it should be difficult to find another input
m2 such that m1 ̸= m2 and hash(m1) = hash(m2). Functions that lack this property are vulnerable
to second-preimage attacks.
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3. Collision resistance — it is computationally infeasible to find any two distinct inputs m1 and
m2 which hash to the same output, i.e., such that hash(m1) = hash(m2). Such a pair is called a
cryptographic hash collision. If a function lacks this property, collisions may be found by a birthday
attack.

The security of a particular hash function is typically evaluated by considering the complexity of the
most efficient applicable known attack, while also considering the storage complexity (i.e. the storage
required) by the attack. An attack of complexity 2t is one which requires approximately 2t operations.

To better understand cryptographic hash function security, it is important to consider the various
general attack strategies. Many attack methods and variations exist, and they can be classified into
two separate groups: Algorithm-independent attacks, or generic attacks, are those which can be applied
to any hash function, treating it as a black-box, while specific attacks rely on peculiar properties of
the internal workings of specific hash functions. The remainder of this section will first focus on some
examples of generic attacks, and later analyze specific attacks against well-known hash functions.

A brute-force attack is an attack that is mainly utilized when it is not possible to take advantage
of other weaknesses in the encryption system. Given a fixed message m1 with a n-bit hash h(m1), a
naive method for finding an input colliding with m1 is to choose a random bitstring m2 and check if
hash(m1) = hash(m2). The cost may be as little as one operation, and memory is negligible. Assuming
the hash-code approximates a uniform random variable, the probability of a match is 2−n. Thus, for a
n-bit hash function, one can assume a guessing attack to find a preimage or second preimage within 2n

hashing operations. If such complexity is the best that can be achieved by an adversary, then the hash
function is considered preimage-resistant.

A birthday attack exploits the mathematics behind the birthday problem in probability theory, and
involves three steps:

1. An adversary takes a legitimate message m1 and generates t = 2n/2 minor modifications m1’, where
n represents the bitlenght of the hash value.

2. Each modified message is hashed, and its hash value stored such that they can subsequently be
searched based on hash value.

3. The adversary takes a fraudulent message m2 and generates minor modifications m2’, computing
the hash value for each modification and checking if hash(m1′) = hash(m2′)

The idea behind this attack is that in schemes where the hash of the message is taken to represent the
message itself, an adversary can replace a legitimate message with a fraudulent message. For example, a
dishonest signer who provides to an unsuspecting party his signature on m1’ and later repudiates signing
that message, claiming instead that the message signed was m2’, or a dishonest verifier, who is able to
convince an unsuspecting party to sign a prepared message m1’, and later claim that party’s signature
on m2’. For an adversary able to choose messages, a birthday attack allows cryptographic hash collisions
of messages m1 and m2 with hash(m1) = hash(m2) to be found in about 2n/2 operations, and negligible
memory.

Both types of attacks mentioned are an example of exhaustive methods, which are always theoretically
possible, but are not considered ”true” attacks unless the number of operations required is significantly
less than both the strength conjectured by the hash function designer and that of hash functions of
similar parameters with ideal strength. Thus, an hash function is said to have ideal security if producing
a preimage and second preimage requires approximately 2n operations and producing a collision requires
approximately 2n/2 operations. On the other hand, an attack requiring the reduced number of operations
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mentioned is informally said to break the hash function, whether or not this attack is computationally
feasible in practice. Any attack method which demonstrates that conjectured properties do not hold must
be taken seriously; when this occurs, one must admit the possibility of additional weaknesses. In addition
to considering the complexity of finding preimages and collisions, it is common to examine the feasibility
of attacks on slightly modified versions of the hash function in question. Any vulnerabilities found, while
not direct weaknesses in the overall hash function, are nonetheless considered certified weaknesses and
cast suspicion on overall security. In some cases, restricted attacks can be extended to full attacks by
standard techniques.

Finally, another form of generic attacks are side-channel attacks, which are based on information
gained from analyzing the physical implementation of a cryptosystem, information such as power con-
sumption, electromagnetic leaks or timing information. For example, timing attacks that are based on
measuring how much time various operations take to perform, power monitoring attacks which analyze
the varying power consumption by the hardware on which the cryptosystem is implemented, and even
electromagnetic attacks that are based on leaked electromagnetic radiation, which can directly provide
the non-hashed plaintexts, are all effective as black-box attacks. Side-channel attacks are mainly a con-
cern due to the fact that they can be mounted quickly and sometimes using readily available, inexpensive
hardware.

3.4.2 Specific Attacks Against Cryptographic Hash Functions

Besides all the cryptanalysis attacks mentioned, some algorithms have been demonstrated to contain
specific weaknesses which can be exploited in order to find a collision or preimage in a more efficient
way than any generic attack. SHA-1, the most widely used of the existing SHA hash functions, is
an example of an hash function that has been suggested as not being secure enough for ongoing use,
since recent hardware improvements and research breakthroughs (see [31], [32]) have made SHA1 more
susceptible to collision attacks. The most compelling warning comes from Jesse Walker, a co-author of
the Skein algorithm, one of the finalists in the SHA-3 competition organized by NIST, who posted on a
NIST-sponsored hash function mailing list some calculations which predicted that “A collision attack is
therefore well within the range of what an organized crime syndicate can practically budget by 2018, and
a university research project by 2021” [33].

SHA-1 has been adopted by many government and industry security standards, in particular standards
on digital signatures. In addition to its usage in digital signatures, SHA-1 has also been deployed as an
important component in various cryptographic schemes and protocols, such as user authentication, key
agreement, and pseudo-random number generation. Consequently, SHA-1 has been widely implemented
in almost all commercial security systems and products. SHA1 is also widely used in secure socket
layer (SSL) and transport layer security (TLS) certificates that authenticate websites and encrypt traffic
passing between their servers and end users, so the ability to carry out a reliable collision attack on SHA1
would seriously undermine security on the Internet. This is why many companies have begun making a
move to switch to other, more secure algorithms, and NIST required many applications in federal agencies
to move to SHA-2 after 2010. More recently, Microsoft recommended that customers and certification
authorities stop using SHA-1 for cryptographic applications, and released a Security Advisory along with
the policy announcement that Microsoft will stop recognizing the validity of SHA-1 based certificates after
2016 [34]. It should be noted, however, that simply moving to SHA-2 does not automatically guarantee
safety, since collision and preimage attacks against SHA-2 with a reduced number of rounds have been
demonstrated (see [35], [36], [37], [38], [39]) and, as mentioned before, restricted attacks may eventually
be extended to full attacks.
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The situation with SHA-1 demonstrates that even the most widely used hash functions are not safe
from attacks, and how security systems can be easily compromised if they rely on algorithms that can
eventually be broken due to technological advances or unknown vulnerabilities in their design. This was
especially proved in the case of the MD5 algorithm, where real-world collision attacks demonstrated the
catastrophic consequences of the continued use of hash functions that have been proven vulnerable to
attacks. The MD5 message-digest algorithm is a widely used cryptographic hash function, for which
attacks have been produced that successfully break the algorithm, and the CMU Software Engineering
Institute advises that MD5 ”should be considered cryptographically broken and unsuitable for further
use” [40].

Cryptographers first began recommending that other algorithms be used instead of MD5 in 1996,
when a flaw was discovered in its design [41]. In 2005, MD5 was shown not to be collision-resistant:
an attack was devised that allowed someone to create two files with the same MD5 hash [42]. These
files would have to be identical, except for one portion of 128 contiguous bytes, which would be allowed
to differ. Although cryptography experts were troubled by this result, it did not lead to the wholesale
abandonment of MD5, as many felt that the practical applications of such an attack would be so limited as
to render the findings relatively unimportant. This attack was then extended on 2007, to allow collisions
to be generated with much greater freedom, in an attack called the ”chosen prefix attack” [43]. Same
as with the original 128 byte attack, this one did not cause wholesale rejection of MD5. Its reception
was similar to that of the 2005 work: interesting theory, but not a practical vulnerability. Finally, in
December 2008, a group of researchers used this technique to fake SSL certificate validity, proving that
these flaws could no longer be dismissed as theoretical [44]. The true impact of this attack was that it
identified a vulnerability in the Internet Public Key Infrastructure (PKI) used to issue digital certificates
for secure websites, which allowed the researchers to successfully create a rogue Certification Authority
(CA) certificate trusted by all common web browsers, which in turn allowed them to impersonate any
website on the Internet, including banking and e-commerce sites secured using the HTTPS protocol.

Besides cryptographic hash functions, academic advances and the latest breakthroughs in discrete
mathematics could undermine two very important algorithms for public-key encryption and key exchange,
RSA and Diffie-Hellman, which suggest that they will not be usable for encryption purposes in four to
five years [45].

As an example of cryptographic attacks against cloud services, there have been recent studies about
cross-VM cache-timing attacks on OpenSSL AES implementation [46], [47]. These are especially alarming,
mainly because with applications/data moving into the cloud, recovering AES keys from a cloud-based
virtual machine via a side-channel attack could mean complete failure for the code. These studies showed
that AES is vulnerable in a number of popular cryptographic libraries including OpenSSL, PolarSSL and
Libgcryp, when run in Xen and VMware Virtual Machines (VMs), the most popular VMs used by cloud
service providers such as Amazon and Rackspace. The results of these studies shows that there is a great
security risk to AES and data encrypted under AES on popular cloud services.

3.5 Vulnerabilities in Authentication Mechanisms

This section analyzes vulnerabilities found in authentication mechanisms of popular, widely-used sys-
tems. Besides the vulnerabilities intrinsic to authentication mechanisms, there is still the matter of
service providers failing to properly integrate these mechanisms in their systems, resulting in insecure
implementations that undermine the security of the authentication mechanism and defeat its purpose.
Such security flaws increase the attack surface from which an attacker may target the system, and are
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more common than expected. This result in a large number of security breaches that can go undetected
for a long time, subjecting users of the system, who misplace their trust on the supposed security of said
system, to the very real danger of being impersonated by a malicious entity or having their confidential
data stolen, largely through no fault of their own.

3.5.1 Breaking SSL

While vulnerabilities in cryptographic mechanisms can compromise a wide array of systems that rely
on the same cryptographic hash function, attacks taking advantage of such vulnerabilities, while com-
putationally feasible, still require a large amount of time and resources to be successful. Unfortunately,
many authentication mechanisms contain other, more easily exploitable vulnerabilities, that can lead to
an attacker being able to impersonate a legitimate user of the system or access restricted data.

For comparison, the previous section discussed how SHA-1, used in SSL and TLS, could be vulnerable
to collision attacks in a few years, though performing such attacks would still require vast computational
power and a large amount of time. However,a recent attack against the HTTPS cryptographic scheme
(which is the result of simply layering the Hypertext Transfer Protocol on top of the SSL/TLS protocol)
allows hackers to extract specific pieces of data, such as social security numbers, e-mail addresses, certain
types of security tokens, and password-reset links, often in as little as 30 seconds [48]. It works against all
versions of TLS and SSL regardless of the encryption algorithm or cipher that is used. This latest attack,
dubbed BREACH (Browser Reconnaissance and Exfiltration via Adaptive Compression of Hypertext)
works by targeting the data compression algorithm that almost every website uses to conserve bandwidth,
HTTP compression. BREACH picks targeted text strings from an encrypted response by guessing specific
characters and including them in probe requests sent back to the targeted Web service. The attack then
compares the byte length of the guess to the original response. When the guess contains the precise
combination of characters found in the original response, it will generally result in a payload that is
smaller than those produced by incorrect guesses. Because deflate compression stores the repetitive
strings without significantly increasing the size of the payload, correct guesses will result in encrypted
messages that are smaller than those produced by incorrect guesses. There is no easy way to mitigate the
damage BREACH can do, since HTTP compression is an essential technology that cannot be replaced or
discarded without considerable effort and difficulties for both website operators and end users. BREACH
requires the attacker to have the ability to passively monitor the traffic traveling between the end user
and website and to force the victim to visit a malicious link, two things that are considerably easier to
put in practice than any of the attacks mentioned in the previous section.

Still on the topic of SSL connections, whose security against an active attacker depends on correctly
validating public-key certificates presented when the connection is established, a recent study demon-
strated that SSL certificate validation was completely broken in many security-critical applications and
libraries [49]. When presented with self-signed and third-party certificates, these applications establish
SSL connections and send their secrets to a man-in-the-middle attacker, a type of attack that SSL is
intended to protect against. To demonstrate how pervasive and far-reaching this vulnerability was and
the multitude of services that could be exploited, all the software found vulnerable by the researchers
included:

“...Amazon’s EC2 Java library and all cloud clients based on it; Amazon’s and PayPal’s merchant
SDKs responsible for transmitting payment details from e-commerce sites to payment gateways; inte-
grated shopping carts such as osCommerce, ZenCart, Ubercart, and PrestaShop; AdMob code used by
mobile websites; Chase mobile banking and several other Android apps and libraries; Java Web-services
middleware—including Apache Axis, Axis 2, Codehaus XFire, and Pusher library for Android—and all
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applications employing this middleware. Any SSL connection from any of these programs is insecure
against a man-in-the-middle attack.”

The researchers identified the root cause as the bad design of the APIs to the underlying SSL libraries,
exposing low-level details of the SSL protocol to application developers. Researchers also observed de-
velopers introducing new vulnerabilities when attempting to fix certificate validation bugs, and often not
understanding which security properties are or are not provided by a given SSL implementation. Other
causes include intermediate layers of the software stack silently disabling certificate validation and devel-
opers turning off certificate validation accidentally (e.g., for testing) or intentionally, while assuring both
users and higher-level programs that SSL was being supported but not informing them that protection
against active attacks had been turned off. The research also highlights how poor the state of adversarial
testing is even for critical software such as mobile banking apps and merchant SDKs, responsible for
managing secure connections to payment processors, since most of the vulnerabilities found should have
been discovered during development.

3.5.2 Single-Sign-On and Signature Wrapping Attacks

Besides SSL, another widely used authentication mechanism with a worrisome overall security quality
are web-based single-sign-on (SSO) schemes, as a recent paper demonstrates [50]. SSO is a session/user
authentication process where a user logs in once and gains access to all systems where he has access
permission, without being prompted to log in again at each of them. Web SSO works through the
interactions among three parties: the user, represented by a browser, the ID provider and the relying
party. This approach has seen extensive commercial deployments due to the increasing popularity of
social networks, cloud computing and other web applications. The study discovered 8 serious logic flaws
in high-profile ID providers and relying party websites, such as OpenID (including Google ID and PayPal
Access), Facebook, JanRain, Freelancer, FarmVille, Sears.com, etc. These flaws could be discovered
from browser-relayed messages and practically exploited by a party without access to source code or
other insider knowledge of these systems, and allowed unauthorized parties to log into victim user’s
accounts on the relying party. Prior to this study, no real work had been made to perform a broad
study on commercially deployed web SSO systems, in order to understand to what extent these systems
were subject to security breaches. Vulnerabilities in the OpenID authentication protocol are especially
alarming, since it is now used and provided by several large websites. Besides the bugs and logic flaws
that leave it open to authentication attacks, it has also been found to be vulnerable to phishing and
replay attacks [51].

Amazon’s EC2 has already been mentioned, and yet another vulnerability was found that allowed an
attacker complete control over the account of the victim, a vulnerability that also affected the widely used
private cloud software Eucalyptus [3]. Amazon EC2 and Eucalyptus cloud control interfaces were shown
to be vulnerable to new and classical variants of XML Signature Wrapping attacks, or signature wrapping
attacks for short. Signature wrapping attacks will be explained in more detail further in the section, since
they have been used to attack other systems besides Amazon EC2, but they allow an attacker to change
the contents of signed parts of a SOAP message without invalidating the signature. Knowledge of a single
signed SOAP message would be enough for these attacks to successfully compromise the security of a
user account, and in certain cases, knowledge of the (public) X.509 certificate was all that was needed
for the attacker to be able to execute arbitrary cloud control operations, posing as the certificate owner.
The same way as the previous studies present the ease of how certain vulnerabilities were found as being
troubling and indicative of a larger problem, so too here the researchers consider the very limited time
frame in which all vulnerabilities were uncovered to be of particular importance. As they conclude:
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“It shows that the complexity of such systems creates a large seedbed of potential vulnerabilities.
Hence, cloud control interfaces are very likely to become one of the most attractive targets for organized
crime in the nearby future ahead. The most important threat pertains to every vulnerability we found
as impacting not just a single server or company, but all of the associated cloud users at once.”

A recent security analysis of Amazon’s Elastic Compute Cloud Service [52], focused on the security
problems of the public images available on the Amazon EC2 service, concluded that both the users and
the providers of these public images may be vulnerable to security risks such as unauthorized access,
malware infections, and loss of sensitive information. This was demonstrated by the findings obtained
from an automated system the authors designed and implemented. This system was used to instantiate
and analyze over five thousands Linux and Windows images provided by the Amazon catalog, checking
for a wide-range of security problems such as the prevalence of malware, the quantity of sensitive data
left on such images, and the privacy risks of sharing an image on the cloud.

Signature wrapping attacks are not a new form of authentication attacks, since both the attack and
possible countermeasure have been significantly studied and analyzed [53]. The basis of this attack is
that, due to differences in the referencing schemes used to locate parts of a SOAP message present in
the signature verification function and application logic, the content of a SOAP message protected by an
XML Signature can be altered without invalidating the signature. This means that any SOAP message
with parts signed, even with the signature verification function returning true for the whole document,
may have been significantly altered, which poses a serious security breach. Another serious XML exploit,
and that highlights the failure of implementing proper countermeasures against such attacks, was a
chosen-ciphertext attack on XML Encryption, which allowed one to decrypt arbitrary encrypted XML
payload. The W3C XML Encryption specification is a part of the XML Security standards, responsible
for ensuring confidentiality in XML-based messages, and implemented in the frameworks of several major
organizations like Apache, Redhat, IBM, Microsoft, or SAP. Several countermeasures against this attack
where considered by different framework developers for different scenarios, and, when analyzed, where
proven not to work [54].

Another authentication mechanism vulnerable to these attacks is the Security Assertion Markup
Language (SAML), an XML-based open standard data format for exchanging authentication and au-
thorization data between an identity provider and a service provider, also used in web browser single
sign-on solutions. An in-depth analysis of 14 major SAML frameworks showed that 11 of them, including
Salesforce, Shibboleth, and IBM XS40, have critical XML Signature wrapping vulnerabilities [55]. This
analysis also revealed new classes of attacks, which worked even if specific countermeasures were applied.
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4 The Framework
This project consisted of three phases:

1. The study of vulnerabilities found in/attacks against authentication mechanisms, and of redundancy
and diversity mechanisms that can stop such attacks from being successful.

2. The development of a framework for introducing redundancy and diversity in authentication mech-
anisms.

3. The experimental evaluation of the mechanisms developed or extended through the framework, in
order to demonstrate that our approach can in fact prevent certain attacks without the security of
the platform being compromised.

Section 3 detailed a preliminary study of both diversity and redundancy mechanisms and of vulnerabil-
ities and attacks in authentication mechanisms. This section will discuss the second phase of the project.
Section 5 will then detail how to evaluate such a system in order to guarantee it satisfies requirements of
usability and security.

4.1 Basic Approach

An authentication protocol for a cloud service must involve first authenticating the user, then authenticat-
ing the commands/messages sent to the cloud. The user authentication is typically a one-time procedure
executed when the user first starts a session, which might employ heavier security mechanisms than other
operations. This is acceptable if one assumes that the tradeoff between security and usability will not
have such a large negative impact if it is performed only once, in the beginning of a session involving
a set of cloud operations. Message authentication, however, should be realized in a reasonably efficient
fashion, as there are typically many messages per session.

A possible way of implementing these two authentication procedures in a diverse fashion could involve
the following:

• Authentication of the user: can be achieved through public-key algorithms (similarly to SSL or
SSH) or using more complex authentication protocols (like OpenID or SAML). If two or more
authentication mechanisms are used in conjunction or extended to use diversity, an attacker will
not be able to compromise a system, even if some vulnerabilities exist.

• Authentication of commands/messages: a low-level implementation of an authentication protocol
could use message authentication codes (MACs) based on cryptographic hash functions, or digital
signatures based on public-key cryptography. Using two or more different functions to authenti-
cate each message, even if a function has a vulnerability, an attacker will not be able to falsify a
message by exploiting that vulnerability. Message authentication is employed, for example, in the
authentication of data records in SSL and the IPsec Authentication Header (AH) protocol.

4.2 Methodology for Implementing Diversity and Redundancy

Redundancy is an important mechanisms for fault tolerance. It is used in different forms, in hardware
and software [56], and to replicate services [57, 58]. Some of the principles driving redundant design for
fault tolerance can also be applied to security, as attacks and intrusions can be considered faults [59].
In the case of authentication attacks, we have to take into account that authentication mechanisms are
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linear: either the information provided is correct and the user/program is authenticated, or some step
of the process fails and the user/program is not authenticated. Therefore, the idea is to employ a few
redundant authentication mechanisms, and should any of them fail (i.e. they do not recognize the user
as valid), the whole authentication process fails. This is equivalent to the notion of a series system in
a fault-tolerant hardware design, where there are N modules connected in sequence, so that the failure
of any module causes the entire system to fail [56]. For authentication, this means that a module being
compromised by an attacker does not compromise the authentication system. More precisely, if there
is diversity among the N authentication modules, even if up to N − 1 are vulnerable (e.g., they can be
circumvented using zero-day attacks), redundancy ensures that the system as as whole works correctly
as long as one mechanism is working correctly.

Our methodology for adding redundancy and diversity to cloud authentication mechanisms is com-
posed of the following sequence of steps:

1. Determine the high-level authentication operations performed by the system: user authentication,
message authentication, both, data transportation (in case the security system is not tasked with the
authentication itself, but serving as middleware and working with critical data for authentication
credentials).

2. Identify the security mechanisms in use (e.g., digital signatures, authentication protocols). If the
system uses more than one security mechanism, apply steps 3 to 5 to each of them. Consider two
aspects:

(a) Security flaws can be inherent to certain protocols, or specific implementations of a protocol
can contain bugs. In this case, redundancy and diversity are applied by using different, diverse
protocols that perform the same task.

(b) Protocols can be insecure if the low-level mechanisms they rely on, like cryptographic algo-
rithms, have vulnerabilities. In this case, protocols are extended with redundancy and diversity
by employing diverse low-level mechanisms that perform the same task.

3. Study alternative security mechanisms to the one in focus. Besides cryptanalysis results and weak-
nesses to known attacks, take into account information about the security mechanism’s design and
structure, so that diversity between the security mechanisms might be properly assessed. This
information will be used to define the diversity metrics.

4. Define a base set of rules to compare these alternatives based on the diversity metrics:

(a) Analyze how the different values in a certain metric affect diversity between the alternatives
being compared. As a base case, if two alternatives have different values, they might be
considered diverse. If values vary across a wide range, a scale might be used to classify
alternatives with closer values less diverse and the opposite. Ideally, thought not always,
there will be enough knowledge to determine how each possible value compares to another
individually in terms of diversity.

(b) Judge if some metrics might have more weight in determining overall diversity than others.
Metrics relying on cryptanalysis results should have more impact than other superficial metrics
like year of design.

5. Decide the number of modules (N) to employ. Along with the information collected for the diversity
metrics, consider the individual performance of each security mechanism alternative and decide on
the security/performance tradeoff.
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6. Apply the rules to all security mechanisms alternatives combinations, and choose the one(s) that
score highest. If one combination seems as diverse as another, compare their performance as a
tie-breaker.

4.3 Metrics for Diversity

A simplistic method of implementing redundancy would be to rank all possible authentication mechanisms
from arguably most secure to least secure, and select the top two. However, simply choosing the two
“best” mechanisms could not only lead to a system with unnecessarily high time or memory requirements,
but also not take into account the possibility that the two mechanisms share a common vulnerability,
however secure they might be in isolation. An implementation of diversity shall aim at determining how
mechanisms can complement each other in order to provide the highest level of security, by evaluating
not only their resistance to attacks but also details of their design and structure, in this way reducing
the possible number of common vulnerabilities amongst diverse mechanisms. Consequently, various
authentication mechanisms have to be studied and compared before choosing which ones to implement
in the authentication system for the cloud computing platform.

Currently we only compare algorithms of the same category, e.g., hash functions and public-key
algorithms among themselves. However, an alternative way of achieving diversity would be to combine
algorithms of different categories, such as block ciphers with stream ciphers, or symmetric cryptography
with asymmetric cryptography, since the types of attacks that target these paradigms are very different.
However, it should be noted that this approach is more complex, may be more costly, and may introduce
unexpected vulnerabilities. For example, extending a system that uses symmetric cryptography to also use
asymmetric cryptography would involve modifying not only the authentication mechanism, but also the
database, key agreement protocols, application logic, etc. This would create the high risk of introducing
vulnerabilities when modifying so many parts of the system.

Assessing how to have various cryptographic hash functions or public-key algorithms operating to-
gether in a way that enhances system security involves analyzing a multitude of information about these
algorithms, including when they were first proposed, on what concept their design is based, and what
type of attacks they are vulnerable against. This information and more constitute the diversity metrics
through which one can ascertain the effectiveness of the diversity and redundancy obtained by employing
various mechanisms.

The following sections consider the cases of diversity among hash functions and public-key encryption
algorithms.

4.3.1 Hash Function Diversity

A first set of metrics for cryptographic hash functions is shown in Table 1. The first diversity metrics we
consider for each algorithm is its origin (which author or institution first proposed it) and in what year it
was designed. These metrics help to account for any similarities in design principles between algorithms,
and also account for the possibility of someone leaving vulnerabilities in algorithms intentionally. The
diversity metrics also include the digest size and the number of rounds, which affect both the algorithm
performance and security. A larger digest size results in more expensive brute-force collision finding.
Several algorithms define what a round is differently according to their specifications, so rounds in the
general sense are considered as the internal operations that are performed repeatedly by an algorithm, and
thus that also affect the amount of time an attempted attack takes. The one-way compression function
they use (the function that transforms a fixed-length input into a fixed-length output) is also considered
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since it is a fundamental part of their design, under the metric structure. This function provides the
difficulty of, for a particular output, computing inputs which compress to that output.

An additional metric is presented in Table 2. An algorithm’s weakness to collision, second preimage
and preimage attacks is an important factor to determine which functions complement each others’
weaknesses.

Origins Year Digest Size Structure Rounds
SHA-1 NIST 1993 160 bits Merkle–Damgård 80
SHA-2 (256/224) NIST 2000 224/256 bits Merkle–Damgård 64
SHA-2 (512/384) NIST 2000 384/512 bits Merkle–Damgård 64
SHA-3/Keccak Guido Bertoni,

Joan Daemen,
Michaël Peeters
and Gilles Van
Assche

2009 arbitrary sponge construction Variable,
24 rec-
om-
mended

MD5 Ronald Rivest 1992 128 bit Merkle–Damgård 4
MD6 Ronald Rivest 2008 Up to 512 bits Merkle tree Variable
Tiger Ross Anderson,

Eli Biham
1996 192 Merkle–Damgård 24

HAVAL Yuliang Zheng,
Josef Pieprzyk,
Jennifer Seberry

1994 128 to 256 bits HAVAL 160/128/96

Whirpool Vincent Rijmen,
Paulo S. L. M.
Barreto

2000 512 bits Miyaguchi-Preneel 10

Table 1: Cryptographic Hash Functions Diversity Metrics 1

Weaknesses (Complexity:Rounds)
Collision Second Preimage Preimage

SHA-1 Yes (251) No No

SHA-2 (256/224) Theoretical(228.5 : 24) Theoretical(2248.4 : 42) Theoretical(2248.4 : 42)

SHA-2 (512/384) Theoretical(232.5 : 24) Theoretical(2494.6 : 42) Theoretical(2494.6 : 42)

SHA-3/Keccak Reduced(280 : 4) No No

MD5 Yes (220.96) Yes (2123.4) Yes (2123.4)

MD6 230 No No

Tiger Reduced(269 : 19) Yes(2184.3) Yes(2184.3)

HAVAL Yes No No

Whirpool Reduced (2120 : 4.5) No No

Table 2: Cryptographic Hash Functions Diversity Metrics 2

Two notes. First, SHA-3 is very recent, having been selected as the winner of the NIST hash function
competition on October 2, 2012, so the fact that the only reduced weakness that has been found (as a
result of the designer’s crypto challenge) [60] only goes up to 4 rounds does not mean that it is more secure
than other algorithms, since possible vulnerabilities may be uncovered in the future once it is further
studied. Second, MD6 is included as a curiosity, since its Merkel Tree structure is meant to exploit the
potential of future hardware processors with tens of thousands of cores, though no formal study on how
vulnerabilities might exist when running on these theoretical processors has been done.

4.3.2 Public-key Algorithm Diversity

In the case of public-key algorithms, we also consider their designers (origin) and year they were pub-
lished (see Table 3). The mathematical hard problems at the core of their design are one of the main
distinguishing factors between algorithms, and resistance to a particular attack is often related to the
hardness of a problem. Therefore, we consider them important metrics and present them in the table.
The capability of algorithms to provide perfect forward secrecy (the compromise of a single secret value
cannot lead to the compromise of multiple messages) and semantic security (knowledge of the ciphertext
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and length of some unknown message does not reveal any additional information on the message that
can be feasibly extracted) are the two last metrics.

It is dificult to enumerate all existing attacks on public-key cryptography. They are different for every
cipher and even for different implementations of the same cipher, so instead of evaluating how different
algorithms resist a particular type of attack, one must consider a list of potential attacks/weaknesses for
each algorithm, as can be seen in Table 4. Care must be taken when using this metric however, because
an algorithm having a larger list of potential attacks/weaknesses than other does not necessarily mean it
is less secure. Each potential attack/weakness must be considered separately, distinguishing those that
are merely theoretical from those that pose an actual security risk.

Origins Year Mathematical Hard Prob-
lems

Perfect Forward
Secrecy

Semantic
Security

Diffie-Hellmann Key
Agreement

Whitfield Diffie and
Martin Hellman

1976 Discrete Logarithm Problem Yes (ephemeral
keys)

No

El-Gamal Encryption
Scheme

Taher Elgamal 1984 Discrete Logarithm Problem Yes Yes

Digital Signature Algo-
rithm

National Institute of
Standards and Technol-
ogy

1991 Discrete Logarithm Problem Yes No

RSA Ron Rivest, Adi Shamir,
and Leonard Adleman

1977 Integer Factorisation Prob-
lem

No Yes (with
padding)

Rabin-Williams Michael O. Rabin 1979 Integer Factorisation Prob-
lem

No Yes

Elliptic Curve Diffie-
Hellmann Key Agree-
ment (ECDH)

Victor Miller and Neal
Koblitz

mid 1980s? Elliptic Curve Discrete Log-
arithm Problem

Yes (ephemeral
keys)

No

Elliptic Curve Digital
Signature Algorithm
(ECDSA)

Scott Vanstone 1992 Elliptic Curve Discrete Log-
arithm Problem

Yes No

Table 3: Public-Key Functions Diversity Metrics 1

Known Attacks

Diffie-Hellmann Key Agreement Man in the Middle Attacks, Simple Substitution Attacks, Message Replay At-
tacks, Denial of Service Attacks (Overloading), Fault attacks, Side-Channel At-
tacks, Quantum computing attacks (Shor’s Algorithm)

El-Gamal Encryption Scheme Chosen Ciphertext Attack, Meet-In-The-Middle Attacks, Two Table Attack, Fault
attacks, Side-Channel Attacks, Quantum computing attacks (Shor’s Algorithm)

Digital Signature Algorithm Bleichenbacher Attack against the Pseudorandom Generator, Restart Attack, Lat-
tice Attack, Quantum computing attacks (Shor’s Algorithm)

RSA Chosen Plaintext Attack, Chosen Ciphertext Attack, Blinding, Hastad’s Broad-
cast Attack, Coppersmith’s Attack, Franklin-Reiter Related Message Attack, Par-
tial Key Exposure Attack, Random Faults (Chinese Remainder Theorem), Ble-
ichenbacher’s Attack on PKCS, Fault attacks, Side-Channel Attacks, Quantum
computing attacks (Shor’s Algorithm)

Rabin-Williams Chosen Ciphertext Attack, NFS factorization, Signing leaks, MD5 collisions, Fault
attacks, Side-Channel Attacks, Quantum computing attacks (Shor’s Algorithm)

Elliptic Curve Diffie-Hellmann Key
Agreement (ECDH)

Man in the Middle Attacks, Pollard-Rho Method, Menezes-Okamoto-Vanstone
(MOV) Attack, Frey-Rueck attack, Weil Descent Attack, Fault attacks, Side-
Channel Attacks, Quantum computing attacks (Shor’s Algorithm)

Elliptic Curve Digital Signature Al-
gorithm (ECDSA)

Pollard-Rho method, Menezes-Okamoto-Vanstone (MOV) attack, Frey-Rueck at-
tack, Weil Descent Attack, Signature Manipulation, Restart Attack, Key-collisions,
lattice attack, Fault attacks, Side-Channel Attacks, Quantum computing attacks
(Shor’s Algorithm)

Table 4: Public-Key Functions Diversity Metrics 2

Note that despite the large number of possible weaknesses in elliptic-curve algorithms, most of these are
simply theoretical and do not reflect the fact that these functions have been broken or are insecure. In fact,
compared to traditional cryptosystems like RSA, elliptic-curve cryptography is said to offer equivalent
security with smaller key sizes, which results in faster computations, lower power consumption, as well
as memory and bandwidth savings [61].
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4.4 Combining Functions based on Diversity Metrics

Having diversity metrics for a given number of algorithms, the next step is developing a model for
comparing all algorithms against one another based on those metrics, and choosing the most efficient
combinations. We devised a specific set of rules that attribute a value between 1 and 3 (qualitatively
meaning Low Diversity, Medium Diversity and High Diversity, respectively) for each class of metrics
compared between two functions. Combinations which scored a average of 3, and thus where considered
highly diverse across all categories, where chosen to be implemented and tested.

Origins Year Digest Size Structure Rounds Weaknesses

Low Diversity Same author(s) 0-5 years 0-128 bit difference Same Structure Same At least one common
weakness

Medium Diversity At least one author
in common

6-10 years 129-256 bit difference – Different Theoretical or reduced
common weakness

High Diversity Different author(s) 10+ years 256+ bit difference Different Structure – No common weaknesses

Table 5: Rules for Hash Function Combinations

Based on these rules (see Table 5), the chosen hash function combinations were SHA-1 + SHA-3,
SHA-1 + Whirlpool, SHA-2 (both variants) + SHA-3, SHA-3 + MD5, SHA-3 + Tiger, SHA-3 + HAVAL
and SHA-3 + Whirlpool. Combinations using either MD5 or SHA-1 will not be experimentally evaluated
however, since they are no longer considered secure, as mentioned in Section 3.4.

Origins Year Mathematical
Hard Problems

Weaknesses Perfect Forward
Secrecy + Se-
mantic Security

Low Diversity Same author(s) 0-10 years Same Problem More than 3 common
weaknesses

Both the same

Medium Diversity At least one author
in common

11-20 years – 1 to 3 common weak-
nesses

One is different

High Diversity Different author(s) 21+ years Different Problem No common weaknesses Both are different

Table 6: Rules for Public-Key Function Combinations

Based on these rules (see Table 6), the chosen Public-Key Combinations were DSA + RSA, DSA
+ Rabin-Williams, RSA + ECDH, RSA + ECDSA, Rabin-Williams + ECDH and Rabin-Williams +
ECDSA.

29



5 Experimental Evaluation
The experimental evaluation aimed to explore and answer the following questions: Are diversity and
redundancy effective in preventing attacks? Can they be implemented efficiently, without a large overhead
in terms of time? Can existing authentication systems be extended with diversity and redundancy, instead
of being replaced or heavily modified to prevent these attacks?

For answering these questions, we created a simple client-server program that provides message au-
thentication combining two different hash functions to produce two distinct HMAC, or two different
public-key functions (each working with different key pairs) to generate private-key digital signatures.
At the same time, we wanted to test the effectiveness of diversity and redundancy in real-word scenarios.
We chose a practical case based on Apache Rampart that has been proven vulnerable, and extended its
authentication mechanism with diversity to see if it could prevent the attack.

5.1 XSW Vulnerability in Apache Rampart

Besides the vulnerabilities found in Amazon Web Services [3], Somorovsky et al. also analyzed various
SAML (Security Assertion Markup Language) frameworks and systems, and found that the vast majority
of them were vulnerable to XSW attacks [55].

One of the analyzed frameworks was Apache Axis2, the standard framework for generating and
deploying Web Service applications, also used, for instance, in Apache’s open source cloud computing
software, Apache CloudStack, and by Amazon’s EC2 client library. Even though both of the previously
mentioned papers suggested specific countermeasures for XSW attacks, we wanted to demonstrate that
these attacks might have been avoided if message authentication was reinforced with redundancy and
diversity, even without particular knowledge of these vulnerabilities. Since the main objective is to protect
against unknown vulnerabilities, this means that a generic authentication mechanism, not one tailored to
defend against XSW attacks, would have to be added to Apache Axis2’s message authentication protocol.

The first step was to apply redundancy, meaning that a new verification step was added to the
message authentication process. If at any time one of the verifications failed, the system would not
consider the message to be valid. This means that exploiting a vulnerability in Apache Axis 2 original
message authentication mechanism would not be enough to compromise the system. Still, we would need
to prevent whatever vulnerabilities might affect the current message authentication mechanism from also
being present on the new mechanism. The next step was to apply diversity, to avoid common-mode
failures. In this case, authenticating the message using another method, a mechanism with different
design and function than the current one.

We extended Apache Rampart version 1.6.0 (the most recent one), the security module of Apache
Axis 2, to provide message authentication using HMAC alongside XML signatures. The hash used for the
HMAC was obtained through a SHA-2 function implementation in the XML Security library already in
use in Apache Axis 2, meaning any Apache Axis 2 instance could be easily edited to include this simple
solution. The HMAC further required a secret key, which was provided by Apache Rampart depending
on the current policy of the service (Apache Rampart supports symmetric and asymmetric cryptography,
as well as SAML tokens and password authentication, among others).

WS-Attacker is a tool developed by Somorovsky et al. to test SAML frameworks for the existence of
XSW vulnerabilities [55]. XSW attacks work by taking a valid SOAP message and slightly reordering its
XML elements. This tool, then, tests a SAML framework server/endpoint by sending several variants of
the original XML message, and seeing if any of them receive a succesful response. If so, this indicates
the framework is vulnerable to XSW attacks. We used this tool to test the default Rampart examples,
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(a) Default

(b) Extended with HMAC

Figure 1: Rampart XSW Vulnerability (WS-Attacker screenshots)

the same originally used by the researchers to study the framework’s vulnerability to XSW.
When using the unmodified Rampart, the tool discovered that all examples were vulnerable to XSW.

This result is interesting because we used the most recent Rampart version and the whole body of the
XML messages was signed and encrypted. On the contrary, when we inserted redundancy and diversity in
Rampart by adding the HMAC mechanism explained above, none of the attacks executed by WS-Attacker
was successful.
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Figure 1 presents the final results shown by WS-Attacker, after testing 217 attack variations of the
original XML message, without (left) and with redundancy/diversity (right). On the left, it denotes that
the default implementation of Rampart is 100% vulnerable against XSW, since several of the requests
were accepted. On the right, it shows that, using our implementation, the server could not be attacked.

Note, however, that the screenshot on the right presents a rating of 20% and not 0%, as could be
expected. This is because, besides the attack variants sent to the server, the tool also checks if the
SAML framework employs any of the XSW-specific countermeasures suggested by the authors. In both
screenshots, one can see, on the lower window, that these countermeasures are not employed: ”0 by
XPath” (more information on these countermeasures can be seen here [53]). The screenshot on the right
proves that our implementation does not use any of the specific defenses against XSW attacks, but is
still able to defend itself against all attacks through its generic solution, as we aimed to prove.

5.2 Diverse Message Authentication with HMAC

We devised a simple client-server program, which received the number of bytes (generated randomly) to
send as a message and two names of hash-functions algorithms. The client would generate two different
HMACs and append them to the message, send it to the server which would verify them, and send the
result back to the client. For each hash-function combination, we measured the time it took to generate
the HMACs, the time it took to send a message and receive a reply back on the client-side, the time it
took on the server-side to verify the message and the total elapsed time on the client-side. The RTT
was measured with a single hop between client and server to analyze how different combinations produce
different message lengths and thus the effect on client-server communications. In a real world scenario,
the RTT value would be more dependent on the number and types of hops between client and server. We
measured the times for 1000 iterations of the program for each combination, and compared the average.
We used the popular BouncyCastle Crypto APIs [62] for Java to implement the necessary hash-functions,
but could not find a Java implementation of the HAVAL algorithm, so the SHA-3+HAVAL combination
is not shown. The results can be seen in Figure 2. Figure 3 shows the final size of the message sent, the
original message of 1000 bytes with two HMACs appended.

Figure 2: HMAC Comparison (Time)

Notably, Whirlpool and SHA-3, while being the most secure functions according to Table 2, are also
the ones that have the longest total time, thus also the largest time overhead. Although the SHA-
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Figure 3: HMAC Comparison (Message Size)

3+Whirlpool combination may be the most secure of all, it would be interesting to consider using either
the SHA-256+SHA-3 or SHA-3+Tiger combinations, which take less time. For comparison, Figure 4
shows the time measurements for a single algorithm. This figure makes clear that SHA-3 and Whirlpool
have the worst performances, so their combination must be the worse in terms of overhead.

Figure 4: Single HMAC Comparison

5.3 Diverse Message Authentication with Digital Signatures

In the case of authenticating messages with digital signatures, we aimed to use two different public-key
functions to generate two different digital signatures based on private keys. Using a similar client-server
structure to the above program, we measured the time it took to generate and initialize the key-pairs
(a different process for each algorithm), the time it took to sign the message with these two distinct
signatures, the time it took the server to verify the signatures, and the total elapsed time on the client-
side. We measured the times for 1000 different executions of the program (assuming, as mentioned
before, that user authentication should be a one-time procedure) and again compared the average for
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(a) Part 1

(b) Part 2

Figure 5: Digital Signature Comparison

each public-key functions combination. Since BouncyCastle did not support most of the functions we
required, the Crypto++ library, a C++ class library of cryptographic schemes, was used instead [63].
The default implementation of RSA in Crypto++ uses OAEP and SHA.The results can be seen in Figure
5.

One can clearly see in the figure that, while using elliptic curve cryptography (in the combinations
that use ECDSA) leads to a more complex signing and verification process, the overall speed gained in
key generation helps to greatly reduce the total time. Since elliptic-curve Diffie-Hellman is strictly a
key-agreement protocol, those combinations were not considered in the context of digital signing.
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(a) Part 1

(b) Part 2

Figure 6: Single Digital Signature Comparison
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6 Conclusion
Although redundancy and diversity are general principles with a wide range of applications, they are not
enough to prevent every attack. Given how hard it might be to extend certain security systems with
diversity and redundancy, they are not a simple solution that can be applied in any case, but rather a
complex design decision that must be carefully studied for each specific case and context.

Even when they can help prevent attacks, diversity and redundancy will always lead to a larger
overhead in terms of time and memory. This is especially problematic when one considers how many
of the vulnerabilities studied can be overcome by specific countermeasures which, while only protecting
from a specific attack (and only after this attack has been found and studied), have smaller resource
costs. Thus, practical considerations must be made when deciding whether or not applying diversity and
redundancy to a security system design is worthwhile.

The main objective of the project was to test the hypothesis that, using diverse mechanisms, a
security system as a whole will not be compromised even if one of the security mechanisms in place can
be attacked. This is an important accomplishment, since it would mean that besides being able to resist
all the vulnerabilities discussed so far, the system can theoretically resist unknown vulnerabilities that
may be discovered in the future, providing users with a true assurance of security against not only current
attacks but any possible attacks that might appear in a few years.

References
[1] Peter Mell and Timothy Grance. The NIST definition of cloud computing. NIST special publication,

800(145):7, 2011.

[2] L Marinos and A Sfakianakis. ENISA threat landscape-responding to the evolving threat environ-
ment. ENISA (The European Network and Information Security Agency), 2012.

[3] Juraj Somorovsky, Mario Heiderich, Meiko Jensen, Jörg Schwenk, Nils Gruschka, and Luigi Lo Ia-
cono. All your clouds are belong to us: security analysis of cloud management interfaces. In
Proceedings of the 3rd ACM workshop on Cloud Computing Security, pages 3–14. ACM, 2011.

[4] Stephen S. G. Lee Ryan K. L. Ko and Veerappa Rajan. Cloud computing vulnerabil-
ity incidents: A statistical overview. https://cloudsecurityalliance.org/media/news/
white-paper-cloud-vulnerability-released. Last acessed 1-9-2014.

[5] Sanjay Ghemawat, Howard Gobioff, and Shun-Tak Leung. The Google file system. In Proceedings
of the 19th ACM Symposium on Operating Systems Principles, pages 29–43, 2003.

[6] Fay Chang, Jeffrey Dean, Sanjay Ghemawat, Wilson C Hsieh, Deborah A Wallach, Mike Burrows,
Tushar Chandra, Andrew Fikes, and Robert E Gruber. Bigtable: A distributed storage system for
structured data. ACM Transactions on Computer Systems, 26(2):4, 2008.

[7] Bev Littlewood and Lorenzo Strigini. Redundancy and diversity in security. In Computer Security–
ESORICS 2004, pages 423–438. Springer, 2004.

[8] Lingyu Wang, Sushil Jajodia, Anoop Singhal, Pengsu Cheng, and Steven Noel. k-zero day safety:
A network security metric for measuring the risk of unknown vulnerabilities. IEEE Transactions on
Dependable and Secure Computing, 11(1):30–44, 2014.

36

https://cloudsecurityalliance.org/media/news/white-paper-cloud-vulnerability-released
https://cloudsecurityalliance.org/media/news/white-paper-cloud-vulnerability-released


[9] Stephanie Forrest, Steven A Hofmeyr, and Anil Somayaji. Computer immunology. Communications
of the ACM, 40(10):88–96, 1997.

[10] Stephanie Forrest, Anil Somayaji, and David H Ackley. Building diverse computer systems. In
Proceedings of the 6th Workshop on Hot Topics in Operating Systems, pages 67–72, 1997.

[11] Mark K Joseph and Algirdas Avizienis. A fault tolerance approach to computer viruses. In Proceed-
ings of the IEEE Symposium on Security and Privacy, pages 52–58, 1988.

[12] Bev Littlewood, Peter Popov, and Lorenzo Strigini. Modeling software design diversity: a review.
ACM Computing Surveys, 33(2):177–208, 2001.

[13] Bev Littlewood, Peter Popov, and Lorenzo Strigini. Design diversity: an update from research on
reliability modelling. In Aspects of Safety Management, pages 139–154. Springer, 2001.

[14] John C Knight and Nancy G Leveson. An experimental evaluation of the assumption of independence
in multiversion programming. IEEE Transactions on Software Engineering, (1):96–109, 1986.

[15] Jeffrey Voas, Anup Ghosh, Frank Charron, and Lora Kassab. Reducing uncertainty about common-
mode failures. In Proceedings of the 8th International Symposium on Software Reliability Engineering,
1997.

[16] Zygmund William Birnbaum. On the importance of different components in a multicomponent
system. Technical report, DTIC Document, 1968.

[17] Yves Deswarte, Karama Kanoun, and J-C Laprie. Diversity against accidental and deliberate faults.
In Proceedings on Computer Security, Dependability and Assurance: From Needs to Solutions, pages
171–181, 1998.

[18] Miguel Garcia, Alysson Bessani, Ilir Gashi, Nuno Neves, and Rafael Obelheiro. Analysis of operating
system diversity for intrusion tolerance. Software: Practice and Experience, 44(6):735–770, June
2013.

[19] Calton Pu, Andrew Black, Crispin Cowan, Jonathan Walpole, and Charles Consel. A specialization
toolkit to increase the diversity of operating systems. In ICMAS Workshop on Immunity-Based
Systems, 1996.

[20] Steven A Hofmeyr and Stephanie Forrest. Architecture for an artificial immune system. Evolutionary
Computation, 8(4):443–473, 2000.

[21] Algirdas Avizienis. Design diversity and the immune system paradigm: Cornerstones for information
system survivability. In Information Survivability Workshop, 2000.

[22] Sandeep Bhatkar, Daniel C DuVarney, and Ron Sekar. Address obfuscation: An efficient approach
to combat a broad range of memory error exploits. In Proceedings of the 12th USENIX Security
Symposium, volume 120, 2003.

[23] Jun Xu, Zbigniew Kalbarczyk, and Ravishankar K Iyer. Transparent runtime randomization for
security. In Proceedings of the IEEE 22nd International Symposium on Reliable Distributed Systems,
pages 260–269, 2003.

37



[24] Elena Gabriela Barrantes, David H Ackley, Trek S Palmer, Darko Stefanovic, and Dino Dai Zovi.
Randomized Instruction Set Emulation To Disrupt Binary Code Injection Attacks. In Proceedings
of the 10th ACM conference on Computer and communications security, pages 281–289, 2003.

[25] Benjamin Cox, David Evans, Adrian Filipi, Jonathan Rowanhill, Wei Hu, Jack Davidson, John
Knight, Anh Nguyen-Tuong, and Jason Hiser. N-variant systems: a secretless framework for security
through diversity. Defense Technical Information Center, 2006.

[26] Anh Nguyen-Tuong, David Evans, John C Knight, Benjamin Cox, and Jack W Davidson. Security
through redundant data diversity. In IEEE International Conference on Dependable Systems and
Networks, pages 187–196, 2008.

[27] Riccardo Pucella and Fred B Schneider. Independence from obfuscation: A semantic framework for
diversity. In 19th IEEE Computer Security Foundations Workshop, pages 12–pp, 2006.

[28] João Antunes and Nuno Neves. Diveinto: Supporting diversity in intrusion-tolerant systems. In 30th
IEEE Symposium on Reliable Distributed Systems, pages 137–146, 2011.

[29] Andrei Homescu, Steven Neisius, Per Larsen, Stefan Brunthaler, and Michael Franz. Profile-guided
automated software diversity. In Code Generation and Optimization (CGO), 2013 IEEE/ACM
International Symposium on, pages 1–11, 2013.

[30] Alfred J Menezes, Paul C Van Oorschot, and Scott A Vanstone. Handbook of applied cryptography.
CRC press, 2010.

[31] Xiaoyun Wang, Yiqun Lisa Yin, and Hongbo Yu. Finding collisions in the full SHA-1. In Advances
in Cryptology–CRYPTO 2005, pages 17–36. Springer, 2005.

[32] Stéphane Manuel. Classification and generation of disturbance vectors for collision attacks against
SHA-1. Designs, Codes and Cryptography, 59(1-3):247–263, 2011.

[33] Bruce Schneier. When will we see collisions for SHA-1. https://www.schneier.com/blog/
archives/2012/10/when_will_we_se.html. Last acessed 1-9-2014.

[34] Microsoft Security Advisory (2880823). Deprecation of SHA-1 hashing algorithm for microsoft root
certificate program. http://technet.microsoft.com/en-us/security/advisory/2880823. Last
accessed 1-9-2014.

[35] Philip Hawkes, Michael Paddon, and Gregory G Rose. On corrective patterns for the SHA-2 family.
IACR Cryptology ePrint Archive, 2004:207, 2004.

[36] Somitra Kumar Sanadhya and Palash Sarkar. New collision attacks against up to 24-step SHA-2.
In Progress in Cryptology-INDOCRYPT 2008, pages 91–103. Springer, 2008.

[37] Yu Sasaki, Lei Wang, and Kazumaro Aoki. Preimage attacks on 41-step SHA-256 and 46-step
SHA-512. IACR Cryptology ePrint Archive, 2009:479, 2009.

[38] Kazumaro Aoki, Jian Guo, Krystian Matusiewicz, Yu Sasaki, and Lei Wang. Preimages for step-
reduced SHA-2. In Advances in Cryptology–ASIACRYPT 2009, pages 578–597. Springer, 2009.

[39] Jian Guo, San Ling, Christian Rechberger, and Huaxiong Wang. Advanced meet-in-the-middle
preimage attacks: First results on full Tiger, and improved results on MD4 and SHA-2. In Advances
in Cryptology-ASIACRYPT 2010, pages 56–75. Springer, 2010.

38

https://www.schneier.com/blog/archives/2012/10/when_will_we_se.html
https://www.schneier.com/blog/archives/2012/10/when_will_we_se.html
http://technet.microsoft.com/en-us/security/advisory/2880823


[40] CERT Vulnerability Note VU836068. MD5 vulnerable to collision attacks. http://www.kb.cert.
org/vuls/id/836068. Last acessed 1-9-2014.

[41] Hans Dobbertin. The status of MD5 after a recent attack. CryptoBytes, 2(2), 1996.

[42] Xiaoyun Wang and Hongbo Yu. How to break MD5 and other hash functions. In Advances in
Cryptology–EUROCRYPT 2005, pages 19–35. Springer, 2005.

[43] Marc Stevens, Arjen Lenstra, and Benne De Weger. Chosen-prefix collisions for MD5 and colliding
X.509 certificates for different identities. In Advances in Cryptology-EUROCRYPT 2007, pages 1–22.
Springer, 2007.

[44] Alexander Sotirov, Marc Stevens, Jacob Appelbaum, Arjen Lenstra, David Molnar, Dag Arne Osvik,
and Benne de Weger. MD5 considered harmful today. Creating a rogue CA certificate, 25th Chaos
Commun. Congr., 2008.

[45] Alex Stamos, Thomas Ptacek, Tom Ritter, and Javed Samuel. The factoring dead: Preparing for
the cryptopocalypse. Presented at the BlackHat USA 2013 Conference.

[46] Gorka Irazoqui, Mehmet Sinan Inci, Thomas Eisenbarth, and Berk Sunar. Wait a minute! a fast,
cross-vm attack on aes. In Research in Attacks, Intrusions and Defenses, pages 299–319. Springer,
2014.

[47] Gorka Irazoqui Apecechea, Mehmet Sinan Inci, Thomas Eisenbarth, and Berk Sunar. Fine grain
cross-vm attacks on xen and vmware are possible! IACR Cryptology ePrint Archive, 2014:248, 2014.

[48] Angelo Prado, Neal Harris, and Yoel Gluck. SSL, gone in 30 seconds - a breach beyond crime.
Presented at the BlackHat USA 2013 Conference.

[49] Martin Georgiev, Subodh Iyengar, Suman Jana, Rishita Anubhai, Dan Boneh, and Vitaly Shmatikov.
The most dangerous code in the world: validating SSL certificates in non-browser software. In
Proceedings of the ACM conference on Computer and communications security, pages 38–49, 2012.

[50] Rui Wang, Shuo Chen, and XiaoFeng Wang. Signing me onto your accounts through Facebook
and Google: a traffic-guided security study of commercially deployed single-sign-on web services. In
IEEE Symposium on Security and Privacy, pages 365–379, 2012.

[51] Eugene Tsyrklevich and Vlad Tsyrklevich. Single Sign-on for the Internet: a security story. Presented
at the BlackHat USA 2007 Conference.

[52] Marco Balduzzi, Jonas Zaddach, Davide Balzarotti, Engin Kirda, and Sergio Loureiro. A secu-
rity analysis of amazon’s elastic compute cloud service. In Proceedings of the 27th Annual ACM
Symposium on Applied Computing, pages 1427–1434. ACM, 2012.

[53] Sebastian Gajek, Meiko Jensen, Lijun Liao, and Jörg Schwenk. Analysis of signature wrapping
attacks and countermeasures. In IEEE International Conference on Web Services, pages 575–582,
2009.

[54] Juraj Somorovsky and Jorg Schwenk. Technical analysis of countermeasures against attack on xml
encryption–or–just another motivation for authenticated encryption. In IEEE Eighth World Congress
on Services, pages 171–178, 2012.

39

http://www.kb.cert.org/vuls/id/836068
http://www.kb.cert.org/vuls/id/836068


[55] Juraj Somorovsky, Andreas Mayer, Jörg Schwenk, Marco Kampmann, and Meiko Jensen. On break-
ing SAML: Be whoever you want to be. In Proceedings of the 21st USENIX conference on Security
symposium, volume 12, pages 21–21, 2012.

[56] Israel Koren and C Mani Krishna. Fault-tolerant systems. Morgan Kaufmann, 2010.

[57] F. B. Schneider. Implementing faul-tolerant services using the state machine approach: A tutorial.
ACM Computing Surveys, 22(4):299–319, December 1990.

[58] Bernadette Charron-Bost, Fernando Pedone, and Andre Schiper. Replication: Theory and Practice,
volume 5959. Springer, 2010.

[59] Algirdas Avizienis, Jean-Claude Laprie, Brian Randell, and Carl Landwehr. Basic concepts and
taxonomy of dependable and secure computing. IEEE Transactions on Dependable and Secure
Computing, 1(1):11–33, Jan-Mar 2004.

[60] Itai Dinur, Orr Dunkelman, and Adi Shamir. New attacks on keccak-224 and keccak-256. In Fast
Software Encryption, pages 442–461. Springer, 2012.

[61] K. Lautner. The advantages of elliptic curve cryptography for wireless security. IEEE Wireless
Communications, page 63, 2004.

[62] Legion of the Bouncy Castle. Bouncy castle crypto apis. https://www.bouncycastle.org. Last
acessed 1-9-2014.

[63] Wei Dai. Crypto++ library. http://www.cryptopp.com. Last acessed 1-9-2014.

40

https://www.bouncycastle.org
http://www.cryptopp.com

	Introduction
	Objectives
	Related Work
	Arguments for Software Diversity in Security
	Software Diversity for Fault Tolerance
	Implementing Software Diversity for Security
	Operating System Diversity and Immune System Paradigm
	Diversity-Based Security Mechanisms Against Common Attacks and N-variant Systems
	Tools and Frameworks For Implementing and Evaluating Diversity

	Vulnerabilities in Cryptographic Mechanisms
	Cryptographic Hash Functions and Generic Attacks
	Specific Attacks Against Cryptographic Hash Functions

	Vulnerabilities in Authentication Mechanisms
	Breaking SSL
	Single-Sign-On and Signature Wrapping Attacks


	The Framework
	Basic Approach
	Methodology for Implementing Diversity and Redundancy
	Metrics for Diversity
	Hash Function Diversity
	Public-key Algorithm Diversity

	Combining Functions based on Diversity Metrics

	Experimental Evaluation
	XSW Vulnerability in Apache Rampart
	Diverse Message Authentication with HMAC
	Diverse Message Authentication with Digital Signatures

	Conclusion

