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Abstract—In this work, the efficiency of embedded devices
when operating as cryptographic accelerators is assessed, ex-
ploiting both multithreading and Single Instruction Multiple
Data (SIMD) parallelisms. Parallel algorithms are proposed to
simultaneously perform multiple modular multiplications, the
basic operation for public-key cryptography. Supported on these
parallel algorithms, the Rivest-Shamir-Adleman (RSA) and
Elliptic Curve (EC) cryptosystems are implemented on multi-
core embedded processors. Speedups of upto 7.2 and 3.9 are
obtained for the RSA and EC cryptosystems on the ARM A15
quad-core processor, respectively. Moreover, the latency of a
single multiplication is reduced, by splitting computation across
multiple processing cores, and the technique is applied to the RSA
cryptosystem, reducing its central operation execution time by up
to 2.2 times, on the ARM multi-core. Thirdly, the use of Graphic
Processing Units (GPUs) to accelerate the RSA cryptosystem
is evaluated, and speedups of upto 2.2 are obtained on the
Adreno 320 platform. Finally, the relative efficiency of SIMD
parallelism and multithreading for implementing cryptosystems
on general purpose processors and embedded devices is analysed
and experimentally evaluated. It can be concluded that it is
possible to achieve the same levels of execution enhancement
on both platforms.

I. INTRODUCTION

The applicability of public-key cryptography extends to a
wide range of protocols such as Pretty Good Privacy (PGP),
Secure Sockets Layer (SSL) and Secure Shell (SSH), by pro-
viding a way to distribute keys and generate digital signatures
[1]. The importance of public-key cryptography has led to the
constant development of algorithms and architectures for its
implementation over the last decades.

The main downside of these cryptosystems is that they
generally require computationally demanding arithmetic de-
fined over finite fields of large characteristic [2]. Multi-core
processors, with SIMD extensions, are widely available and
have recently been getting increasing interest for embedded
systems, since this approach allows to reduce clock frequency
and voltage in order to obtain an energy efficient design
[3]. It is, therefore, of practical interest to assess how well
they operate as cryptographic accelerators, when compared to
their general purpose counterparts. Furthermore, GPUs have
been increasingly used as a low-cost alternative to dedicated
accelerators for very computationally demanding applications
[4]. Herein, the Residue Number System (RNS) is employed
to divide large integer operations over several channels, and
harness GPUs parallel computational power.

Since the introduction of public-key cryptography, RSA [5]
has been the most used cryptosystem. However, due to the
crescent use of embedded devices with modest computational

resources, and the increasing demand for communication secu-
rity, new cryptosystem have been investigated. Cryptosystems
supported on ECs [6], [7] meet that demand and enable the
use of smaller key sizes than RSA for the same security level.

The efficiency of both RSA and EC cryptosystems is highly
dependent on the implementation of modular arithmetic and,
in particular, modular multiplication. The most used modular
multiplication algorithms are due to Barrett [8] and Mont-
gomery [9]. Herein, Montgomery multiplication is focused
on. This algorithm has been thoroughly analysed in [10], and
algorithms have been proposed for general purpose processors
to simultaneously perform multiple SIMD parallel modular
multiplications [11]. A scheduling for EC arithmetic, which
exploits SIMD parallelism, was also proposed in [12]. Other
publications [13] have proposed multithreaded multiplication
reductions based on the Barrett and Montgomery algorithms.

The Montgomery multiplication can also be implemented
using RNS, enabling fast parallel arithmetic due to its carry-
free nature [14]. There have been several proposals of algo-
rithms that take advantage of this representation [14] [15] [16].

Herein, SIMD and multithreaded parallel algorithms and
approaches are proposed for embedded systems, based on
the aforementioned techniques, which can be exploited to
enhance large-operands modular arithmetic, used in crypto-
graphic applications. Moreover, the parallelism efficiency is
analysed for embedded systems, and compared to that of
general processors. It is of practical interest to understand
how their performances differ, so that the best characteristics
of each device may be taken into account for designing new
efficient cryptographic systems.

It should be noted that it is beneficial to not only reduce
the latency of cryptographic operations but also increase their
throughput. As an example, the parallel execution of multiple
modular exponentiations may be useful for multi-prime RSA
[17] where the deciphering of a message takes place over
several moduli. A server may also wish to identify itself
to several users, and may employ multiple RSA modular
exponentiations or EC point multiplications for that effect.

This work is organised as follows. Section II introduces
RSA and Elliptic Curve Cryptography (ECC) central opera-
tions, as well as several methods to perform modular multipli-
cation. Afterwards, Section II describes how the cryptographic
operations were implemented with an emphasis on how SIMD
and multithreading parallelisms were exploited. In Section IV,
the algorithms are tested and their efficiency is evaluated.
Finally, conclusions are drawn in Section V.
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Fig. 1. Point Addition and Doubling Formulae for Jacobian Coordinates

II. BACKGROUND

In this section, the processes for ciphering and deciphering
messages using the RSA and EC cryptosystems, as well as
several modular multiplication algorithms, are described.

A. RSA Exponentiation

With RSA, the encryption of a message P , using the private
key d, is computed as

C ≡ P d(modn) (1)

where n stands for the public modulo. This operation can
be inverted by exponentiating the result to the public key e,
modulo n.

B. Elliptic Curve Cryptosystems

ECC is based on an entity called EC, which can be de-
scribed, when using Jacobian coordinates, as the set of points
(X,Y, Z) that satisfy the following equation [12]:

Y 2 ≡ X3 + aXZ4 + bZ6(modp) (2)

together with a point at infinity O. It is usual to define an
algebraic entity over such set. The formulae for normalised
point addition, (X3, Y3, Z3) ← (X1, Y1, Z1) + (X2, Y2, 1),
and point doubling, (X3, Y3, Z3)← 2(X1, Y1, Z1), that result
thereof are presented in Figure 1.

These systems rely on point multiplication for encrypting
messages. For a scalar integer s and a point P1 in an EC,
point multiplication P3, of P1 and s, is defined as P3 = sP1 =
P1 + . . .+ P1︸ ︷︷ ︸

s times

.

C. Barrett and Montgomery Multiplications

Modular multiplication is classically performed by first
computing the value of the product, C = AB, and after-
wards taking the remainder of the division by the modulo,
T = C −QM , where Q = bC/Mc, as depicted in Figure 2.
As a way to speed up this algorithm, Barrett proposed pre-
computing the value of 1/M using a fixed-point approach
(µ = b 2

2n

M c, for 2n−1 < M < 2n), in order to estimate Q
using only multiplications and logic shifts [8]. The resulting
algorithm is shown in Figure 3.

A similar algorithm was proposed by Montgomery, in which
Q is redefined as the number which satisfies the condition
C + QM ≡ 0(modR) [9], with R = 2n, R > M and

Z ← AB
Q← b ZM c
Z ← Z−QM

Fig. 2. Classic
Reduction

Z ← AB
Q← b b

Z
2n cµ
2n c

Z ← Z −QM
while Z ≥ M
do

Z ← Z−M
end while

Fig. 3. Barrett
Reduction

Z ← AB
Q←M ′Z(modR)
Z ← (Z +QM)/R
if Z ≥M then

Z ← Z −M
end if

Fig. 4. Montgomery
Reduction

gcd(R,M) = 1. By definition, C + QM is divisible by R
and, as such, it is possible to compute T = (C+QM)R−1 ≡
ABR−1(modM) efficiently, using only multiplications and
logic shifts. This operation computes modular multiplication
under the Montgomery domain, where Ā is represented as
A ≡ ĀR(modM). It should be noted that the addition
and subtraction algorithms are unchanged when numbers are
converted to this domain. The Montgomery multiplication
algorithm is depicted in Figure 4, where M ′ ≡ −M−1(mod
R). The conditional subtraction at the end of the algorithm
amounts to ensure that 0 ≤ Z < M . Nevertheless, for
performing modular exponentiation this operation may be
avoided by selecting R > 4M and letting numbers in the
Montgomery domain be in the [0, 2M [ interval [11].

D. Montgomery Multiplication Algorithms

This work considers the methods used for performing
multi-precision Montgomery multiplication on [10] and [11],
namely, i) the SOS (Separated Operand Scanning); and ii) the
FIOS (Finely Integrated Operand Scanning) methods.

These methods are graphically represented in Figure 5,
where the arrowed boxes represent iterative loops. Using the
SOS method [10], the product of s-words large operands A
and B is first incrementally computed in the top loop of
Figure 5a. The product result is stored in variable Z and,
afterwards, the reduction process takes place on the bottom
loop, by computing the equation (see Figure 4)

Z ← (Z +QM)/R, (3)

where Z is calculated iteratively, by computing Q word by
word, and setting Z ← Z+Q×M×2iw, where w corresponds
to the word bit-length. At each iteration i, Q is set to Q ←
Z[i]×M ′[0] mod 2w, where Z[i] corresponds to the (i+ 1)th

word of Z and M ′[0] to the least significant word of M ′. The
division by R = 2sw is performed by ignoring the s least
significant words.

The FIOS method [10], depicted in Figure 5b implements
the multi-precision Montgomery multiplication by integrating
the multiplication and reduction parts in the same loop. When
using this method, Z[0] is calculated before entering the inner
loop, so that the value of Q can be computed. The operation
performed by the outer loop at each iteration corresponds to

Z ← (Z +A×B[i] +Q×M) >> w, (4)



(a) SOS (b) FIOS (c) FIOS2

Fig. 5. Montgomery Multiplication methods: multiplication and reduction
loops organisation.

where i stands for the iteration number and Q is set to
Q← (Z[0] +A[0]×B[i])×M ′[0] mod 2w.

A variant of the FIOS method [11], FIOS2, is presented
in Figure 5c, which consists on separating the product and
reduction steps into different inner cycles, by first computing
Z ← Z +A×B[i]× 2iw, and only afterwards Z ← Z +Q×
M × 2iw.

SIMD extensions may be employed to simultaneously
perform multiple Montgomery multiplications, as it will be
explained in Section III-C1. Furthermore, multithreading par-
allelism may be used to further increase the multiplication
throughput, by having each thread simultaneously computing
SIMD parallel Montgomery multiplications.

E. Parallel Execution of a Single Modular Multiplication

By splitting the operands into k sections, and multiplying
the result by 2−n/2, modular multi-precision multiplication
may be performed as depicted in (5). The equivalence corre-
sponds to the transform h = i + j. It should be noted that
operations are performed modulo M .

Z ≡
∑k−1
i=0

∑k−1
j=0 A[i]B[j]2(i+j)

n
k−

n
2

≡
∑2k−2
h=0

min{k−1,h}∑
i=max{0,h−k+1}

A[i]B[h− i]

︸ ︷︷ ︸
Cdi,j

2di,j ;

di,j = (i+ j)nk −
n
2 = hnk −

n
2

(5)

A column of the result is defined as the value of Cdi,j , with
weight di,j = hnk −

n
2 . Thus, the computation of a multi-

precision multiplication may be shared among 2k − 1 pro-
cessors if each computes a column of the result. Furthermore,
each processor may estimate the value of Q required to reduce
the value of 2di,jCdi,j . The multiplication by 2−n/2 amounts
to balance the computational load of the processors, so that
those whom are attributed columns with di,j < 0 may employ
the Montgomery reduction and those with di,j > n − 2n/k
may employ simpler Barrett reductions.

For columns with weight di,j less than zero, the Mont-
gomery reduction is applied, and since the Montgomery do-
main has changed, the Q value should now be computed using
M ′ ≡ −M−1(mod2n/2). For columns with weight satisfy-
ing the condition 0 ≤ di,j ≤ n−2n/k, the result of computing
Cdi,j2di,j will always be less than k2n and therefore at most

I ← {−n/2,−n/2 + n/k, ..., 3n/2− 2n/k}
for d ∈ I do

Cd ←
∑

(i+j)n/k−n/2=dA[i]B[j]
if d < 0 then

Qd ← −(CdM
′ mod 2−d)2n/2+d

else if d > n− 2n/k then
t← d+ 2n/k − n
Qd ← bbCd2d−ncbµ2t−n/2c/2tc2n/2

else
Qd ← 0

end if
end for
Q←

∑
dQd

Z ← (
∑
d Cd2

n/2+d −QM)2−n/2

while Z ≥M do
Z ← Z −M

end while

Fig. 6. k-ary Modular Multiplication

2k final subtractions by M will be required to fully reduce the
column if Q is set to zero, for 2n−1 < M < 2n. Finally, when
di,j > n − 2n/k, approximately ti,j = di,j + 2n/k − n bits
need to be zeroed out from the column by subtracting QM ,
so that the result is less than 2n. Therefore, Q is rewritten as
stated in (6).

Q =


⌊
Cdi,j

2di,j

2n

⌋ ⌊
2n+ti,j

M

⌋
2ti,j

 (6)

Taking into consideration that di,j ≤ 3n
2 −

2n
k , the value of

b 2
n+ti,j

M c is maximised by µ = b 2
3n/2

M c, and therefore only the
latter value needs to be pre-computed for the Barrett reduction
scheme. The resulting algorithm is presented in Figure 6,
where the i, j subscript has been omitted.

F. RNS-based Montgomery Multiplication

Multi-precision arithmetic may be employed on massively
parallel devices, such as GPUs, by exploiting the RNS. Under
this system, numbers are represented as their remainders when
divided by the set of co-primes r0, r1, . . . , rn−1 that form
the RNS basis. Additions, subtractions and multiplications
modulo R =

∏n−1
i=0 ri can be implemented with a O(1)

time complexity, since these operations can be performed
independently for each modulo of the set. Furthermore, the
Chinese Remainder Theorem (CRT) provides a formula to
convert the value of A back from its residue representation,
for 0 ≤ A < R:

A =
∑n−1
i=0 (aiR

−1
i mod ri)Ri mod R

=
∑n−1
i=0 (aiR

−1
i mod ri)Ri − kR

(7)

where Ri = R/ri and R−1i mod ri is the multiplicative
inverse of Ri modulo ri. Reduction modulo R was also
substituted by a subtraction by a multiple of R.



A Montgomery-like algorithm may be used to convert
operations modulo M to R, by redefining Q as the value
that satisfies C + QM ≡ 0(modR), for R > M and
gcd(R,M) = 1. Since C +QM is divisible by R, it can not
be represented modulo R, and therefore an extra base, with
R̃ =

∏n−1
i=0 r̃i > R, and R̃ co-prime to R is required. Using

this approach, C = AB is first computed in both bases and
Q ≡ −CM−1(modR) is computed on the first base, so that
the result is reduced modulo R. Afterwards Q is extended to
the second base, and T = (C+QM)R−1 is computed. Finally,
the result is extended to the first base, so that the output of the
algorithm may be re-used as the input of further operations.

There are several approaches to perform base extension. The
earliest result is the Szabo-Tanaka [18] algorithm; however,
due to its recursive nature, it is not suitable for GPU imple-
mentations. Alternatively, base extension may be employed by
evaluating (7) for each of the moduli of the second base. In
that case, base extension of A in R to R̃, is performed as:

ãi =

n−1∑
j=0

(ajR
−1
j mod rj)Rj − kR mod r̃i, i ∈ [0, n[ (8)

In this thesis, Bajard’s approach to the first extension was
used [19], where k is set to 0, and therefore the Mont-
gomery algorithm produces the final result with an offset
that is a multiple of M , but less than nM [19]. In order
to accommodate the extension error, the value of R should
be redefined such that (n + 2)2M < R [19]. For the second
extension, for operands with less than 2048 bits, the method
proposed by Kawamura [16] was used, which uses a fixed
point approach for the exact computation of the value of k.
For operands whose width was equal to 2048 bits, the approach
by Kawamura was no longer valid for the implementation
on the target GPU, and a modification to the algorithm was
proposed. It was not possible to operate on larger numbers due
to the device limitations, even though the proposed approach
was still valid. Another way to compute k was proposed by
Shenoy [15], which requires the use of a redundant modulo.
This approach greatly increases the number of divergences of
the algorithm, and therefore does not suit GPU devices.

Kawamura’s approach to base extension is based on the fact
that A

R < 1 and therefore when (7) is divided by R, we get:

k =

n−1∑
i=0

ξai
ri
− A

R
=

⌊
n−1∑
i=0

ξai
ri

⌋
(9)

where ξai = (aiR
−1
i mod ri). The previous equation requires,

however, expensive divisions by the values of the base. In
order to reduce the complexity of the computation, Kawamura
proposes to replace the values of ri by 2l, where 2l−1 <
ri < 2l, enabling computation using a fixed-point approach.
A corrective α term is added to the expression, as depicted in
(10) for k̂1, and it can be proved that if 0 ≤ nεm ≤ α < 1,
and 0 ≤ A < (1 − α)R, where εm = max{εri |0 ≤ i < n}
and εri = (2l − ri)/2l, then k̂1 = k. It was verified that, as
the operand size increased, it was not possible to find suitable

si ≡ aibi mod ri, i ∈ [0, n[
s̃i ≡ ãib̃i mod r̃i, i ∈ [0, n[
qi ≡ si(−M−1) mod ri, i ∈ [0, n[
Extend Q to R̃
t̃i ≡ (s̃i + q̃i ×M)R−1 mod r̃i
Extend T̃ to R

Fig. 7. RNS Montgomery Multiplication

bases such that the previous conditions were met, since for
GPU implementations the value of l is constrained. In order to
enable the computation of k for larger sizes, a new approach
is herein proposed: instead of approximating 1/ri by 1/2l,
the value of b2g/ric is pre-computed and k̂2 is evaluated as
depicted in (10). It can also be proved that if 0 ≤ n rm2g ≤ α <
1, where rm = max{ri|0 ≤ i < n}, and 0 ≤ A < (1 − α)R,
then k̂2 = k.

k̂1 =

⌊
n−1∑
i=0

ξai
2l

+ α

⌋
k̂2 =

⌊
n−1∑
i=0

ξai
2g

⌊
2g

ri

⌋
+ α

⌋
(10)

An overview of the RNS Montgomery algorithm can be
found in Figure 7.

III. IMPLEMENTATION DETAILS

Several standards were used in this work in order to
exploit different levels of data parallelism, namely, the NEON
technology for SIMD parallelism on ARM processors, SSE4.1
and AVX2 for Intel processors, and OpenMP and OpenCL
for coarser-grain parallelism. Whereas NEON and SSE4.1 are
SIMD technologies that feature vectors of at most 128-bits,
AVX2 features vectors of 256-bits, and all the technologies
enable the simultaneous processing of the lanes of the vectors.
The OpenMP standard establishes a set of clauses that enable
the creation of instruction streams and the distribution of
workload among them. For the purpose of implementing
modular multiplication, only the directive #pragma omp
parallel for was used, which creates a set of threads, in
a number typically equal to the amount of cores, and splits
the for-loop so that each thread handles a set of the loop
iterations. In order to access the GPU, OpenCL was used. This
framework establishes an uniform language based on C, for
writing programs that execute across heterogeneous platforms,
like Central Processing Units (CPUs) and GPUs.

A. Modular Exponentiation

The exponentiation operation t ≡ ab mod n was imple-
mented using the 2k-ary method represented in Figure 8,
by replacing � with the modular multiplication function
and O with the multiplicative identity. If the Montgomery
multiplication algorithm is used, this value is R(modM), if
the k-ary modular multiplication algorithm is used instead, the
multiplicative identity takes the value of 2n/2(modM).



input: b =
∑s−1
i=0 bi2

ki

W [1]← a
for i← 2 to 2k − 1 do

W [i]←W [i− 1] �W [1]
end for
t← O
for i← s− 1 to 0 do

for j ← 0 to k − 1 do
t← t� t

end for
if bi 6= 0 then

t← t�W [bi]
end if

end for

Fig. 8. Generic 2k-ary method

Point Addition
Multiplier #1 Multiplier #2 Multiplier #3
U1 ← X2Z2

1 Z1Z2
1 –

H2 S1 ← Y2Z3
1 Z3 ← Z1H

U1H2 HH2 R2

S1H3 R(U1H2 −X3) Z2
3

Point Doubling
Multiplier #1 Multiplier #2 Multiplier #3

Y 2
1 X2

1 (Z2
1 )

2

M2 S ← 4X1Y 2
1 Z3 ← 2Y1Z1

(Y 2
1 )2 M(S − T ) Z2

3

TABLE I
SCHEDULING FOR POINT ARITHMETIC IN MODIFIED JACOBIAN

COORDINATES

B. EC Point Multiplication

EC point multiplication, t ← [b]a, was implemented using
the algorithm in Figure 8 by setting k = 1, and replacing � by
point addition. By using this method, the formulae provided
for the addition of points in Jacobian coordinates in Figure
1 are valid if the Z coordinate of point a takes the value 1.
The representation of the points was done in modified Jacobian
coordinates which use those same formulae but points have an
extra coordinate Z2 (so they are represented as (X,Y, Z, Z2)).
This choice was made so that the scheduling proposed in
[12], whereby 3 multipliers are simultaneously used, could
be employed. This scheduling is presented in Table I (where
only multiplications are presented). Hence, on a 4-lanes SIMD
technology, each core may independently compute a point
multiplication operation.

C. SIMD Multithreaded Montgomery Multiplication

In this section, the implementation of the Montgomery
multiplication is discussed, with an emphasis on how mul-
tithreading and SIMD parallelisms were exploited.

1) SIMD Parallelism: The implementation of the SIMD-
parallel algorithms was based on the implementation of [11],
which uses the 128-bits SSE2 SIMD extensions to the Pen-
tium 4 processor to implement the FIOS2 algorithm. Other
approaches have been proposed, but have drawbacks: the

Fig. 9. SIMD operation for 4 lanes on 1 core

approach proposed in [20] has a limited scalability with the
number of lanes, and whereas the algorithms presented in this
work are general, and work for most cryptographic operations,
in [21] a SIMD modular multiplication algorithm is proposed
for NIST-standard primes [22].

In order to efficiently exploit SIMD parallelism, words
were stored in memory interleaved: considering k paral-
lel channels, and that Aj for j ∈ [0, k − 1] is rep-
resentable by s words, such that Aj =

∑s−1
i=0 Aj,i2

iw,
where w is the word size, their disposition would be
Ak−1,s−1Ak−2,s−1...A0,s−1 ... Ak−1,0Ak−2,0...A0,0. This or-
ganisation allows for k words to be loaded into the SIMD
registers using a single instruction. After the values are loaded,
a readjustment process allows for the most-significant half of
bits of the lanes to be set to zero, which enables performing
multiplications or additions without overflowing the result
lane. If the result is similarly represented in memory, a
readjustment process must follow, so that it can be stored in
memory afterwards. This process is illustrated in Figure 9.

SIMD extensions allow to operate on registers as vectors of
elements of the same data type, and instructions operate on
these lanes simultaneously, by performing the same operation
in all of them. This type of parallelism was exploited to simul-
taneously perform 4 Montgomery multiplications for 128-bit
extensions, and 8 multiplications for 256-bit extensions, thus
getting an higher throughput than their serial versions.

When performing carry propagation, corresponding to the
addition of the excedent of a partial result to a given word,
and the carrying over of the excedent of that operation to the
following words, it is possible, for the serial methods to test
at each iteration if the carry produced is 0, terminating this
process when that condition is satisfied. In contrast, it is not
feasible to test this condition for the parallel versions, since it
would require to always transfer data from the SIMD registers
to the general purpose ones. As such, it was necessary, each
time this process was required, to determine beforehand the
maximum amount of words the carry had to be propagated
through to nullify it, and computation always iterated that
amount of times.

2) Multithreading Parallelism: In order to maximise the
throughput of the modular multiplication operation, multi-
threading parallelism was exploited. This technique was com-
bined with the use of SIMD engines, as depicted in Figure 10,
where n cores exploit a 4-lanes SIMD architecture to perform
4n multiplications in parallel.



Fig. 10. Multi-Core architecture with 4-lanes SIMD engines

Fig. 11. Parallel Product-Scanning Method Illustrated for 8-word Large
Operands

D. Parallel Execution of a Single Modular Multiplication

The k-ary modular multiplication method was implemented
using OpenMP directives to distribute the workload among
the processing cores, and the first loop of Figure 6 featured
the #pragma omp parallel for clause. This algorithm
was accelerated using SIMD extensions to compute the multi-
plications it depends on. For this effect, the Product-Scanning
method [23], which computes multi-precision multiplication
using a column-wise approach, was used. By having a 3-word
large accumulator, it is possible to store the sum of all partial
products of a column without relying on storing intermediate
results in memory. After having processed one column, the
first word of the accumulator is stored in memory as part of
the final result and the accumulator is right-shifted one word.
Computation then continues on the next column, so that the
carry is propagated.

The Product-Scanning method fits SIMD parallelism well.
Using the NEON technology, it is possible to use 2×64-bit
wide registers as the accumulator for a column. Since the
NEON technology employs the parallel processing of 128 bits,
2 columns can be processed simultaneously, by performing
2×32-bit multiplications, accumulating the product on the 64-
bit registers, and adding the most significant 32-bits to the
register holding the carry. Figure 11 depicts this method, where
the dashed lines indicate multiplications performed in parallel.

E. RNS-based Montgomery Multiplication

In order to reduce the amount of pre-computed variables
and therefore the memory requisites of the Montgomery RNS
algorithm, the approach by Antão was followed [24], and the
following definitions were employed:
• µi.x = −M−1R−1i mod ri • µi.y = MR̃−2i mod r̃i
• µi.z = R−1R̃i mod r̃i • µi.w = R̃ mod ri

ξqi ≡ aibiµi.x mod ri, i ∈ [0, n[

ξ̃ti =
(∑n−1

j=0 ξqjMjµi.y + ξ̃ai ξ̃bi

)
µi.z mod r̃i

Evaluation of k
ti =

∑n−1
j=0 ξ̃tjMj − kµi.w mod ri

Fig. 12. Implementation of RNS Montgomery Multiplication

sum← α× 2l

k̂1 ← 0
for i ∈ [0, n[ do

sum← sum+ ξi
k̂1 ← k̂1 + (sum >> l)
sum← sum&(2l − 1)

end for

Fig. 13. Evaluation of k̂1

• Operands A in base R̃ are stored as ξ̃ai = AR̃−1i mod r̃i.
It should be noted that the results in this base are not required
to retrieve the final results, and therefore this format does not
change the final output.

Using this approach, the algorithm in Figure 7 may be
implemented as stated in Figure 12. The evaluation of k may
be performed using either Kawamura’s approximation, where
1/r̃i is approximated by 1/2l, or the proposed approximation,
which uses the value of b2b/r̃ic. The former and latter
approaches are depicted in Figures 13 and 14, respectively,
where integer arithmetic is used.

The remainder operation, usually denoted by % in C, is an
expensive operation which should be avoided when performing
computations on the GPU. As such, modular reductions of z
in channel ri were performed using the algorithm in Figure
15, which is based on the fact that 2l − ri ≡ 2l(modri). It
should be noted that the operation min(z, z−ri) is performed
using unsigned arithmetic. The while loop used therein was
unrolled, taking into consideration the maximum value to be
reduced and the minimum value in R̃, so that divergences
between threads were avoided.

IV. EXPERIMENTAL RESULTS

In this section, the presented parallel algorithms are exper-
imentally evaluated and their performance is analysed.

sum← α× 2g

k̂2 ← 0
for i ∈ [0, n[ do

sum← sum+ ξi × b2g/ric
k̂2 ← k̂2 + (sum >> g)
sum← sum&(2g − 1)

end for

Fig. 14. Evaluation of k̂2



Platform Processor Frequency
[MHz]

Main Memory
[MB]

SIMD Extension Operating System Compiler Flags

ODROID-XU+E
Exynos5 Octa
Cortex(TM)-A15 quad core
and Cortex(TM)-A7 quad core

1,600
(A15) 1,747 NEON (128b) Linux 3.4.84

armv7l
gcc 4.8.1

-O3
-mfpu=neon
-fopenmp

Intel(R) Core(TM)
i7 4770K

3,500 31,925 AVX2 (256b)
SSE4.1 (128b)

SUSE Linux
3.7.10-1.16-desktop icc 13.1.3

-O3
-ipo
-xhost
-fopenmp

TABLE II
EXPERIMENTAL SETUPS

while z ≥ 2× ri do
zL = z&(2l − 1)
zH = z >> l
z = zL + (2l − ri)zH

end while
return min(z, z − ri)

Fig. 15. GPU Modular Reduction

NEON SSE4.1 AVX2
Load vld1 movntdqa vmovntdqa

Readjustment vzip pshufd vpshufd
Addition vadd paddq vpaddq

Multiplication vmul pmuludq vpmuluqd
Multiplication and Accumulation vmlal NA NA

Store vst2 movdqa vmovdqa
TABLE III

SIMD EXTENSIONS FOR THE ARM AND THE INTEL PROCESSORS:
INSTRUCTIONS USED

A. SIMD Multithreaded Modular Exponentiation

The multithreaded SIMD-based Montgomery multiplication
was developed for the processors in Table II. These feature
128-bits SIMD extensions, which allow each core to simulta-
neously compute 4 multiplications, and 256-bits extensions,
where twofold multiplications are performed in parallel. A
translation overview of the scheme presented in Figure 9 to
the machine code of the target platforms is stated in Table
III. Furthermore, on the ODROID-XU+E platform the two
quad-cores cannot be used simultaneously, and therefore only
the 4×A15 cores were used. Contrastingly, the Intel processor
features 4 hyper-threaded cores [25].

The SIMD versions of the Montgomery multiplication,
which include the final subtraction for generality, were run
on the ODROID-XU+E platform, and timed with POSIX
clock_gettime function. The conditional move that fol-
lows the subtraction, corresponding to the selection of either
the minuend or the difference as the result, was always
performed sequentially. The execution times per multiplication
are shown in Table IV, and result from taking the average
execution time over 1024 multiplications. The same algo-
rithms were implemented on the Intel platform and the result-
ing applications were tested and timed using the readtsc
instruction. The average execution times, taken over 4096
multiplications, are depicted in Table V. One can conclude
that the SOS method was the fastest sequential method for

the ARM processor, whereas FIOS2 was the fastest parallel
version for both processors. As such, these methods were
elected as references for defining the speedup for both the
ARM and the Intel processors, as a point for comparison.

The results demonstrate the prominent performance of the
SOS and FIOS2 algorithms, which outperform the FIOS
method. Although one could expect the contrary, since FIOS
only possesses one outer and one inner cycle, this method
requires an high number of memory accesses, due to the
requirement of performing carry propagation inside the inner
loop, that comes aggravated by the fact that carry propagation
can be inefficient using SIMD extensions. The second version
of the FIOS method was the fastest method for both the Intel
and the ARM processors, and is therefore expected to fit
most SIMD technologies efficiently. It presented a maximum
speedup of 4.3 for the single-core NEON version and of 4.6
for the single-core AVX2 version.

Furthermore, by comparing the speedups attained for both
processors, it is noticeable that the NEON extensions for the
ARM architecture are able to produce a similar improve-
ment in performance for smaller operands when compared
to SSE4.1 and AVX2. This is due to the availability of
the instruction vmlal, which fuses integer multiplication
and addition in a single instruction, that specially benefits
Montgomery multiplication, and has no equivalent in the latter
technologies. The same does not hold for larger operands,
presumably due to the different memory systems, which, in
the case of the ARM processor, hinders the obtained speedup.

The single-core AVX2 version of Montgomery multiplica-
tion was profiled using gprof, which stated that over 90%
of computation was related to the operation of vector multi-
ply and accumulate. This corresponds to useful computation,
which allows one to infer that the poor scalability of the system
may be related to the memory system.

Contention on main memory might severely damage perfor-
mance for multithreaded applications, and since data is loaded
to the cache in blocks of 512b on both processors, a better
cache efficiency is achieved as the operands width increases.
Furthermore, since AVX2 processes 256b at once, more cache
data is reused, when compared to both NEON and SSE4.2, and
therefore multithreading parallelism is able produce a better
relative speedup.

The Intel processor employs the hyper-threading technology,
which allows the simultaneous execution of 8 threads on
4 cores. Even though each pair of threads share execution



Number of bits 256 512 1024 2048 4096
Execution Time [clock cycles]

Serial
SOS 8,398 11,984 25,101 77,886 259,179
FIOS 8,416 14,264 34,067 111,157 411,476
FIOS2 13,638 15,056 29,106 83,659 296,955

Execution Time [clock cycles]
1-core SIMD parallel

SOS 2,011 4,740 16,929 59,163 227,900
FIOS 2,640 14,704 96,984 664,947 5,006,096
FIOS2 1,964 4,206 14,051 50,265 203,553
Speedup 4.3 2.8 1.8 1.5 1.3

Execution Time [clock cycles]
4-core SIMD parallel

SOS 1,139 1,365 4,118 15,234 66,748
FIOS 955 3,832 25,442 168,909 1,466,107
FIOS2 1,120 1,293 3,864 12,928 49,636
Speedup 7.5 9.3 6.5 6.0 5.2

TABLE IV
MULTI-PRECISION NEON MONTGOMERY MULTIPLICATION

PERFORMANCE

Number of bits 256 512 1024 2048 4096
Execution Time for Serial versions [clock cycles]

SOS 1,530 3,362 8,172 27,492 101,168
FIOS 2,547 5,041 18,243 67,801 273,958
FIOS2 675 2,026 6,920 26,934 102,130

Execution Time for 1-core SIMD parallel version [clock cycles]
SSE4.1 SOS 408 1,282 4,521 17,339 68,104
SSE4.1 FIOS 779 4,206 27,764 203,566 153,683
SSE4.1 FIOS2 347 1,077 3,820 14,204 54,567
AVX2 SOS 378 1,071 3,623 13,058 49,757
AVX2 FIOS 565 2,640 16,233 114,294 836,364
AVX2 FIOS2 333 998 3,277 11,457 43,892

Speedup
SOS/1-core
SSE4.1 FIOS2

4.4 3.1 2.1 1.9 1.9
SOS/1-core
AVX2 FIOS2

4.6 3.4 2.5 2.4 2.3

Execution Time for 4-core SIMD parallel version [clock cycles]
4-core SSE4.1 FIOS2 188 451 1,418 5,103 20,217
4-core AVX2 FIOS2 123 265 777 2,749 10,482

Speedup
SOS/4-core
SSE4.1 FIOS2

8.1 7.4 5.8 5.4 5.0
SOS/4-core
AVX2 FIOS2

12.4 12.7 10.5 10.0 9.7

TABLE V
MULTI-PRECISION SSE4.1 AND AVX2 MONTGOMERY MULTIPLICATION

PERFORMANCE

resources, such as the SIMD engine, this allows to better
fill the pipeline stages, which results on a better performance
enhancement, when compared to the A15 processor.

The SIMD multithreaded multiplication algorithms are now
applied to the RSA cryptosytem, by simultaneously perform-
ing many operations with the same exponent. The need for
such computation may arise, for example, when a server
wishes to encrypt multiple messages, with the same encryption
exponent, when authenticating itself to several users. Modular
exponentiation was implemented using the quaternary method,
which pseudo-code is depicted in Algorithm 8, by setting
k = 2. This value of k allows to reduce the amount of
cycles necessary to compute the exponentiation, while not

Number of bits 256 512 1024 2048 4096
Execution Time [×103 clock cycles]

SOS RSA 918 4,297 28,340 210,204 1,630,790

Execution Time for 1-core SIMD parallel version [×103 clock cycles]
NEON FIOS2 RSA 665 2,920 23,264 137,860 1,065,217
Speedup 1.4 1.5 1.2 1.5 1.5

Execution Time for 4-core SIMD parallel version [×103 clock cycles]
NEON FIOS2 RSA 127 704 4,726 34,766 282,472
Speedup 7.2 6.1 6.0 6.0 5.8

TABLE VI
MULTI-PRECISION NEON MONTGOMERY EXPONENTIATION

PERFORMANCE

increasing the set-up time significantly (corresponding to the
calculus of vector W ). The execution times of the modu-
lar exponentiation operation, experimentally obtained on the
ODROID-XU+E platform, and represented by the average over
256 exponentiations, are presented in Table VI. Similarly, the
exponentiation algorithm was run on the Intel platform and the
average times, presented in Table VII, were measured using
the readtsc instruction. The technique presented on Section
II-C of increasing R was applied as a way to avoid performing
the final subtraction of Montgomery multiplication.

The algorithm for modular exponentiation introduces a great
amount of conditional instructions, which should hinder SIMD
performance, presumably due to mispredicted branches. In
fact, as SIMD instructions generally have larger latencies
than scalar ones, there is a greater penalty for mispredicted
branches, due to the fact that it takes longer to fill the
pipeline stages. For instance, whereas the scalar mulq in-
struction takes 3 cycles to execute [26], its AVX2 counterpart,
pmuludq takes 5 [27] on the Intel i7 Haswell architecture.
In [28], several ARM Cortex-A7 instructions were timed, and
whereas the scalar smlal instruction took 3 cycles, NEON
vmlal took 4. From the experimental results obtained for
the Intel processor, this effect is more significant for small-
sized operands, which have lower computational complexity,
producing smaller increases in performance when compared
to the Montgomery multiplication algorithm alone. This effect
is also noticeable on the ARM processor.

Analysing the results clearly shows that wider SIMD en-
gines, namely the AVX2 technology, are very effective at
increasing the throughput of cryptographic operations. As
more operands are processed in parallel there is a greater data
reuse, and therefore a better cache efficiency is achieved. This
is particularly effective when multithreading is employed.

B. k-ary-based Modular Exponentiation

The k-ary modular multiplication algorithm was also used
on the ODROID-XU+E platform to enhance modular exponen-
tiation, exploiting 3×A15 cores, by setting k = 2. This opera-
tion might be used on the RSA cryptosystem, for the process of
ciphering and deciphering messages. It was implemented using
the quaternary method, and Table VIII shows the performance
for different operand widths. It is clear that, for small operands,
the overhead associated with thread management outweighs
the arithmetic complexity, leading to poor experimental results.



Number of bits 256 512 1024 2048 4096

Execution Time for Serial version [×103 clock cycles]
Serial 345 1,702 11,421 86,510 666,074

Execution Time for 1-core SIMD parallel version [×103 clock cycles]
SSE4.2 212 1,185 8,088 62,261 464,262
AVX2 120 698 4,209 33,139 247,723

Speedup
Serial/1-core SSE4.2 1.6 1.4 1.4 1.4 1.4
Serial/1-core AVX2 2.9 2.4 2.7 2.6 2.7

Execution Time for 4-core SIMD parallel version [×103 clock cycles]
SSE4.2 63 317 2,029 14,899 112,600
AVX2 33 171 1,147 8,196 57,936

Speedup
Serial/4-core SSE4.2 5.5 5.4 5.6 5.8 5.9
Serial/4-core AVX2 10.5 10.0 10.0 10.6 10.5

TABLE VII
MULTI-PRECISION SSE4.1 AND AVX2 MONTGOMERY EXPONENTIATION

PERFORMANCE

Number of bits 256 512 1024 2048 4096
Execution Time [×103 clock cycles]

SOS RSA 918 4,297 28,340 210,204 1,630,790
k-Ary RSA 4,052 10,232 31,600 130,384 742,145
Speed-Up
(SOS/k-Ary) 0.2 0.4 0.9 1.6 2.2

TABLE VIII
MULTI-PRECISION k-ARY METHOD EXPONENTIATION PERFORMANCE,

FOR 3 CORES

Notwithstanding, it presents a satisfactory scalability, leading
to significant speedups for larger operands.

Furthermore, one may conclude that the use of the k-
ary modular exponentiation method is most beneficial when
only a single exponentiation is to be performed, specially for
large operands. When multiple modular exponentiations are re-
quired, the use of the previously analysed SIMD Montgomery-
based method will provide a better performance.

C. RNS-based Modular Exponentiation

When implementing the RNS version of modular expo-
nentiation, the CPU processed the algorithm of Figure 8,
and the modular multiplications were enqueued on the GPU
for execution. It was implemented using the “Square and
Multiply” method, which corresponds to Algorithm 8 when
k = 1, and run on the SYS6440 platform. This platform
deploys a quad-core Krait CPU, running at up to a frequency
of 1.7 GHz, with a similar architecture to the A15 CPU, and a
Qualcomm Adreno 320 GPU. There is few publicly available
information on this GPU, but it is thought to have 4 Compute
Units, each with 32 Processing Elements, resulting in 128
processing elements [29], running at 400MHz. 100 modular
exponentiations were performed, both serially on the Krait
CPU and on the GPU, their execution times were measured
using the POSIX gettimeofday function, and the average
time is presented in Table IX.

Even though the RNS Montgomery multiplication theo-
retically should present a linear time complexity, there are
implementation factors that make computation take longer.
As the operand width increases, new elements need to be

Number of bits 256 512 1024 2048
Execution time [µs] for Serial version

SOS 1,681.8 9,953.5 69,605.6 498,702.2
Execution time [µs] for GPU version

RNS 2,777.4 8,553.4 31,806.9 229,526.5
Speedup 0.6 1.2 2.2 2.2

TABLE IX
EXECUTION TIME [µS] OBTAINED FROM THE EXECUTION OF THE

MODULAR EXPONENTIATION ALGORITHM ON THE ADRENO GPU, AND
THE SEQUENTIAL VERSION ON THE 1.7 GHZ KRAIT 300 ARM

CORTEX-A15 BASED CPU

added to the RNS set, and the difference between 2l and the
minimum element increases. As such, more loop iterations
of the algorithm in Figure 15 are required to reduce multi-
plications. Furthermore, for 2048 bits, the second approach to
base extension was employed, due to mathematical constraints,
which is less efficient than the first. Nevertheless, its lower
complexity makes it worthwhile to employ RNS on this GPU
device for operands with width greater or equal to 512-bits,
and a maximum speedup of 2.2 is observed for 2048 bits.

Moreover, while for the sequential version of the algorithm,
the CPU both controls the modular exponentiation execution
and performs modular multiplications, for the GPU version,
the CPU controls the modular exponentiation execution, and
the GPU performs modular multiplications. Using this ap-
proach, the enhanced control features of the CPU are ex-
ploited, at the same time that the enhanced parallel features
of the GPU are exploited.

D. SIMD Multithreaded EC Point Multiplication

The aforementioned EC point multiplication algorithm,
which uses 3 SIMD multipliers, was implemented on the
ODROID-XU+E board. It should be noted that the use of the
3 parallel multipliers implies that data has to be interleaved
as stated in Section III-C1 before the multiplications are per-
formed and the result has to be deinterleaved. The algorithm
was tested for the P192, P224, and P256 ECs [22] (the prime
numbers which characterise the curves have 192, 224, and 256
bits, respectively), and the obtained performance is reported
in Table X, resulting from taking the average time over 256
multiplications.

The obtained speedups are in accordance with what was
expected. Although three multiplications are performed in par-
allel by each core most of the time, there are other operations
that also need to take place, such as additions, comparisons
and subtractions, and there was overhead introduced due to
the need of interleaving the operands of the multiplication and
de-interleaving the result. These operations also increase the
memory bandwidth usage, which limit the scalability of the
algorithm.

V. CONCLUSIONS

In this work, several methods of implementing parallel
Montgomery multiplications in embedded devices were pro-
posed and assessed, and the speedups compared to those of
general purpose processors. It was shown that it was possible



Execution time [103× clock cycles]
P-192 P-224 P-256

Serial version 7,340 9,445 12,368
1-core NEON 5,718 7,577 10,152

Speedup 1.3 1.2 1.2
4-core NEON 1,894 2,414 3,132

Speedup 3.9 3.9 3.9

TABLE X
PERFORMANCE OF POINT MULTIPLICATION ON THE ARM PROCESSOR

to achieve a good and similar level of execution enhancement
on the RSA cryptosystem using multi-core NEON and SSE4.1
approaches, which were surpassed by the AVX2 technology.

Furthermore, investigation was made so as to extract par-
allelism from a single modular multiplication, and the k-ary
method was used to develop a SIMD accelerated multithreaded
approach. The cost of exploiting multithreading parallelism is
much larger than that of SIMD parallelism, and, for smaller
operands, outweighed the arithmetic complexity. Nevertheless,
as the operands-width increased, this method proved to be
effective, producing speedups of more than 2 for the exponen-
tiation of 4096-bits operands, when 3×A15 cores were used.

When RNS-based modular multiplication was applied to
exponentiation, the execution was split among the CPU and
the GPU. The CPU controls the exponentiation, and enqueues
modular multiplications on the GPU. This way, the enhanced
control features of the CPU are exploited, at the same time that
GPU parallel capabilities are exploited. The approach resulted
in speedups of upto 2.2, when the code was executed on the
Krait 300 CPU and Adreno 320 GPU, when compared to the
sequential version computed on the CPU.

For the ECC, the scheduling used for point multiplication
applied 3 parallel multipliers at the expense of interleaving
operands, so that the SIMD algorithms may be employed, and
afterwards de-interleaving the result. The developed algorithm
was tested for three standard curves, P-192, P-224 and P-256,
and speedups of upto 1.3 were obtained for the single-core
A15 version, while a maximum speedup of 3.9 was obtained
for the quad-core implementation on the same platform.

This work shows that SIMD extensions can be extremely
valuable, complementing multithreading parallelism, by fur-
ther accelerating the execution of cumbersome operations.
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