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Abstract 
 

The goal of this thesis is the creation of a quotation attribution system for Portuguese. This task is 

done using a learned model for quotation attribution in news corpora. The creation of this model is 

relevant to the problem of information overflow. As a part of the thesis, a corpus was manually 

annotated and it will be released for public use. The annotations include gold standard information for 

quotation attribution and co-reference resolution. To recover features for training the algorithm, the 

original news data was pre-processed using techniques of natural language processing such as 

tokenization, named entity recognition, part-of-speech tagging and parsing to retrieve information from 

the inputted text. We followed a machine learning procedure in which a model is trained with 

supervision from a corpus of news documents. In the end, the expected output for the developed 

system is the compiled information regarding the quotes mentioned in the news text and the recovered 

information of its author. The final learned classifier should be adaptive to the distinct types of news.  
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Resumo 
 

O objetivo desta tese consiste na criação de um sistema para atribuição de citações, para a língua 

portuguesa. A criação deste sistema surge em resposta à abundância de informação nos dias 

correntes. Para este fim, foi criado e anotado manualmente um conjunto de dados, 

o qual será disponibilizado ao público. As anotações efetuadas consistem na atribuição citações a 

entidades no texto e na marcação de informação de coreferência. Para a obtenção de características 

para treino do algoritmo, foi feito um pré-processamento do texto, adicionando informação de 

tokenização, reconhecimento de entidades, informação de "part-of-speech" e árvore de 

dependências. Foi utilizado um procedimento de aprendizagem automática, no qual um modelo é 

treinado com supervisão de um conjunto de documentos de notícias. O resultado esperado consiste 

na compilação de citações da notícia e o correspondente autor atribuído. O classificador final deverá 

ser adaptável a diversos formatos de notícia. 
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Chapter 1 

Introduction 
1 Introduction 

This chapter briefly presents the motivation, objectives and scope of the thesis, while introducing the 

topic of quote attribution systems. 
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1.1 Overview and Motivation 

With the growing amount of data available online, people are facing a problem of “information 

overflow”. For this reason, there is an increasing need for systems to be able to automatically gather 

this information and present it in a compact and accessible way. This is the case of news information. 

The high amount of news sources makes the task of information recollection a difficult one and there 

is need for ways to extract meaningful information.  

Citations are one example of information that can be extracted from news stories and which provides 

the valuable information of “who said what and by what words”.  In 2008, Google released a quote 

aggregator platform – The Google “In-Quotes”1. Although it contained quotes from varied sources, it 

gained most of its fame from the ongoing presidential elections in the United States. This platform was 

very well received by the general public, for it provided a way to compare what each politician said and 

use this information in debates to foment discussion. Besides the usefulness of such a system to 

politics, other areas of society may take advantage of it. For example, companies or individuals may 

look for quotations by themselves or by other people, and extract information regarding the success of 

their products or initiatives. This topic is becoming even more relevant due to the Opinion Mining 

Analysis, which can use the recovered quotes to extract qualitative information on the subject 

approached. Overall, there is a great amount of meaningful information in these quotes to be retrieved 

and it is necessary to find ways to recover it. 

The advances in statistical analysis and machine learning algorithms in the last decades, made room 

for exploring fields that were once thought to represent distinct areas of study. This is the case of 

literature analysis through statistical methods and, more precisely, machine learning and natural 

language processing algorithms. One of the many explored applications in this field of study is the 

author identification problem, which takes advantage of the statistical data retrieved from text to 

extract relevant information about the author of said literary content. Most approaches focus on 

collecting information that will allow the creation of a “literary fingerprint” of the author (author profiling) 

and use it to identify, with the highest possible accuracy, other works by the same author. These 

developments are currently explored with a large interest for areas like intelligence, criminal and civil 

law, computer forensics and literary research. But while the creation of algorithms powerful enough for 

these fields is highly explored for the reasons expressed above, there is room for exploring a far 

different approach to the author identification problem. The identification of the author of a quote in the 

text, despite seeming a similar problem requires a different. Besides requiring statistical information 

about the data, it’s fundamental to retrieve information about relations between elements in the text, 

going from a fully quantitative analysis to a qualitative one. 

To perform a task as suggested above, it’s necessary to develop a corpora fit for this type of analysis 

in the language of choice – Portuguese. As such data set is currently not available, the development 

                                                        

1 Previously in http://labs.google.com/inquotes. At the present date this platform has been discontinued 
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of this corpus is an important and necessary task for the problem in hands. Using this data it will be 

possible to train an algorithm for retrieving this information. As the corpora developed for this thesis 

might be important for the development of Portuguese quotation attribution systems, it is made 

available for future developments in this area2. 

1.2 Problem Definition 

The title of the thesis is “Quotation Attribution for Portuguese News Corpora” and its topic is within 

the areas of Machine Learning and Natural Language Processing. 

This thesis aims to provide a statistical model that is able to analyze a set of documents, detect 

quotations and assign each quotation to its proper author. The challenge is that the model should work 

in a varied type of different news emitted throughout a news day. This system must be able to extract 

information about citations and present it in a resumed and clear way. 

The chosen approach for this thesis uses Machine Learning (ML) and Natural Language Processing 

(NLP) techniques to solve the problem. Since a fundamental aspect of these kind of techniques is the 

existence of training data, as a part of this thesis a dataset of quotations was collected and annotated. 

In this thesis a method is developed for recovering and attributing quoted data to speakers on a news 

corpus, analysing a set of possible candidates from a news-story. To accomplish the goals of this 

thesis we followed a machine learning-based procedure, which can be summarized in three steps: 

1. Formalizing the problem; 

2. Creating the dataset; 

3. Learn a model from the data and compare with baselines. 

The first step comprises the gathering information on possible approaches and decomposing the 

problem of quotation attribution, so that it can be solved trough machine learning methods. 

Since the initial data corpus consisted of unmarked news data from the Portuguese newspaper 

“Público”, the second step implies the creation of data corpora for information retrieval and supervised 

classification, including information of found named entities and quotes, tokenization, reported-

speech-verbs, part-of-speech tagging, parsing and coreference information. After the collected 

information on the original data is gathered, this step ends with manually marking the data so as to 

gather gold standard information on the quotation attribution. 

The third step consists on the creation of initial baselines, as to create an objective of performance to 

beat. Features were collected with the objective of providing a most accurate description of the 

attribution, candidate author and quote, and with that, perform the training of the algorithm in a section 

                                                        

2 PÚBLICO 1994 QUotation Attribution Corpus is available at http://labs.priberam.com/Resources/QUAC.aspx  
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of the compiled pre-processed data, so that it can learn with the golden standard information and later 

perform this classification in a more autonomous way in new data.  

In the end a more thorough analysis to the results is carried out in order to assess the performance of 

the developed models, gather error information and present suggestions on possible improvements 

and future work. 

These steps are explained in a more complete way in the following chapters and sections. 

1.3 Structure of the Thesis 

The work presented consists on the creation of a dataset and development of statistical models for 

recovering and attributing quoted data to authors in a news corpus. The steps taken in this work are 

overviewed in the previous section, and are further explained in the following chapters as stated 

below: 

• The second chapter presents an overview on the current state of the art on quotation 

attribution;   

• In the third chapter, an overview is presented of the methodologies, concepts required and 

used to approach this problem; 

• The fourth chapter describes the steps for the creation of a news corpora for quote attribution, 

from an initial set of raw news data extracted from the newspaper “Público”, gathering 

information mainly on possible candidate authors, quotes in the text, and author co-reference. 

The end of the chapter presents information about the annotation process along with 

suggestions for further enhancement of these annotations; 

• Chapter five describes the feature engineering process along with the experimental details, 

and is performed the creation and training and testing of a classifier for making prediction 

based on the set of extracted features 

• The comparison the obtained results with chosen baselines and error analysis is performed on 

chapter six. 

 



 

Chapter 2 

State of the Art 
2 State of the Art 

This chapter provides an overview of existing quotation attribution systems and presents the state of 

the art regarding the advances either in lexical analysis or Natural Language Processing. 
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2.1 Quotation Attribution 

The study of automatic quotation attribution derived from advances in the author attribution problem. 

Instead of characterizing the writing style of a portion of text, the problem is to identify, for a span of 

quoted text, its most probable author from all the ones mentioned in the text. The first works 

performed in this area are the ones by Mamede and Chaleira (2004) and Elson and McKeown (2010) 

on narrative text and Pouliquen el al. (2007), Sarmento et al. (2009) and Schneider et al. 2010 on 

news text. The main approaches used in these works took into consideration lexical and syntactic 

rules to infer the author of the quoted text. Later on, works by Fernandes et al. (2011), O’Keefe et al. 

(2012) and Pareti et al. (2013) proved to achieve significant results by using natural language 

processing methods on a news data corpus. 

2.1.1 Lexical Analysis Approach to Quotation Attribution 

The work by Mamede and Chaleira, (2004) [9] uses a set of narrative text (Stories) and from that a 

data corpus was created for the system developed. The objective was to use the information obtained 

to differentiate narrative text (indirect speech) from quoted text (direct speech), and then use this 

information for automatic story telling. Besides addressing the author identification and quotation 

attribution problem, they created an algorithm for quotation detection based on a set of twelve 

heuristics regarding lexical from of the text (punctuation, verb analysis, adverbs, etc.) to which a 

predefined degree of trust was applied. The output of this system, along with information of possible 

authors and their alternative names, was then fed to the character identification algorithm. The 

proposed solution used a set of five rules that would look in the indirect discourse surrounding a span 

of direct speech for lexical characteristics and verbs suggesting the true author of the quoted speech. 

A decision tree was then trained to identify the rule that was able to predict the correct character for a 

given direct speech sample. The training corpora consisted on 171 samples (obtained 84,4% 

accuracy) and the test corpus of 35 (obtained 65,7% accuracy) extracted from Portuguese children 

stories. The final remarks of the research suggest the importance of the accuracy of the part of speech 

tagger and discourse identification, as well as the usage of a larger data corpus for training. 

Pouliquen et al., (2007) [16] developed an online automatic system – the News Explorer3 - to detect 

quotations and attribute them to the proper author in Multilanguage news text. The system used a 

precompiled list of international news. For the purpose of generalizing the method for the 32 

languages to which they apply it, the linguistic input was kept as simple as possible. The method 

developed relies mainly on lexical patterns and regular expressions, detecting expressions in the form 

                                                        

3 Available at http://emm.newsexplorer.eu/NewsExplorer 
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quote-reported speech verb-person. The quote detection is achieved by looking for quote markers 

found close to verbs that indicate a speech action and a known person name from a compiled 

database. The co-reference resolution solves the problem of the usage of name parts by matching 

them with full name mentions in the same news. The analysis of pronouns is disregarded because of 

languages where the solution to this problem is achieved with very low accuracy. The recall of the 

system developed on quotation detection was of 24% matching the form quote-reported speech verb-

person. From this set, the algorithm retrieved 54% of correct attributions. The final precision obtained 

with this method was of   of correct attributions, taking into account the matching quotes from different 

news sources. 

A more recent work developed by Sarmento and Nunes, (2009) [18] resulted in the Verbatim4 platform 

that along with trying to solve the problem of quote extraction and attribution, addressed the problem 

of topic Classification of the news. The methodology used for extracting quotes was very similar to the 

one by Pouliquen et al, (2007) [16].  This system latter evolved into the Voxx5 project - a collaborative 

effort between Universidade do Porto and SAPO Labs. 

2.1.1 Natural Language Processing Approach to Quotation 
Attribution 

The proposed approach by Elson and McKeown, (2010) [5] using a corpora consisting of about 3 000 

quotes, and manually identified speaker candidates, addresses the problem adding a step where the 

quotes are classified into one of a predefined set of seven categories. This step allows the clustering 

of scenarios where the syntax strongly implies a particular solution and it is sometimes used as the 

only one necessary to identify the correct speaker for the quote. The resulting classes are then sent to 

a trained model specific for the syntax and a probability for the speaker is then calculated. The 

speaker with the highest probability is assigned to the quote. The characters mentioned inside the 

quotation are automatically excluded from attribution. For co-reference resolution, this work uses a 

system that analyses proper names and links them together as an entity if it finds them co-referent. A 

different method uses a regex to find character nominal by searching for a determiner, an optional 

modifier and a head noun. The pronouns are overlooked for not allowing the retrace back to the 

original entity.  

The corpus used is normalized before feature extraction. The quotes and candidate speakers are 

substituted with proper symbols, reported speech verbs are represented with a defined tag, and the 

text is trimmed to refer from having adjectives, adverbs and other adverbial forms. Furthermore, the 

paragraphs that do not contain any quotes or candidate speakers are removed from the corpus. The 

extracted features include distance measures in words (between candidate and quote), presence and 

                                                        

4 At the time of the writing of this thesis the system is online at http://robinson.fe.up.pt/verbatim, but is no longer 
publicly accessible.  
 
5 Available at http://voxx.sapo.pt/ 
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type of punctuation, ordinal number of the candidate outward from the quote, proportion of recent 

quotes spoken by the candidate, whether the words near the quote are expression verbs, punctuation 

or another person, and a set of other features depending on the quote itself. This proposed approach 

achieves an average accuracy of 83%. 

In 2011, Fernandes et al., (2011) [7] developed a system to extract Brazilian Portuguese quotations 

from a corpus created using quotes from the newspaper "O GLOBO", recovering and analysing direct 

and mixed quotes. Their objective was to use Machine Learning techniques to learn rules to perform 

the attributions automatically. For this purpose they used the Entropy Guided Transformation Learning 

(ETL) algorithm, which combines techniques from Decision Trees and Transformation Based 

Learning. The created corpus contains annotated golden features for entities, coreferences, quotes, 

associations between quotations and authors and part-of-speech tagging information. The quotes 

extraction task was divided into the subtasks of quotation identification and quotation attribution. The 

quotation identification task was done by first identifying the quotation beginning and then recovering 

the subsequent quotation information through a set of regular expressions and from that, creating a 

baseline for the ETL algorithm. For quotation attribution, the algorithm used was fed with features 

gathered using information of coreference, POS and named entities. The final dataset consisted of 

802 quotations for the training set and 205 for testing. The achieved performance for author attribution 

was 79,02%. 

The work by O’Keefe et al. (2012) [12] used a Machine Learning approach treating the task of 

quotation attribution as a task of sequence labelling. For this they used three sequence decoding 

models: greedy, Viterbi and Conditional Random Fields (CRF). The datasets utilized consisted of 

marked news from the Wall Street Journal (WSJ) and Sydney Morning Herald (SMH). The quotation 

extraction is performed using regular expressions to recover the text between quotation marks. A 

correct attribution is considered if a quote is assigned to the correct co-reference chain. For the task of 

classification were used two classifiers, namely the logistic regression implementation in LIBLINEAR 

(Fan el al.2008) and the implementation for CRF from the CRF Suite (Okazaki, 2007). The original 

datasets were initially encoded removing adjectives, adverbs and other part-of-speech tagged words 

that were considered not to contain relevant information. Similarly to Elson and McKeown, the original 

dataset was normalized. The reported-speech-verbs, quotes and speakers found were replaced by a 

corresponding symbol and the paragraphs and sentences, which did not contain quotes, pronouns or 

names, were removed. The features used included information on distance, paragraphs (preceding 

the quote), nearby features from the previous and next paragraphs, quote features and sequence 

features (dependant of the speakers assigned to the previous quote). For attribution they tried two 

different approaches: treating the task as a binary classification task (the quote is assigned or not to a 

candidate speaker) or a n-way model (classifying the text for n candidate speakers, assigning it to the 

one with highest probability). The final results for accuracy were of 84,1% and 91,2% for WSJ and 

SMH respectively.  



 

 

Chapter 3 

Methodologies 
3 Methodologies 

The present chapter describes the methodologies used in the further course of the thesis. 
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3.1 Supervised Classification 

Classification is the task of assigning a correct label to a given input. In a basic classification task each 

class chosen for a given input is assumed to be independent from all other inputs and a set of labels is 

defined in advance [6]. 

For the case in hands, the input can be seen as a set of quotes recovered from the text and the 

classes as the candidate authors to which they might belong. In this case, as the authors are not 

defined in advance, the problem is an open-class classification. For approaching the problem we will 

denote the input set by 𝒳, consisting of the quotes to attribute, and the output classes (or labels) as 

the finite set 𝒴 = {𝑐!,… , 𝑐!}, comprising the candidate authors for each quote. As we have, for each 

quote, multiple classes (or labels) to which it might be assigned, this is a problem of multi-label 

classification.  

To address the problem we employ a supervised classifier, meaning it is build on training corpora 

containing the gold standard information for each input. In Figure 1 a schema overviewing the main 

steps for supervised learning is presented. These steps will then be further explained. 

Given the set of inputs 𝒳 and outputs 𝒴, we define 𝑋 as a random variable taking values in 𝒳 and 𝑌 

as a random variable taking values in 𝒴. We also refer to 𝑥   ∈   𝒳 and 𝑦   ∈   𝒴 as particular values for 𝑋 

and 𝑌 respectively.  

For this task of classification, a training dataset containing a set of 𝑁 input-output pairs or instances is 

required, represented by the expression (1). 

𝐷 = 𝑥! , 𝑦! !!!
! ⊆   𝒳  ×  𝒴   

The goal is to use a training dataset to learn a classifier function ℎ, which is an approximation of ℎ 

where ℎ determines a mapping from data to the respective class. The learning task associated may be 

seen as a search for a hypothesis (or model) among the large number of possible hypothesis, which 

fits the data available and samples of a learned function. Using the learned function ℎ:  𝑋 → 𝑌, the 

machine is then able to make a prediction for an unseen input 𝑥 from a set of possible outputs 𝒴 

resulting in an estimated 𝑦 if the condition in (2) is met.  

𝑦 = ℎ(𝑥) 

 

(1)  

(2)  
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Figure 1 - Schema for the methodology for training and testing for a typical problem of classification 

 

The type of classifier chosen might fall into two types regarding the way the parameters of the 

classifier are determined [3], [11]:  

• Generative classifiers, where a model is learned for the joint probability, 𝑝(𝑥, 𝑦), of the inputs 𝑥 

and the labels 𝑦. The predictions are then made by using Bayes rules to calculate 𝑝(𝑦|𝑥), and 

from there, the most likely label 𝑦 is chosen; 

• Discriminative classifiers directly model the value for 𝑝(𝑦|𝑥), or learn a direct map from inputs 

𝑥 to the class labels 𝑦. 

The usage of discriminative classifiers is preferred to generative ones [1]. Since the final goal is to 

obtain a classification rule with the lowest error rate, and this is directly related to the conditional 

probability 𝑝(𝑦|𝑥), it is better to estimate this probability directly than to derive it from a trained value 

for 𝑝(𝑥, 𝑦) and deducting 𝑝(𝑦|𝑥) (as is the case of generative classifiers). 

For the explained reason, the estimation we will perform uses a discriminative classifier. 
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Discriminative classifiers can be trained with either online or batch algorithms: 

• Online (or stochastic) algorithms process one data element at a time; 

• Batch algorithms explore the whole dataset at the same time. 

3.2 Data sampling 

To perform the task of classification and estimation of variables is necessary to adapt the initial data to 

a machine friendly form. For the purpose of representing the dataset is defined in the expression (3): 

𝐷 = 𝑑! ,… ,𝑑 ! ,𝑤ℎ𝑒𝑟𝑒  𝑑! = (𝑥! , 𝑦!)  

These instances are represented as feature vectors in expression (4).  

𝑑! =    𝑡! ,… , 𝑡!  

Here, the values 𝑡!,… , 𝑡! will depend on the data representation scheme used.  

The totality of the data set is then divided into three groups: 

• 𝐷!: Training data, where the machine learning algorithm will run and learn the classifier 

information  

• 𝐷!: The validation dataset, where the results of the training are tested so as to validate the 

chosen features and representation schema. 

• 𝐷!: Evaluation dataset, or test dataset, where the performance of the model can be 

evaluated. 

It’s important that 𝐷! and 𝐷! are two disjoint sets, since using the training data to test the performance 

would make the classifiers performance look better than it actually is. 

The main problem that we should take into account is the possibility of overfitting. This happens when 

the scheme used to extract features does not generalise the information observed in the training 

dataset, and the classifier will perform very well on 𝐷! but very poorly on the test datasets. By keeping 

these datasets independent it’s easier to identify this problem and correct the feature extraction to 

avoid this problem. It is also important that the training data is large enough so that the classifier can 

observe the largest number of hypothesis for classification. A small 𝐷! will produce a small number of 

representations of the data hence the probability of unseen cases is very large also resulting in 

overfitting. The detailed used in the representation of the data may also affect the performance of the 

classifier. Too much detail may cause overfitting and the lack of detail may affect features that would 

otherwise introduce relevant information. 

(3)  

(4)  
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3.3 Gathering features 

Since the data used consists of words in a texts is of very high importance to create a good 

representation for the data, creating features according to the necessities of the problem. In NLP a 

very usual representation of the text is the “bag of words”, where the features gathered contain 

information regarding a word and the number of times it shows in the training dataset. In the problem 

of quotation attribution this representation wouldn’t be adequate since it wouldn’t depend on the 

candidate speaker for a quote. Since every candidate speaker 𝑦 will show up in the text, the 

representation will have to use information relative to the candidate speaker 𝑦 or the relation between 

𝑦 and the quote 𝑥.  

We might consider 𝑥 as an element with characteristics possible to be measured. After gathering 

enough measures, which we will call 𝑔!(𝑥), we obtain a vector 𝑔  (𝑥) in (5) that is a representation of 

the characteristics of the attribution resulting in a feature vector representation of 𝑥. 

𝑔 𝑥 =    𝑔! 𝑥 ,… ,𝑔!(𝑥)  

In a single class classification problem, the features depend only on the input objects, mapping 

𝑔:  𝒳 →   ℝ!. As the problem of quotation attribution is a multi-class problem we use a joint-feature 

mapping, resulting in 𝑓:  𝒳  ×  𝒴 → ℝ!. This way, the joint feature vector is denoted by 𝑓  (𝑥, 𝑦) and given 

by the expression (6).  

 𝑓 𝑥, 𝑦 =    𝑓! 𝑥, 𝑦 ,… , 𝑓!(𝑥, 𝑦)  

Usually, in NLP problems, the representation of these features is made through binary values. So, if 

feature 𝑓!(𝑥, 𝑦) measures the distance between the quote 𝑥  and a candidate author 𝑦  as having the 

value of 10, instead of having:  

𝑓! 𝑥, 𝑦 ≜ 𝑛𝑢𝑚𝑏𝑒𝑟  𝑜𝑓  𝑤𝑜𝑟𝑑𝑠  𝑏𝑒𝑡𝑤𝑒𝑒𝑛  𝑥  𝑎𝑛𝑑  𝑦 = 10 

We will get a representation as: 

𝑓! 𝑥, 𝑦 ≜                   1  , 𝑖𝑓  𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒  𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑚𝑒𝑛𝑡  𝑖𝑠  10  

                                                            0,                    𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒   

The feature value is calculated the same way it was in (7) and the information collected is the same, 

but instead the feature added to the feature space of 𝑥 is binary as in (8). 

To avoid the problem of overfitting to the training data (explained in section 3.2), the features output is 

quantized to add generalization to the collected information and facilitate the collection of relevant 

information in the limited training dataset. This means that the feature will become as in (9):  

𝑓! 𝑥, 𝑦 ≜                   1  , 𝑖𝑓  𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒  𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑚𝑒𝑛𝑡  𝑖𝑠  𝑏𝑒𝑡𝑤𝑒𝑒𝑛  10  𝑎𝑛𝑑  19  

                                                            0,                    𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒   

(5)  

(6)  

(7)  

(8)  

(9)  
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3.4 Linear Classification 

For this problem, we will use a linear classifier. The decisions made by this type of classifier are based 

on the rule in (10). 

𝑦 = 𝑎𝑟𝑔𝑚𝑎𝑥!∈𝒴   𝑤 ∙ 𝑓(𝑥, 𝑦) 

In equation 9 , 𝑤   ∈   ℝ!  is a weight vector that will define a decision boundary, 𝑓 𝑥, 𝑦 ∈   ℝ! is the 

feature vector and 𝑤 ∙ 𝑓 𝑥, 𝑦 =    𝑤!𝑓!(𝑥, 𝑦)!
!!!  is the inner product between the weight vector and the 

feature vector. 

The objective is to divide the possible classes by linear separators in the feature space. To better 

explain the principle behind a linear classifier, we look to the case of a two-class problem. Here we 

seek to divide the classes in the feature space with a linear classifier represented with a line defined in 

(11).  

𝑤!𝑓! 𝑥, 𝑦 +   𝑤!𝑓! 𝑥, 𝑦 =   𝑏 

The two-class classifier should then assign a class 𝑐! to the elements where 𝑤!𝑓! 𝑥, 𝑦 +   𝑤!𝑓! 𝑥, 𝑦 >

  𝑏 and 𝑐! when 𝑤!𝑓! 𝑥, 𝑦 +   𝑤!𝑓! 𝑥, 𝑦 ≤   𝑏. In the end the result is as exemplified in Figure 2. 

 

 

Figure 2 - Example of a linear classifier for a two-class linear classification problem 

 

This can be generalised to higher dimensions, resulting in a hyperplane for classification, which will 

not be represented here because of its complexity. If the problem of classification is linearly separable 

then exists a hyperplane that can separate the classes and it might be modelled through a linear 

classifier. 

For estimating the author for a quote 𝑥, we find the score 𝑧  for each candidate speaker from 𝑦! to 𝑦! 

C1

C2

(10)  

(11)  

(12)  
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(14)  

(13)  

and apply (12). 

𝑦 = 𝑎𝑟𝑔𝑚𝑎𝑥! 𝑧!  

The scores vector 𝑧! for 𝑥!  is given by (13). 
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From the expression above we get the score for each candidate speaker as is shown in the 

expression (14). 
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The estimated result chosen will be the one whose score in vector 𝑧! is a maximum.  

3.5 Perceptron 

The perceptron is a type of algorithm for online linear classification. It was invented by Frank 

Rosenblatt in 1956, and is one of the oldest algorithms used to train linear classifiers and a very 

simple one to implement [17]. Its simplicity and good results make it a great choice when learning from 

a new data corpus. Originally, the perceptron was designed to predict the output into two different 

categories. The perceptron is the simplest model of an artificial neural network with a principle of 

functioning inspired in a neuron from the human nervous system The model can be represented as 

shown in Figure 3, where the multiple inputs (here represented by 𝑥) are weighted and processed 

together by a central unit, outputting a response represented by 𝑦. Usually a threshold function is 

applied at the output of the perceptron (which increases its similarity to a human neuron). For the 

required purpose, (computing the score for each inputs pair) this threshold function is not necessary. 



 

16 

 

Figure 3 - Schema for a perceptron inspired by a neural network where multiple inputs 𝑥! received are 

weighted producing a simple output 𝑦 

 

This was the algorithm chosen to perform this task of classification. The algorithm iteratively 

processes the training set, reacting to errors.  

The methodology for training a classifier with the perceptron algorithm consists on initializing the 

weights vector with zeros and predicting the result of this classification. If the result is correct we 

continue the training. If the prediction does not correspond to the desired output the weights vector is 

corrected adding the feature vector of the correct result and subtracting the wrongly predicted output 

feature vector. This process is repeated several times for tuning the weights vector. In the end, the 

output will be the averaged weight for all the runs performed. The algorithm is explained in more detail 

in Table 1. For this purpose we denote: 

 

• 𝑀 as the number total number of elements to classify;  

• 𝑥! as the 𝑚!! input element;  

• 𝑦! as the correct speaker for the 𝑚!! quote; 

• 𝑦′   ∈   𝒴 as a candidate speaker from the candidate speakers space; 

• 𝑦  as the predicted output (or label); 

• 𝑤! as the weights vector for the iteration 𝑡; 

• 𝑤 as the final averaged perceptron. 

 

The principle behind the perceptron consists on creating a separating hyperplane to linearly separate 

the points corresponding to our different classes in the vector space. 
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 Algorithm: Averaged Perceptron 

1: 

2: 

3: 

4: 

5: 

6: 

7: 

8: 

  

9: 

10: 

11: 

12: 

𝑰𝒏𝒑𝒖𝒕:  𝐷𝑎𝑡𝑎𝑠𝑒𝑡  𝐷, 𝑛𝑢𝑚𝑏𝑒𝑟  𝑜𝑓  𝑟𝑜𝑢𝑛𝑑𝑠  𝑅  

𝑡 = 0,𝑤! =   0 

𝒇𝒐𝒓  𝑟 = 1  𝑡𝑜  𝑅  𝒅𝒐:  

        𝐷! = 𝑠ℎ𝑢𝑓𝑓𝑙𝑒  (𝐷) 

                𝒇𝒐𝒓  𝑖 = 1  𝑡𝑜  𝑴  𝒅𝒐:  

                                𝑚 = 𝐷!(𝑖)  

                                𝑡 = 𝑡 + 1  

                              𝑡𝑎𝑘𝑒  𝑎  𝑡𝑟𝑎𝑖𝑛𝑖𝑛𝑔  𝑝𝑎𝑖𝑟   𝑥!, 𝑦!   𝑎𝑛𝑑  𝑝𝑟𝑒𝑑𝑖𝑐𝑡  𝑢𝑠𝑖𝑛𝑔  𝑡ℎ𝑒  𝑐𝑢𝑟𝑟𝑒𝑛𝑡  𝑚𝑜𝑑𝑒𝑙: 

𝑦 = 𝑎𝑟𝑔𝑚𝑎𝑥!!∈𝒴𝑤! ∙ 𝑓(𝑥!, 𝑦!) 

                              𝑢𝑝𝑑𝑎𝑡𝑒  𝑡ℎ𝑒  𝑚𝑜𝑑𝑒𝑙:  𝑤!!!   ← 𝑤! + 𝑓 𝑥!, 𝑦! − 𝑓(𝑥!, 𝑦)      

       end for  

end for   

𝒐𝒖𝒕𝒑𝒖𝒕: 𝑡ℎ𝑒  𝑎𝑣𝑒𝑟𝑎𝑔𝑒𝑑  𝑚𝑜𝑑𝑒𝑙  𝒘   ← 𝑤!
!

!!!
 

Table 1 - Averaged Perceptron algorithm for learning a modelled set of weights from a dataset 𝐷 using 

𝑅 rounds. The output will be 𝑤, which is an average of the weights 𝑤! [8]: 

 

Reducing again the problem to the example of a two-class classification we can showcase, in a very 

simplified way, the actions of the perceptron. For that purpose Figure 4 represents the classification 

steps for two samples of inputs 𝑥! and 𝑥!, where both these inputs belong to a class 𝑐!. Also, the initial 

𝑤 vector is not considered 0 as to allow a better understanding of the steps being taken. 

Considering a) the initial state of the classifier, and that both elements are misclassified, when 

choosing element x! and attributing it to the label c!, the classifier detects an error and corrects it by 

subtracting the wrong element in b).  After that, when trying to classify element x! an error is also 

detected so the algorithm corrects the weight vector again resulting in c). In this case the problem 

finishes there because the elements become correctly classified resulting in the line classifier in d), so 

no more iterations are needed.  If that wasn’t the case the algorithm might continue until achieving a 

good classifier or an acceptable amount of iterations throughout the entire dataset. In the last case a 

good classifier is not achieved. But we consider that if the result is not achieved in the chosen R 

amount of rounds the problem is probably not linearly separable. 
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Figure 4 – Example of the principle of functioning behind the perceptron algorithm for a two-class 

classification problem, in a vector form. The weights vector w is the normal of the separating plane of 

the two classes.  

3.6 Used Tools 

For the development of this thesis were used several tools that are presented in this section. 

Tools used for development: 

• Python 2.7: Python Software Foundation. Python Language Reference, version 2.7. Available 

at http://www.python.org ; 

• PyCharm CE:  Python IDE for MacOS used for some of the development; 

• Spider Editor:  Python IDE for Linux used for some of the development; 

• ipython: Command shell for interactive computing focused on the Python programming 

language [19]; 
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Python libraries: 

• Nltk: Natural Language Toolik [20]; 

• Numpy: Essectial array tools for scientific computing with Python; 

• lxml: XML Toolkit ; 

Editing Tools: 

• Microsoft Word: Document editor; 

• Microsoft Excel: Creation of tables and graphics design; 

• OmniGraffle: Graphics and diagrams design; 

• TextWrangler: Document editor for MacOS 

Other used tools: 

• Turbo parser and tagger [10]; 

• Priberam’s system for named entity detection. 
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Chapter 4 

Development of the Corpora 
4 Development of the Corpora 

In chapter 4 it is presented the steps taken to generate the corpora to be used to generate a model for 

the classifier. 
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4.1 Initial Data 

For the development of this work, a new corpus of data for was created and annotated. The news data 

available consists of news articles from the newspaper “Público” from the years of 1994 and 1995. The 

documents consist in 100 000 unmarked news. From that, a fraction of the original corpus was 

manually annotated yielding a total of 212 annotated news and 971 annotated quotes. The steps 

taken to obtain the final corpus were the following: 

• Tokenization; 
• Named Entity Recognition; 
• Part-of-Speech tagging and parsing;  
• Automatic identification of quotes; 
• Manual annotation of coreferences and partial coreference resolution; 
• Manual author attribution. 

 

These steps are further explained in the following sections. 

4.2 Gathering a Data Corpus 

Figure 5 shows the architecture for a natural language processing pipeline. It begins with splitting the 

raw text into sentences, and each sentence is further subdivided into words. Next, each sentence is 

tagged with part-of-speech tags and parsed, and named entity detection is performed. The final steps 

are coreference resolution, which consists on grouping mentions of the same entity in the text into 

clusters, and quote detection. The information retrieved is then used to manually assign each quote to 

its author. These steps taken to obtain the final data corpus are further explained in the next sections. 

For the tasks of tokenization, named entity recognition and part-of-speech tagging were used external 

tools. Further information on crating a data corpus for quotation attributions can be found in [14] 

The final format chosen for the corpus is an XML representation of the text with tags that allow a quick 

navigation through the text. 

The initial news data consisted of raw text documents, one for each. The first step was to convert 

these news files to XML format, to better store metadata about the elements of the news. To these 

generated XML files was assigned an attribute to the root, with the date of the news articles it 

comprises. Each one of the news articles is assigned as a child of the news-day root with a unique id. 
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Figure 5 - Overview of the architecture of the natural language processing pipeline. The steps shown 

were required for the creation of the dataset. For the steps of tokenization, named entity recognition 

and part-of-speech tagging and parsing external tools were used. 

4.3 Quote Selection 

The annotated corpus consists of about 178 000 word tokens (Público, 1994) from which around 10% 

belong to quoted speech, where we denote quoted speech as block of text falling between quotation 

marks.  

The detection of the quoted speech was made with the use of a regex that would comprise the text 

elements with the symbols ‹‹ » or “”, as it’s stated in [13]. This rulebook states that these symbols also 

apply to foreign words and titles.  
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Considering the quotes recovered, the text might fall into four categories: 

• Direct quotes – The quoted text composes a full sentence and has a meaning of its 
own. 

Ex.: De qualquer modo, diz Amadeu Pinto, “Uma homologação da escola pelo 

Ministério da Educação exige uma inspeção prévia” 

 
• Indirect quotes – The sentence is reporting the words said on of a true citation, but 

there is no quoted text. 

Ex.: O ministro disse que não era um acto isolado. 

 

• Mixed quotes – The quoted text is continuous to the preceding sentence and the 
information that can be extracted from the quoted text alone might be incomplete. 

Ex.: Hernâni Santos justificou a sua demissão com a “ corrupção de vária ordem” 

que grassa naquela emissora. 

• Non-quotes – Might be titles, foreign words and sayings that are not real citations 
from any of the candidate authors in the text. 

Ex.: “Romeu e Julieta” or “Deus escreve direito por linhas tortas”  

 

The problem with news citations lies in the fact that there is a high amount of those that can be 

classified as indirect quotes or Non-quotes. For this reason, quotes with 3 words or less were 

automatically excluded, since if this condition is met there is a high probability that the text is a title or, 

if it is a quote, it has no relevant information. The created script recovers indirect quotes and tries to 

classify them the same way as it does for the direct quotes. A future improvement would be to update 

these quotes markings to better-fit indirect quotes. 

To each candidate quote a number from 0 to 𝑁 − 1 was assigned, being 𝑁  the total number of quotes 

in that news text. This number is assigned to an XML attribute “𝑞𝑢𝑜𝑡𝑒𝐼𝐷”. 

Another attribute was added to each quote to later fill with the reviewed information of the author of 

said quote. 

4.4 Tokenization 

An important part of natural language processing is the ability to recover information about the words 

in the text that otherwise would be dealt with as simple and very long strings with no information to 

retain. The first step of this task was performed by a tokenizer for Portuguese corpora, which was 

provided by Priberam. From the tokenization of the text results the news text divided by sentences and 

word tokens, including punctuation. The word tokens differ from isolating the words in the text since 

this process resolves contractions and hyphenated words. 



 

25 

After this step the resulting corpus contains, for each news document, an initial tag < 𝑡𝑒𝑥𝑡 > with the 

full news text to allow reviewing the text while marking, followed by a < 𝑡𝑜𝑘𝑒𝑛𝑖𝑧𝑒𝑑_𝑡𝑒𝑥𝑡 > tag where 

the full tokenized text is included. Within this last tag the text is represented with tags < 𝑝𝑎𝑟𝑎𝑔𝑟𝑎𝑝ℎ >, 

< 𝑠𝑒𝑛𝑡𝑒𝑛𝑐𝑒 > and < 𝑤𝑜𝑟𝑑 >, giving a structure to the news text that can be easily red and interpreted 

by a computer. Within each < 𝑤𝑜𝑟𝑑 > tag is the corresponding word token. 

4.5 Part-Of-Speech Tagging and Parsing 

The part-of-speech tagging of the corpus is an important task for extracting features that relate the 

quote information with a candidate author. With this approach, the lexical structure of the phrase is not 

overlooked. For this we obtain automatic part-of-speech tags and dependency parses using the Turbo 

Tagger and Turbo Parser (Martins et al., 2013) available online6 [10].  

The objective of POS tagging and parsing consists on generating a dependency tree from the words in 

the text. The tagger and parser are applied to each sentence of the original document resulting in the 

addition of four attributes to each < 𝑤𝑜𝑟𝑑 > tag:  

 

• “𝑠𝑒𝑙𝑓”, with the index of the word token in the sentence;  

• “𝑃𝑂𝑆𝑡𝑎𝑔” containing the corresponding POS tag;  

• "𝑝𝑎𝑟𝑒𝑛𝑡" assigned with the value of the "𝑠𝑒𝑙𝑓" identification of the parent node in the 

dependency tree; 

•  “𝑑𝑒𝑝𝑒𝑛𝑑𝑒𝑛𝑐𝑦” with the dependency labels of the tree. 

 

To allow a better understanding of the meaning of these tags, the corresponding dependency tree for 

the sentence shown in Table 2 is represented in Figure 6. 

In APEENDIX A, a compilation of POS tags and it’s meaning, taken from the source [4] from the 

references, is shown. 

 

                                                        

6 Both tools are available as free software at http://www.ark.cs.cmu.edu/TurboParser. The training of the tagger  

and parser was done using the Cintil corpus (Barreto et al., 2006) 
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Table 2 - Resulting form of the dataset after running the part-of-speech tagger and parser on the news 

corpus. The information is added to the tags < 𝑤𝑜𝑟𝑑 > in the form of the attributes in "𝑠𝑒𝑙𝑓", “𝑃𝑂𝑆𝑡𝑎𝑔”, 

“𝑝𝑎𝑟𝑒𝑛𝑡” and “𝑑𝑒𝑝𝑒𝑛𝑑𝑒𝑛𝑐𝑦” 
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Figure 6 - Parsed tree example for the output of the parser in Table 2. In each node of the tree the 

corresponding word and POS tag is presented. In each branch of the tree is shown the dependency 

tag. Below each word is the index of the word in the sentence. 

4.6 Named Entity Recognition 

The task of detection and classification into pre-defined categories of the entities in the text is called 

Named Entity Recognition (NER). For this task we used the Priberam’s system for named entity 

detection. This system is rule based, meaning that instead of using machine-learning techniques for 

detecting and classifying the entities in the text, it uses linguistic and grammar based analysis to 

perform the task.  

The system detected the entities and classified them into one of the following categories: Person, 

Location and Organisation. From those categories were chosen only the ones regarding Person’s, 

Organizations for being the only ones able to have any quotes associated to them.  

After the step of NER, the output resulted in the previous XML file with added markings of the 

candidate speakers. For each candidate speaker tag < 𝑎𝑢𝑡ℎ𝑜𝑟 > a set of attributes was added: 

“𝑎𝑢𝑡ℎ𝑜𝑟𝐼𝐷” and “𝑎𝑙𝑡𝑒𝑟𝑛𝑎𝑡𝑖𝑣𝑒𝐼𝐷”. The first holds the unique ID of the candidate author and the second 
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one is intended to allow the markings of the co-reference information, filling it with the “𝑎𝑢𝑡ℎ𝑜𝑟𝐼𝐷” 

value for the co-referent first mention in the text. If there is no co-reference in the text then for this last 

tag the attribute value will be “𝑁/𝐴”, meaning the co-reference information does not apply or that the 

marked “author” tag is the first mention of the entity in the text. 

Not all entities were recovered from this algorithm, since some of them were foreign names and 

uncommon words. For this reason in the final review of the corpus were added some markings of 

candidate authors and mentions, where a tag “𝑎𝑑𝑑𝑒𝑑” was set with a value “𝑇𝑟𝑢𝑒”. Other entities were 

recovered by the NER system but with incomplete information such as “José Gonçalves de Castro” 

where the names “de Castro” were overlooked and felled outside the original marking. For these, the 

original XML tag was modified and a tag “altered” was set with the value “𝑇𝑟𝑢𝑒”. 

4.7 Partial Coreference Analysis 

To make the task of annotating the data corpora easier a script was developed for automatically 

annotating some of the coreference information in the candidate authors reported by the algorithm 

used for named entity detection, similar to Pouliquen’s [16]. The coreference information marked in the 

corpus only refers references by name. This means that pronouns are not taken into account for not 

adding real information about the author. The script scans the text identifying author mentions 

previously marked. For each candidate author mention 𝑦! it looks for another candidate speaker 𝑦!, 

starting from the beginning of the news text, that matches one of the rules enumerated below: 

1. If the words in 𝑦!!  are a subset of 𝑦!
! then is assumed that 𝑦!!  is a coreference of 𝑦!

!. This rule 

was created based on the observation, on the corpora, that a full name is always presented in 

the text before the usage of name parts.  

 

𝐸𝑥. :    𝑦!! =   “𝐽𝑜𝑎𝑞𝑢𝑖𝑚  𝑅𝑜𝑑𝑟𝑖𝑔𝑢𝑒𝑠”,   𝑦!! =   “𝐽𝑜𝑎𝑞𝑢𝑖𝑚”,

𝑦!! =   “𝑅𝑜𝑑𝑟𝑖𝑔𝑢𝑒𝑠”,                𝑦!! =   “𝐽𝑜𝑎𝑞𝑢𝑖𝑚  𝑅𝑜𝑑𝑟𝑖𝑔𝑢𝑒𝑠” 

 

  

2. If each of the letters 𝑙!, given that 𝑙! is the 𝑑!! letter of the word 𝑦!!  match the first letter of the 

𝑑!! word of the mention 𝑦!
! then is assumed that 𝑦!!  is a co-reference of 𝑦!

!. This rule intends to 

detect the cases were the mention is an acronym of the first mention.  

   

𝐸𝑥. :    𝑦!! =   “𝑃𝑜𝑙𝑖𝑐𝑖𝑎  𝐽𝑢𝑑𝑖𝑐𝑖á𝑟𝑖𝑎”, 𝑦!! =   “𝑃𝐽”  

 

Although the created method is very simple, it provides very good results. Most of the coreference 

mentions were correct and very few were missed by this script. 
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Along with annotating the corpus, the automatic co-reference detections were reviewed in order to 

avoid the propagation of possible mistakes to the proceeding work. Table 3 shows the number of co-

references filled, missed and wrongly assigned and the observed values for precision and recall are 

shown in Table 4.  

 

Total Marked 𝟒𝟒𝟏  

Wrong attributions 22 

Missed attributions 26 

Table 3 - Number of co-reference attributions performed by the developed co-reference resolution 

script 

 

 Precision Recall 

Partial Coreference 95,01% 94,10% 

Table 4 - Precision and recall measurements after running the developed partial coreference 

resolution script on a sample of text with marked candidate speakers mentions. These values only 

take into account speaker mentions. 

4.8 Corpus Review 

The information stored in these files was then annotated in order to gather gold standard information 

for training the algorithm. Some particular types of news were marked for their different format, more 

precisely the summary type news and the Interview type news. 

There were three annotators performing the task of reviewing the corpus, all Portuguese native 

speakers. The final markings in the corpora were reviewed in the end by the author of this thesis 

(Annotator 1) in order to maintain the coherence of the annotations criteria and double-check the 

quotations-speaker attributions annotations. 
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 𝑵𝒖𝒎𝒃𝒆𝒓  𝒐𝒇  𝒒𝒖𝒐𝒕𝒆𝒔 

𝑨𝒏𝒏𝒐𝒕𝒂𝒕𝒐𝒓𝟏  (𝒎𝒚𝒔𝒆𝒍𝒇) 504 

𝑨𝒏𝒏𝒐𝒕𝒂𝒕𝒐𝒓𝟐 405 

𝑨𝒏𝒏𝒐𝒕𝒂𝒕𝒐𝒓𝟑 62 

Table 5  - Number of quote-speaker attributions assigned by each annotator. 

 

 

The rules established for annotating are enumerated in the steps below: 

1. If the news is an interview or a summary news, add an attribute "𝑡𝑦𝑝𝑒" to the < 𝑑𝑜𝑐 > tag with 

the value "𝐸𝑁𝑇" or "RES" respectively; 

2. Read the full news text element of the XML corpus, available in the beginning of each news 

element, in order to evaluate the context of the quotes being reviewed; 

3. Review, in the tokenized news element, the candidate speakers. In the beginning of the 

annotation process this step included the manual cross-referencing of the candidate speakers 

for co-reference annotation. Later, after the creation of the coreference script described in 

section 4.7. this step changed and included just reviewing and correcting if necessary, the 

results of the script. 

4. Check for unmarked mentions of the candidate speakers. In this step coreference annotation 

is also added to the speakers added or altered. The mentions added are mostly job titles and 

foreign names. 

5. The quote-speaker attribution is annotated based on the context of the quote, if possible using 

the 𝑎𝑢𝑡ℎ𝑜𝑟𝐼𝐷 of the exact mention that is directly related to the quote. 

 

In Table 6 the structure of the final form of the corpus is presented. Each annotated Newsday includes 

between 100 and 200 news with this format. 

The time dedicated to the marking of the dataset, including the verification of the coreference 

information and addition of missed authors, has an average of 11,5 minutes per news story (after the 

coreference resolution script).  

In Table 7 we gather some relevant information and statistics retrieved from the analysis of the 

corpora created. 
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Table 6 - Example of the final form of the created corpora. The quote and speaker are identified and 

marked with XML tags. The author is assigned to the quote with its "𝑎𝑢𝑡ℎ𝑜𝑟𝐼𝐷"tag. 
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 Público1994 Corpus 

 𝐷! 𝐷! 𝐷! 𝑇𝑜𝑡𝑎𝑙 

Total Number of News 284 79 40 403 

Number of News with quotes  157 38 17 212 

Number of words (approx.) 139  500 27  200  11  300 178    000 

Number of quoted words (approx.) 12  500 3  600 1  700   17  800 

Total Number of quotes 671   191 109 971 

Total Number of quotes assigned to 
speakers in the text 

583 168 102 853 

Avg. number of quotes per news with 

quotes 
4,27   5,02 6,41 4,58 

Number of candidate speakers 1  873 426 161 2  460 

Number of candidate speakers 

mentions 
3  119 778 403 4  300 

Avg. Number of Mentions per speaker 1,67 1,83 2,5 2,0 

Avg. number of candidate speakers 

per news with quotes 
11,93 11,21 9,47 10,87 

Table 7 - Summary of characteristics of the marked datasets 𝐷! (train), 𝐷! (development) and 𝐷! (test) 

 



 

Chapter 5 

Development of the Algorithm 
5 Development of the Algorithm 

This chapter describes the learning and inference algorithm developed in this thesis. 
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5.1 Baselines  

The chosen baselines for comparing the results obtained were the following:  

• More mentioned attribution 

• Closest choice attribution 

In the more-mentions choice attribution the algorithm looks for the candidate speaker with more 

mentions in the text. In the case that two candidate speakers have the same number of mentions it will 

choose the one that was mentioned first. This baseline was chosen assuming that a news text 

referring the same entity a large number of times will be quoting that same entity. 

For the Closest choice baseline the algorithm looks at the position of the speaker mentions and 

chooses the one that minimizes the distance between the quote and a candidate speaker mention. 

This baseline was designed taking into account that often, in news text, a citation is given in the format 

person-verb-quote. 

Both these baselines were applied to the test data along with the results obtained for the machine-

learning algorithm used. The results of these algorithms are shown in chapter 6 along with the results 

obtained for the machine-learning algorithm used. 

5.2 Feature Selection 

For quantifying the relation between the quote and the candidate authors, a set of feature functions 

was developed to obtain information the information of several aspects of the text. In this section, 

these functions are described along with the rationale behind them. The initial features collected are 

inspired in the work of Tim O’Keefe and Silvia Pareti [12] and [15]. From that more features were 

created. 

The feature functions described in the following subsections are run for each pair quote-candidate 

speaker. Then a feature vector is created with the width of all the features obtained combined. For 

each pair, its features are mapped in this vector and then outputted as an index of a feature vector 

dictionary. The training algorithm sees the quantization as a binary feature vector with the width of the 

number of possible features. 

5.2.1 Distance Features 

The most obvious features to recover from the text are those, which measure the distances between a 

given quote and the candidate speaker’s information. For that was developed a set of functions to 

gather this information from the corpus. The functions used are further explained in Table 8. All these 

functions receive as input the set “𝑁𝑒𝑤𝑠𝐼𝐷”, quote and candidate speaker. 
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Function Output Action performed 

dist_words_if_out_min/max 
Distance in word 

tokens 

Recovers the distance measured in word 

tokens between the closest/ farthest 

mention of the candidate speaker. 

dist_words_if_out_rel_min/max 
Percentage of the 

total text 

Finds at what distance as a percentage of 

the text is made the closest/ farthest 

mention of the candidate speaker.  

dist_speaker_inside_quote Boolean value 
Measures if the speaker is mentioned 

inside the quote 

dist_sentences_min/max 
Distance in 

sentences 

Recovers the distance measured in 

sentences between the closest/ farthest 

mention of the candidate speaker. 

dist_paragrafs_min/max 
Distance in 

paragraphs 

Recovers the distance measured in 

paragraphs between the closest/ farthest 

mention of the candidate speaker. 

cs_closest_to_quote Boolean 
Checks if the candidate speaker is the 

one mentioned closes to the quote 

Table 8 - Summary of the distance feature functions developed along with information on the retrieved 

values for features. 

 

5.2.2 Quote - Candidate Speaker Features 

This set of features recover the information from the relation between the candidate speaker and the 

quote, like the number of entities in between or in the same sentence of the quote. This information is 

relevant for it provides a way to extract patterns for how the quotes are presented in news text. For 

this end were created functions to extract the information which are presented in Table 9. These 

feature functions receive as input the set "𝑁𝑒𝑤𝑠𝐼𝐷", quote and candidate speaker. 

 

Function Output Action performed 

pos_cs_before_q/ 

pos_q_before_cs 

Percentage of 

elements 

Checks the percentage of mentions of the 

speaker before and after the quote 
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dist_entities_between_max/
min 

Number of entities 

Counts the number of mentioned entities 

between the quote and the candidate 

speaker 

par_s_mentions/ 

par_s_mentions_prev/ 

par_s_mentions_post/ 

par_s_mensions_first 

Number of mentions 

Counts the number of times the candidate 

speaker is mentioned in the paragraph of the 

quote/ the previous paragraph, the next 

paragraph/ the first paragraph 

par_oth_mentions/ 

par_s_mentions_prev/ 

par_oth_mensions_pos 

Number of 

mentions 

Counts the number of times that another 

candidate speaker (other than the one being 

measured) is mentioned in the paragraph of 

the quote/ the previous paragraph, the next 

paragraph/ the first paragraph 

frs_oth_mentions/ 

frs_s_mentions_prev/ 

frs_oth_mensions_pos 

Number of 

mentions 

Counts the number of times the candidate 

speaker is mentioned in the paragraph of the 

quote/ the previous paragraph, the next 

paragraph/ the first paragraph 

quo_oth_mentioned 
Number of 

mentions 

Counts the number of times that another 

candidate speaker (other than the one being 

measured) is mentioned in inside the quote 

Table 9 - Summary of the quote-candidate speakers feature functions developed along with 

information on the retrieved values for features. 

 

5.2.3 Candidate Speaker Related Features 

As to gather information regarding the characteristics of the possible speakers of the quotes in the 

text, a set of functions was created that would only take into account speaker characteristics. With the 

information recovered from these functions is possible to find the patterns for written mentions of the 

candidate speaker and later use them to learn the quote’s author. The functions created include 

information about the candidate speakers first mention or what percentage of quotes which are 

mentioned in the paragraphs where the candidate speaker is also mentioned. are further explained in 

Table 10. These feature functions receive as input the set “𝑁𝑒𝑤𝑠𝐼𝐷”, quote and candidate speaker 



 

37 

Function Output Action performed 

cs_pos_from_prevcs_min/max 
Distance in words 

between 

Checks the distance between the 

first/last mention of the speaker and 

another previous/next candidate 

mention 

cs_dist_from_prevquote/nextquote 
Distance in words 

between 

Checks the distance between the 

first/last candidate speaker and the next 

quote. 

cs_count_quotes_between_mentions Number of quotes 

Checks the number of quotes that occur 

between the first and last mention of the 

candidate speaker 

cs_bin_more_mentioned Boolean value 
Checks if the candidate speaker is the 

more mentioned. 

cs_count_mentions 
Percentage of 

mentions 

Checks the percentage of mentions in 

the text that refer to the candidate 

speaker 

cs_pos_from_start_min 
Number of 

words 

Counts the number of words from the 

beginning of the text until the first 

mention of the candidate speaker 

cs_per_number_quotes_cs_par 
Number of 

quotes 

Counts the percentage of quotes 

existing in paragraphs where the 

candidate speake is mentioned 

cs_per_quotes_between_mentions 
Percentage of 

quotes 

Checks the percentage of quotes in the 

text that appear between the first and 

last mention of the candidate speaker. 

Table 10 – Summary of the candidate speakers feature functions developed along with information on 

the retrieved values for features 

 

5.2.4 Reported Speech Verbs 

For recovering features regarding the usage of reported speech verbs (verbs that suggest a relation 

between a candidate author and its connection to some quoted text), a compilation of 51 verbs was 
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created. The verbs were compiled according to observation and analysis of the training corpus. Later 

were added some reported speech verbs to the list as it was found fit. 

The list collected consists of the verbs in Table 11. 

 

Achar, acentuar, acreditar, acrescentar, admitir, afirmar, apontar, argumentar, avisar, comentar, 

compreender, concluir, confirmar, considerar, constatar, contar, contrapor, declarar, demonstrar, 

desabafar, dizer, duvidar, enfatizar, escrever, esperar, explicar, garantir, informar, inquirir, insistir, 

justificar, mencionar, mostrar, negar, observar, pensar, perguntar, ponderar, questionar, recomendar, 

reconhecer, recordar, referir, reforçar, relembrar, reportar, responder, revelar, sublinhar, subscrever, 

sugerir. 

Table 11 - List of the fifty-one compiled reported speech verbs. 

  

To compare the verbs to expressions found on the text, the verbal forms in Table 12 were chosen. 

The verbs from Table 11 were conjugated like is shown in the examples, using the singular and plural 

forms whenever it was possible. These verbal forms were chosen after verifying its usage in the 

examples observed while marking the corpus. 

 

Verb Tense Example 

Present Acha, acham 

Preterit (Perfect) Achou, acharam 

Impersonal Infinitive Achar  

Imperfect Preterit Achava, achavam 

Imperative Ache, achem 

Part Participle Achado 

Table 12 - Verbal forms used to create a list of conjugated reported speech verbs. Each of the verbs in 

Table 11 was conjugated in each of these verbal forms and used on the feature recovery step. 

 

With this list of verbs were created the functions with respect to reported-speech-verbs analysis. The 

functions used are further explored in Table 13. 
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Function Input Output Action performed 

verbs_in_middle 
NewsID, quote, 

candidate speaker 

Number of verbs 

found 

Checks the number of reported-

speech-verbs between the earliest 

and latest mentions of the 

candidate speaker. 

verb_between 
NewsID, quote, 

candidate speaker 

Boolean value with 

the distance to 

which is applied if 

True 

Checks if there is a verb between 

the candidate given it is at a 

minimum distance of the quote 

(step distances used were 5,10,20 

or 30 words distance) 

Table 13 - Summary of the reported speech verbs related feature functions developed along with 

information on the retrieved values for features 

5.2.5 Syntactical Features 

In addition to the features explained before, which mainly recovered information on counted or 

Boolean values, there is more possible information that can be recovered regarding the syntactical 

form of the phrase. The features used that paid attention to the information of POS tagging and 

parsing are summarised in Table 14. These feature functions receive as input the set “𝑁𝑒𝑤𝑠𝐼𝐷”, quote 

and candidate speaker along with the input parameter in the column Input. 

 

Function Input Output Action performed 

dist_count_punct_max 

/min 
-- 

Number of 

punctuation 

marks 

Counts the number of 

punctuation marks between the 

quote and the candidate 

dist_count_dep_max / 

min 
Dependency tag 

Number of tags 

of the input type 

Counts the number of a 

dependency tag given, between 

the quote and the candidate 

dist_count_tag_max / 

min 
POS tag 

Number of tags 

of the input type 

Counts the number of a POS 

tag given, between the quote 

and the candidate 

pos_path -- Path 
Returns a list of part of speech 

tags found in the text between 

the quote and the candidate 
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speaker 

no_rep_pos_path -- Path 
Same as the pos_path but it 

excludes repeated tags 

tree_path_pos Node/ Branch 
Path on the 

dependency tree 

Finds the POS tags(if node) or 

the dependency tags (if brach) 

in the dependency tree path 

from the quote to the speaker 

tree_path_pos_count 
Node/ Branch 

and tag 

Path on the 

dependency tree 

Counts the Number of times the 

tag received appears in the 

dependency tree path from the 

quote to the candidate speaker  

Table 14 - Summary of the syntactic related feature functions developed along with information on the 

retrieved values for features 

The functions with the tree_path prefix use the parsing information recovered and explained in the 

subsection 4.5. The functions output depends on the path from quote to speaker, using the closest 

common ancestor. For recovering the features information regarding this path, is important to be able 

to connect a text span, belonging to the quote being classified, and a possible text span of the 

candidate speaker in the same sentence. For that reason is important to define a heuristic to choose a 

connection method for a word span. The approach chosen uses the span’s parent with the highest 

index. To obtain the span’s parent is performed a search on the tree, for each word within the span, for 

the first parent falling outside the span. To give further explanation on how this process is performed, 

when applying this method to the example in APPENDIX B, for the sentence: 

“Cometemos um erro formal , que foi fatal para as nossas aspirações” , disse o dirigente 

socialista. 

The parse tree for this sentence will be as illustrated in Figure 7. The algorithm for detecting the 

outside parent of the span will find that, for both spans considered, the parent is the word in position 

16. In this case, because the parent is the same for both spans, the output of the function will be 

“tree_path_pos=V”. If the span’s parents were different, the algorithm would try to find the closest 

common ancestor taking as a start position both parents of the spans. 

When outputting the final path from quote to candidate speaker, the notation used includes the 

information if the path goes up or down the tree. For example, “tree_path_pos= PREP^CN_” means 

that to find the path from the quotes parent to the candidate speakers parent the path taken goes up 

one level in the parse tree finding a preposition and then down one level, finding a common noun. If 

more than one path is found, the outputted path will always be the shortest. 

For the counting of the elements in tree_path_pos_count is used the information from the path 

recovered to count the number of tags found. The list of used tags for features can be found in 
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APPENDIX B. 

 

Figure 7 - Parsed tree for the sentence: “Cometemos um erro formal, que foi fatal para as nossas 

aspirações”, disse o dirigente socialista. (In APPENDIX B) 

5.3 The Perceptron Algorithm 

For confirming that the implemented algorithm was working correctly we used the annotated data set 

from Silvia Pareti’s work on quotation attribution used in [15] and obtained the results reported in 

Table 15. The results were obtained only using the features reported in sections from 5.2.1 trough 

5.2.3, which were a close match to those used in her work. 

 

erro
4

‘
1

PNT

Cometemos
2

V

um
3

UM

CN

formal
5

ADJ

que
7

REL

foi
8

V

fatal
9

ADJ

para
10

PREP

as
11

DA

nossas
12

POSS

aspiraçoes
13

CN

‘
14

PNT

,
15

PNT

disse
16

V

o
17

DA

dirigente
18

CN

socialista
19

ADJ

,
6

PNT

ROOT
0

Quote span Speaker span

Table 15 - Accuracy of the developed perceptron algorithm on the Silvia Pareti's dataset, using 

distance features, quote-candidate speaker features and 

 Pareti Corpus 

 𝐷! 𝐷! 

Perceptron without 

syntactical features 
83,33% 81,22% 
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In Figure 8 is shown the number of error per round of the perceptron. The number of rounds for 

training the algorithm was fifty, but as we can see from plotted image, after twenty rounds there is 

almost no variation on the predicted results. When used on the training data gathered for Portuguese 

attribution the results are not as good as the ones obtained for the English corpora. This result was 

expected since the Portuguese language is very different from English text.  

 

Figure 8 - Number of errors performed by the perceptron algorithm per epoch 

 

The training resulted in the output of a weights value and 1775 features recovered. The reason for the 

reduced number of features lies in the fact that, to avoid overfitting to the training data, to all the 

possible numeric features results was applied a non-linear quantization with increasing step size for 

larger values. 

 



 

Chapter 6 

Experimental Results 
6 Experimental Results 

This chapter contains the information regarding the output of the system developed and the results 

obtained, along with an error analysis of the wrongly attributed quotes. 
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6.1 Obtained Results 

The developed system outputs the attributions automatically made by the perceptron algorithm in an 

XML format as it is presented in Table 16. 

 

Table 16 - Output of the quotation attribution system developed. 

For each tag < 𝑄𝑢𝑜𝑡𝑒𝐴𝑡𝑡𝑟𝑖𝑏 > the attributes “𝑎𝑢𝑡ℎ𝑜𝑟𝐼𝐷” with the unique identification number of the 

entity assigned to the quote, “𝑞𝑢𝑜𝑡𝑒𝐼𝐷” were added, with the unique identification number of the 

quotation in the current news, and “𝑎𝑢𝑡ℎ𝑜𝑟𝑁𝑎𝑚𝑒” presenting all the mentions of the attributed entity en 

the news text.  

6.2 Evaluation Metric 

The metric used to evaluate the performance of the created model for classification was the accuracy 

of the model given by the expression (15). 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦[%] =
#𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦  𝑎𝑠𝑠𝑖𝑔𝑛𝑒𝑑  𝑠𝑝𝑒𝑎𝑘𝑒𝑟𝑠

#𝑞𝑢𝑜𝑡𝑒𝑠  𝑎𝑠𝑠𝑖𝑔𝑛𝑒𝑑
×100 

For the attributions performed by the perceptron, a degree of trust was set so that the attribution is not 

performed if it is not possible to make a prediction between all candidate speakers with a degree of 

confidence over 85%.  

6.3 Comparison to the Baselines 

 After running the implemented algorithm on the created corpora, we present the obtained the 

precision results. As to verify the impact of the presence of interview news in the corpus tests were 

made on the corpus including and excluding these interviews in Table 17 and Table 18 respectively.  

<news  num="7">  

<QuoteAttrib  authorID="12"  quoteID="1"  authorName="  Julia  Roberts  /  Julia  /  Roberts  /  Julia  "  >      

'  É  um  tipo  aparentemente  normal  ,  deve  ter  uns  vinte  anos  e  é  de_  a  Califórnia.  '      

</QuoteAttrib>  

           <QuoteAttrib  authorID="16"  quoteID="2"  authorName="  Lylle  Lovett  "  >      

‘É  muito  preocupante  ,  e  receio  deixar    Julia    sozinha  nem  que  seja  por  um  minuto.  '    

</QuoteAttrib>  

</news>  

(15)  
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The news with the tag “RES” or news summary, although were marked in the similarly to the interview 

news “ENT”, were not excluded from the tests in Table 18, since after review of the information for this 

type, was detected that the quotes syntax and characteristics were not very different from typical 

news. Hence, when removing this type of news from training and testing the results were unchanged. 

 

The more mentions baseline had very low precision results and were actually very similar throughout 

the different datasets. This shows an interesting pattern for the number of times the author is 

mentioned when a quote exists made by him, but it will not be a significant help for retrieving the 

correct author of the quote.  

 “Público” Corpus 

 𝐷! 𝐷! 𝐷! 

More Mentions Choice 36.87% 36,31% 33,33% 

Closest Choice 59,69% 67,26% 52,94% 

Perceptron without 
syntactical features 73,32% 73,94% 48,0% 

Perceptron with 
syntactical features 74,67% 77,78% 66,23% 

Table 17 - Accuracy results obtained for the different datasets using news detected as interviews for 

training and testing 

Table 18 - Accuracy results obtained for the different datasets after removing news detected as 

interviews for training and testing 

 “Público” Corpus 

 𝐷! 𝐷! 𝐷! 

More Mentions Choice 39,09% 36,31% 33,33% 

Closest Choice 61,63% 67,26% 52,94% 

Perceptron without 
syntactical features 75,40% 77,78% 50,67% 

Perceptron with 
syntactical features 78,23% 78,23% 64,00% 
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As expected and explained in section 5.1, the results obtained for the closest choice baseline has a 

very good accuracy value. Both baselines were beat by the perceptron algorithm implemented in 

every data set. 

We can see from both tables that the results achieved by the perceptron vary significantly 

accompanying the results from the closest choice baseline. This shows the dependability that exists in 

the modeled classifier from distance between quote and speaker features and also explains the fact 

that a higher accuracy was achieved in the development dataset. As we can see from observing Table 

7, the resulting dataset 𝐷! has some characteristics that differ from the datasets 𝐷! and 𝐷!, which 

might explain the low results for accuracy on the evaluation dataset. 

We also note from both tables that the results improve when adding syntactical features, although this 

variation is not very accentuated. 

The best results obtained in the test dataset overall were for a modeled classifier with syntactic 

features and Interview data.  

From observing both tables we also note that the classifier results are very similar between tests with 

and without interviews, so the objective of developing a model for classification that could be 

generalized to a large variety of news types was met. 

6.4 Most significant features 

After reviewing the weight vector for the case using interviews data and syntactic features and 

observing the corresponding values for the weight of each feature we get the information in Table 19 

and Table 20. 

Most negative features obtained with the perceptron Value 

𝒄𝒔_𝒑𝒐𝒔_𝒇𝒓𝒐𝒎_𝒔𝒕𝒂𝒓𝒕_𝒎𝒊𝒏 = 𝟒𝟎𝟎 − 𝟓𝟗𝟗   −512,74 

𝒄𝒔_𝒑𝒆𝒓_𝒏𝒖𝒎𝒃𝒆𝒓_𝒒𝒖𝒐𝒕𝒆𝒔_𝒄𝒔_𝒑𝒂𝒓 = 𝟎 − 𝟗     −428,16 

𝒄𝒔_𝒑𝒐𝒔_𝒇𝒓𝒐𝒎_𝒑𝒓𝒆𝒗𝒄𝒔_𝒎𝒊𝒏 = 𝟓𝟎 − 𝟗𝟗   −417,04 

𝒅𝒊𝒔𝒕_𝒔𝒆𝒏𝒕_𝒎𝒊𝒏 = 𝟐𝟎 − 𝟑𝟗   −387,48 

𝒅𝒊𝒔𝒕_𝒄𝒐𝒖𝒏𝒕_𝒕𝒂𝒈_𝒎𝒊𝒏_𝑪𝑱 = 𝟑𝟎 − 𝟒𝟗   −360,98 

𝒅𝒊𝒔𝒕_𝒄𝒐𝒖𝒏𝒕_𝒕𝒂𝒈_𝒎𝒂𝒙_𝑷𝑵𝑴 = 𝟑𝟎 − 𝟒𝟗   −343,98 

𝒅𝒊𝒔𝒕_𝒄𝒐𝒖𝒏𝒕_𝒕𝒂𝒈_𝒎𝒊𝒏_𝑪𝑵 = 𝟏𝟓𝟎𝒐𝒓𝑳𝒂𝒓𝒈𝒆𝒓     −327,62 
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𝒑𝒐𝒔_𝒒_𝒃𝒆𝒇𝒐𝒓𝒆_𝒄𝒔 = 𝟗𝟎𝒐𝒓𝑳𝒂𝒓𝒈𝒆𝒓   −324,68 

𝒗𝒆𝒓𝒃_𝒃𝒆𝒕𝒘𝒆𝒆𝒏 = 𝑭𝒂𝒍𝒔𝒆     −320.02 

𝒅𝒊𝒔𝒕_𝒑𝒂𝒓_𝒎𝒊𝒏 = 𝟏𝟎 − 𝟏𝟗     −308,0 

Table 19 - Weight values and corresponding features for the 10 most negative values in the weights 

vector 

 

Most positive features obtained with the perceptron Value 

𝒅𝒊𝒔𝒕_𝒔𝒆𝒏𝒕_𝒎𝒊𝒏 = 𝟏 − 𝟐   490,78 

𝒅𝒊𝒔𝒕_𝒑𝒂𝒓_𝒎𝒊𝒏 = 𝑺𝒂𝒎𝒆𝑷𝒂𝒓𝒂𝒈𝒓𝒂𝒑𝒉 469,86 

𝒄𝒔_𝒑𝒆𝒓_𝒏𝒖𝒎𝒃𝒆𝒓_𝒒𝒖𝒐𝒕𝒆𝒔_𝒄𝒔_𝒑𝒂𝒓 = 𝟓𝟎 − 𝟕𝟒   418,82 

𝒗𝒆𝒓𝒃_𝒃𝒆𝒕𝒘𝒆𝒆𝒏 = 𝑻𝒓𝒖𝒆𝟓   385,42 

𝒅𝒊𝒔𝒕_𝒄𝒐𝒖𝒏𝒕_𝒕𝒂𝒈_𝒎𝒊𝒏_𝑪𝑱 = 𝑵𝒐𝑶𝒄𝒄𝒖𝒓𝒓𝒆𝒏𝒄𝒆𝑶𝒖𝒕𝒔𝒊𝒅𝒆   376,54 

𝒄𝒔_𝒄𝒐𝒖𝒏𝒕_𝒎𝒆𝒏𝒕𝒊𝒐𝒏𝒔 = 𝟓𝟎 − 𝟕𝟒   361,22 

𝒄𝒔_𝒑𝒐𝒔_𝒇𝒓𝒐𝒎_𝒑𝒓𝒆𝒗𝒄𝒔_𝒎𝒊𝒏 = 𝟐𝟎 − 𝟒𝟗   352,36 

𝒅𝒊𝒔𝒕_𝒘𝒐𝒓𝒅𝒔_𝒊𝒇_𝒐𝒖𝒕_𝒓𝒆𝒍_𝒎𝒊𝒏 = 𝟎 − 𝟐     346,16 

𝒅𝒊𝒔𝒕_𝒄𝒐𝒖𝒏𝒕_𝒅𝒆𝒑_𝒎𝒊𝒏_𝑺𝑱 = 𝑵𝒐𝑶𝒄𝒄𝒖𝒓𝒓𝒆𝒏𝒄𝒆𝑶𝒖𝒕𝒔𝒊𝒅𝒆     339,02 

Table 20 - Weight values and corresponding features for the 10 most positive values in the weights 

vector 

The importance of the distance features is very noticeable in the results, with the distance in 

sentences having large negative and positive values. Some of the results are very intuitive such as the 

mention of the speaker having to be on the same paragraph of the quote or the nearby existence of a 

reported speech verb adding favourable information or negative information in the case that it doesn’t 

exist. Some of the features suggest the lack of training data. For example the feature 

𝒄𝒔_𝒑𝒆𝒓_𝒏𝒖𝒎𝒃𝒆𝒓_𝒒𝒖𝒐𝒕𝒆𝒔_𝒄𝒔_𝒑𝒂𝒓 = 𝟓𝟎 − 𝟕𝟒 meaning that between 50% to 74% of the quotes in the 

text fall in the candidate speakers paragraphs could result from the lack of more examples in the 

training dataset (because a higher percentage would always be preferable).  

It is also interesting to observe some patterns for quotation attribution as, for example, the fact that if 

more than 90% of the quotes in the text are made before the first mention of the speaker, it will be very 

unfavourable to the attribution, or that  
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6.5 Most Common Errors 

It is impossible for a model to fit the generality of news posted by a newspaper throughout a news day. 

The news articles differ in type (interview, summary of the day, cultural agenda, reviews, etc.) and 

journalist (method for writing), making the task of quotation attribution very difficult. For this reason 

some errors are bound to happen and it’s hard to fix them. We present some of the situations that 

result in classical mistakes made by the classifier: 

1. The model doesn’t handle well situations were various quotes made by the same person 

appear in sequential sentences without new mentions of the speaker and just with an 

information that the quote is an additional information from the first. This problem could be 

solved using information from the previously made attribution. From the observed data correct 

speakers tend to have multiple quotes without constant mentions between them. 

Ex: Gomes disse <quote 1> e ainda <quote 2>. (...) <quote 3> acrescentou. 

 

2. It’s common for the system to fail when a reported speech verb and a wrong candidate 

speaker follow a quote, and just then, the correct speaker (the same error occurs when the 

speakers come before the quote). In the given example, the classifier would predict the 

candidate speaker in bold when the correct speaker would be the one marked with underlined. 

This error is expectable because of the strong dependability of the distance features and the 

reported speech verbs proximity features.  

Ex:. “Eu não sei de nada”, disse ao PUBLICO Valentim Loureiro. 

 

3. It is also not uncommon for the model to make a mistake when the speaker appears before 

the quote and separated by the symbol “:”.  

Ex.: Rui Nogueira não concorda com o caminho que as coisas tomaram: “Deviamos […] 

porque esta candidature é a melhor para o clube” 

 

Other than these more frequent mistakes, there were no more noticeable recurring patterns for wrong 

predictions. Even though, it is possible to predict future improvements to the method proposed by this 

thesis from the mistakes found. 

 
  



 

Chapter 7 

Conclusions and Future Work 
7 Conclusions and Future Work 

This chapter the developed work is overviewed and some suggestions for improvement and future 

work are presented.  
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7.1 Conclusions 

This thesis addressed the topic of quotation attribution for Portuguese corpora within the scope of 

Machine-learning and Natural Language Processing. For that end a data corpus of news articles in 

Portuguese was pre-processed and annotated. The main objective was to create a model that could 

assign an author for each quotation found in a Portuguese news story. Although the recall of direct 

quotes from the text is very high, since the method used finds all quoted text in the document, the task 

of classification, in the end, might have suffered for the recall of author mentions since the pronouns in 

the text were overlooked. From the experience marking the corpus, was observed that the correct 

entity annotation is crucial for obtaining good results. In the end, the objective was met with a 

reasonable best accuracy of 66,23% for the test data and 78,23% for the development dataset. The 

high dependability of the learned model from distance features explains the fact that it was possible to 

achieve a higher accuracy in the development dataset. 

It was also possible to find common patterns for news articles quotes that might be used to better 

understand the problem of attribution and possibly make future improvements. 

From the developed work and the mistakes made by the classifier, we were also able to find relevant 

patterns for quotation attribution in the news articles data. It’s detected that too much dependability 

from the distance features and reported speech verbs may result in wrong attributions. We verify that it 

is also important to add sequence attribution to the method since approaching the task of quotation 

attribution as an independent labelling task proved to be a naïve approach.  

7.2 Future Work 

To improve the results, the training set should be larger in order to provide more information about the 

patterns for quotations attribution in a news story. The quotation detection pattern should be 

exchanged by an appropriate system able to recall indirect and mixed quotes from the data set, in 

order to recover more information from the text. Also more algorithms should be explored namely as to 

add complexity to the classification model. A good primary approach would be to add a sequential 

approach, using the information from the previously attributed quote, or the quotes attributed in the 

previous paragraph, to classify the following one, possibly using the Viterbi algorithm, since from the 

observation of the resulting classified quotes we can see that this has the potential to prevent errors in 

the attribution. We will potentially address these issues in future work. 
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APPENDIX A 

Tag Categories Examples Used 
ADJ Adjectives bom, brilhante, eficaz, … No 
ADV Adverbs hoje, já, sim, felizmente, … No 
CARD Cardinals zero, dez, cem, mil, … No 
CJ Conjunctions e, ou, tal como, … No 
CL Clitics o, lhe, se, … No 
CN Common Nouns computador, cidade, ideia, …  
DA Definite Articles o, os, … No 
DEM Demonstratives este, esses, aquele, … No 
DGT Digits 0, 1, 42, 12345, 67890, … No 
DGTR Roman Numerals VI, LX, MMIII, MCMXCIX, … No 
IA Indefinite Articles uns, umas, …  
IND Infinitive ser, afirmar, viver,   
INT Interrogatives quem, como, quando, …  
LADVX Multi-Word Adverbs de facto, em suma, um pouco, … 
LCJX Multi-Word Conjunctions assim como, já que, …  
LDFRX Multi-Word Denominators of 

Fractions 
por cento  

LPREPX Multi-Word Prepositions através de, a partir de, …  
MTH Months Janeiro, Dezembro, … No 
ORD Ordinals primeiro, centésimo, penúltimo, … No 
PADR Part of Address Rua, av., rot., … No 
PNM Part of Name Lisboa, António, João, …  
PNT Punctuation Marks ., ?, (, …  
POSS Possessives meu, teu, seu, …  
PP Prepositional Phrases algures, … No 
PPA Past Participles not in 

compound tenses 
afirmados, vivida, …  

PREP Prepositions de, para, em redor de, …  
PRS Personals eu, tu, ele, …  
QNT Quantifiers todos, muitos, nenhum, … No 
REL Relatives que, cujo, tal que, … No 
STT Social Titles Presidente, drª., prof., …  
SYB Symbols @, #, &, … No 
UM "um" or "uma" um, uma No 
V Verbs (other than PPA, PPT, 

INF or GER) 
falou, falaria, …  

VAUX Finite "ter" or "haver" in 
compound tenses 

temos, haveriam, …  

WD Week Days segunda, terça-feira, sábado, … No 

Table 21 - Compilation of POS tags and it’s meaning. Retrieved from source in [4]. 
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APPENDIX B 

 
Table 22 - Example of a span with a quote an a span with author, for retrieving the tree path that 

interconnects them 


