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Abstract—Domain censorship has escalated quickly over time,
as have Distributed Denial of Service attacks on the Internet.
The Domain Name System (DNS) currently in use has small
number of root servers which have full control of the domains.
By controlling these servers or access to these servers, one can
censor or impersonate parts of the Internet.

We propose an open DNS that uses a Peer-to-Peer (P2P)
network to store and distribute the records. Anyone can join
the network and use and provide Distributed Zone Files (DZFs).
DZFs are signed with private keys, allowing for multiple Zone
Files for each domain, and giving the end user the choice of which
keys, if any, to trust.

However building a DNS purely based on a P2P network,
incurs some overhead. The response times for queries are in
the order of 10 to 20 times greater than when using the current
DNS, as such the system provides users with a way to circumvent
around censored domains, while still being able to use current
DNS, for domains that are not censored, keeping response times
low for non censored domains, and acceptable for censored
domains.

I. INTRODUCTION

Over the last few years, the Domain Name System (DNS)
has been the target of increasing censorship, with governments
or private entities trying to regulate the Internet, starting at
the DNS which is the way most users unconsciously use the
Internet [1]. They rely on easy names to access the information
they want and/or need. However, some of this information can,
in the eyes of these entities, be considered sensitive, privileged
or breaking their laws. But the Internet does not have a clear
border line: where does one’s reach begin and where does it
end [2]? What might be considered legal in one country, may
be illegal in a neighboring country. This can sometimes lead
to censorship of information, to limit what the citizens have
access to, as a form of maintaining control over everyone. The
aim of this work is not to discuss legal or moral issues, but to
give the user control to decide what he can and cannot access.
Our goal is to provide a completely free, self governing, and
free of censorship DNS.

We propose the use of Peer-to-Peer (P2P) Distributed Hash
Table (DHT) to build an open DNS, open for everyone to
access and where anyone can publish their own Distributed
Zone Files (DZFs). As the costs of running this system are
bore by those who use it, it provides free domain names. This
will open the door to collisions, where different users publish
different entries for the same domain. Our system requires
each DZF to be cryptographically signed. Each user will only
accept DZFs published by the users/entities it trusts. We called
our system Hybrid Peer-to-Peer DNS (HP2PDNS).

As access times of a DHT will be slower than those
of current DNS, HP2PDNS allows users to specify which
domains they fear to be censored or only available through
HP2PDNS. Access to all other domains falls back to regular
DNS, providing the same performance.

In the next Section we introduce the related work which
has motivated HP2PDNS. The architecture of HP2PDNS is
presented in Section III. Section IV analyses some of the
threats which HP2PDNS explicitly deals with. Section V
presents an experimental evaluation conducted using 100 nodes
over PlanetLab. Section VI discusses some of the challenges
we have identified and are working on. The conclusions are
presented in Section VII.

II. RELATED WORK

The DNS as we know it was designed in 1987, but domain
names predate the DNS [3]. It was designed with only a few
select computers in mind and later redesigned to work at a
larger scale [4]. However it has always been controlled by
very few entities, meaning it is fully centralized and easy to
censor1.

As such, it seems natural that such a system should be
entirely based on a P2P network without any central authority
controlling the servers, with peers randomly being able to
join and leave the network. One of the biggest benefits we
can immediately see from such a system, is that there is no
reliance on a set of servers, so Distributed Denial of Service
(DDOS) attacks become less effective against such type of
networks, due to the bandwidth required to carry them out
against a P2P network. However, the lack of central authority,
makes maintaining a certain level of security harder. In the
DNS, Domain Name System Security Extensions (DNSSEC)
was introduced, however we can not rely on DNSSEC since it
depends on a root key, giving a group of entities control over
all domains, defeating the goal of a censor free DNS. One
way we can solve this is by removing the need for a root key,
and giving the user control over which keys he/she accepts as
valid. This approach has successfully been used in Pretty Good
Privacy (PGP) for secure email and file transmission [5].

Unfortunately, adding a P2P network also gives us a higher
latency when serving up records, which can be a problem
to the end user which tends to expect a fairly responsive
service. Adding more copies (replicas) to the network will
allow it to spread them better and not overload one single
computer with requests. It also increases resiliency against
node failures. Caching along the way when requesting a record

1http://www.iana.org/domains/root/servers, last accessed July 5th, 2013



also allows for better latency, as this will guarantee that future
queries coming from the same zone will be answered quicker.
This method is implemented in the Kademlia DHT [6]. If no
caching is used, as in the DDNS implementation, which uses
the Chord DHT, latency will be higher when compared to
normal DNS [7]. The benefits of replication towards achieving
better performance can be seen in CoDoNS, which is in
fact a hybrid P2P system, like the solution we propose [8].
CoDoNS achieves better results than DDNS due to replication,
however, CoDoNS still lacks the freedom of censorship that
we are trying to achieve, since the operators allowed in the
P2P network are known, and chosen. Another benefit from
using a totally free P2P network where everyone can join and
contribute with resources, is the cost of maintenance of such
a network, which is close to none. This, together with the fact
that no one controls the network, means the domains are free
to use. DNS is exposed to attack vectors such as DDOS and
cache poising.

HARD-DNS tackled these issues by placing a P2P network
layer before the normal DNS [9]. As the P2P network provides
these safety mechanisms, by using a P2P network, our system
inherits these properties. It has also been demonstrated that a
P2P network for DNS can be an effective mechanism against
censorship, in this particular case against censorship on specific
servers in a country, allowing for a user and have it’s query
routed around the censored servers [10]. HDNS is another
hybrid solution which divides the hierarchical structure of the
domain system into two, placing one part in a P2P network
and the other continues to work as current DNS [11]. This
provides the system with more resilience while keeping down
the latency in query responses when compared to pure P2P
DNS implementations. Other alternatives also exist, such as
alternative roots [12].

III. ARCHITECTURE

HP2PDNS is composed of four main modules, as depicted
in Figure 1: a Local Nameserver, a Translator, the P2P Node,
and a Proxy. There are also modules for Key management and
Blacklist management.

Each participant will run a Local Nameserver. His com-
puter is set to use the Local Nameserver (localhost) for domain
resolution. This local nameserver routes each query either to
the Translator or to the Proxy depending on blacklist settings
the user has defined. The user can choose which domains
should be resolved using the regular DNS (Proxy), and which
should be resolved using the DHT (Translator). This allows
the user to bypass censored domains in the regular DNS
and continue to access those domains using only an easy to

Fig. 1. Hybrid Peer-to-Peer DNS architecture

remember name, while not having to maintain a hosts file or
anything other than installing a public key.

The P2P module is where communication with the P2P
network is performed and DZFs are retrieved from. A DZF
is a byte stream containing the resource records belonging to
a domain name, along with the public key and signature for
those resource records. Each HP2PDNS client is a peer in the
DHT, storing other records that are added to the network and
acting both as a client and server, providing its network and
storage resources to other peers.

The Translator is a bridge between the P2P node and the
Local Nameserver. Since the Local Nameserver does not know
how to read a DZF, the translator receives the queries, retrieves
the correct DZF and creates a response compatible with the
current DNS, which the Local Nameserver can then send back
to the application that requested the lookup. The Translator
will only accept a DZF for which the user has a key installed,
i.e. an entry which was created by a trusted user.

The Proxy receives a regular DNS query, and using a
DNS server chosen by the user, sends the query to that
nameserver and waits for an answer, sending it back to the
Local Nameserver.

The configuration of how each domain should be resolved
is done using a blacklist. The user can add a domain to the
blacklist, and block that domain and all of it’s sub domains
from being resolved using the current DNS, thus forcing all
resolutions for those domains to occur using data retrieved
from the P2P network, circumventing censorship. The blacklist
is part of the system and every user will have an empty
blacklist when he uses HP2PDNS.

The public keys are managed similarly to the blacklist:
the user installs a public key and decides for which domains
the public key is valid and if it is valid for its sub domains.
These public keys are the only public keys that can be used
to verify the integrity of the DZF. Any DZF that is not signed
by a public key that the user specifically installed, will not be
considered valid. If the user wishes to use a new DZF for a
specific domain, he must explicitly install the public key and
say that it is valid for the domain. All DZFs are signed using
a private key, which is generated by the entity that provides
the DZF. As such, there is no root key and the users only have
to install the corresponding public key in order to verify the
signature. This system maintains security, while easily giving
the user total freedom to choose who he/she trusts.

The DZF is made up of various fields, presented in Figure
2. Table I presents the size of each field. A version number
is used to identify the DZF format, enabling future changes
to parameters such as security (e.g. increase the strength of
the hashes) or adding new resource record types, allowing for
the evolution of the protocol without breaking compatibility
with older DZFs. The domain field identifies the domain name
provided by the DZF. Unlike DNS zone files, in a DZF
all entries pertain to the same name. Different names under
the same domain require different DZF. The serial version,
was introduced to prevent the possibility of replay attacks,
explained later. The serial version must increment between
each new version of a DZF for a domain signed with the
same private key, otherwise the network will reject the new
DZF. A limitation introduced when compared to the current



DNS, is that the TTL for all resource records of a domain
is global, meaning the TTL can not be defined individually
for each resource record. The number of records allows us to
know before hand how many records we are going to read,
and when we can read the signature and public key. Finally
we have the public key, which allows the user to easily identify
which public key should be used to verify the DZF.

IV. THREAT ANALYSIS

When designing HP2PDNS, some attack vectors were
identified and mitigated or solved. The first problem was how
to secure the data on the P2P network. For this, we assume that
most peers will oblige by the system’s rules. Only a minority
of the peers will try to circumvent the rules in order to gain
an advantage or simply disturb the network’s operation as to
render the service partially or completely inoperable for some
or all users.

In order to secure the DZFs, all DZFs are signed with a
private key and the corresponding public key is included at the
end of the DZF. In theory, signing every DZF with a different
key would make the system more secure, however this can
become impractical for both the entity signing the DZFs and
the users installing the public keys. A good balance is for each
entity to have its own key pair, and every DZF created by it
be signed with that private key. To accept all DZFs issued by
one entity as valid, the user only needs to install one public
key. This allows any node to verify that the DZF is correctly
formed, and signed, preventing corrupt data from entering the
network. Each P2P node will perform this verification before
accepting a DZF, even when performing replication.

To allow a healthy competition between entities providing
the DZFs, we allow multiple DZFs for the same domain. As
the location key used in the DHT is the domain name, a content
key is used to distinguish between the different DZFs for the
same domain. If we only had one entity that could sign the
DZF per domain, that would easily allow for censorship.

To prevent removals and substitution of DZFs previously
inserted into the network, upon receiving a DZF each node
checks if the location key and content key chosen already
have a DZF. If so, the node checks if the public keys are the
same and verifies both signatures, preventing anyone, other

Fig. 2. Distributed Zone File

TABLE I. DISTRIBUTED ZONE FILE FIELD SIZES

Field name Field length (B)

Version 1

Domain variable

TTL 8

Record A 5

Record AAAA 17

Record NS variable

Record MX variable

Record CNAME variable

SHA-512 signature 64

Public key remaining

than the owner of the key pair that signed the original DZF,
from removing or substituting it.

But there was still the problem of who occupies the location
and content key pair first. Let’s say for example the location
and content key pair had not been used yet, and some user
A who knew the public key of entity B decided to occupy
that location and content key pair. B would later be unable
to generate that DZF, since the DZF that had been inserted
previously was signed with a different key. As such a new
check was put into place, since the content keys used are a
SHA1 hash of the public key, then when a DZF is inserted
the hash of the public key contained in the DZF is computed
and checked to see if it matches the content key where the
DZF is going to be inserted. If it does not then insertion fails,
preventing the attack described above from happening.

Another attack identified was a replay attack, where an out-
dated DZF could be re-introduced into the network, replacing
the current one. Limiting publishing to the issuer of the DZF
was not possible, as replication requires peers being able to
republish valid DZF from other peers. To prevent this attack,
a serial version was introduced.Whenever a DZF is inserted,
if another already exists for the same domain and both public
keys match, then the serial versions are compared and the serial
version of the new DZF must be bigger than the serial version
of the current DZF.

Up until now all our work has undergone the assumption
that most peers will oblige to rules. A minority however, may
try to disturb the network in order to gain some advantage or
simply to disturb the service provided. Due to the system’s
goals and design, service disruption will be the most likely
motivation for an attack. In order to disturb the network, a
peer can change DZF stored in his node and start providing a
malicious DZF. Although this DZF will not be accepted by any
peers as valid, it will none the less create a denial of service
for the peers trying to access the domain for which the DZF
contains data. This will eventually be solved, since the user
will contact another peer which has a copy of the DZF, but
this could take time, leading to an interruption of service which
would be unacceptable even to the most patient users. An even
more determined attacker could receive newly inserted DZFs
in the network but not actually store or replicate them, meaning
it would be as if the DZF was never inserted in the network. A
way to counter this is to check with another peer if the DZF
is available and if not wait and try to insert it with another
peer. These demonstrated attacks hinder the operation of the
network only partially. To completely interrupt the network the
attacker would need to create multiple identities and perform
these attacks on multiple points of the network. This would
effectively interrupt most of the network’s operations and
completely hinder the use of the system, but such attack would
require most peers to be controlled by the attacker.

V. EXPERIMENTAL EVALUATION

We implemented a prototype of HP2PDNS using Java. This
prototype was used to evaluate HP2PDNS using a deployment
of 100 nodes: a personal computer and 99 PlanetLab2 nodes.
Our experiments were conducted to verify the correct operation

2http://www.planet-lab.eu/, last accessed July 5th, 2013



of HP2PDNS and measure its performance, in order to assess
its suitability for daily use.

Our prototype uses TomP2P3, a library which provides an
implementation of Kademlia [6] enabling multiple values to
be associated to a key (location key), using a second key,
called content key. Kademlia allows for parallel asynchronous
queries, enabling faster DZF lookups in the presence of slow
or failed nodes, as the query finishes when the first reply is
returned. Our DHT was modified to only accept DZFs which
are valid, meaning the public key provided in the DZF can
be used to verify the signature provided in DZF. Furthermore,
any new generated DZF for the same domain with the same
key, will only be valid if the key provided in the new DZF
can be used to verify the signature of the old and new DZFs.

Our first test intended to measure the delay introduced by
the use of HP2PDNS. As name resolution is, most of the time,
the first step performed when accessing an Internet service, the
time it takes has a direct impact on the performance perceived
by the user. To test our prototype we downloaded the list of the
1000000 most visited domains on June 17th, 2013, supplied
by Alexa.com4 and used the first 1000. We then proceeded to
generate 1000 DZFs, one for each domain, and added them to
the network.

Figure 3 shows the times it took to retrieve the records,
using the P2P network meaning all domains were added to
the blacklist, using our system as a proxy, with Google’s
nameserver 8.8.8.8 and using Google’s nameserver directly.
Our tests showed us what we had seen from other studies:
that the response time tends to be greater when using a P2P
network. The use of the DHT increased the reply times by an
order of magnitude. Although this may not be much when the
alternative is to not access the content, some users will find
this acceptable when the alternative is to not have access to
the content, the authors are aware that most users tend to be
impatient and want the content before they have even requested
it, which would drive quite a few away. As such we are looking
in to more ways to reduce this latency, since the way it stands
now it would only serve a niche.

Using our system as a normal DNS, meaning no domains

3http://tomp2p.net/, last accessed July 5th, 2013
4http://www.alexa.com/topsites, last accessed July 5th, 2013
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are blacklisted and all dns queries are routed to a previously
selected nameserver, in this case Google’s nameserver, incurs
no noticeable overhead. This was to be expected as it simply
reroutes the queries and does no work other than checking
if the domain is in the blacklist. The blacklist is setup as a
tree, with the domain depth being the depth of the domain in
the tree, meaning utl.pt has a depth of 2, as such the lookup
on the blacklist is always in the worst case n, where n is
the depth of the domain. However, using the system without
using the P2P network to bypass censorship provides no real
advantage. To bypass censorship the user needs to add domains
to the blacklist and these will then be retrieved from the P2P
network. We can see from Figure 3 that the times to retrieve
these records from the P2P network are much higher (a tenfold
increase) when compared to retrieving the records from current
DNS. However, they all come in under 6s, with 90% coming
in under 2s, which is quite acceptable. We believe that these
times can still be improved upon and using a local cache can
go a good way to improve those times, since the retrieval of the
DZF from the network is the biggest overhead of the system.

P2P networks made up of voluntary nodes exhibit churn:
nodes enter and leave the network at their convenience. Nodes
can also fail or lose connectivity. The sudden departure of
a large number of nodes will impact the performance of the
system and may cause data to be lost.

Figure 4 demonstrates the system’s resilience, using a
replication factor of 6, meaning every DZF has 6 copies on the
network. The node responsible for the DZF is responsible for
replicating the DZF and checking to see if there are enough
replicas. We started with 100 servers and stopped 10 each
time and measured the success rate and average reply time in
answering queries. It must be emphasized that we did not allow
the nodes to exit orderly but killed the process, preventing other
nodes from being notified of the departure. This simulates the
worst case: a node failure. As can be seen, the first data loses
were only experienced when 40% of the nodes had failed, and
the success rate never went below 60%, meaning that even
when only 10% of the nodes were still running, 600 of the 1000
DZFs that were inserted into the network were still available.

We can observe that the average response time tends to
increase as the number of working nodes decreases, but there
are some sharp improvements in the response time. These
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occur when the replication process kicks in (Kademlia nodes
run it every hour), detects the drop in the number of replicas
and creates new ones, allowing Kademlia to use its parallel
search feature to benefit from faster replies from closer nodes.
These performance improvements also coincide with a pause
in the success rate drop. The new replicas introduced by the
replication process enables the DHT to withstand the node
failures without loss of data. This experiment shows that even
with 40% of the nodes leave the network in a short period,
no consequences other than a temporary increase in the reply
time occur. By tuning the replication factor and the interval
between runs of the replication process, it should be possible
to accommodate highly dynamic networks without data loss.

The same test was performed, starting with 100 nodes
but this time 50 nodes were killed at once. Afterwards, the
query success rate has 93%, meaning that the replicas were
reasonably well spread out.

VI. CHALLENGES

One of the biggest hurdles is the initial distribution of the
public keys. This is especially problematic if a website fails to
transition to the P2P network before it is censored. Currently, it
must use some kind of third party to distribute the public key,
for instance a public key archive which can have ratings for
the public keys, maintaining some level of trust. Trusted public
keys could also be spread from person to person, but this is
method which would take a long time to widely distribute a
public key. We are looking into suggestion systems based on
ratings, where the users votes, when compared to peers it is
currently connected, will allow us to suggest a public key the
user does not have and that will allow him to access a domain
for which he does not currently possess a valid public key.

One can easily see that when giving up a central authority,
we can no longer rely on a third party to keep us secure and
look out for threats. This is true when looking at our system.
Since there is no central authority, when adding DZFs or public
keys, a user only has to install a wrong public key, to be victim
of attacks such as phishing. So, when using the system the user
is advised to take care and not install public keys from entities
or people whom he does not completely trust. We are giving
users the power to choose, and not interfering with the decision
process as such there is no much more that can be done other
than educate the user before hand.

Other problems also stem from the use of a P2P network,
without central authority. For instance, corrupt data can be sent
by a malicious node: each time we request a DZF from node
A, node A will change the first bytes, effectively making the
DZF invalid and useless. One way to deal with this is keeping
score of how many corrupted DZF’s a node has sent and block
that node after a certain amount of times.

Another improvement would be allowing remote connec-
tions to manage the server along with a Graphical User
Interface (GUI), allowing a network administrator to remotely
control which keys to use in the nameserver, and have it’s users
make use of that nameserver.

VII. CONCLUSIONS

In this paper we propose HP2PDNS, a system which
integrates with the current DNS system but allows users to

choose to have some domains be resolved using trusted records
retrieved from a P2P network. This system allows users to
have a gratuitous name resolution system and circumvent DNS
censorship.

The solution provides an easy way to add and remove
domains from the blacklist, as well as manage which keys
control which domain. The distribution of keys is left up to
the user, which still represents a challenge to most people. We
are working on simplifying this task.

As was expected from previous studies, we observed
that using a P2P network for retrieving the records, incurs
overhead. However, we must no forget that the alternative
is to not have access to the censored domains. Most name
resolutions should still be performed by the regular DNS which
is transparently supported. As such, the average reply time
would remain very close to that of the DNS.
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