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Abstract—H.264/AVC is a recent video standard em-
braced by many multimedia applications. Because of its
demanding encoding requirements, a high amount of
computational effort is often needed in order to compress
a video stream in real time. The intra-prediction and
encoding are two of several modules included by H.264
that requires a high computational power. On the other
hand, the GPU computational capabilities are exhibiting
their supremacy for solving certain types of problems with
data parallelism, which composes the majority of the intra-
prediction and encoding process.

This paper presents a parallel implementation of the
intra-prediction and encoding modules by adopting a
parallel programming API denoted by CUDA, which
explores the massive parallelization capabilities of recent1

NVIDIA graphic cards in order to reduce the encoding
time.

I. INTRODUCTION

Digital video is a widely used multimedia tech-
nology which often imposes many different real-time
constraints, most of them concerning the encoding, pro-
cessing, storage and data transmission. To satisfy these
constraints, many standards for digital video compres-
sion have been developed, such as the H.264 standard,
to define the syntax and the semantics of the bit stream,
as well as the processing and the decoding algorithm
that the encoder needs to perform when decoding the
video bit stream.

The fact that a video standard does not describe a
specific way to encode the bit stream gives the manu-
factures the possibility to compete in areas such as cost,
coding efficiency, error resilience and error recovery,
or hardware requirements. Most encoders, specifically
those for H.264, were designed by taking into account
the processing requirements in the decoding phase, as
the encoding part was not considered an issue during
the standard design.

To maximize the compression of a video stream while
retaining a high quality image, H.264 encoders include

1In this work, recent graphic cards refers to the graphic cards
introduced into the market after 2009.

several modules to apply different types of complex
techniques and transformations in order to reduce the
redundant elements in the video. The majority of these
modules is very demanding in what concerns the re-
quired computing resources. Intra-prediction is one of
the complex modules, that is used in the removal of
redundancies between macroblocks.

A. Motivation

A concurrent approach based on the data-level paral-
lelism is usually regarded as an effective and scalable
solution in an era where the multiprocessors are becom-
ing a common technology, when compared to the single
processor technology. There are several possibilities
where the data-level parallelism can be applied to the
video encoding. One recent technology that is evolving
rapidly is the massively processor capabilities offered by
the Graphics Processing Units (GPU), which can have
hundreds of cores that can be used to implement general
purpose processing rather than exclusive processing of
graphics.

A general purpose graphic processing platform
for graphic processing units has been developed by
NVIDIA, called CUDA to allow the software developers
to use the massive parallel capabilities of recent graphic
cards to compute problems that can be processed with
the parallelism of data.

Since the computations performed by the intra-
prediction module and the respective encoding can
be performed on a data-parallel fashion, the potential
speed-up that can be obtained by processing these mod-
ules with a CUDA capable GPU is the main motivation
for this work

B. Work Objectives

The main purpose of this work was to reduce the pro-
cessing time of the H.264 encoder’s reference software2

by proposing and implementing a data-parallel version

2http://sips.inesc-id.pt/∼nfvr/prototypes/p264
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of the intra-prediction and encoding modules. These
parallel versions should be integrated into an existing
reference encoder software. During the execution time,
and whenever a CUDA GPU is available, the parallel
module should replace the sequential implementation
in order to offload the intra-prediction and respective
encoding tasks to the GPU. By assigning these tasks to
the GPU, the reference encoder can then proceed with
other unrelated encoding tasks, which are concurrently
executed with the tasks on the GPU.

Besides offloading the intra-prediction and encoding
tasks to the GPU, the developed implementation should
also be as efficient as possible, in order to maximize the
computing resources available in the GPU, and present
a scalable characteristic in order to adapt to different
problem sizes, such as the different video formats and
spatial resolutions.

II. MPEG-4 PART 10/AVC STANDARD

The H.264 standard, also known as MPEG-4 part
10 Advanced Video Coding (AVC), is an industry
standard for video coding that appeared as a result
of a joint research between the ITU-T VCEG and the
ISO/IEC MPEG standardization committee, established
in December 2001 [2]. When compared with the other
previous standards, it offers a substantial improvement
in coding efficiency and video quality. In fact, the main
goal of this new standard was to enhance the compres-
sion rate, while still providing a packed based video
coding suitable for real-time conversation, storage, and
streaming or broadcast type applications.

The scope of the standardization only affects the
decoding process, by imposing restrictions on the syntax
and semantics of the bit stream, and the processing
needed to convert the bit stream into video. This allows
the production of the same output by every decoder
conforming to the standard. On the other hand, the
encoder also follows the restrictions imposed by the
standard compliancy [3], as well as the competition by
the encoders’ manufactures in areas like cost, hardware
requirements, coding efficiency, or error resilience and
error recovery [2].

To maximize the compression of a video stream,
while retaining a high quality fidelity, the H.264 en-
coders include several modules to apply different types
of complex techniques and transformations, in order to
reduce the redundant elements in the video sequence.
The majority of these modules is very demanding in
what concerns the required computing resources. In
particular, intra-prediction, which is used in the removal
of redundancies, is one of the most complex modules.

A. Intra Prediction

Intra prediction is a compression technique used to
reduce the spatial redundancies within a given frame,
thus only considering the samples from the current
picture [5]. It consists in a spatial directional prediction
of macroblocks, by extrapolating the prediction from the
near samples of neighbouring macroblocks, according
to specific prediction directions in order to obtain a
predictor block. A residual block is then created by
subtracting the predictors block from the original block.
The existence of several possible prediction directions
allows the selection of the extrapolation function that
minimizes the residual prediction error.

This intra prediction is applied separately to the lumi-
nance and chrominance samples. In both color samples,
the prediction is performed in the entire macroblock at
once. The luminance samples are also processed using
the entire macroblock, but may be further refined using
sixteen 4x4 blocks of a macroblock, for increasing the
prediction effectiveness in samples with higher detail.
In this case, it is chosen the intra prediction mode with
the lowest residual prediction error.

B. Transform Coding

The transform coding module processes the residual
signal obtained in the prediction process. It is formed
by two parts: transform and quantization. The transform
part allows the mapping of the image pixels from the
spatial domain into the frequency domain, in order to
emphasize the spatial redundancies in the image plane.
The process is fully reversible without any loss of data
[4, 7]. The quantization part allows the suppression of
irrelevancies, by removing the less significant data. It is
this process the responsible for the lossy compression
in the H.264/AVC.

The transform module in the H264/AVC is based on
a two-dimensional DCT. Unlike the 8x8 DCT that is
used by the previous standards, in the H.264/AVC, the
transform is applied mainly in blocks of 4x4 pixels, to
reduce the spatial correlation. However, for performance
reasons the H264/AVC uses an integer approximation of
the real DCT, in order to allow its computation by only
using 16 bit integer arithmetic operations [2, 6, 7].

C. Quantization Module

The quantization module controls the amount of
signal loss that is introduced, in order to achieve the
desired amount of compression. After being computed,
the transform coefficients are scaled to eliminate the
blocks’ least significant values.

The H.264 standard has 52 values for the quantization
step. This wide range of step sizes allows the encoder to
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accurately and flexibly manipulate the trade-off between
bit rate and quality [8].

D. Encoding Loop

The compression of a video sequence is achieved
through a reduction of redundancies between image
samples through the use of prediction mechanisms and
transform coding, and a reductor of irrelevancies, by
using quantization methods. In order to achieve an effec-
tive compression, the compression process is formed by
several modules, such as the intra-prediction, transform
and quantization modules, which are the focus of the
parallel implementation.

As the basis for encoding, each picture is partitioned
into fixed size rectangular macroblocks of 16x16 sam-
ples for the luminance component and 8x8 samples
for each chrominance component (when the YCbCr:420
sampling pattern is used)[3]. These sequence of blocks
are usually processed in a raster scan order.

The overall encoding starts with an input frame from
an uncompressed video sequence. The frame is then
processed by a prediction model that will attempt to
reduce redundancy by exploiting the similarities be-
tween neighbouring image samples. In H.264/AVC, the
prediction is formed from data in the current frame
or from other previously encoded frames: it is created
by the spatial extrapolation from neighbouring samples
of the same frame (intra prediction), or by compensat-
ing for differences between neighbouring frames (inter
prediction). A residual macroblock is then created by
subtracting the obtained prediction samples from the
actual image sample [4]. Then, transform is applied
to the residual macroblocks and the resulting transform
coefficients are scaled and quantized to provide a more
compact representation of the residual frame. The result-
ing quantized transform coefficients and the parameters
of the prediction model are processed by an entropy
encoder to remove statistical redundancy in the data.
The output is a compressed bit stream that may be stored
in a file or transmitted via network.

In order to minimize the propagation of errors in-
troduced by the encoding process (mainly the by the
quantization module), the quantized transform coeffi-
cients are also processed by the inverse quantization
and transform modules, in order to reconstruct the
residual frame. The reconstructed frame is then obtained
by adding the reconstructed residual to the prediction.
Finally, after applying a smoothing filter to reduce the
blocking effects, the reconstructed frame is ready to be
used as a reference frame to the next encoded frame
[4].

III. NVIDIA’S GPU PARALLEL PROGRAMMING
PLATFORM

The evolution of single-core CPUs according to
Moore’s law has slowed-down since 2003, due to energy
consumption and heat-dissipation issues [9]. Conse-
quently, the processing power evolution of CPUs has
gradually changed to a multicore model, where multi-
ple CPUs are simultaneously used and the number of
offered cores is being doubled with each semiconductor
processing generation. Nowadays, with the existence
of multicore CPUs and many-core GPUs, many main-
stream processor chips are now parallel systems and
their parallelism continues to scale with Moore’s law
[10].

Currently, most general purpose processors (GPPs)
are out-of-order multiple instruction issue processors,
optimized for sequential code performance and there-
fore, most of their die area is devoted to control logic
and cache optimization. By contrast, a GPU has a
much larger number of cores, where each of which is
a heavy multithreaded in-order-single-instruction issue
processor and the most part of the GPU’s die area
is devoted to arithmetic processing. Consequently, in
what respects to the scalability of data parallelism,
the many-core approaches taken with GPUs surpasses
the multicore approaches taken with CPUs for a great
number of problems [9, 11].

A. GPU Architecture

The newest NVIDIA’s GPU architecture is organized
into an array of streaming processors3, denoted to
as Streaming Multiprocessors (SMs). Each streaming
multiprocessor is capable of processing simultaneously
a massive number of threads and is usually formed by a
group of streaming processors that share the instruction
cache and control logic.

Regarding to the device’s memory, a GPU may have
up to four gigabytes of Graphics Double Data Rate
(GDDR) DRAM (also known as global memory) that
functions in this computing context just as a very-
high-bandwidth off-chip memory[9]. Despite having a
high access latency (when compared to the system
DRAM), the global memory offers a higher bandwidth,
which compensates the execution of parallel applica-
tions. However, the communication bandwidth between
the GPU and the CPU (and vice-versa) is much lower
than the system memory bandwidth and the GPU global
memory, which imposes severe restrictions to the imple-
mentation of efficient acceleration processing structures.

3Streaming processors are also referred to as CUDA cores.
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B. CUDA Programming Model

The Compute Unified Device Architecture (CUDA)
is the NVIDIA’s parallel computing architecture that
is made accessible to software developers, in order to
allow the use of NVIDIA’s recent GPUs for general
purpose parallel programming. Currently, it is supported
by programming languages such as C, C++, Python and
FORTRAN [12].

At its core, three key abstractions expose the pro-
grammer to a set of language extensions that provide
fine-grained data parallelism and thread-level paral-
lelism: hierarchy of thread groups; shared memories;
barrier synchronizations [10]. These extensions allow
the partition of a problem into coarse sub-problems that
can be solved independently and in parallel by blocks of
threads. Likewise, each sub-problem can be divided into
finer pieces that can be solved cooperatively in parallel
by all threads within a block.

Each CUDA program comprises both the host and
the device code4 and consists of one or more execution
parts that are issued to the CPU or to the GPU. The
code parts with a high data-level parallelism are usually
executed in the GPU, leaving the remaining parts to be
implemented in the CPU.

Besides the support for different languages, CUDA
can be used from different APIs5, such as the low-
level driver API, the runtime API or high-level APIs.
The high-level APIs allow a quicker code develop-
ment that is easy to maintain, but the development is
isolated from the hardware and only a subset of the
hardware capabilities may be exposed. On the other
hand, the CUDA runtime API gives access to all the
programmable features of the GPU, with some syntax
additions to the developed code. The low-level API
allows a higher control of the hardware features, at the
cost of increased code size and more focus on the details
of the API interface rather than on the actual work of
the task.

IV. DEVELOPED SOLUTION

A. Problem Partitioning

The architecture of the developed solution to the
intra-prediction process starts from a referenced se-
quential implementation. After been analysed, the se-
quential implementation is decomposed into separated
parts which are then reorganized in different steps,
following the Ian Foster’s methodology [13] and using

4 Host code refers to the programming code that is executed by
the CPU. In turn, device code refers to the programming code that is
executed by the GPU.

5Application Programming Interface

appropriated design patterns for parallel programming
[14], in order to obtain a group of tasks and their
data elements that can be processed with data-level
parallelism.

B. Solution Architecture

The application of the Foster’s methodology resulted
in the identification of groups of tasks with different
levels of granularity, as well as their relation to the
identified data elements.

Figure 1 shows the ordering of the coarse-grained
tasks and the respective execution units that process
them. As can be observed, the CPU processes the tasks
that precede and succeed the prediction and coding tasks
executed on the GPU. The tasks assigned to the GPU
are executed between memory operations performed
by the CUDA device driver to upload the respective
frames and encoding parameters from the host memory
to the device memory and download the result of the
prediction and coding operations.

Figure 1: Execution order of tasks that execute on the
CPU and GPU.

As can be observed in figure 1, the prediction and
coding tasks are separated into two independent groups
that compute the luminances and the chrominances. This
separation allows the luminances and chrominances to
be processed in parallel on the same GPU or in different
GPUs. By also separating the memory operations for
the luminances and chrominances, the parallelism of the
CUDA devices can be further exploited by overlapping
the memory operations with the kernel operations6,
which allows to hide the latency imposed by memory
operations. Figure 2 representes an example of an
overlap between memory operations and kernel execu-
tions, where the kernels that process the luminances are
executed in parallel with the first memory operations
of the chrominances (left dashed box), and the kernels

6Overlap of data transfers and kernel executions is available on
devices of compute capability 1.1 and higher.
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that process the chrominances are overlapped with the
second memory operations of the luminances (right
dashed box).

Figure 2: Overlap of memory operations with kernel
executions.

A straightforward implementation of figure 1 would
result in an execution based on a stop-and-wait model
between the CPU and GPU tasks, where the execution is
alternated between the host and the device. Figure 3(a)
represents an example of this sequential model, where
the execution is blocked in the host after assigning the
intra tasks to the GPU and until they are completed, and
idled in the device during the remaining computations
performed on the host. This approach could easily result
in an increment of the application’s processing time
(relative to the original JVT’s sequential implementa-
tion), if the sum of the time required to process the
memory operations and the kernels was higher than
the time spent by the intra-processing on the JVT’s
implementation. Moreover, the computation resources
of both the GPU and the CPU would be wasted during
the time periods when they were idled.

To maximize the utilization rate of both the GPU
and CPU, the processing of the groups of macroblocks
from the next intra frame(s) (i.e. from the next iter-
ations) should be anticipated by issuing these groups
for execution right after the current groups. Thus, in
each iteration, instead of issuing only the groups of
macroblocks required by the next finalization tasks,
the groups required by the future finalization tasks are
also issued for execution. In this way, the time wasted
in future iterations by the host while waiting for the
requested groups is reduced, as they have already been
assigned for execution in the previous iterations. In fig-
ure 3(b) it is represented an example of this anticipated
execution model. As it can be observed, and comparing
with the sequential approach in figure 3(a), two groups
of macroblocks are issued in the first iteration, instead
of just one. In this example, just like in the sequential
approach, the host execution blocks in the first iteration
until the required macroblocks have been processed.
Nevertheless, in the following iterations, they were no
observable blocking situations between the host tasks
(represented as white empty spaces between tasks),

(a) Sequential order of processing.

(b) Anticipated execution model in a pipeline scheme.

Legend:
G: GetFrame(s)
F: FinalizeFrame(s)
U: Upload from host memory to device

memory
D: Dowload from device memory to host

memory
H: Remaining tasks that are executed on

the host and external to the intra-
processing module

Figure 3: Examples of sequential and pipelined execu-
tion with the CPU and GPU.

as the required macroblocks are almost immediately
available.

To permit this anticipatory execution of the prediction
and coding tasks, all the tasks that are executed on
the device or through the device driver must be asyn-
chronously issued from the host. These asynchronous
operations must respect the order of dependent tasks
and must use synchronization points before the respec-
tive finalization tasks. As it can be observed in figure
3(b), the asynchronous execution also permits both the
overlapping between the tasks assigned to compute the
frames and the memory operations from other tasks and
the execution of concurrent or parallel kernels7.

The coarse-grained implementation of the intra-
prediction process, according to the anticipatory execu-
tion model depicted in figure 3(b) and is represented in
algorithm 1, which represents the operations performed
in the host (including those that assign the execution to
the device).

In algorithm 1, the concurrency of several lists of
macroblocks is implemented by using several queues,
where each queue corresponds to a list with groups of
macroblocks that belongs to one or more consecutive
intra-frames. The execution starts by asynchronously is-

7The more recent CUDA devices support a limited number of
parallel kernels.
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Algorithm 1 Parallel Macroblock Intra-Prediction per
Frame.

1: for each queue in total queues do
2: if empty queue(queue) then
3: process queue(queue)
4: end if
5: end for
6: if not ready(current queue) then
7: wait(current queue)
8: end if
9: dequeue(current queue) → encoded data

10: if empty(current queue) then
11: process queue(current queue) {The same in-

structions as in the previous process queue}
12: switch queues(current queue)
13: end if
14: for each macroblock in frame macroblocks do
15: finish macroblock(macroblock)
16: end for

suing the prediction and coding tasks of all macroblocks
from each empty queue to the device (see line 3). When
the device tasks from all queues have been assigned, the
host execution blocks until the queue that contains the
current frame completes (see line 7). The required frame
for the finalization process (see line 15) is retrieved from
the queue in line 9.

For each one of the previous queues there is one
queue in the host’s memory to store the computed
frames. The data elements regarding the process of
a current frame are then retrieved from one of this
queues to be processed by the finalization tasks (see
line 9). After all its frames have been processed, the
hosts’s queues are swapped (see line 12) in order to
allow the empty queue to store the next frames to be
processed while the future finalization tasks process the
data elements from other queues.

The assignment of each queue containing lists of
macroblocks to the GPU is depicted in lines 3 and
11. The second assignment (in line 11) is required to
immediately issue a recently emptied queue to execution
in order to maximize the number of concurrent queues.
Each of these two operations is detailed in algorithm
2, which consists in the host’s operations to fetch the
intra-frames from the filesystem (see line 1), in the
device’s operations to upload the frames (see lines 2 and
4, the process of the intra-prediction and coding tasks
(see lines 3 and 5), and the procedures to download the
encoded data elements from the device’s memory (see
lines 6 and 7).

The possibility of using a different number of queues
and a different number of frames per queue not only
permits the adaptability to CUDA devices with different
characteristics, but also the use of multiple CUDA
devices.

Algorithm 2 Intra-Process.

1: get frames(num frames) → (luma frame,
cb frame, cr frame)

2: upload luma(luma frame)
3: process luma()
4: upload chroma(cb frame, cr frame)
5: process chroma()
6: download luma() → enc luma
7: download chroma() → enc cb, enc cr

V. TESTING RESULTS

The conceived implementation was evaluated by
comparing the execution time of the parallel intra-
prediction module with its homologous sequential im-
plementation in the reference software. Although the
execution time in the parallel version is composed by
parcels corresponding to different types of operations,
such as memory operations or computing operations,
only the overall execution time is regarded.

A. Test Platform

The tests were conducted on a machine composed
by one quad-core processor, twelve gigabytes of RAM
and a Nvidia GeForce 580 with 512 Cores (see table I).
It was essential to use a machine were the computing
resources of the CPU are in the same level as the
computing resources of the GPU (i.e. High-End CPU vs
High-End GPU or Low-End CPU vs Low-End GPU).

CPU
Model: Intel(R) Core(TM) i7 950
Clock: 3.07 GHZ

RAM 12 GB

GPU

Model: Nvidia GeForce 580 GTX
Computing cores: 512 (16 SM × 32 SP)
Processor clock: 1544MHZ
Device memory: 1536 MB

Table I: Specification of computational resources used
for conducting the tests.

B. Comparison of Video Resolutions

To compare the obtained performance of the devel-
oped solution with the reference software from JVT,
both implementations were tested using different groups
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of tests, where in each test it was measured the process-
ing time of the intra-process with different combinations
in the number of concurrent queues and the number of
frames per queue. In each group, one of the following
spatial resolutions of a video-stream composed by 64
intra-frames is considered:

• CIF (352x288);
• 4CIF (704x576);
• 1080p (1920x1080);
• 2160p (3840x2160).

In the following, it is depicted two types of results
for each group of tests: the processing time of the intra-
prediction module; the performance gain regarding the
program’s execution time. In the results concerning the
total execution time, it is represented (on the right) the
theorotical maximum gain accourding to the Amdahl’s
Law [15].

Figure 4: Intra-process time using CIF video-sequences.

Figure 5: Total performance gain with CIF video-
sequences.

Figure 6: Intra-process time using 4CIF video-
sequences.

Figure 7: Total performance gain with 4CIF video-
sequences.

Figure 8: Intra-process time using 1080p video-
sequences.

Figure 9: Total performance gain with 1080p video-
sequences.
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Figure 10: Intra-process time using 2160p video-
sequence.

Figure 11: Total performance gain with 2160p video-
sequences.

C. Analysis of Scalability

The application scalability defines how it behaves to
different volumes of data. Figure 12 depicts the intra-
processing time of the JVT’s implementation and three
different configurations of the developed implementa-
tion with a single queue with one frame (1Q1F), two
queues with one frame (2Q1F) and two queues with two
frames (2Q2F). Between each represented video format,
the volume of data varies from 4x to 5x. As it can be
observed, while the processing time of the sequential
implementation has a proportional variation to the vol-
ume of data, in the developed parallel implementations,
the processing time increases at a rate much lower. In
the developed implementation, it is also observed that
the configuration of one frame and a single queue has
the highest growing rate until the 1080p format and
the lowest growing rate until the 2160p format. This
behaviour demonstrates that the GPU resources are only
fully utilized in these tests, with the 1080p and 2160p
video formats. This also demonstrates the scalability
of the implemented solution for video formats with
resolutions higher than 2160p.

Figure 12: Comparison between different video resolu-
tions.

D. Analysis of Results

The performance of the developed solution is influ-
enced by several aspects, such as memory transfers,
organization and management of tasks, or the relation
between the number of computations and the volume of
data in which these computations are performed.

From the previous results, it is observed that the
processing time of the several parallel implementations
has different values, when compared to its sequential
counterpart. Regarding to the intra-prediction process,
the volume of data corresponding to a single frame
with the CIF resolution is not sufficient to mitigate
the latency imposed by the memory transfers between
the host and the device memory spaces. Concerning
the total execution time, to outperform the sequential
implementation it would be required a video sequence
with at least twice the length of the video sequence
used in the tests, as the time taken by the sequential
implementation to process 64 frames is nearly identical
to the time taken just to initialize the CUDA device.

It was also observed that when increasing the volume
of data delivered to the GPU for processing, the pro-
cessing time tends to decrease until a certain amount
of data, from which it starts to increase slowly. This
turning point marks the exact volume of data required to
be processed in the device with the maximum efficiency.
The GPU resources are being wasted below this point,
and starting to be overloaded above it. Nevertheless,
in figure 12 it can be noticed the difference in the
observed scalability between the sequential and the
CUDA implementation, where the later is much more
scalable then the former.

VI. CONCLUSIONS

The main contribution presented in this work was the
proposal and implementation of the intra-prediction and
encoding module, which was developed as a modular
piece of software that can be easily integrated into
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different encoders. As an example, besides the obvious
application to encode H.264 compressed video streams,
this module may also be used to reduce the compression
time of multiple hyperspectral images, by processing all
the images in a video sequence with the intra-prediction
and encoding module [1].

Besides the developed software, the conducted and
presented analyses of the implantation, as well as the
solution design can be used as a reference for develop-
ing or studying the solution for similar problems, such
as different video standards, different implementations
or different modules in the H.264 with CUDA.

The developed solution proved to be a viable and
alternative approach to encode intra type frames. As
can be observed in the results section, the parallel
implementation of the intra-prediction module achieved
a speedup of 11x, relatively to the sequential implemen-
tation of the reference software.

By taking into account the obtained results, it can be
concluded that the process of the intra-prediction on the
GPU resulted in a more scalable solution than a similar
approach using exclusively the multi-core capabilities
of the CPU.

The proposed solution also proved to be adaptable to
different video formats with different spatial resolutions.
By offloading the computations to the GPU in a pipeline
scheme, the execution cost of the the intra-prediction
module could be mitigated, by allowing the remaining
parts of the encoder to be processed on the CPU, while
the data elements required in the next iterations were
computed in advance by the GPU.

The possibility of processing the intra-prediction us-
ing macroblocks from several frames in parallel per-
mits an efficient usage of the computing resources
available in the GPU, by increasing the number of
processed frames in parallel to compensate for the sub-
utilization of the computational resources, when using
video streams with low spatial resolutions.

Due to the negative impact of the long communi-
cation latency between the host the device memory
spaces, it was also concluded that there is a limit in
the spatial resolution or in the number of intra type
frames processed in parallel to allow any performance
gain with a GPU. Therefore, according to the previous
results, the video stream must have at least a 1080p
spatial resolution in order to process a single frame at a
time in the GPU, or when processing CIF video streams,
at least as twice as the number of parallel frames used
in the previous results (ex: at least 128 frames).
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