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Abstract 

Since the beginning of the information age, humans live fascinated with the idea of 
creating intelligent systems capable of understanding and interacting with what is 
around them and sometimes adapt to new scenarios. Machine learning allows the 
exploration of this adaption, enabling learning capabilities in real or virtual 
environments in order to achieve better results for the tasks such systems were 
created for. With this idea, this work intends to use machine learning techniques to 
create a simulation that would be capable of classify and group objects given by a user 
and understand the logic behind such organization. At a later stage the simulation will 
be tested with real users to understand how it performed. 

1. Introduction 

1.1. Motivation 

Developing learning skills is an important area within intelligent systems research as 
well as the interaction with such systems in order to achieve higher levels of 
interaction, so those systems can assist humans in their tasks in a better way [1]. The 
behaviors that such environments can perform in their context must usually be pre-
programmed. However, there’s a growing need to perform increasingly complex tasks 
in such environments. In order to achieve this, the systems must adapt themselves to 
the environment by learning to execute new actions within it.  

This way the implementation of learning techniques can be the vehicle to develop 
new capabilities in intelligent systems, as they can learn to do something new along 
the user interaction, improving such tasks’ performance through time.  

In this work, it is intended to achieve learning from demonstration in an easy to use 
environment. 

With this said, it was chosen a virtual environment as the system to implement the 
learning process, as no physical limitations would interfere with the work and, by 
doing such choice, it was even possible to test news ways of interaction that couldn’t 
be considered initially, such as the capacity of having as many objects as a user 
desired.   

1.2. Problem 

The main problem that one can find is the way to create the means to learn a task 
from a given demonstration using active learning in an environment, where there is 
limited knowledge about the actions taken within it. 

To solve this problem, it will be adopted a combination of clustering and active 
learning, and such combination will be used in a game scenario where a user can 
interact with set of objects and separate them in groups. The game will then be 
capable of learning the logic behind such organization and place new objects in the 
appropriate groups. 

The interface will also be an important issue to approach as the game should have an 
easy way to interact with, to avoid usability problems during the user experience and 
minimize the impact that a bad interface could bring to the game. 

1.3. Objectives 

This work is included in the areas of intelligent agents and machine learning. The 
main objectives for this work are: 

 Create an interactive environment in which a user can perform several 
actions involving object manipulation such as, creation and destruction of 
objects and interaction with their positions in the environment; 

 Create an agent (Robot) which will give important feedback to the user and 
will serve as his companion during the simulation; 

 Implement learning techniques allowing the simulation to learn with the 
actions the user performs in the environment; 

 Test the simulation with users in order to evaluate its learning performance 
against several types of scenarios as well as the level of satisfaction the user 
has with the other elements of the environment. 

Throughout this study, the implementation of learning in the environment is expected 
to be based on clustering theories. In other cases some empirical methods will be 
used as guidance to improve or architect some of the parts of this work. 

The work will take place in three phases: 

 First phase includes the creation of all the virtual environment using the 
Unity3D framework; 

 Second phase is the phase where the user interface will be created as well as 
the Robot agent and all the interactions with the environment; 

 The third phase comprehends the implementation of the learning 
mechanisms.   
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2. Background 

2.1. Machine Learning 

The main goal of machine learning is to design algorithms in order to achieve an 
increasingly performance through time in computer systems by the means of 
empirical data as input, such as from optical sensors, speech recognition systems or 
databases. The way this learning process is done can be seen as an interaction 
between a learner, a computer system, and a set of examples, usually called training 
data. This learner can capture important information from the examples, recognizing 
complex patterns and relations between the observed dataset, so it can make 
intelligent decisions within its context of action. However, as the universe of all 
behaviors given the inputs is vast, these cannot be comprehended by the set of 
observed examples. To address this problem, the learner must be able to generalize 
from the examples, so it can generate appropriate outputs according to the new cases 
it may witness. 

2.2. Learning from Demonstration 

In many intelligent systems, the ability to learn is entwined with the creation of a 
proper mapping between the environment and the actions performed by the system 
itself. The process of learning is thereby a form to develop this mapping, or policy [2], 
so the system can act upon a given world state. Learning from Demonstration (LfD) is 
a machine learning approach used for policy learning. This policy shows the actions to 
select depending in which state the learner currently is. LfD is a technique that 
provides learning through a set of examples, also called demonstrations, in which a 
teacher performs a demonstration so the system, or learner, can record the dataset 
that composes the behavior that it is intended to learn. LfD has two main phases, 
which are: gathering the dataset of examples and deriving the correspondent policy. 
The problem formulation in LfD has the following configuration. The world, or 
environment, in which the learner is located, is described by states set S and actions 
set A. The transition between states is defined by a probabilistic transition function 
T(s’|s,a), which returns a value between [0,1] as the probability to reach state s’ when 
action a is performed in state s. However, the state perceived by the learner can be 
different from the actual world state, so a separation between both must be taken into 
account. This occurs often in the cases in which the learner is performing in real 
world environments, and the mapping of real state into observed state is influenced 
by sensors, both internal and external to the learner. So this mapping can be a 
transformation S→Z where Z is the observed state obtained from S. Thereafter, a 
policy π is defined by a mapping between Z and A, based on a demonstration D 
performed by the teacher, as the learner records the relevant states and actions. In 
this case, the demonstration D is represented by pairs of observed states and actions 

{z,a}. To better understand this learning process, a diagram is presented to illustrate 
the main phases of the process (Figure 2.1). 

 

Figure 2.1 

2.3. Active Learning 

Active learning is a subfield of machine learning, which is a technique that employs 
both labeled and unlabeled data for training, usually a small amount of labeled data 
within a large amount of unlabeled data. In this type of learning algorithms, the 
learner has the capability to interact with the demonstrator through various sources 
of information, like in query form, in order to produce the desired outputs according 
to the input data. As discussed in [4], the main purpose of active learning is to grant a 
way to achieve greater accuracy in a learner performance with fewer training 
samples. This feature is especially important in situations in which unlabeled data is 
found in large quantities but its labeling process is rather expensive and time 
consuming. In such cases, the learning algorithm can actively pose queries to the 
demonstrator to obtain proper labeling within the chosen examples. Since the learner 
is the one who chooses the example set, the learning process is faster compared with 
other approaches. Some of the situations where it may be desirable to apply active 
learning include: 

 Speech recognition. In this case accurate labeling is extremely time 
consuming and requires specialists in language area in order to produce 
acceptable results. 

 Information extraction. This type of cases requires many labeled 
documents to train the system in the learning process. 

 Classification and filtering. Force the user to label all the documents 
involved in this type of learning, making the task boring and sometimes 
redundant. 

Active learning approach is mainly used in three scenarios according to the literature: 
membership query synthesis; stream-based selective sampling; pool-based sampling. 
Figure 2.2 shows a diagram of them. The three of them are briefly described next. 
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Figure 2.2 

Membership query synthesis 

In this case the learner requests labeling for an unlabeled instance usually from a 
query generated by itself, instead of using a sample from some natural underlying 
distribution. This scenario is not appropriate when a human annotator is involved, as 
the query synthesized this way can be unintelligible. The following active learning 
scenarios are approaches to avoid this kind of problems. 

Stream-based selective sampling  

This process involves sampling an unlabelled instance by the learner from an input 
distribution, considered less expensive, and then deciding if it’s worth to process the 
query or discard it.  

Pool-based sampling 

This scenario is very useful in real world applications, where a large set of unlabelled 
data can be gathered easily. This type of active learning consider the existence of two 
pools of data: an unlabelled pool U and a labeled pool L. During the learning process, 
the learner will be picking instances from U in order to query the teacher about them, 
and then the new labeled instance is placed in the L pool, from which the learner 
develops the model. 

2.4. Clustering 

Clustering can be described as the process that allows the separation of a set of 
objects into groups (called clusters) in a way that in each group, the objects contained 
in them share more characteristics between them than with the objects from other 
clusters. 

It is an important mechanism within data mining as well as a widely used technique in 
data analysis. Machine learning is one of the areas where its usage can be seen among 
several others such as pattern recognition or information retrieval [19]. 

The clustering process can be achieved through several algorithms. The factor that 
distinguishes them from one another is the different definitions for clusters and the 
way they find them each one has. Some popular definitions of clusters include groups 
with low distances among the cluster elements or dense areas of the data space. This 
way, the clustering process can therefore be formulated as an optimization problem. 
For each situation, there is an appropriate clustering algorithm as well as its own 
configuration settings, depending on the data set and the intended use of the results. 

This way, clustering is an iterative process of knowledge discovery which involves 
trial and error, until the results achieve the desired properties according to the 
situation where it is applied. 

2.4.1. Centroid-based clustering 

In this type of clustering the clusters are represented by a vector, which may or may 
not be an element of the data set. When there is a fixed number of clusters often 
represented by k, a k-means clustering gives a formal definition as an optimization 
problem which is to find the clusters’ centers and assign the data set elements to the 
nearest cluster in a way that the squared distances from the cluster are minimized. 

This optimization problem is known to be NP-hard making the existing approaches to 
search for approximate solutions. One widely known method is the Lloyd's algorithm 
[6], commonly known as the k-means algorithm, which is often run multiple times 
with different random initializations. In this work, the initialization suffers an 
optimization, where the initial centers are chosen less randomly in order to achieve 
better results, avoiding the multiple runs of the algorithm. 

Most k-means algorithms also require the number of clusters to be specified in 
advance, which is considered to be one of the biggest flaws of this type of algorithms, 
which is a feature that will also be approached in this work. 
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2.4.2. Cluster validation 

Cluster validation is the term that describes the procedure of evaluating the results of 
a clustering algorithm. There are two criteria proposed for clustering evaluation and 
selection of an optimal clustering scheme [21]. 

The first one is compactness, which represents how close the elements of a given 
cluster are from each other. One way of measuring compactness is through variance. 

The second is separation, which is related to the distance between clusters. A good 
cluster algorithm should have their clusters as widely spaced as possible. 

The Dunn index [20] is a metric that use these concepts to evaluate clustering 
algorithms. It tries to identify sets of clusters according to its compactness and that 
have small variance between the elements of a cluster and well separated clusters 
when compared to the within cluster variance. If the dataset contains compact and 
well separated clusters, the distance between the clusters is expected to be large and 
the diameter of the clusters is expected to be small. The bigger the index, the more 
compact and well-separated clusters we have. 

In a formal way, the Dunn index defines the ratio between the minimal intracluster 
distance to maximal intercluster distance. 

The index is given by D = D = dmin/dmax, where dmin denote the smallest distance 
between two objects from different clusters, and dmax the largest distance of two 
elements from the same cluster. The Dunn index is limited to the interval [0, ∞] and 
should be maximized. 

3. Related Work 

This section introduces some implementations and experiments that were made 
within this research area. First it’ll be described some processes applied in these 
works such as Apprenticeship Learning [7], inverse reinforcement learning (IRL) 
[8,9], Bayesian IRL [5,10]and Active IRL [5]. After that, it will be detailed an 
experiment related with this area, which uses BALTAZAR robot [12, 13], where are 
shown some  of the capabilities of the used algorithms, related to a scenario with 
strong relation with the one that it is intended to explore in this work. 

3.1. Apprenticeship Learning 

Apprenticeship learning is a concept in the field of machine learning, developed by 
Pieter Abbeel, where the agent decides which behavior should perform using 
observations of an expert’s actions. In this case, the policy can be learned directly 

from the demonstrator [11]. However the reward function is generally the best viable 
representation of the task [9], and completely determines the optimal policy. Plus, the 
knowledge obtained through the reward function allows the agent to generalize 
better, hence a new policy can be computed when the environment changes. Thus, 
inverse reinforcement learning is the most effective method to apply in this case. 

3.2. Inverse Reinforcement Learning 

The main objective of inverse reinforcement learning is to obtain a reward function 
that can explain a certain observed behavior, from a demonstration performed by a 
teacher, which is the ideal policy that should be extracted. It’s a useful process to 
approach imitation and apprenticeship learning, as it allows the modeling of task 
description. 

 

3.3. Bayesian Inverse Reinforcement Learning 

Following [10], it’s assumed that there is a reward function, denoted rtarget, that is the 
one to be maximized. The corresponding optimal Q-function will be Q*. It’s assumed 
that the perceived state of the demonstration is noiseless. As such, Z = S. Hence, with 
this reward function, the demonstrator will choose action a ∈ A in state s ∈ S with 
probability 

 

where η is a  confidence parameter, defined by the user, that represents the proximity 
between the demonstrated policy and the optimal policy[10], and Q*(s,a) denotes the 
expression (3) presented in the previous section, concerning such policy. 

The demonstration D is represented by a set of state-action pairs, 

 

In the context of such demonstration the Lr(s,a) represents the possibility of choosing 
action a in state s, having r-function as the respective task. This expression is 
represented as 
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Where Q*
r(s,a) is the optimal Q-function of r. With this, it’s possible to determine the 

likelihood of the demonstration using the following expression 

 

Given a prior distribution ℙ[r] related to the space of possible reward functions, then 
it can be obtained ℙ[r | D] proportional to Lr(D) ℙ[r]. This distribution is useful to 
extract information in order to actively select samples within a demonstration. 

3.4. Active IRL 

Now it’s important to gather the previous information and apply it within an active 
learning setting. Therefore, after some initial batch of data, the agent has the 
possibility to query the expert for the action at particular states chosen by the agent 
[5]. Hence, active IRL comprehends the integration of active learning mechanisms 
within the IRL framework. It’s also necessary to create methods to address the 
additional data that the demonstrator will be providing during the agent’s querying 
process in order to incorporate it with the existing data.  

 

The active learning strategies rely on the uncertainty about the parameter to be 
estimated to select new data points. As previously seen, the parameter to be 
estimated in the IRL setting is the task description, i.e., the reward function. However, 
active learning is not a simple process within this setting, as the relation between 
reward functions and policies is not directly mapped one-to-one.  

 

This can be achieved in a scenario where all the existing reward functions point out to 
the same policy within a certain state, particularly if there’s only one possible action 
to be performed in this state. This fact shows that the degree of uncertainty related 
with a reward function is not directly linked with the uncertainty about the action 
that must be choosing within a given state. 

 

As such, there will be some scenarios which will not allow complete certainty about 
the reward function that is implicit in a demonstration. We then propose to gather the 
information that is possible to infer from the demonstration, by obtaining an estimate 
of the distribution within the space of possible reward functions, ℙ[r | Ɗ]. From this, 

it’s expected that the agent will choose a relevant state and pose queries to the 
demonstrator in order to obtain the appropriate action it must perform in that case. 

 

The main problem within active IRL is thus the achievement of a criterion that allows 
a correct choice of the best state to query, which will allow the recovery of the 
corresponding correct reward, consuming less samples than in the case in which the 
agent was initialized with random state-action pairs. 

In summary, the main idea is to use the data from a demonstration to calculate an 
initial distribution ℙ[r | D], and then use it to obtain more information by querying 
some chosen states, and then update the ℙ[r | D] with the new data provided by the 
demonstrator. 

3.5. Affordance-based imitation experiment 

This experiment is based on a scenario of a simple recycling game, in order to 
implement the imitation learning process, using robot BALTAZAR. The robot must be 
able to differentiate the existing objects, considering their shape. 

There are two slots on a table where objects can be placed (Big Ball, Small Ball, Box). 
There is a corresponding action that must be performed on each one of them. In this 
experiment, the robot begins with an affordance learning phase, where it interacts 
with the objects, in order to create a network based on the observed effects through 
this manipulation. From such network, the robot builds a transition model, describing 
the transitions for each object, based on the type of interaction with them (Tap, Grasp, 
Touch). After the affordance process, the imitation took place by providing several 
demonstrations to the robot. With error free demonstrations, the robot was able to 
obtain the corresponding optimal policy. When an inaccurate demonstration was 
shown to the robot, it could derive the correct policy by using the experience acquired 
in previous demonstrations. 

After this, it were tested the action recognition capabilities learned during the 
affordance process. A series of actions were performed by a demonstrator involving 
the objects while the robot classified the different observed effects. The results 
showed an error rate between 10% and 15% in the identification of the correct 
action. These errors could be justified by the difference of point of view between the 
affordance learning setting and the action classification one. While in the first one the 
robot used an egocentric perspective, in the second it must observe an external body 
performing the object manipulation. 

 



6 
 

4. Solution 

This section will explain the solution that will be used for the problem described 
during the introduction. 

In order to achieve the learning process in the scenario described earlier, the 
simulation will need a teacher. This role will be played by the user, as it will be him 
that will give the demonstration from where the game can learn. This way, the user 
can be seen as a classifier that will create and place the objects in the game. These 
objects will have a set of attributes such as position, shape and color. By placing the 
objects in the game, the user will determine the position coordinates (x,y) of each 
object in the game. Hence, a demonstration can be described as a set of points (x,y), 
that will later be used in the clustering process. After this manipulation, the game will 
apply two techniques to achieve the learning process which are clustering and active 
learning. 

4.1. Clustering 

The clustering will allow the game to find groups of objects within the game board. 
Given the position of the existing objects, the clustering algorithm will separate the 
objects in a first moment of the algorithm. The k-means algorithm will be used for this 
process, as it is capable of fast clustering and it is simple to implement and it is widely 
used in cases like this [15]. As a way to improve the standard initialization used in the 
k-means, that sometimes can lead to poor clusters, it will be used a technique that can 
achieve better results, described in the work of Ostrovsky et al. [17] and Arthur and 
Vassilvitskii [18]. 

Furthermore, to avoid the need to specify the number of clusters in advance, an 
automatic mode that can learn the number of clusters will be implemented. 

A second moment in the clustering process will used the shape and color attributes of 
the objects in order to compare the objects in each cluster and determine if such 
clusters can be considered as acceptable clusters given the existing objects, or if the 
clustering must be refined. 

4.2. Active Learning 

The active learning process will be combined with clustering as a way to achieve 
faster results. For this, the game will analyze the information it has about the existing 
objects and will propose new objects to be classified by the user in order to obtain 
more information about them.  After the user classifies the new objects, the clustering 
process is ran again and new clusters will be determined, reflecting the new data that 
was given by the user. 

5. Implementation 

The current chapter specifies the details of the implementation of the project, 
describing the simulation environment as well as the algorithms used in order to 
achieve the learning process. 

5.1. The game environment 

The simulation environment can be described as a 3D space developed using the 
Unity3D game framework. Within this space, the user can create and manipulate 
several objects as well as control other elements such as the camera. Figure 5.1 shows 
a general view of the simulation environment. 

 

Figure 5.1 Simulation environment 

The scene has a board as the main central object where the user will interact with the 
objects, and can be seen as the simulation zone limiter. Any object outside this box 
will be destroyed by the simulation. 

5.1.1.  User Interface 

The simulation user interface allows the players to interact with various elements of 
the scene. Figure 5.2 shows a detailed view of the visible GUI with which the user can 
perform several actions.  



7 
 

 

Figure 5.2 Detail of the GUI present during the simulation 

Through this interface, the user can do the following actions: 

 Create objects; 

 Clear the board (destroy all the objects); 

 Run the Learning process; 

 Define the number of groups he/she wants the learning process to find; 

 Run the Auto-Place process; 

 Run the Active Learning process; 

 Choose from two different camera views (front and top); 

 Reset the camera to the last chosen view; 

 Toggle the Auto-Reset Camera function; 

Beside these visual buttons, the user can also use some mouse functions to interact 
with the scene. The right mouse button can be used to rotate the camera as long as it’s 
pressed. If the right mouse button is pressed when the cursor is over an object, that 
object will be destroyed, hence it’s used in object manipulation as well. The left mouse 
button is used to interact with the GUI buttons and to drag and drop existing objects 
in the board. 

5.1.2.  Camera 

The camera is an important simulation element, as it allows the scene visualization 
according to the user preferences. Figure 5.3 and Figure 5.4 shows the two views, 
front and top respectively, from which the user can choose from. 

 

 
Figure 5.3 Front view of the board 

 

 
Figure 5.4 Top view of the board 

The user can also rotate the camera at will, in case the two preset views can’t suit 
his/her needs. Figure 5.5 shows an example of this case. 

 

Figure 5.5 Camera view with a different rotation from the preset value 

If the auto-reset camera function is selected, the camera will be reset to the last 
chosen view when the right mouse button is released. 

 

5.1.3.  Robot  

Robot is an environment character used to give some feedback about the user’s 
actions as well as some useful hints that can help him/her. Figure 5.6 shows robot in 
its initial state when the simulation begins. 

 

Figure 5.6 Robot character 
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5.2.  Object Manager 

The learning process only makes sense if there are objects in the scene with which the 
user can interact, so the object manager's role is very relevant. It is responsible for the 
entire lifecycle of an object from its creation to its destruction. Each object comprises 
attributes which gives them certain characteristics. In this case, the objects are 
distinguishable by their shape (cube, sphere and cylinder) and their color (red, green, 
blue and yellow). These characteristics will be important in the learning process 
described in the next section.  

 

Figure 5.7 Object lifecycle 

As shown, during their lifecycle, the objects can be created, manipulated, get involved 
in the learning process and be destroyed. 

 

5.3. Learning Module 

The learning module is the main module of the simulation as it will be responsible for 
all the learning process involving the objects. This module is divided in three main 
areas, depending on the type of action the user pretends to perform. These areas are 
Learning, Auto-Place and Active Learning. Each one of them will be described in more 
detail in the next sections. 

5.3.1.  Learning process 

The learning process can be achieved through two processes. In the first one, the 
Preset mode, the user is responsible for setting the number of groups he/she wants 
the algorithm to learn. In the second process, the Automatic one, the number of 
groups is inferred automatically by the analysis of the objects in the board. 

Both processes have a common step called Grouping phase, but the second one has an 
additional step responsible for finding the number of groups automatically, hereby 
called Relational phase. 

In order to give an overview of the used method we have for the automatic grouping: 

1. Start with number of groups equal to 1; 

2. Run Grouping phase; 

3. Run Relational phase; 

4. If the Relational phase is satisfied with the groups found during the process, 
the Learning finishes, otherwise the number of groups is incremented by 1. 

The selection of which process is used from these two is influenced by the slider in the 
GUI. Figure 5.8 shows the slider set to use the first process, as the number of groups is 
initially chosen by the user, 3 in this case. Figure 5.9 shows the slider in the zero 
position which will use the automatic mode when the user presses the Learn button. 

 
Figure 5.8 Preset mode 

 
Figure 5.9 Automatic mode 

 

5.3.1.1. Grouping phase  

This phase is the one in which the existing objects are classified according to their 
locations and are grouped respecting the current number of groups. In the Preset 
mode this number is predefined by the user and thus this phase is ran only once in 
this case. The Automatic mode needs to iterate this phase several times until the 
Relational phase is satisfied with the number of groups achieved. 

The grouping phase is based on one of the most popular clustering methods, the k-
means, and it was chosen for its simplicity, being considered one of the top 10 
algorithms in data analysis [15]. 
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In general terms, k-means is a known method used to automatically partition a data 
set [16], in this case the objects created by the user, into k groups. It has two main 
steps that allow such partition:  

1. Each object is assigned to a group which centroid is closest; 

2. The centroids are recalculated in order to obtain the new ones. 

When the groups don’t suffer any changes between iterations, the algorithm stabilizes 
and the final groups are found. 

Despite its simplicity, the initialization of the centroids mentioned above is a very 
important step in order to obtain better results and, depending on such initialization, 
the performance of the algorithm may vary. An important step in the direction of a 
better initialization was taken by Ostrovsky et al. [17] and Arthur and Vassilvitskii 
[18], whose work tries to avoid the sometimes poor clusterings found by the 
standard k-means algorithm.  

The centroids initialization is therefore implemented under the principles in such 
work. To explain the process, let p be the position of a certain object in the board, and 
D(p,c) the distance between an object with position p and a centroid with position c. 
This way, the initialization starts with a random choice of the first centroid among the 
objects positions. Then, for each object with position p and for each already found 
centroid, D(p,c) is calculated and D(p,c)min is stored. After all D(p,c)min had been 
calculated, the new centroid is chosen randomly, using a weighted probability 
distribution where position p is chosen with probability proportional to D(p,c)2min. 
These steps are then repeated until all centroids are found. 

This way, the initial centroids are more spread, allowing for better results after the 
standard k-means is applied. 

After the initialization and having the centroids defined, it is time to group the objects 
in the board. Using the same notation as before, during this part of the Grouping 
phase we have: 

1. For each element in the board, finding the nearest centroid from it, by 
calculating D(p,c)min for each centroid c; 

2. The D(p,c)min corresponds to the centroid that an object p will be grouped 
with; 

3. After calculating D(p,c)min for all objects p and centroids c, the objects are 
grouped by their nearest centroid from the centroids’ set; 

4. Recalculate the centroids, based on the positions of the objects that form 
them. If a group has 3 objects, p1, p2 and p3, the new centroid corresponding to 
that group will be the centroid position of the three objects’ positions, which 

is given by the formula,   
       

 
, for n elements within a group; 

5. After this, if the centroids’ positions suffered any changes, the process is 
repeated from step 1, otherwise the k groups are found. 

If the user chose the Preset groups mode, the simulation ends the Learning process, 
and the objects belonging to the same group are connected with a line as a feedback 
so the user can identify the groups graphically. At the same time, the Robot indicates 
the number of groups found at the end of the Learning process (Figure 5.10). 

 

Figure 5.10 Robot gives feedback at the end of the Learning process 

However, if the user chose the Automatic groups mode, the process continues 
towards the Relational phase. 

5.3.1.2. Relational phase 

While the Grouping phase uses the objects’ positions for determining the groups to 
which they belong, the Relational phase looks into the attributes of the objects of a 
certain group to decide if that group is determined correctly. 

The basic idea behind this phase is such that, if in a group there are one or more 
objects with fewer similarities comparing with other objects, and they are more 
distanced from such objects, then they probably don’t belong to the group.  

To explain the process, let D(px,py) be the distance between objects x and y with 
positions px and py and S(x, y) the number of similarities between objects x and y. Let 
also minD be the value of the lowest distance found between two objects in a certain 
group and numS the number of similarities found between two objects in a certain 
group. The process occurs as follows: 

1. For each group found during the Grouping phase, the simulation will iterate 
each object contained in them. Both minD and numS are initialized with an 
Infinity value and 0 respectively; 
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2. In a group with n elements, for a given element i, each iteration will calculate 
D(pi,pj) and S(i, j) with j = [0,n]; 

3. After D(pi,pj) and S(i, j) are calculated for an object j, the simulation will test if 
D(pi,pj) is the lowest distance between two objects found so far in the group.  
If that’s the case, the value of numS will be tested and, if it is 0, meaning that 
it’s the first comparison being made between objects, the D(pi,pj) and S(i, j) 
values are assigned to minD and numS respectively. If in other hand, numS is 
greater than 0 it means that a previous comparison was made, and thus it’s 
necessary to check if S(i, j) is greater than numS. If that’s true it means that 
there was a previous comparison with an object with fewer similarities and 
more distanced from the other objects. In this case the Relational phase will 
return with a false value, notifying the simulation that the Learning process is 
not over and a new iteration is necessary starting from the Grouping phase. 
Other case in which the Relational phase returns a false value is when D(pi,pj) 
is greater than minD and numS is greater than 0 and also S(i, j) is lower than 
numS. This depicts the case where a comparison is being made with an object 
more distant and less similar than the ones compared so far. 

4. If in a group the simulation is satisfied with its elements and therefore no 
false value is returned, then the simulation continues the process by moving 
to the next group found; 

5. At the end, if none of the groups made a false return, it’s considered that the 
Relational phase is satisfied with the groups found during the Grouping phase 
and no further learning is needed. In this case, both the Relational phase and 
the Learning process end. 

As in the Preset mode, the Automatic mode also ends with a feedback both from the 
Robot and by graphically connecting the objects belonging together to the same 
group. Figure 5.12 illustrates an example of a possible board configuration after the 
Learning process took place. In this case is shown the Automatic group setting where 
both the Grouping phase and the Relational phase are used. 

 

Figure 5.12 Board configuration after the Learning process have been run 

5.3.2.  Auto-Place 

The auto-place function is, as the name states, the process used within the simulation 
to place the most recently created object automatically in one of the learned groups 
during the learning process. This allows the user to see how well the learning process 
is classifying and partitioning the dataset.  

Figure 5.13 and Figure 5.14 illustrate this process during the simulation showing the 
board layout before and after the auto-place operation takes place. As a note, the 
auto-place can only be achieved if the learning process has already been used, and a 
set of objects’ groups have been found. 

 
Figure 5.13 Simulation board after a 
blue sphere creation before the auto-
place function is used. At this point 
the learning process found 3 groups 
composed respectively from, 1 red 
sphere, 2 blue spheres, 1 yellow 
sphere. 
 

 
Figure 5.14 Simulation board after the 
auto-place. The previously created 
blue sphere is grouped along the 
others, resulting in a coherent 
grouping. 

 

The auto-place process makes its choice based on the objects’ attributes and also on 
the groups’ organization at the moment it runs. With this said, the algorithm starts by 
analyzing the last created object that was created and was not taken into account in 
the learning process. Such object may have been already moved by the user at this 
point of the simulation, but its position will take no influence in the object placement.  
Figure 5.14 shows that, despite the difference in the object’s initial position in both 
cases, the placement process will achieve the same results either way.  

Figure 5.11 The auto-place process is independent from the object’s position 
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Being x the object to be placed, xa the set of attributes of the object x, d the set of 
objects in the board excluding x, dij the jth object of the ith group found for such set, 
and dija the set of attributes of the jth object of the ith group in the d set, the auto-place 
takes place as follows: 

1. For each object j in each group i found during the learning process, the 
algorithm will compare, through a compareComponent associated with each 
object, dija with xa in order to find the number of similarities between them; 

2. The algorithm will also analyze the common attributes within each group i, to 
find out what are the possible attributes that can make an object belong to 
such group; 

3. The x’s location in a group is found based on the maximum shared attributes 
with both the objects of a certain group and the common attributes of each 
group, resulting in a coherent placement by the algorithm. 

By taking into consideration both the individual attributes and the common features 
of the groups, the algorithm gathers more information about the objects within the 
group, which helps it to make a more informed choice. 

 

5.3.3.  Active Learning 

The last mechanism introduced in the simulation is active learning. This process 
attempts to answer the following question: what is the most interesting object to 
learn about next? Such process can be viewed as active learning, as the simulation has 
an active role in the learning process by giving the user a new object to learn about, 
instead of waiting for objects to be given to. 

In order to make its choice, the simulation uses an analysis process that intends to 
discover which object, among the ones that the user can choose from, is the one that 
can give more information to the simulation compared to any other. 

For this process is used a matrix m of 3 by 4, where each entry m[i,j] corresponds to 
the number of existing objects on the board that have shape i and color j. In this case, i 
= [0,2] and j = [0,3]. The simulation populates this matrix with the data from the 
created objects, by analyzing their attributes and increment an entry in the matrix m 
according to each analyzed object’s shape and color. After the matrix is filled it’s time 
for the Active Learning process to choose the object to give to the user. Let 
SumColumn(j) be the sum of the values of column j from the matrix m and SumRow(i) 
the sum of the values of row i from the matrix m. The process goes as follows: 

1. For each element of the matrix m with coordinates c = (i,j), it’s calculated its 
sum, denominated SumElement, which corresponds to the sum of 
SumColumn(j) plus SumRow(i); 

2. If the current SumElement corresponds to the lowest sum found so far, its 
value is stored as well as the coordinates of the element, c; 

3. At the end of the process, the coordinates of the object with the lowest 
SumElement are known and such object corresponds to the one the 
simulation wants to learn about. The simulation convert its coordinates to a 
corresponding shape and color and creates an object with such attributes in 
the spawn point on the board, the white square. 

As a visual feedback, the new object appears at the spawn point and the Robot gives 
an indication to the user regarding the placement of the newly created object (Figure 
5.15). 

 
Figure 5.15 Feedback given by the 
Robot after the Active Learning 

  
Figure 5.16 Board after Active 
Learning process. 
 

Figure 5.16 shows the board configuration after the usage of Active Learning. In this 
case the simulation suggests the green cube placed above the white square as a 
candidate for the next object to be placed by the user.  

6. Results 

This section will show the results obtain during the several experiments made with 
users in order to test the effectiveness and efficiency of the simulation for the learning 
purposes. Other tests were also made, related with the User Interface and the ease of 
use of the simulation despite these not being the main focus of the work. 

6.1. Evaluation Strategy 

The evaluation methodology was differentiated according to the simulation feature to 
be tested: 
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 User Interface: The most important factors to test in this case were the ease 
of use and the usefulness of the existing commands and interactions during 
the simulation. That way, satisfaction questionnaires were conducted to the 
users about their experience with the simulation.  

 Learning: In order to test the Learning process, there were made users’ tests 
seeking a way to differentiate the effectiveness of the Automatic grouping 
mode versus the Preset grouping mode. It was also intended to understand 
the relation between the data size with which the simulation had to work and 
its capacity to learn and thus user tests were also performed. 

 Auto-Place: This function is evaluated based on the users’ satisfaction with 
the placement obtained by the simulation. As the user organizes the objects 
as it pleases, the auto-place is better the closer it gets to the user’s 
expectations. 

 Active Learning: The performance of this feature could be measured based on 
the influence that the chosen object had in the future learning cases. That 
way, the users chose the active learning function and placed the given object, 
and after that the learning process was tested once again to be compared 
with the previously obtained results. 

Each of these features and their corresponding evaluations will be depicted in the 
following sections. 

6.2. User Interface 

To obtain some feedback about the user interface, the users were asked to fill a 
questionnaire at the end of their interactions with the simulation (Appendix A). The 
relevant results corresponding to each one of the interface features are discussed 
below. 

6.2.1. GUI 

The GUI corresponds to the graphical commands the user can interact with, such as 
buttons and sliders. In this case, 79% of the users considered the useful of the GUI to 
be very good and the remaining 21% considered it to be good. In the question of ease 
of use, 57% of the users thought the interface was very good and 43% considered it as 
good. In general, the results were very satisfactory with no results below good. When 
asked about what they missed in the interface, there was a suggestion of to consider a 
way to create more than one object at the same time.  

6.2.2. Camera 

In this area, 14% of the users didn’t saw the usefulness of the camera interface as they 
never used it during the interaction with the simulation. The remaining 86% 
considered the interface to be easy to use by giving a good evaluation in the 
corresponding question. 

6.2.3. Robot 

For this case, the questionnaire tried to understand the usefulness and explicitness of 
the feedback given by the Robot. As a result, 86% of the users thought they were both 
very good, considering it an important element of feedback during the simulation as 
well as a helper in some situations. 

6.2.4. Object interaction 

In terms of object interaction 100% considered it to be good or very good on the 
useful side. However some of them gave some tips about what could be improved, as 
for example giving the possibility to move several objects at the same time by 
selecting them. 

6.3. Learning 

The learning feature was evaluated by letting a group of users to interact with the 
simulation and by understanding the logic behind the actions they took in order to 
analyze the choices made by the simulation. For this work, rather than having a large 
number of different users testing the simulation it was more useful to test different 
types of possible scenarios for the simulation to learn. The only reason I didn’t 
conduct the tests myself was derived from the fact that I wanted users with no 
knowledge about the simulation and, for that reason, their actions wouldn’t be 
influenced by what they knew about how the simulation works. 

6.3.1. Preset mode versus Automatic mode 

For this case, it asked to the users to interact with simulation at will, by creating, 
removing and arranging the object in the board, until they were 
satisfied with the result, as long as some sort of logical grouping 
was applied to the objects. The number of objects was not 
restricted in this case, letting the users to create as many objects 
as they wish. After they finished organizing the board it was 
asked to them to use the Preset mode, by indicating the number of 
groups they liked the objects to be sorted. After that they were 
asked to use the Learning process by pressing the Learn button in 
the simulation (Figure 6.1). 

Figure 6.1 The 
groups slider and 
the Learn button 
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After the Learning process, it was asked to the users if the resulting groups found by 
the simulation were the ones they thought about while they arranged the objects. 
After testing the Preset mode and without making any change in the board layout, it 
was asked to the users to use the Automatic mode by moving the slider in Figure 6.1 
towards 0 and by hitting the Learn button once more. The resulting groups were once 
again registered and analyzed based on the logical configuration idealized by the 
users. 

In 100% of the cases where the Preset mode was tested, the final groups found by the 
simulation corresponded to the ones expected by the users. This demonstrates the 
effectiveness of the simulation in learning the groups of objects present in the board, 
when it knows the number of groups in advance.  

For the Automatic mode, the simulation not only calculated the correct number of 
groups but also found the correct grouping logic in 83% of the cases, expressing a 
markedly positive result in this type of process. 

6.3.2. Dataset size 

Data size is an important factor for the Learning process. That way, it was asked to the 
users to perform a certain number of tasks to test the influence of the dataset size and 
to determine how the simulation performs as the dataset grow. For this purpose the 
users were asked to create k groups of objects where k=[2,5]. For each test, the 
number of groups to be found was maintained but the number of objects n changed 
from the value of the group (k) to    . For example, in the test where 2 groups were 
tested, the user started by creating 2 objects. Then the learning process ran both in 
Preset and Automatic mode and the corresponding times and groups learned were 
registered. After each learning step, the user created a new object and the process 
was repeated until 6 objects were in the board.  

 

Figure 6.2 shows the results obtained with the tests. In the Preset mode, where the 
users indicated in advance the number of groups to be found by the simulation, such 
groups were correctly learned in all four cases. That way, one can conclude that the 
learning performance is independent from the number of existing objects in the 
board. Another important result illustrated by the graphics is that the Preset mode 
trend line follows a linear regression as the number of objects increase. This way the 
simulation complexity increases linearly with the size of the dataset, being that way 
an efficient learning process.  

 

In other hand, as one can see by the number of groups indicated above the Automatic 
mode line, the groups learned by the simulation didn’t always corresponded to the 
ones the users were expecting when there were few objects in the board. However, as 
the number of objects increased, the results demonstrate that the Automatic mode 
can achieve the number of groups that it was supposed to. This fact proves the 
importance of the dataset size in the cases in which the Automatic mode is applied, 
showing that the larger the number of objects in the board, the more it can learn from 
them and extract the correct information to form the groups. As it happened with the 

Figure 6.2 Graphical results of the tests to study the data size effect. Each one 
corresponds to 2, 3, 4 and 5 groups from left to right, top to bottom, 
denominated as k2, k3, k4 and k5 respectively. Both Preset and Automatic 
learning modes were considered. The axis corresponds to the number of objects 
and the time the simulation took during the learning process for each mode. The 
numbers above each point for the Automatic mode line, correspond to the 
number of groups learned in that point. Such numbers are not showed for Preset 
mode as it always found the correct number of groups despite the number of 
objects. The black lines across the Automatic mode and Preset mode graphics 
show the corresponding trend line for each one. 
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Preset mode, the Automatic mode also showed a trend to follow a linear regression 
confirming the efficiency of the methods using for this type of learning. By analyzing 
the evolution of the learning process for the Automatic process one can verify that in 
general, for k groups it takes k+1 steps to achieve the correct number of groups. This 
is coincident with the cases in which there is enough information within the groups in 
order to distinguish them.  

6.4. Auto-place and Active Learning 

For the purpose of testing, it was considered that an approach to the process of auto-
placing it would make more sense if tested together with the active learning process, 
in a way that the interdependence between both could be studied. 

This way, the users conducted a series of tests that were previously categorized as 
being easy, medium or hard. It was defined that an easy test was one where only one 
attribute can vary between the groups and only a maximum of 4 groups and/or 8 
objects could be created. The medium level test could have two attributes varying 
along the groups and had the same maximum amount of groups and objects as the 
easy level. The hard level had no restrictions, contemplating all the possible scenarios 
that didn’t belong to easy or medium levels. Within these conditions the users had 
total freedom to create any type of objects they wanted and use any kind of logic for 
the objects’ organization. The condition used to combine auto-place with active 
learning was such, that when the auto-place put the object in a wrong group, the 
active learning would be used in the next iteration giving a new object to the user. 
After the user put this object in the group he desired, the learning process would be 
ran and the auto-place tested again. As an additional data, the time took by the 
simulation to make the auto-place was registered. The figures below show some 
examples of the scenarios used during these tests. For the easy and medium level 
scenarios the auto-place chose the correct group every time and thus the active 
learning didn’t have to be used. 

 
Figure 6.3 Easy scenario: in this case 
the auto-place put the green cube 
among the other cubes, making a 
correct selection based on the 
information given by the board. 

 
Figure 6.4 Medium scenario: the 
yellow sphere was correctly put 
among the objects of the group with 
yellow and green shapes. 
 

 

Figure 6.5 Hard scenario: the auto-place successfully put the yellow sphere 
together with the yellow cylinder. 

 

Figure 6.6 Hard scenario: the auto-place function didn’t put the yellow cube in 
the correct group when used in the initial state (left side). However when the 
active learn was used, a yellow cube was created so the user could place it. After 
that the auto-place function put the yellow cube in the right group (right side, 
lower left group). 

There was also a hard level scenario that, despite the number of active learning 
iteration used, the auto-place didn’t found the correct group for the choose object 
(Figure 6.7). 
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Figure 6.7 Hard scenario: in this case the auto-place could not place the yellow 
cube under the user logic, placing it in the group located at the right side. 

However one cannot entirely assign the chosen group as a bad decision, as there is an 
inherent logic for the placement used by the simulation. This case shows the type of 
scenarios in which advanced pattern finding was needed and such implementation 
could be seen as a new feature to include in the simulation in order to improve it. 

6.5. Clustering validation 

Using the method described in an earlier section, the Dunn index, a clustering 
validation could be performed to the clustering algorithm. This way, having D = 
dmin/dmax, the index could be calculated. To find both dmin and dmax, the average values 
of ten clustering results were found, both dmin denoting the smallest distance between 
two objects from different clusters, and dmax the largest distance of two elements from 
the same cluster. The resulting values were dmin = 15,45 and dmax = 2,03. For these 
values the corresponding Dunn index was D = 7,61, which is a large value, validating 
the clustering algorithm as compact and with well-separated clusters. 

7. Conclusions 

The main goal of the developed work was to implement a virtual environment in 
which learning from demonstration could be achieved using active learning. 

Such environment was implemented using the Unity3D framework through the 
creation of all its components. Those components were divided between graphical 
user interface elements and all the simulation objects as well as the commands 
involved in object manipulation. One of the elements in focus was present in the 
simulation as a friendly agent (Robot) whose objective was to give feedback to the 
user, as he used the several elements of the simulation. 

The learning process was then incorporated in the simulation by using clustering 
mechanisms so the simulation could extract and learn from the data, the objects, given 
by the user. Several learning methods were implemented including an active learning 
mechanism. This mechanism allowed the user to ask the simulation about what kind 

of object it would be interesting to learn about, giving an active role to the simulation 
in search for improvements to the learning process. Other mechanism created to help 
the user to understand how well the learning was being held was the auto-place 
feature. This feature demonstrated its usefulness along the learning process. 

After the implementation, all the work was tested through the creation of several 
types of scenarios in which the simulation had to perform. The obtained results 
demonstrated the efficiency and effectiveness of the used techniques involved in the 
learning process. The user interface was also tested by handing satisfaction 
questionnaires to the users, where they could give their feedback about these 
subjects. 

Overall, the solution presented in this work adequately answered the addressed 
objectives and the results demonstrated its capabilities under real users’ interaction. 

8. Future Work 

Taking the developed work as a starting point, it’s important to discuss some of the 
future work that can be done to improve the existing implementation so far. With the 
users’ interaction with the environment, some cases were detected where further 
work can be made to increase the simulation performance. One of these cases is 
related with the implementation of more complex pattern finding mechanisms than 
the ones that currently exist, allowing the simulation to perform correctly in more 
situations that involve complex objects’ organization, like the one in Figure 6.7. Other 
aspect in which the simulation could be refined would be in the implementation of a 
more balanced contribution of the attributes in the process of finding certain types of 
groups. In the interaction field, some changes could also be done to improve the 
object manipulation, like the ones suggested by the users: allowing the creation of 
several objects at the same time; allowing the manipulation of more than one object at 
the same time. Finally the aspects related with the feedback to the user could benefit 
from the addition of more elements that could help the user like: put a progress bar so 
the user can follow the learning process time; give hints to Robot in order to achieve 
better results. 
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