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Abstract. Performing business process analysis in healthcare organi-
zations is particularly difficult due to the highly dynamic, complex, ad
hoc, and multi-disciplinary nature of healthcare processes. Process min-
ing is a promising approach to obtain a better understanding about those
processes by analyzing event data recorded in healthcare information sys-
tems. However, not all process mining techniques perform well in captur-
ing the complex and ad hoc nature of clinical workflows. In this work we
introduce a methodology for the application of process mining techniques
that leads to the identification of regular behavior, process variants, and
exceptional medical cases. The approach is demonstrated in a case study
conducted at a hospital emergency service. For this purpose, we imple-
mented the methodology in a tool that integrates the main stages of
process analysis. The tool is specific to the case study, but the same
methodology can be used in other healthcare environments.
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1 Introduction

Healthcare organizations worldwide constantly struggle to control and optimize
their business processes, as means to improve quality and efficiency while re-
ducing costs [1]. The discipline of Business Process Analysis (BPA) [2] becomes
extremely important to enable effective control and improvement of healthcare
processes. BPA aims to provide organizations with knowledge to understand how
their processes are currently being performed, so that one can detect points of
improvement and take action in alignment with strategical objectives [2]. Tra-
ditional BPA approaches are mainly based on lengthy discussions with workers,
extensive document analysis, careful observation of participants, etc. These ef-
forts are time-demanding, costly, and depend on subjective descriptions made by
people, which may not be aligned with reality [3, 4]. The highly dynamic, com-
plex, multi-disciplinary, and ad-hoc nature of healthcare processes aggravates
the problem [5]. As result, the value of BPA remains unrealized for most part of
healthcare organizations.

However, healthcare is increasingly supported by information systems that
record detailed and valuable data about the execution of underlying processes,



such as which tasks where performed and for which case, who performed the
task, when the task was performed, what informational resource was used, etc.
These data can be organized in the so-called event logs so that one has a history
of what happened during process runtime.

In this context, process mining [6] offers a promising, innovative approach
to solve, or minimize, the problems of traditional BPA. Process mining offers
agile means to devise, monitor, analyze, understand and improve different views
of real (not assumed) processes, by automatically extracting process knowledge
from event logs recorded by systems. Process analysis can be performed on differ-
ent perspectives [7]: (1) the control-flow perspective focuses on extracting models
describing process behavior, namely the activities in the process and their order
of execution; (2) the organizational perspective focuses on the relationships be-
tween the agents who performed the activities (3) the data perspective focuses
on properties and data elements associated with individual process instances or
tasks; (4) the performance perspective focus the detection of bottlenecks, as well
as the computation of performance indicators, such as throughput times and
sojourn times. Other issues such as conformance checking [8] can be studied as
well.

The extraction of process knowledge from systems, which can be made au-
tomatically to a large extent, can reduce the time and cost required for BPA.
Moreover, the models acquired from process mining are based on real executions
of the processes; therefore, one gains insight about what is actually happening,
and ultimately the knowledge provided by process mining can be used for effec-
tive improvement of those processes and of their supporting systems. This work
explores the usefulness of process mining to mitigate the problems of traditional
BPA in healthcare environments. We also introduce a methodology for the ap-
plication of process mining techniques that leads to the identification of regular
behavior, process variants, and exceptional cases. The approach is demonstrated
in a case study conducted at a hospital emergency service. Here we focus the
analysis of the acute stroke process. In [5] we already published results of other
analyses conducted. The remaining of this document is as follows. Section 2 dis-
cusses related work. Section 3 explains the methodology followed. In section 4
the case study is introduced and the acute stroke process is analyzed. Section
5 concludes the document with a discussion on advantages and points that still
need improvement.

2 Related Work

Current research on process mining in healthcare is still in its infancy but there
are already proofs of its applicability and potential. For example, Mans et al. [9]
study two datasets for stroke patients, one of which encompasses the clinical
course from admission to discharge, and the second focuses on pre-hospital be-
havior. Process mining was used with success to discover models for the whole
dataset, or for only aspects of interest. By focusing on specific process paths the
authors were able to discover models describing different treatment strategies



between different hospitals. In a further study [10], Mans et al. also demonstrate
that process mining can be used to discover and understand the careflows for
gynecological oncology patients. Process mining was used to devise insightful
models describing the careflows from different perspectives, including control-
flow, performance, and organizational perspective. It was identified, however,
the limited ability of process mining to handle the high variability in event data
produced by unstructured processes often present in healthcare.Lang et al. [4]
developed a data warehouse to support process mining analyses on the radi-
olology workflows at Erlangen University Clinic in Germany. During the study
several control-flow techniques were evaluated and the authors concluded that
none of the techniques alone was able to meet all the major challenges posed
by healthcare processes, such as noise and incompleteness of resulting data, as
well as the richness of process variants and infrequent behavior. Despite the
limitations found the authors could still gather useful knowledge about the pro-
cess, letting to conclude that process mining has great potential to facilitate the
understanding of medical processes and their variants. The authors also agree
that given the characteristics of healthcare processes it becomes important to
apply clustering techniques [11–13] in order to handle the high variability in
the recorded behavior. Rather than running mining techniques directly on med-
ical event logs, which can generate very confusing models, by using clustering
techniques it is possible to divide traces into clusters, such that similar types
of behavior are grouped in the same cluster. Clustering techniques not only let
one discover simpler process models for each cluster, but also understand regu-
lar/infrequent behavior and variants. We devised a methodology which achieves
the latter purpose.

3 Methodology

The proposed methodology is an extension to the work of [14]. In [14] the authors
describe a general methodology for the application of process mining techniques.
This methodology (Figure 1, tasks in white) comprises (1) the preparation of
an event log; (2) log inspection; (3) control-flow analysis; (4) performance anal-
ysis; (5) organizational analysis; (6) transfer of results. Log preparation builds
the event log by preprocessing event data gathered from information systems.
Log inspection provides a first impression about the event log; it includes the
analysis of statistical information such as the number of cases, the total num-
ber of events, the distribution of number of cases per number of events, the
number of different sequences, the number of originators, etc. Then follows the
analysis of the control-flow, performance, and organizational perspectives of the
process, using the well established process mining techniques. The final step in
the methodology is the transfer of results, where the knowledge acquired during
the previous analysis steps is presented to the organization for validation.

The work of [14] is extended with a new step after log inspection. This new
step is a sub-methodology that includes a set of techniques to cluster the log
and pre-analyze the process. The goal is not only to produce simpler models for
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Fig. 2. The Sequence Clustering Analysis subprocess.

the next steps, but also to systematize the analysis of regular behavior, process
variants and infrequent behavior. The scope is limited to a set of techniques
based on sequence clustering, which we use for two main reasons: (1) it is a good
approach to analyze complex, ad-hoc processes [15]; and (2) we are interested
in demonstrating the usefulness of this technique for the analysis of real-life
healthcare processes. A detailed view of the Sequence Clustering Analysis (SCA)
is presented in Figure 2. The rationale of SCA is described at extent in [5]. Here
we briefly describe each step.

The first step is to run the sequence clustering algorithm as described in [16]
in order to discover the behavioral patterns contained in the event log. The
resulting clusters, each one associated with a first-order Markov Chain, will pro-
vide insight into the regular behavior, the infrequent behavior, and the process
variants. With the behavioral patterns identified, the next step is to understand
which clusters represent regular behavior, which ones contain infrequent behav-
ior, where are the process variants, and how much do clusters differ from each
other. For this purpose we make use of a cluster diagram, which is a complete,
undirected graph where each node represents a cluster, annotated with its respec-
tive support (i.e. how many sequences are contained in each cluster). Each edge
of the graph is weighed with a function that gives the similarity between the two
cluster nodes the edge connects. In practice, the similarity measures how much
the Markov chains associated with each cluster differ from each other. The next
step in the analysis is to understand the regular behavior of the process. This is



given by the cluster, or clusters, with highest support. Therefore, one looks at
the cluster diagram and inspects the Markov chain associated with these cluster,
or clusters. Once the clusters with highest support have been identified, which
represent regular behavior, it is possible to consider the remaining cluster models
as variants of the process. To facilitate the comparison of the different variants,
one computes the minimum spanning tree of the cluster diagram as means to
maximize the similarity path across cluster nodes, so that one can focus in com-
paring iteratively the most similar variants. Infrequent behaviors can be seen as
special cases of process variants and are given by the clusters with lowest sup-
port. It may happen that some cluster models might still be hard to understand,
and therefore not suitable for analysis. To mitigate this problem one can apply
hierarchical sequence clustering, i.e. re-applying sequence clustering to the less
understandable clusters. Finally, one selects the clusters of interest for further
analysis on the different perspectives of the process.

4 Case Study

The case study takes place at Hospital of São Sebastião (HSS), a public hospital
with approximately 300 beds, located in Santa Maria da Feira, Portugal. It was
decided to focus the analysis on the operational activity of the emergency depart-
ment (ED), because: (1) the patient’s opinion about the ED has a great influence
on the perceived quality and efficiency of the hospital services as a whole; (2) ED
processes are one of the most complex to control. To analyze, maintain control of
the large amount of complex clinical processes running at the ED is of extreme
value for HSS, but it is impossible to realize with traditional methods given the
prohibitive amount of time and resources it would be required. However, HSS
makes use of an Electronic Patient Record system, called Medtrix, to support
the daily clinical activity. The system was developed in-house and spans across
the vast majority of the medical departments to provide an integrated view of
all clinical information about each patient. The system database is a valuable
source of data to perform process mining in order to analyze, understand the
emergency service and detect points of improvement.

A process mining oriented database was created by extracting relevant data
from the Medtrix database. The latter contains more than 400 non-documented
tables, and a lot of effort was needed in conjunction with the system coordinator
in order to find out what data could be extracted and where to find it. The result-
ing database contains emergency activity regarding triage of patients, treatments
prescribed, diagnosis made, medical exams performed, and transfer/discharge of
patients. The case study database contains several processes. Note that each
diagnosis recorded (acute stroke, flu, etc) may refer to a clinical process, and the
sequence of events recorded for each patient in a same diagnosis group can be
used to discover and analyze the clinical process related with that diagnosis. A
process mining tool, named Medtrix Process Mining Studio (MPMS), was de-
veloped which let one easily group cases with the same diagnosis, meaning one



can quickly build an event log for every clinical process recorded. Furthermore,
MPMS implements and integrates the main steps of the proposed methodology.

Results from the analysis of the emergency radiology process, and from an or-
ganizational analysis of the emergency service were already reported in [5], which
had let us prove the usefulness of the methodology. Here we report the analysis
of the acute stroke process. Results were compared with clinical guidelines [17]
and validated by a HSS specialist.

4.1 Analysis of the Acute Stroke Process

Acute stroke is a medical emergency related with the loss of brain functions
caused by interruption of blood supply to any part of the brain. It can be clas-
sified according two major and very distinct categories: (1) ischemic, when due
blood blockage; or (2) hemorrhagic, when due blood leakage. Stroke remains
one of the leading causes of mortality, hospitalization, and chronic disability
worldwide [17].

Log Preparation and Inspection: An event log was created with MPMS
by grouping the 83 cases of patients diagnosed with acute stroke. It was found
55 distinct sequences of tasks from the total 83, with 46 occurring only once. It
corresponds to a percentage of unique behavior of ca. 55%, which indicates high
degree of ad-hoc behavior. It was possible to identify a sub-sequence occurring
in the vast majority of traces, meaning there is a behavioral pattern that confers
some structure to the process despite the diversity of traces found in the event
log.
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Fig. 3. Minimum spanning tree of the cluster diagram.

Sequence Clustering Analysis: Figure 3 depicts the minimum spanning
tree of the cluster diagram obtained when running the sequence clustering algo-
rithm over the event log with 8 clusters as input parameter. Cluster 5 reveals reg-
ular behavior. The respective model is shown in Figure 5 a), and one sees that for
each patient the following pattern occurs Request CT Scan > Request Chest XRay

> Request Hematology > Request Biochemestry > Diagnosis . This is the pattern
conferring structure to the process, as previously referred. The request of chest



x-rays as a common practice is of particular concern because guidelines tell that
chest x-rays were found of little use in absence of an appropriate clinical in-
dication (such as those presenting pulmonary or cardiac pathology); therefore,
only recommended for a selected set of patients, and not as common practice.
The HSS specialist confirmed that requesting chest x-rays is indeed a common
internal practice. It was further explained that given the fast paced environment
of the emergency it is a way to assure that the patient is not suffering from
pneumonia or heart failure, which can be a cause of stroke. Practicing defensive
medicine in fast-paced environments such as emergency departments is usual.
It serves as means to decrease the risk of miss diagnosis; but at same time it
increases the risk of resource waste.

Cluster 1 illustrated cases in which the triage is skipped (referring to patients
that give entrance in life threatening conditions), as well as prescription of intra-
venous normal saline solution for fluid replacement, which some patients need.
Cluster 4 revealed evidence of patients presenting delirium or similar complica-
tions onset, which has been associated with worse functional outcomes, higher
mortality and longer hospital stay. The cases associated with this cluster were
not hospitalized but rather transfered to an external hospital. Similarly, the re-
maining clusters revealed other variants in treatment due the different patient
complications onset. An interesting pattern was discovered after applying hier-
archical sequence clustering to cluster 1. Figure 4 depicts the cluster with lowest
support, referring to infrequent behavior. It is observed that an anticoagulant
drug (enoxaparine) is prescribed and the diagnosis of the patient is made without
previous brain image study. A brain imaging study is mandatory to distinguish
ischemic stroke from hemorrhagic since both conditions have incompatible treat-
ment (a proper anticoagulant drug to treat ischemic stroke would be dangerous
for a patient with hemorrhagic stroke because it would increase the bleeding).
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Fig. 4. Process model depicting infrequent behavior discovered in the stroke process
and revealing malpractice.



Performance Analysis: The observed process throughput ranges from 37.7
to 552.2 minutes, with an average value of 282 minutes. The dotted chart anal-
ysis showed larger timespans from the exams requests to the patient diagnosis,
indicating a potential bottleneck. Figure 5 b) depicts the Markov Chain of clus-
ter 5 with each transitions colored according the mean transition time observed.
Transitions marked as red, yellow and green are showing high, medium and low
values, respectively. Transitions in black refer to values equaling zero. Without
compromising the analysis, let us abstract from the different triages. We can
also abstract from the different exam requests, in a sense that in this cluster
exams are requested in parallel (note the transition times between the sequence
of exams equaling zero). Having said that, looking at Figure 5 a), one identifies
two points of concern: (1) the transition time from triaging a patient to the ex-
ams requests, let us say T1; and (2) the transition time from exam requests to
diagnosis, let us say T2. Figure 5 b) plots the histogram and density function
of T1. It also shows an equivalent density function for global cases. We assume
reasonable to describe both distributions according a log-normal law. In aver-
age, stroke patients receive medical attention after triage in 24.73 (-5.11, +6.44)
minutes. Guidelines recommend emergency triage in less than 10 minutes. HSS
presents an average deviation from guidelines of 14.73 (-5.11, +6.44) minutes,
but the long tail of the density curves shows the occurrence of preoccupying
transition times. Figure 5 c) plots the histogram and the density function con-
sidered for T2. The latter is expressed according a gamma distribution with
shape ≈ 3.62 (−0.921, +1.23) and scale ≈ 60.28 (−16.26, +22.27). By defini-
tion, the mean transition time x̄ = shape ∗ scale ≈ 218.21 (−14.98, +22.39)
minutes, i.e. it takes an average of 218.21 (-14.98, +22.39) minutes from exam
requests to diagnosis. This transition time is the main responsible for the high
values of throughput time observed, and it indicates the problem may be due
the performance of laboratory or radiology processes.

The root cause of the performance problems was found at the emergency
radiology process; specifically, it was found a bottleneck at the computed to-
mography (CT) workflow, which is required for all stroke victims. Figure 5 d)
shows a discovered variant of the emergency radiology process regarding the
specific path followed for handling CT exams. Transitions are colored in order
to show where bottlenecks are. From Figure 5 d) one sees the bottleneck at To

Report ITM > Reported by ITM , which refer to the time that ITM (an external
entity) spends to deliver the report of a CT exam. HSS outsources the reporting
of CT exams to ITM and expects report delivery within one hour. Figure 5 e)
depicts the empirical and theoretical cumulative density function (CDF) on the
transition times observed for To Report ITM > Reported by ITM . The transition
exceeds the expected hour in ca. 40% of cases.
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5 Conclusion

Process mining can provide insight into the flow of healthcare processes, their
performance, and their adherence to institutional or clinical guidelines. Sequence
clustering analysis proved particularly useful to handle the large diversity of log
traces, as well as to discern and analyze different behavioral patterns, includ-
ing regular/infrequent behavior and their variants. It was possible to discover
clinical malpractice, potential waste of resources, performance bottlenecks, vio-
lation of service level agreements, and potential violations of internal practices.
How professionals perceive reality differed in several occasions from the objective
results provided by process mining.

The process mining setting developed proved of extreme value for the hos-
pital. Despite the limited resources and effort HSS allocates to perform process
analysis, the hospital has now means to be in control of the emergency processes
by relying on objective data. Most importantly, the cost of analysis was reduced
to an extent that it is now feasible for the organization to perform it whenever
is needed. The scalability of the solution is also worth to note because any emer-
gency process can be analyzed attending the patient diagnosis. This would be
unfeasible to achieve or maintain with traditional BPA. Moreover, to scale the
solution to other departments is now just a matter of acquiring additional data
from the hospital system.

A critical point to improve concerns the usability of process mining and
the understandability of results to non-experts. IT and non-IT professionals
showed interest in using process mining, but they find the concept very technical.
Usability has to be improved to a minimum point at which professionals can be
trained without needing deep technical understanding, otherwise the hospital is
forced to invest in specialists, which is unlikely to happen given the economical
panorama and organizational culture.
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