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Summary and Keywords
Relational agents can assume different roles, such as advisors or personal assistants. In
these roles they are useful when available to the user, therefore mobile devices become an
excellent platform. Depending on the task, there are other types of devices that may be suitable
for the agent, originating the need for agent migration between such devices, in order to
complete the task. However, due to different characteristics of the devices, users might not
recognize the agent after the migration.
Having this in mind, we present different examples of agent migration platforms and systems
where embodied agents are able to migrate, focusing on how the migration was achieved and
the efforts made to preserve the agent’s identity across different devices. But there is a lack of
platforms that support migration of agents between heterogeneous devices. This work
addresses this issue, and also the influence that the presence of an agent in different types of
devices might have in the user’s ability to recognize it.
We have developed a platform that supports agent migration between heterogeneous
devices. This platform was used to implement a scenario in which the user plays chess with an
agent that migrates between a robot and a mobile phone. Regarding the agent’s identity, we
selected specific characteristics which we believed to be relevant when a user identifies an
agent. We evaluated their relevance in identifying an agent using variations of the scenario, for
example, changing the voice or the personality of the agent. Results showed that personality
has a significant influence in maintaining the identity of the agent in the different devices.

Keywords: Embodied mobile agents, migration platform, agent identity, agent migration,
identity cues.
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Resumo e Palavras-Chave
Os agentes relacionais podem assumir, tal como conselheiros ou assistentes pessoais.
Nestes papéis eles são úteis quando se encontram disponíveis para o utilizador, tornando os
dispositivos móveis uma excelente plataforma. Conforme a tarefa a ser realizada, existem
outros dispositivos mais adequados para o agente, originando a necessidade de migração do
agente entre os dispositivos, de modo a completar a tarefa. No entanto, devido a diferenças
nas características dos dispositivos, os utilizadores podem não reconhecer o agente após a
migração.
Tendo isto em conta, apresentamos diferentes exemplos de plataformas para migração de
agentes e sistemas onde agentes com corpo migram, focando-nos em como a migração era
realizada e nos esforços feitos para preservar a identidade do agente em dispositivos
diferentes. Mas existe uma falta de plataformas que suportem a migração de agentes entre
dispositivos heterogéneos. Este trabalho aborda esta questão, assim como a influência que a
presença de um agente em diferentes dispositivos pode ter na capacidade do utilizador o
reconhecer.
Desenvolvemos uma plataforma que suporta a migração de agentes entre dispositivos
heterogéneos. Esta plataforma para implementar um cenário onde o utilizador joga xadrez com
o agente, o qual migra entre um robô e um telemóvel. No que diz respeito à identidade do
agente, seleccionámos características que pensámos serem relevantes quando um utilizador
identifica um agente. Para avaliarmos a relevância das características na identificação de um
agente usámos várias versões deste cenário. Em cada uma destas versões o agente possuía
um conjunto diferente de características, por exemplo variando a voz ou a personalidade. Os
resultados mostraram que a personalidade teve uma influência significativa em preservar a
identidade do agente nos diferentes dispositivos.

Palavras-Chave: Agentes móveis com corpo, identidade de agentes, migração de agentes,
pistas de identidade.
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1 Introduction
1.1 Motivation and Objective
For several years researchers have been working in creating relational agents [1], that is,
autonomous computational agents which are capable of creating social and emotional
relationships with users. The purpose of these relational agents is to interact with a user as a
human would, in a natural way. Applications of these relational agents can be shop assistants,
advisors or other types of helpers. Someone who asks about important events in your life and
suggests a walk in the park, possibly showing you the way to a park you do not usually go. An
assistant that could go shopping with you, give you advice about which stores have the best
sales, remind you of what you were going to buy or who’s Christmas gift you are forgetting.
Someone you enjoy playing games with, either at home or in a hospital’s waiting room.
Traditionally these agents are located in a desktop computer, which prevents them from
accompanying the user to many different places and situations. This limits their ability to
perform many of the tasks mentioned before. But with the evolution of mobile devices, as their
processing performance increases, it is now possible to start deploying relational agents in such
devices, for example, in a PDA, which nowadays is carried by a vast number of people.
Furthermore, if agents are able to accompany the user, then they will be able to perform
additional tasks. For example, they will be able to perform tasks in a park, in the shopping
centre or even in the hospital. Also, the simple fact of the agent accompanying the user may aid
in the creation of a relationship with him [2], which is important for relational agents.
1

Virtual personal assistants, such as Siri [3], are a good example of the advantages of
having agents in mobile devices. Given that their goal is to perform tasks for the user (e.g.
finding and booking restaurants, buying tickets for shows, etc.), the mobile device is convenient:
it is always there for the user and given their resources, like the various means of connectivity to
the internet and localization technology (e.g. GPS), they can be constantly online and perform a
wide range of tasks. An example of an interaction with a virtual personal assistant can begin
with a user asking it to make a reservation at traditional restaurant near home. Then the virtual
personal assistant can present a suggestion of a restaurant and ask how many people will go to
dinner. The user says how many and the virtual personal assistant makes the reservation.
Moreover, people carry significant amounts of personal information in their mobile devices,
such as their schedule, contacts or lists of tasks to do. This information can be used by virtual
personal assistants to provide a more personalized service, fulfil their tasks more efficiently, or
even broaden the range of tasks they can perform. From a relational agents’ point of view, this
allows agents to “know” the user better and can be used to initiate interaction with him. For
example, after checking the user’s schedule an agent might start a conversation by asking how
the doctor’s appointment went.
On the other hand, neither desktop computers, nor mobile devices have the physical
presence of robots, which can make certain interactions, such as playing a game, more
1
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enjoyable to the user [4]. They also lack the capability of directly interacting with the physical
world, like grabbing objects. Given that all devices have restrictions, a more interesting scenario
is one where the agent is capable of migrating between different devices, making use of the
capabilities each particular one has. In this work, we consider agent migration to be the process
by which a particular agent, deployed in a device, becomes inactive, and then it becomes active
in a different device.
Consider, for example, the case where there is an agent with which the user plays board
games at home. In this case, it may be more engaging and fun for the user to play against the
agent if it has a physical embodiment, such as a robot (as shown in previous studies [4]). But, in
addition to playing board games, this agent has a concern with the user’s fitness. Therefore,
after a period of playing games at home, it suggests some physical activity, such as jogging. If
the user decides in fact to go jogging, the physical embodiment is now an obstacle, since it
does not allow running alongside the user nor the user is able to carry it. Thus, the agent
migrates to a mobile device, which has the advantage of being small enough to be carried by
the user. This way, not only the agent is able to accompany the user, but can also provide
relevant information during the exercise, such as the duration of the exercise, recommended
paths (considering GPS capabilities), exercise parks nearby, etc. This example shows how an
agent can take advantage of the characteristics of two different devices (and avoid their
shortcomings) by migrating between them, according to the task it wants to accomplish.
Although there are some systems in which agents migrate between different devices (which
will be discussed in the following chapter), these are specifically developed for the devices they
use and a particular scenario. Regarding platforms for the creation of migrating agents, one can
find several of these platforms. However, these are designed for migrating agents between
different software environments. More precisely, these platforms focus on enabling the agent’s
executable code to be executed in different operative systems, and providing mechanisms so
that the code can be transferred between such environments, running on different devices. But
these platforms do not consider the different types of devices, in the sense that an agent is not
able to take advantage of the different features and capabilities of each type of device.
However, the fact that an agent is able to migrate between several devices might raise
problems regarding its identity, considering agent identity as defined by Martin et al. [5]: “[ ]
that which causes the agent to remain the same within the mind of the user”. This is supported
by Tomlinson et al. [6], who mention that the fact that an agent can be present in different
devices might cause some confusion to the user regarding its identity.
Indeed, the user might not recognize the agent in the different devices as the same agent.
This might happen because the migration process was not presented clear enough to the user.
The user might, for example, perceive the migration as an agent A going away and the
appearance of an agent B in a different device.
The identity issue is further complicated because not all devices have the same capabilities,
whether in computing performance, available resources, or design restrictions. This can limit
certain aspects of the agent’s behaviour, capabilities or features that might be characteristic to
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that agent, therefore being vital to its identity and its recognition by the users [7, 8]. Consider the
graphical rendering capabilities of a mobile device, which are lower than those of a desktop
computer. This might cause the graphical representation of the agent’s body to be of a much
lower quality, making it difficult to recognize its visual characteristics. Furthermore, if we
consider a robot, then its appearance cannot be changed, thus any agent that migrates to that
robot is bound to look always the same. There are also other limitations found on mobile
devices, related to the kind of device and its design, which may affect the recognition of the
identity of a specific agent. For example, the screen size is much smaller than computer
screens, which makes it more difficult to perceive the images shown, or it might not have a good
quality speaker and thus the agent’s voice (if it has any) will not sound the same.
The presented problems concerning agent identity are particularly important when
considering relational agents. If these relational agents are to act as a user’s companion, then
this user should recognize the agent as such, no matter the device where the agent is active at
that moment.
Taking this into consideration the focus of this work is on the research question:
“How to migrate a companion agent between heterogeneous
devices, while preserving the perceived identity of the agent?”
As a result, this work had two distinct contributions: a migration platform that supports agent
migration between heterogeneous devices; and a study regarding the perception of agent
identity when in different devices.
Regarding the first contribution, we have developed a platform which supports the migration.
The platform is generic, so it can be used in different scenarios and with different types of
devices. The use of such a platform was demonstrated by implementing a scenario where the
agent migrated between a mobile phone and a robot.
Then, having implemented scenario which included the migration of an agent between
different devices, we conducted the study presented as the second contribution of the work.
This study considered the following hypothesis:
Agents have characteristics that play a more important role in its
identity than others. Preserving these characteristics across devices
will lead to higher levels of recognition of the agent by users, even if
other characteristics are not preserved.
To test this hypothesis we used the implemented system to evaluate different characteristics
as identity cues and determine which have more influence in the perception of an agent’s
identity.

1.2 Organization of the Document
The remainder of this document is organized as follows. In section 2, we present work that
has been done by other authors, which relates closely to the problem we considered. After the
related work, section 3 describes the conceptual model of this work. Section 4 is dedicated to
3

an agent migration scenario that we have implemented within the scope of this work, describing
both the scenario and the architecture of the implementation. Then, in section 5, we explain the
details of the experiment that was conducted in order to test our hypothesis and the results
obtained. Finally, section 6 contains the conclusions of this work, which include possibilities for
future work.

4

2 Related Work
The related work was divided into three sections. First we will present some examples of
platforms for mobile agents. Then, we move on to examples of embodied migrating agents.
Finally we present a comparison of the systems with embodied migrating agents.

2.1 Mobile Agents Platforms
The definition of a mobile agent is simple. Wooldridge [9]

defines a mobile agent as

“[...]agents that are capable of transmitting themselves – their program and their state – across
a computer network, and recommencing execution at a remote site.” Furthermore, Wooldridge
mentions that the original idea behind mobile agents was that they could execute code on
remote sites, or retrieve information from them.
Mobile agents, as presented, became known with Telescript [10]. Telescript was not in fact
considered a platform at the time, but a programming language for remote programming which
provided networking primitives. The “go” instruction became famous. Using this single
instruction a Telescript program would be transferred from a computer to another. All the code,
data and state of the program would be transferred between the computers, and the next
instruction of the program would already be executed at the destination computer. The
Telescript code was compiled into a bytecode, similar to what happens in Java. Also in a similar
fashion to Java, Telescript programs needed something similar to a virtual machine to be
executed. These Telescript virtual machines, to which Telescript programs could migrate, were
called “places”.
An agent migration platform that appeared later is Agent Tcl [11, 12]. Similarly to Telescript,
Agent Tcl also needs a server at the host platform so agents can be executed when they
migrate. Inspired by Telescript, the authors of Agent Tcl also reduced the process of migrating
to a single instruction. This strengthens the idea that, in agent migration platform, the migration
feature should be simple to use by a developer when creating agents.
In this framework, agents also carry their state and executable code to the platform they
migrate to. Agent Tcl has some interesting features, in particular the fact that it supports
disconnected operation. This mode of operation allows agents to migrate between platforms
that are not connected to the network simultaneously. This requires a third platform running the
Agent Tcl environment, which will act as dock for the agent while the platform to which it wants
migrate does not come back online. Agent Tcl also has other services as network sensing or
listing the services that are available to an agent. All of these services are provided by agents
within the Agent Tcl environment. Initially the framework only supported creating agents in the
Tcl scripting language. But later on, Agent Tcl was further developed and gave place to the
D’Agents framework [13], which also supports the creation of agents using Java and Scheme
programming languages.
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A well known platform, that also supports the creation of migrating agents, is Aglets [14].
Agents created using Aglets are able to halt their execution, migrate to another platform, and
resume execution there. However, as it is common in these platforms, in order to this be
possible, the host platform must have a server and a context which can execute Aglets. The
server and the context represent, respectively, the virtual machine and the environment in which
it executes Aglets. When such an agent (an aglet) migrates to another platform, it takes both its
state and executable code. A distinguishing feature of the Aglets platform is that it provides an
explicit notion of itinerary. This notion can be useful in cases where the “path” through which the
agent travels is relevant, possibly influencing the decision of the agent itself. The platform was
written using the Java programming language which grants it a high compatibility among
platforms, as long as specific hardware resources are not needed by the agent.
The platforms presented provide us with a perspective of how migration of agents can be
achieved and some examples of important platforms. But these platforms do not support
migration between different devices. In other words, the platforms do not take advantage from
the different capabilities and features of different devices, nor allow the agent to do so.
Moreover, they are also not designed to support agents with the purpose of interacting with the
user, or establishing any kind of personal relationship. Given that we are particularly interested
in the migration of this kind of agents and their identity, as perceived by the user, we will present
some works on embodied migrating agents in the following section.

2.2 Embodied Migrating Agents
In this section we present examples of systems with embodied migrating agents. A more
common term for this kind of agents is embodied mobile agents. However, embodied mobile
agents is a much more vague and ambiguous term. It could refer to embodied agents that have
the ability of transferring themselves from a platform to another. On the other hand, if you
consider an agent with a robotic embodiment it could just mean that it has wheels or legs that
enable it to move from one place to another in the room.
Therefore, we would like to define the term embodied migrating agent as an embodied agent
that has the ability to transfer itself between different bodies and platforms. This definition does
not include any other form of mobility. This does not mean at all that an embodied migrating
agent cannot have other means of mobility. Opposed to Wooldridge’s definition of mobile agent,
our definition of embodied migrating agents does not determine that the agent’s executable
code should be migrated.
Although migration can be addressed through different perspectives (technical, identification,
application) and used in different applications, here we examine some systems, in relation to
the main goals of this thesis.
2.2.1 ITACO
There are several systems that have been developed using embodied agents with migrating
capabilities. One important example is ITACO [2], a system that consists of an agent with the
ability of migrating between several interactive devices. Some examples of these devices are: a
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desktop computer; a robot; and a wearable computer. The purpose of this system was to study
the importance of agent migration in creating a relationship between the agent and the user.
Two experiments were conducted to prove that agent migration can aid in establishing a
relationship between the user and the agent.
In the first experiment, users interacted with the agent in a laptop computer, and there was a
heater and a robot nearby. The experiment had two conditions. In the experimental condition,
the agent migrated to the robot, which uttered that it was very hot. In the control condition, the
agent did not migrate to the robot, but the robot uttered the same sentences as in the
experimental condition. The results showed that when the agent migrated to the robot, 7 out of
10 users turned off the heater. When the agent did not migrate to the robot, none of the
participants turned off the heater, although in both conditions the same words were uttered by
the robot.
In the second experiment, users interacted with the agent in a laptop computer. After some
time of interaction, before the user moved to another room, the agent said that he wanted to go
with him. As such, the agent migrated to the computer that was embedded in a sweat shirt the
user was wearing. When the user arrived to the next room it is dark, but with a lamp on a table.
Again, this experiment had two conditions. In the experimental condition, the agent migrated to
the lamp, turning it on. In the control condition the lamp was already on, without the agent
migrating to it. Later, the user is instructed to turn off the lamp. In the case where the agent had
migrated to the lamp, users hesitated in turning it off. Only in those cases did the users feel loss
and responsibility for the “elimination” of the agent.

Fig. 1 Example of the second experiment.
The top row of pictures shows the agent migrating from the laptop computer to the wearable
computer and the bottom row shows the agent migrating from the wearable computer to the
table lamp.
Although these experiments are very interesting, in reality, there was no actual migration of
the agent. The conditions were tested to evaluate the user’s reactions to the migration process.
From this we can conclude that, in the perspective of establishing relations between the user
and the agent, the user’s perception of migration is more important than having executable code
transferred between devices.
These experiments also indicate that interacting with the user, and accompanying him by
migrating to mobile devices, allows the creation of a relationship, which is preserved

7

independently of the device that the agent is occupying at the moment. This shows us the
importance of the ability to migrate, in particular to relational agents.
2.2.2 Virtual Raft
One interesting set of examples of migrating embodied agents are the ones found in the
Virtual Raft Project [6, 15, 16] and EcoRaft Project. The agents in those projects are referred to
as embodied mobile agents (EMA’s), which somehow capture the idea of migration and
embodiment.
In the Virtual Raft Project three standard computer workstations were used, each
representing a different island inhabited by humanoid agents around a campfire. The campfire
had a different colour according to the island (red, green and blue). There were also tablet PCs
which represented rafts the users could use to transport the agents between islands, as seen in
Fig. 2.
By putting a tablet computer close to a workstation, one of the inhabitants would jump on
board and then when the tablet computer got near a different island the inhabitant would jump
off to land. Once an agent arrived to a place, it would change the colour of the campfire there by
combining it with the colour of the campfire of its native place. For example, if the agent native
island had a blue campfire and it was taken to an island with a yellow campfire, then this
campfire would become green, the colour which results from combining blue and yellow. In this
system, the users had the goal of turning all the campfires white by mixing all the colours (red,
green and blue).
The EcoRaft Project is an adaptation of the Virtual Raft, but instead of mixing campfire
colours the goal was to create a sustainable ecosystem in deforested islands by transporting in
the correct order birds, trees, and flowers from an island that represented a natural reserve.

Fig. 2. A "raft" carrying an agent out of the "island".
In terms of understanding the migration process, in this work, animations and sound effects
were used, synchronized on both the tablet computer and the workstation (e.g. as a leg of the
agent got out off the island screen it appeared on the raft screen). These provided a good
8

understanding of the migration process to users. This means that it is easier for users to
perceive that the agent that gets off the island is the same that gets on the raft. An effort was
also made so that the graphical appearance of the agents remained the same on both
platforms, although in the tablet computer that was somehow difficult due to performance
limitations. Another positive aspect of this work is the way users interact with the system and the
fact they would see an immediate response to their actions. For example, they could tilt the
tablet computer and the humanoid agents would try to balance themselves on the raft.
2.2.3 AgentSalon
Personal guides in museums or exhibitions are one of the areas of application of migrating
embodied agents, and AgentSalon [17] is one of such systems. In AgentSalon, the agent is
carried in a PDA and can provide tour navigation information and suggestions based on his
interests and location in the exhibition. It can also migrate to information kiosks located at
exhibition sites and provide personalized guidance on individual exhibits displays. The exhibits
that were visited, the ratings a user gave to each exhibition, and the comments to those
exhibitions are stored by the agent, with the purpose of personalizing the presentation of
individual exhibitions and use in conversation in AgentSalon.
In AgentSalon there is also a kiosk with a large touch screen, located at a meeting point.
Users can approach this screen and agents will migrate from the PDA to AgentSalon carrying
their user information, showing up in the screen as an animated character. An example of
interaction is shown in Fig. 3. When two (or more) agents get together in AgentSalon, they
share their user’s interests, start conversations about exhibits they found interesting and
discuss exhibits visited by both.

Fig. 3. Two people interacting with AgentSalon.
Although the agent’s knowledge (preferences of the user, exhibitions visited, ratings given to
exhibitions, etc.) is managed and carried over to the kiosk when it migrates to it, the template
and rules for creating conversations with other agents are only available to the agent at the
kiosk. Indicating that, despite having the same knowledge about the user in both platforms, the
agent has different implementations of its behaviour. More precisely, the implementation of the
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agents at the kiosk includes a system and conversation rules to establish dialogues with other
agents.
The main goal of AgentSalon was to promote the conversation and information exchange
between users by giving them their agent’s conversation as a starting point. For example, after
the agents demonstrate interest in the same exhibition, users might start talking about it,
discussing particular aspects of the exhibition. Users chose the character that will represent
their agent at the beginning of the interaction from 8 different characters, which later will
facilitate the recognition of their own character when it is in the AgentSalon with other agents.
The name of the user is also displayed associated to the agent, avoiding confusion if two agents
are displayed with the same character simultaneously.
2.2.4 Mobile Fitness Companion
Another interesting work is the one developed by Ståhl et al. [18], which describes the
implementation of a relational agent in the context of health and fitness. The prototype
developed has two main components: a PDA, where the agent can be carried; and a stationary
physical robot placed at the user’s home. The goal is to have an agent that can accompany the
user in his daily activities and exercises, while giving him some information about the exercise
(see the bottom of Fig. 4).
In a session with the user, the home system generates a plan for the day. After this session,
when the user interacts with the PDA, the agent greets him and then asks if he would like to
download the plan. When the plan is downloaded, the agent suggests an appropriate activity,
based on the time of the day and the user’s location (obtained by GPS), which can be accepted
by the user or he may suggest a different activity. The training begins with a user command.
During the exercise, the user may give more commands such as to play music, request
information about the exercise, or stop the exercise. At the end of the training, the agent asks if
it should upload the gathered information to the home system.

Fig. 4. Example of the Mobile Fitness Companion screen.
The user is able to interact with the agent in the PDA through voice, buttons, or stylus, if the
PDA has a touch screen. On the other hand, the agent is able to express itself by speaking and
by showing the spoken text written on the screen, as shown in Fig. 4. The agent also has a
graphical representation, which unfortunately is static, that is, it does not have any kind of
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animation. The same voice and graphical appearance was used in both the systems (PDA and
home) in hope that the user would feel he was interacting with the same agent.
Unfortunately, the Mobile Fitness Companion at the moment is just a prototype, which has
not yet been tested with users.
2.2.5 Sonic Adventure Game Series
In the commercial arena, it is also worth mentioning the several games of the Sonic
2

3

Adventure series from Sega. The first release of these games was Sonic Adventure for the
4

Dreamcast game console in 1999. This was followed by Sonic Adventure 2 in 2001, also for
the Dreamcast console.
These games belong to the platform genre, but, in addition of the main game, they feature
several mini-games. One of these games consists of raising little pet creatures called Chao.
When raising Chao, the player has to feed them, and can also pet them to show affection, as
seen in Fig. 5. Chao have certain abilities (swimming, flying, running, etc.) that can be improved
by giving to them special objects (chaos drives and small animals), which you collect in the main
game. Furthermore, the appearance of the Chao when it grows up is also influenced by the
small animals that you give it. The abilities of the Chao are relevant in another mini-game, the
Chao racing. During the period that the player is taking care of the Chao, he/she can choose
how to treat them. If the player treats the Chao well, they will like the player, running to him/her
when they see him/her, and rubbing against its legs like a cat. On the other hand, if the player
treats the Chao badly, they will have more negative reactions, like struggling to get free when
they are hugged. Another way the player can influence a Chao’s behaviour is by teaching him
different activities (e.g. drawing, playing instruments, dancing, etc.), which can be done by
taking it to the kindergarten.

Fig. 5 Player's character petting a Chao (left) and two possible evolutions of a Chao (right).
The interesting thing that Sonic Adventure introduced was the fact that you can take a Chao
with you anywhere you go, using the Dreamcast Virtual Memory Unit (VMU). The VMU is a
2

Chao related guide for all Sonic Adventure games (not official):
http://chao.hippotank.com/sa2/basic.php (Last accessed in 26-07-2010)
3
Gamespot review: http://www.gamespot.com/dreamcast/action/sonicadventure/index.html (Last
accessed in 26-07-2010)
4
Official Website: http://www.sonicteam.com/sonicadv2/sonic_e.html (Last accessed in 26-07-2010)
IGN review: http://dreamcast.ign.com/objects/014/014855.html (Last accessed in 26-07-2010)
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memory card which features a small screen, a speaker and some buttons, as you can see in
Fig. 6. It allows playing mini-games even when not connected to a Dreamcast console.

Fig. 6 The Virtual Memory Unit (VMU) from Dreamcast.
By taking a Chao in the VMU you can play some games to improve its abilities, pet, feed or
even mate by connecting it to another VMU. Afterwards you can bring your Chao back to the
game by plugging it to the console again. But this migration process requires the user to go
through steps similar as saving a game, which makes it feel less like taking a companion with
you. Furthermore, to start playing with the Chao, after saving it, the VMU has to be turned off
and then turned on again.
After you take a Chao into the VMU, and start playing with it, it is hard to recognize it. You
can check the name of the Chao that you’ve taken, but that is as far as it goes. Although Chao
may take different appearances when you are playing on the console, when playing on the VMU
they all look the same. This is a consequence of the graphic limitations of the VMU (see in Fig.
7). Further, the personality of the Chao is also not perceivable in the VMU. A Chao behaves
differently according to the way it has been raised, demonstrating attachment or repulsion
towards the character and performing different activities. Yet, in the VMU, neither of these
behaviours are shown, which means that a user cannot recognize the Chao, just by judging its
personality.

Fig. 7 Examples of screens shown when playing with a Chao in the VMU.
5

Later, on 2002, Sonic Adventure 2 Battle was released for Nintendo’s console GameCube.
This game was essentially the same as the predecessors, but for a different console. In this
case, instead of the Dreamcast’s VMU, one can use a Gameboy Advance (a portable game
console) to take Chao.

5

Official Website: http://www.sonicteam.com/sonic2b/en/ (Last accessed in 26-07-2010)
IGN review: http://cube.ign.com/objects/016/016893.html (Last accessed in 26-07-2010)
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2.3 Analysis of Systems and Approaches
As mentioned before, migration can be addressed through different perspectives (technical,
identification, application). The particular items according to which we examined the systems
are presented below, each one followed by some comments regarding the systems.
Platforms Used
Regarding the choice of platforms used, ITACO is an interesting case, due to the choice of a
table lamp. Although it might seem a bad choice to migrate an agent to such platform, it serves
an important purpose in their experiments. The purpose is to show that the relationship a user
establishes with an agent is valid even if the agent migrates to something as simple as a table
lamp. This is important when considering relational agents and the ability o migrate, given that
their goal is precisely to establish relationships with the user. The rest of the systems use
platforms that are more common and obvious choices in their respective scenarios.
Nonetheless, they present us with examples of how particular platforms can be more suitable
for certain tasks than other platforms, and how migration can be used as way of an agent being
able to go to the most convenient platform, at a particular moment, or in a particular situation.
Focus on Perception of Agent Migration
This item refers to the effort made in order to the user correctly perceive the transition of the
agent from one platform to another. We have considered that the ITACO system only addresses
this issue partially, because the efforts made are limited to the agent informing the user he is
going to migrate by speaking, which happens only in the second experiment. In the first
experiment, a question asked to the participants revealed that only a small number of them did
not perceive that the agent migrated to the robot.
Still in the same item, the Virtual Raft project is worth mentioning because the perception of
the agents migration was well understood by users, as observed in different exhibitions of the
system. This was enabled in great part, if not entirely, to the synchronization of animations and
sounds during the migration process. In the opposite side, are AgentSalon and Mobile Fitness
Companion, which did not focus on this item. Especially Mobile Fitness Companion, in which
certain parts of the interaction with the agent might have a negative impact on the user’s
perception of the process as a migration. More precisely, the fact that the agent, when in the
PDA, asks permission to the user to upload or download information from the home system
might suggest that it is not an agent that migrates, but one that shares information with another.
This breaks the user’s perception of a single and unique agent. This has a negative impact on
the agent’s identity, which is important for relational agents.
In regard to Sonic Adventure, we consider it to be in between the two opposites. It lacks the
seamless migration as presented in Virtual Raft. But on the other hand, even though the
process of migrating has much of the same feeling as saving a game or other kind information,
the user knows that he is in fact “saving” a companion to the mobile device, unlike Mobile
Fitness Companion.
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Direct Interaction with the User
The type and level of interaction that takes place between the user and the agent might
affect the perception the user has of the agent’s identity. With a greater interaction between
both comes a better opportunity of the user perceiving the differences and similarities of agents
in different devices. This is obvious if we consider people, that the more contact we have with a
person, the better we get to know that person. For example, ITACO provides a simple
interaction between the user and the agent specifically to allow the creation of a relationship
between both.
The interaction provided with the Chao in Sonic Adventure is somewhat mediated by a
character in the game, but still we considered it to be direct interaction because the character
represents the user inside the game. This interaction has some positive aspects, in the sense
that it allows recognizing the feelings of Chao towards the character, which in turn were
influenced by previous interactions. The Mobile Fitness Companion and AgentSalon also
include a direct interaction between the user and the agent. But this is not the case in the Virtual
Raft project. Although the interaction type is suited for its context, the user only interacts
indirectly with the agents, in a sort of god-like interaction. This type of interaction, when
compared to a direct interaction, might hinder the creation of a relationship between the agent
and the user, given that the agent’s actions are not directed at the user. The lack of this
relationship might, in turn, cause the user to pay less attention and be less aware of some of the
agents’ characteristics.
Concern with Preserving Agent Identity
The ITACO system had a graphical display mounted on the robot of the first experiment and
another embedded on the sweater in the second experiment, so when the agent migrated it
would show up on the other screen with the same appearance as on the computer where it was
before the migration. In addition, the agent had voice cues to indicate to the user that he was
going to migrate. We interpret these conditions as a result of a concern with maintaining
identity.
In the Virtual Raft project a concern for maintaining the identity of the agents was explicitly
presented. As it was said before, the focus was on the moment of migration between the
workstations and the tablet computers, which is an important contribution to maintaining the
agent’s identity. But we might see it as an indirect contribution, because it is not an attribute of
the agent itself. If the user can see the migration happening, he will understand that a particular
agent has moved to another device, thus it is easier to the user to recognize the agent as the
same from the previous device. But it does not help the user recognize the agent if he does not
see the migration occurring. A direct contribution was the use of graphic representations with
similar appearance and quality on every device, in order to preserve the identity of the agents
across the different devices. This was only possible thanks to the use of tablet computers,
which despite having lower performance than desktop computers still have a reasonable
performance when compared to some robots and smaller devices like PDAs.
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In AgentSalon, an explicit concern about maintaining the identity of the agent was not
expressed, but the same appearance was kept for each agent, whether they were on the PDA
or the AgentSalon screen, with the difference of being monochromatic in the PDA and coloured
in the AgentSalon screen.
In the Mobile Fitness Companion, Ståhl et al. have raised the identity issue. This was clear
when it was mentioned that the use of the same visual appearance and voice would hopefully
give the user the sense he was communicating with the same agent. Despite this concern, an
evaluation was not performed in order to find out if the use of the same visual appearance and
voice had the desired effect.
Maintaining the identity of Chao in Sonic Adventure, regardless of the console the user is
playing in, should be an important issue, complicated by the fact the user can own several
Chao. The game certainly presents enough features to make Chao unique to some extent, such
as the appearance they can have, the behaviours towards the user and the activities they have
learned and usually perform. All of these could be used to maintain the identity of Chao when
interacting with them, but Sonic Adventure fails to do so. And the approach to know which Chao
you are interacting with in the VMU is by having its name displayed in a specific menu. In part
this can be explained by the VMU’s low graphics and performance. Since this is a commercial
game the development process is not fully disclosed, but as far as we know there were no
attempts in maintaining the identity of Chao, or evaluations regarding the recognition of Chao, in
the different devices.
Evaluation of Agent Identity
Although maintaining the identity of an agent that can migrate across different devices is an
important issue, most of the works only demonstrate a slight concern regarding it. Moreover,
this issue is often dismissed by using techniques such as displaying the user’s name associated
his agent or representing the agent with the same visual appearance, without revealing much
interest in determining the adequacy of those techniques.
However, the evaluation of the agent’s identity and what influences it is important, and
considered in the work of Alan Martin et al. [5] and Alan Martin’s PhD thesis [19]. In a scenario
where agents could dynamically change bodies, he felt the need to evaluate which visual
characteristics (colour, markings, associated objects, class of objects) would help to preserve
the agent’s identity. As a result, he determined that the best visual cues were the use of
recognizable objects associated to the agent, and complementary colour schemes.
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Item

Platforms Used

System
ITACO

Virtual Raft
AgentSalon
Mobile Fitness
Companion
Sonic Adventure

Desktop computer,
wearable
computer, robot,
table lamp
Desktop computer,
tablet computer
PDA, large screen
PDA, robot
Game Console,
Portable Game
Console

Focus on
Perception
of Agent
Migration

Direct
Interaction
with the
User

Concern with
Preserving
Agent Identity

Evaluation
of Agent
Identity

Partial

Yes

Yes

No

Yes

No

Yes

No

No

Yes

No

No

No

Yes

Yes

No

No

Yes

No

No

Table 1 Evaluation of the presented systems regarding migration and agent identity aspects.

2.4 Concluding Remarks
We have looked at platforms for creating migrating agents. All of the platform mentioned
migrate the executable code of the agent to the remote platform. Hence, their need for some
sort of virtual machine, or service that is able to execute the agent’s code. Since the agent’s
executable code is the same in every platform and it is executed in somewhat contained
environment, these platforms do not allow taking advantage of the different capabilities
available in different devices. Moreover, they are not designed to support systems with the
purpose of interacting directly with the user or establishing any kind of relation with them.
In order to have a perspective on this type of agents, we turned our attention towards
embodied migrating agents. Some of the systems presented in this category contained agents
able to migrate between different bodies. Unfortunately, none of them provided a generic
framework to do so. The migration was developed specifically for those systems.
In a different perspective, the systems with embodied migrating agents provided us with
some examples of the application of this type of agents, and in some cases with some
approaches to preserving the identity of the agent in the different devices. The predominant
technique was to maintain the visual appearance of the agent as much as possible, although
there were other methods, such as using the same voice in both devices.
We also presented a comparison of the systems which included embodied migrating agents.
In this comparison we concluded that ITACO provides us with results demonstrating the
usefulness of agent migration in creating relationships between the user and the agent. Virtual
Raft was found to be a good example of making the migration process clear and
understandable by users, by having synchronized animations in both the devices involved in the
migration. In terms of interaction with agents, the game Sonic Adventure is a good example.
Regarding maintaining identity, several of the systems demonstrated a concern with the issue,
but despite this, none has evaluated if it was actually achieved and to what extent. As such, we
presented a study that performed such kind of evaluation, considering different visual cues. This
study concluded that using distinctive objects (in association to the agent), and complementary
colour schemes, was the best way to preserve agent identity, in visual terms.
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3 Conceptual Model
This section contains a description of the model of our migration system. In the first
subsection we will present different types of migration, the type of migration chosen in this work
and why. Then, we describe relevant components of a migrating agent. After which, we explain
the steps of the process of migrating an agent. Finally, we present the characteristics we chose
to study as identity cues of the agent.

3.1 Types of Migration
In this work, we consider two perspectives under which you can classify agent migration:
according to what the agent migrates to; and according to what data pertaining to the agent is
migrated.
In the first perspective, when we refer to what the agent migrates to, we are in fact
considering the different “locations” where the agent can reside and which are the differences
between them? In this perspective, we see two different cases. The first, and most common,
which occurs in platforms for agent migration, is when the agent migrates between software
platforms (while the type of device remains the same). For example, the migration of an agent
between two desktop computers, that might have different operating systems. Although the
agent has to adapt to the different software platform, it can expect the same range of resources
and actions at its disposal, because both computers belong to the same type device and will
have a similar set of available resources. This leads us to the second case, where the agent
migrates between different types of body. Considering that an agent’s body is the device it
resides in, even though, in some devices, it might have a virtual representation (generally
considered its embodiment). When the agent changes body, it is not only a matter of the
software context that executes its code, it has to deal with resources that are characteristic to
each device. For example, consider an agent that migrates between a desktop computer and a
robot. Assume that the robot has an arm which is able to perform gestures and the computer
has a virtual environment where the agent can perform animations. The way the agent is able to
perform gestures in the robot will be different from the virtual animation that performed the
gesture in the computer. Our model of migration follows this second case. More precisely, it
aims at defining a model that supports agent migration between, not only software platforms,
but also between bodies.
Regarding the second perspective, which considers the data transferred when an agent
migrates, we have seen, from the different research works previously presented, most cases fall
into one of two alternatives: i) the executable code is carried along with the agent and its
knowledge to be executed at the destination device; or ii) where only the state and knowledge
of the agent is transferred between platforms and the destination device has a version of the
agents executable code.
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In our work we opted for transferring only the state and knowledge of the agent. This choice
was motivated, in great part, by two reasons. One of the reasons is related to the fact that our
goal is migration between different devices. Although, in general, it may seem a disadvantage
the necessity of having a version of the agent’s code in each device, in this case it is easier to
manage the access and use of resources that are specific to each particular device in the
different versions of the code. The second reason is that by avoiding transferring binary files,
the migration becomes more lightweight, consisting only of information that can easily be
described in a textual form.
Due to the fact that this alternative for migration demands the existence of versions of the
agent’s code in every device, one might think that this way we do not have a “real” migration.
Given that the agent executable code may be running simultaneously in more than one device,
the agent can be considered to be active in two devices at the same time. In our opinion, this
does not constitute a problem, because we are concerned with migration from a user’s
perspective. Although the agent’s executable code may be running in more than one device,
from the user’s perspective the agent is only active in one of the devices.

3.2 Elements of a Migrating Agent
A migrating agent is composed of several elements. These elements can be divided into two
groups. On one hand we have what the agent knows about the world and itself, its internal
state. On the other hand we have the elements that provide the agent capabilities specific do
the device it is residing in, the ability to migrate and its decision process.
Although every element can be seen as part of a migrating agent there is a difference
between the two groups of elements. The first group, its knowledge, is the data that is able to be
transferred between devices. The second group has to be provided by the software platform
existing in each device. However, these are intended to be as identical as possible in every
platform.
The elements that compose a migrating agent in this work are presented in Fig. 8. The
migrating agent has an identity. The identity of the agent is influenced by the agent’s
characteristics. In this work, we have represented a small set of characteristics (voice,
appearance, personality and memory of events). The reasons why these characteristics were
considered, and what they represent in particular, will be discussed in the section Identity Cues
(3.4).
The way some of these characteristics are presented to the user, in a particular device, may
depend on the device’s capabilities and restrictions. Nonetheless, the agent should ideally have
a representation of these characteristics, so it can attempt to present them as close as possible
to its representation, when the device allows it.
The migration module is the main responsible for carrying out the migration of the agent
between devices. It can either encapsulate the state of the agent and transmit it to another
device, or receive such state from a device and restore it. In addition, it enables the agent to be
aware of relevant steps and events in a migration process.
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The agent’s decision process is responsible for the agent’s reasoning. It determines how it
reacts to certain stimuli, considering its state and knowledge. It defines the agent’s decisions
and behaviours. Although this is very characteristic of an agent, as defined in our model, it does
not migrate between bodies. This must be provided by the software platform in each device.
However, it should provide the same behaviour regardless of device, but know how to use the
different competences available in that device.
The competences that the software platform provides are abstractions of a device’s
capabilities. More precisely, they represent what an agent is able to do in a particular device.
For example, in a robot, with wheels or legs, there would be a competence that represented the
robot’s capability of moving from a place to another. As such, these belong to the group of
element that must be provided by each software platform at a particular device.

Fig. 8 Conceptual model of a migrating agent.

3.3 Process of Migration
The migration process can be seen under two different perspectives: the perspective of an
agent that is leaving a device (outgoing migration); and the perspective of an agent arriving at a
device (incoming migration).
In this section we will describe both perspectives, beginning with the outgoing perspective,
followed by the incoming perspective.
Outgoing Perspective
In our model of migration, when a migration is initiated on a device, the migration module
informs the agent of that the process has started (step 1 in Fig. 9). As response, the migrating
agent encodes its state in convenient format and provides that data to the migration module.
When the migration module receives the data representing the state of the migrating agent, it
processes it into a format suitable for transferring between devices, adding information if
necessary. This data is then transferred to the destination device. Afterwards, a response from
the device is expected, confirming the success of the migration. Then, the migration module
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informs the migrating agent that the migration process has terminated and its state was
successfully transferred to the other device.

Fig. 9 Process of successful outgoing migration.
If any kind problem occurs during the migration process, then the migration module informs
the migrating agent that it failed in transferring its state to the other device. This can happen, for
example, if the device in question already contains an active agent. In this case the final steps
of the migration are different, as shown in bold in Fig. 10. The destination device replies with a
message indicating failure, and migration module informs the migrating agent of such failure.

Fig. 10 Process of failed outgoing migration.
With such a solution for migration agents it is not possible to achieve the same type of
synchronization as in the Virtual Raft project, where you can see the agents going from a
screen to another. Given that our goal is to create a generic platform for migrating agents
between bodies (and platforms), the type of synchronization mentioned could not be supported
because it is specific to the point that it depends on the animation chosen to do the transition
between devices.
Incoming Perspective
In this perspective, when the migration module receives migration data from another device,
it checks if it is able to receive a migrating agent. This device can be, for example, a robot, or a
mobile phone, running the migration platform. If the device is already occupied by an active
agent then it refuses the migration and reports it back to the origin device. Otherwise, it accepts
the migration by replying with a success message, as depicted in Fig. 11.
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Then, the migration module processes the migration data, retrieving the state data of the
agent that has migrated. In the next step of the process, the migration module informs the
migrating agent that it has received a migration, and also provides the state data. Using this
data, the migrating agent restores the state it had on the origin device (e.g. memory/knowledge,
emotional state, information regarding characteristics of the agent, etc.).

Fig. 11 Process of a successful incoming migration.

3.4 Identity Cues
In this section, we explain why we have chosen to represent the characteristics presented in
Fig. 8 in an agent and use them as identity cues. In addition, we will also describe these
characteristics in more detail, presenting our interpretation of what they consist of, and to what
extent we consider them in this work.
As mentioned before in our hypothesis, we believe that using certain types of identity cues
will improve the recognition of agents across different devices. But which types of identity cues
are better for this purpose? Which are more relevant to evaluate?
The study conducted by Martin [19] evaluated some visual identity cues. But in that same
study it was suggested that behavioural and auditory cues, more precisely the agent’s voice,
are also interesting and should also be evaluated. In fact, regarding voice, it was used in Mobile
Fitness Companion [18] in an attempt to preserve the identity of the agent in the eyes of the
user, whether he was interacting with the mobile or the stationary system. This strengthens the
idea that is interesting to evaluate voice as an identity cue. Regarding behaviour, we have seen
in Sonic Adventure the example of how the behaviour could be used to differentiate agents,
although in this particular case it was not used to preserve their identity across different devices.
In addition to voice and behavioural identity cues, we consider that memory is also an
interesting characteristic to evaluate as an identity cue. Although it was not suggested by other
authors we believe that, for example, the fact that an agent remembers certain events of past
interaction with the user is a strong hint that the agent is the same that was present at the time
of those events.
According to these considerations we decided to include in our model the following
characteristics as identity cues, which we explain in more detail afterwards:

21

• Personality.
• Voice.
• Memory of past events.
• Visual appearance.
Personality is not easy to define or to model in an agent. In fact, there are various
approaches to the subject. In the animation industry, Thomas and Johnston [20] have referred
to a character’s personality as the characteristic attitudes and actions which people associate
with it. In psychology, an accepted model to describe personality is the Big Five Factor Model
[21]: according to this model personality can be described using five dimensions (openness,
conscientiousness, extraversion, agreeableness, and neuroticism). Because this model is
computationally easy to represent, several authors have used it in their works to model agent
personality [22]. Nevertheless, in other cases the way agent personality is modelled is
influenced by the context of the work and the purpose of the agent. For example, Dias and
Paiva [23] proposed an architecture to build characters whose behaviour is influence by
emotions and personality. In this architecture, the agent’s personality is modelled as: a set of
goals; emotional reaction rules, which determine how events are appraised; action tendencies,
which represent impulsive actions; and constants that determine how specific emotions affect
the character.
In this work, we consider personality to be a composition of the tendency to be in a certain
mood and the behaviour of the agent, which should reveal characteristic attitudes and actions
as mentioned by Thomas and Johnston. Mood tendency represents the mood that the agent
shows during most of the interaction with the user, for example, being happy (sad, angry, etc...)
most of the time. The behaviour of the agent consists, more precisely, of how he reacts to the
different events that occur during the interaction, such as the user greeting the agent or when
the user plays a good move in a game. In situations like these, the reaction of the agent might
be, for example: rude, if it doesn’t greet the user; shy, if it talks very little with the user; or
arrogant, if it undervalues the user’s moves in a game (considering a scenario where a the
agent plays a game).
The definition of voice, memory, and visual appearance, is less prone to different
interpretations. In the case of voice, it can be defined by its acoustic properties (e.g. tone, pitch,
rhythm or accent), despite this people agree on what is voice even if not described in terms of
these properties. Thus, it is important to this work only whether two voices sound alike or not, in
the users’ opinion. Furthermore, given that people use voice to recognize others on a regularly
basis (e.g. when talking on the phone with someone), we expect that an agent’s voice will help
users recognize the agent in a similar fashion.
When we refer to memory, we are considering the set of information the agent has from past
interactions with the user. In addition, the agent should somehow use these pieces of
information and make the user aware that it has memories of them. When exposing these
memories to the user, they should not be too vague: they should contain enough information, so
that the user remembers to what the agent is referring to. The fact that the agent can remember
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events of past interactions (and the user also remembers them) might help the user to perceive
the identity of the agent.
Appearance and its influence on the identity of an agent has already been studied in some
detail by Martin et al.[5, 19], as mentioned before. Despite this, we decided to include
appearance to evaluate its influence on the identity of an agent and compare it to the influence
of the other characteristics. Furthermore, in their work the visual appearance of the agent was
divided into smaller categories, which were evaluated individually. But in our work we do not
wish to consider these smaller categories. Therefore, the appearance of the agent should
include every visual aspect.
We must not forget that if the user relies on these characteristics to create notion of the
agent’s identity, then the user should be given the opportunity to properly perceive each of
these characteristics. This opportunity consists of a scenario where the user interacts with the
agent for an appropriate amount of time.
Another thing to keep in mind is that not every characteristic of the agent can be migrated
between devices, or at least presented in the same way in the different devices. Thus, the
limitations of each device can influence the way agent characteristics are presented to the user,
and as a consequence, influence the perception the user has of the agent’s identity.

3.5 Concluding Remarks
We have established that the goal of this work is to create a platform that supported agent
migration between bodies and platforms. As such, we found that would be more beneficial to
opt for a model of migration where the executable code of the agent is not migrated. Instead
different versions of the code would be deployed in each device, with specific changes
according to the device.
In this work, a migrating agent should have, among other elements, a set of specific
elements that should know how to gather relevant data of the agent, transfer it to another device
and restoring it to a working state.
Finally, we have presented memory, visual appearance, voice, and personality as very
interesting characteristics to be evaluated as identity cues in a scenario where the agent
migrates between devices.
In the next section, we describe an appropriate scenario which meets the needs presented.
Afterwards, we explain how we have developed a framework that enables agents to migrate
between devices. Then, using this migration framework, we have implemented the mentioned
scenario, which allows us to explore the relation between each of the characteristics and the
identity of the agent when in different devices.
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4 Implementation
4.1 Scenario
To implement the concepts described in the previous section, we needed a scenario that
would bring i) different bodies, ii) different platforms, iii) migration between the bodies and
platforms, and iv) direct interaction between the user and the agent.
The scenario that was chosen is a game between the user and the agent. More precisely, it
consists of an autonomous agent that plays chess against a human player. Chess is one of the
most known board games and many people know how to play, at least, the basic rules. This
makes chess a good choice because most people can interact with the agent without having to
learn a specific game.
During the chess match, the agent reacts to the opponent’s moves. It expresses an emotion
according to how well the game is going from its perspective and how it expected to go. In
addition, occasionally it makes some comments regarding the opponent’s moves or actions,
such as taking back a move. The agent also keeps track of the matches it has played against
the opponent. It uses such information at the beginning of the interaction, when it mentions how
long has passed since the last match or who was the winner.
This scenario provided us the necessary interaction between the user and the agent. Given
that the proposed identity cues include non-visual and behavioural characteristics, this
interaction was crucial because the user had to be given the time and opportunity to observe
and become aware of the characteristics of the agent.
As we have mentioned, our scenario had to include different devices (and platforms) that the
agent could inhabit. Therefore the agent is able to play chess in two different devices, which
also have different platforms: the iCat [24], a robot with a cat-like appearance (Fig. 12); and a
6

high-end mobile phone, running the Android operating system (Fig. 13).
When playing against the agent in the robot, an electronic chessboard is used. This is a
physical board which connects to a computer, providing information about which pieces are on
the board and their position in chess coordinates. As displayed in Fig. 12, the robot does not
have any arms, thus it is unable to move any pieces. Therefore, the robot asks the user to play
its move, so he/she can move the pieces accordingly.
In the mobile phone, the chessboard is displayed on the screen. As a result, the agent is
able to move the pieces when it is its turn to play. It also puts the pieces back in their previous
place when the opponent plays an illegal move or presses the undo button. The user can move
his/her pieces using the touch screen interface.
The agent should be able to migrate between robot and the mobile phone, even during an
ongoing match. When migration occurs, the agent takes along information about all the previous
games and information regarding the ongoing match (the agent’s representation of the current

6

http://www.android.com/
25

state of the world), if that is the case. The latter has the purpose of allowing the user to resume
the ongoing match, playing against the agent on the other device. When the destination device
is the robot, it requires that the user places all the pieces on the correct positions.

Fig. 12 Chess match with the agent in the iCat robot.

Fig. 13 Chess match with the agent in an Android mobile phone.
With this scenario, we promote the interaction between the user and the agent through a
chess game. The user can become aware of the agent’s characteristics throughout the game by
observing and listening to the agent and its reactions. In addition, the user interacts with the
agent in two distinct devices, more precisely, the robot and the mobile phone.
Another reason for choosing the scenario of chess lies in the fact that the interaction is well
defined and structured in a chess game. This way, it is easier to manage the users’
expectations of the agent’s capabilities, and diversity of interaction possibilities. When we claim
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that the agent can play chess against users, then they expect little more than the agent being
able to play chess correctly. It is unlikely that users expect the agent to be capable of elaborate
conversations, as opposed to scenarios where the interaction is dialogue based or open-ended.

4.2 Migration Platform
To support the migration between devices, we have developed a simple and generic
platform for agent body migration.

This platform provides the necessary mechanisms for

transferring the agent’s state and its knowledge between the different devices. It also provides
support to control the activation when the agent migrates between devices, and restricts the
device to have only one active agent at a given moment.
The features from the migration platform were obtained by extending the ION framework [25]
with new components. The ION framework is designed to create agent-based simulations of
virtual environments. We explain ION in more detail in the following section. After that, we
describe how the migration platform was implemented and the role of ION in the implementation
of the migration scenario.
4.2.1 ION Framework
ION is a framework that allows the creation of agent based simulations in virtual
environments. The basic component of the framework is the Element. An Element has
Requests as input and Events as output (Fig. 14).

Fig. 14 The basic Element of the ION framework.
A Request is a class that represents an intention of changing the Element’s internal state or
that the Element takes some sort of action. To process requests, the Element uses Request
Handlers. Each of these handlers is created to manage a specified set of types of Request and
added to the Element’s list of Request Handlers. These handlers define the policy that Elements
use to process the Requests. More precisely, this type of handlers define what happens when a
certain Request is received is defined by and also how to manage simultaneous Requests (e.g.
process only the first, give priority to certain types of requests, etc.).
An Event represents something that an Element announces to others, such as a change in
its state or an action it has taken. To listen for Events, a component must use Event Handlers.
These handlers are created to listen for a particular type of Events, and then registered in the
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element which raises the Event. The Event Handlers define the action taken by the component
that is listening, when such event occurs.
In ION there is a special type of Element, the Simulation. It is this Element that makes the
virtual simulation progress by working in a cycle of updates. Each update has two phases. In
the first phase, the Simulation ensures that all the scheduled Requests are processed by the
appropriate Request Handlers. The second phase is similar, but for the Events, ensuring that all
of them are processed by the respective Event Handlers.
All of these components belong to ION Meta, the main layer of the ION framework, which is
referred to as Framework Level in Fig. 15 . There is a second layer in the framework,
designated as ION Core (Component Level). This second layer contains Elements that have
been extended with a specific behaviour and implement new types of Requests and Events to
support that behaviour. These Elements are intended to provide behaviours that are generic or
commonly used, being able to be applied to a wide variety of scenarios and applications. An
example of such Element is Property, which is basically a placeholder for a variable in ION. A
Property defines the Request ChangeValue and the Event ValueChanged, which make sense
given the behaviour expected from a Property.

Fig. 15 Layers of the ION framework.
In short, the typical use of ION consists in extending the available types of Elements to
implement new types with the desired behaviour (Application Level), including them in a
Simulation and run the update cycle.
Porting ION
The event and request mechanisms supported by ION provide an interface between
components, which allows for integration while maintaining a great degree of independence
between them. This enables us to create a platform or a complete system in an extensible way.
We can later add new components or replace existing ones with no impact on the rest of the
system, as long as these components can handle the same requests and provide the expected
events to other components. This feature is useful to develop, not only the migration platform,
but also the systems which will use the migration platform.
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However, ION presented us an obstacle: its original version was implemented using the C#
programming language, which officially is only supported on Windows platforms. Since our goal
is that the migration platform might be deployed in a broader range of software platforms,
including the Android platform, Java was a more suitable alternative. Java is officially supported
in a variety of platforms. In addition, it is the language used to program applications for the
Android platform (despite the fact that the code executed is not the Java bytecode and there are
a few libraries which are not supported).
To overcome the obstacle of the programming language used by ION, we have ported the
entire framework to Java, based directly on the C# source code. Although there are some
differences in the characteristics and features of both languages, we have developed the Java
version of the framework as similar as possible to the original. As a consequence, the resulting
framework provides the same mechanisms and has the same capabilities than the original
version of ION. Furthermore, we were careful to avoid using any Java libraries that the Android
platform would not support, which makes the Java version of ION totally Android compatible.
However, the framework did not suffer from any limitation in its capabilities as a consequence of
this restriction in the development process.
4.2.2 Migration Architecture
The implementation of the migration platform (Fig. 16) consists of three types of
components: the migration module; migrating objects; and migration aware components.

Fig. 16 Migration platform architecture.
Migration Module
The migration module is the main component in the migration of agents. It is responsible for
compiling the migration data from all migrating objects, connecting to a device, and transferring
the migration data. While on the other device, it must receive the data, parse it into individual
messages and provide those messages to the respective migrating objects, so that they can
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restore their state. In addition to this, the migration module must also inform migration aware
components of the state of the migration process.
To implement the migration module, we have extended the basic Element of the ION
framework. This way, we are able to use the requests and events mechanisms from ION. In
particular, the migration module is able to handle one type of requests, the Migrate request.
This request contains the name of the device to which the module should attempt to migrate.
The list of devices that the migration module has knowledge of is imported from an XML file
when it is initialized. Regarding the types of events that the migration module raises, there are
five:
• Migration Start – indicates that a migration as been initiated and that migrating objects
should save their state to the appropriate format and provide it to the migration
module.
• Migration Complete – indicates that the migration initiated by this migration module as
terminated successfully.
• Migration Failed – indicates that the migration initiated by this migration module as
terminated, but without success.
• Message Received – contains a piece of migration data concerning a particular
migrating object.
• Incoming Migration – indicates that a migration data from another device has been
received and accepted.
The task of connecting and transferring the migration data to another device is actually not
handled directly by the migration module. In fact, it is handled by an internal module, the
synchronization module. Currently, the synchronization module establishes the connection with
other devices using a standard TCP/IP network. However, since the details of the connection,
such as the specific technology and network protocol, are encapsulated in the synchronization
module, there is the possibility to present alternative implementations. For example, we could
develop a synchronization module that uses Bluetooth, enabling migrations through this type of
connections.
As a final note on the implementation of the migration module, the format chosen as the
appropriate format for migration data is XML. It is a structured and extensible format. Taking
also into account that there are several tools available to parse and create XML documents, it
makes it a format that is easy to manipulate. The particular tool used in the migration platform is
7

kXML 2 , which is compatible with the Android platform.
Migrating Object and Migration Aware
Unlike the migration module, the migration object and migration aware components were not
implemented by extending the Element class from ION, but rather by defining an interface in
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Java. This has the advantage of allowing a specific component to be simultaneously a migrating
object and a migration aware component.
The migrating object interface defines three methods:
• getMigrationTag – returns the name which will identify the migration data of this
migrating object.
• saveState – returns an XML element which represents the internal state of the objects
at the moment.
• restoreState – receives an XML element with the migration data, from which it must
restore the objects internal state.
The migration aware interface defines four methods:
• onMigrationOut – called when a migration is initiated.
• onMigrationSuccess – called when a migration is successful.
• onMigrationFailure – called when a migration fails.
• onMigrationIn – called when a migration is received.
To ease the task of creating components of either type, there is a utility class which provides
several convenience methods. These methods create specific Event Handlers and register
them in the migration module to call the appropriate method of the component according to the
Events raised. For each type of component there are methods to register individual components
or every component that has already been added to the ION Simulation. In short, creating
migration aware components or migrating objects is as simple as implementing the respective
interface and invoking the appropriate convenience method to register the component.

4.2.3 Migration Process
As stated in the Conceptual Model, the migration process can be divided in two parts, or
perspectives: the outgoing perspective and the incoming perspective. The first shows the
process of an agent leaving a device and the second shows the process of an agent arriving at
a device. We describe the implementation of the migration process from both perspectives.
Outgoing Perspective
The order that triggers the migration process was implemented as an ION request, the
Migrate request, as mentioned earlier. This request is illustrated in the step 1 of Fig. 17.
When the migration module receives the migration request, it raises an event to inform all
migration-aware components and migrating objects that a migration process is starting (step 2).
The respective event handlers are invoked by the ION simulation. In the case of migrationaware components, the onMigrationStart method is invoked. In the case of migrating objects,
the saveState method will be invoked and the returned XML element will be registered in the
migration module (step 3). According to our notion of migrating agent, it can only be “active” (i.e.
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appear as present to the user) in one device at a time. Therefore, when using the migration
platform there should a migration-aware component in charge of “deactivating” the agent after a
migration has started. In other words, a migration-aware component which makes it look like the
agent is no longer in that device.

Fig. 17 Different steps in outgoing migration.
After gathering all the migration data, the migration module compiles this data into one XML
document. Then, it connects to the destination device (step 4), using the internal
synchronization module mentioned earlier. Upon a successful connection, the migration module
sends the XML document created to the destination device (step 5). After receiving a
confirmation from the destination device, the migration module raises an event indicating that
the process terminated successfully (step 6). This event causes the respective event handlers
to be invoked, and as a consequence the onMigrationSuccess methods of the migration aware
components will also be invoked. If the migration process failed at some point, a MigrationFailed
event would be raised, and the invoked method on the migration aware components would be
onMigrationFailed. If the agent was “deactivated” by a migration aware component, it should be
“activated” again in response to a migration failure, because it was not “activated” at the
destination device.
Incoming Perspective
From the perspective of the receiving device, if the migration module is active then it is
always listening for migration attempts from other devices. The port on which the migration
module is listening is configured on the migration module configuration XML, the same file that
contains the list of possible destination devices.
The migration process in this perspective begins when another device connects and sends
the XML document with the migration state, which is received by the migration module. This is
represented by step 1 of Fig. 18. If the migration module verifies that this device already
contains an agent, then it immediately replies with a message refusing the migration and the
process ends. Otherwise the reply is a message accepting the migration, and the process
continues.
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Fig. 18 Incoming migration diagram.
In the next step the migration module raises several events (step 2). One of the events
signals that the migration of an agent was just received. This triggers the event handlers that
will invoke the onMigrationIn method of the migration aware components. Similarly to what was
described in the Outgoing Perspective, at this point, there should be a migration-aware
component that “activates” the agent.
The other events are raised according to the result of parsing the XML document that was
received. The migration module parses the XML into the elements that represent the state of
the several migrating objects and a Message Received event is raised for each element. This
event contains, not only the element itself, but also the type of message. The type is used to
identify the XML element contained by the message. The event handler, invoked in response to
the Message Received event, will compare the type of the message with the value returned by
the getMigrationTag method of the respective MigratingObject. If the type matches then the
restore state method is invoked using the XML element contained in the Message Received
event (step 3). The result is a set of migrating objects with a state identical to the state at the
origin device at the time of the migration.

4.3 System Architecture
The implemented architecture results in a system that is according to the scenario described
in section 4.1. It uses the migration platform explained in the previous section, and introduces
several new components. The architecture of the system is presented in Fig. 19. More precisely,
it represents the architecture implemented in the mobile phone. In the case of the robot the
system was based on the work of Leite et al. [26], with some minor changes and the addition of
a component similar to the migration module, in order to support migration.
The mind module and the game engine components are responsible for the decisions of the
agent. Together they determine how the agent reacts and which moves to play. These will be
described in section 4.3.1.
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The user and board components represent the relevant elements for the agent’s
environment, as they model the information that the agent needs to know about its environment.
A more detailed description is presented in section 4.3.2.
In this architecture we have implemented some competences, according to the notion
introduced in the conceptual model. Each competence represents a feature/ability available to
the agent (e.g. ability to speak). By implementing such features as competences each one of
them is an independent module with a specific interface of events and requests. This allows us
to change the implementation of a competence without having an impact on the rest of the
agent’s components. The degree of independence achieved this way is desirable in a scenario
which includes agent migration. Since competences provide functionalities that usually are very
dependent on the device and its resources, this enables the reuse of a great part of the system
if later we extend the scenario to include new devices.

Fig. 19 System architecture.
All of the implemented competences in this system are described in section 4.3.4, consisting
of four different competences:
• Face animation – performs animations of the agent’s face
• Speech playback – provides speech capability to the agent
• Text display – enables the output of text to the screen of the device
• Play move – plays the move indicated by the agent.
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The competences are not directly connected with the agent’s mind. The competence
manager and the competence execution and monitoring modules mediate the requests between
the agent mind and the competences. The former decomposes high-level orders from the mind
into specific competence requests. The latter takes those competence requests, issues them to
the respective competences in the right order and controls the success or failure of their
execution. Both components are described in more detail in section 4.3.3.
4.3.1 Mind Module and Game Engine
The mind determines the agent’s decisions and how it should react to certain events. For
example, when it detects that the user played his or her move, then the mind module plays its
own move. It checks if the user is playing according to the rules and warns him if it is not the
case. Although the agent only migrates upon the user’s request, the mind module processes the
user’s request and decides that it will indeed attempt to migrate.
All the actions the mind module decides to take are executed by scheduling the respective
requests in the competence manager. These requests are decided at an abstract level, as far
as it can. For example, when it decides to greet the user, it does not specify what to do or say
beyond that it wishes to greet him/her. When it decides to say something, it does not decide the
particular sentence, only the speech act. However, requests to migrate or to play a move
already contain the particular destination device or the actual move.
After every user’s move, the mind not only decides the agent’s next move, but also the
emotional reaction the agent will express. This emotional reaction is determined by the
Emotivector, an affective system that was used in [26] and replicated in this system. The
reaction is based on the mismatch between the agent’s expectation on the user’s next move
and on the move that the user actually plays.
The mind module also listens for migration-related events. An obvious reason is that it has
information that it needs to migrate, such as agent’s affective state, and the memories of past
interactions with the user. Also, since the mind determines the agent’s reactions, it has to
“perceive” when a migration is successful in order to stop reacting. The mind achieves this by
removing all its handlers that listen for events (other than the migration related ones). For
example, as consequence the user is able to move pieces on the board without any concern for
the rules, because the mind stops receiving the events informing that moves have been made.
Thus, the mind does not check if those are legal moves and does not warn the user if they are
illegal.
The agent decides its own moves and evaluates the moves of its opponent using the game
engine component. This component models the rules and heuristics of chess. The functionality
it exposes to the mind is determining the best move, evaluating if a certain move is allowed or
illegal, checking if the game has ended and who was the winner.
Having the game engine as a separate component from the mind allows the mind to be
game independent. This way, if we change the game the agent plays, the mind could be the
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same and only the game engine would have to change. This particular game engine was
8

adapted from an existing open source project .
4.3.2 The Environment
The board component represents the state of the chess game on this architecture. It
contains information such as the piece present at each position of the board, which player
should play next, and a limited history of the previous moves, in order to provide the possibility
to undo a move. Every time the board is changed, an event is raised to indicate the change.
The events are different according to the nature of the change (e.g. move undone, move
played, piece captured). The board display is one of the components that are listening for these
events. This component is responsible for showing the state of the game in the screen of the
mobile phone.
The board is also a migrating object, because it is seen as part of the agent’s model of its
world, more precisely the game, thus it also needs to be migrated. Whenever migration occurs,
the state of the game is transferred to the destination device, so the user can resume the chess
match there.
The user component is also considered as part of the environment. It represents the user’s
action on the agent’s environment, providing an abstraction of the different methods of input the
user might use. At the moment, the methods available in the mobile phone are hardware keys
or the touch screen. Nonetheless, this allows extending the user’s way of input in the future,
without changing any components within the ION simulation. The new input method is managed
within the user component, and other component of the simulation are only aware of the
requests into which the user component translates the input. This even applies to the case of
adapting this system to use it on another device which could have different input methods.
One of the actions carried by the user component is changing the board state to reflect the
moves intended by the user. Other actions involve the agent’s mind, when the user component
schedules requests to migrate or to propose a new game to the agent.

4.3.3 Competence Managing and Execution
The competence manager, as said before, receives high-level requests from the mind
module and decomposes them into a sequence of requests for the competences. This
sequence is then scheduled on the competence execution and monitoring (CEM) component for
execution. For example, the mind schedules a greet request on the competence manager, but
keep in mind that requests at this level might not have a competence to specifically handle them
(in fact, there is not competence that “knows” how to greet). The competence manager
decomposes this request into two lower level requests, one to perform a smile animation and
another to say a form of greet to the user (e.g. “Hello Maggie.”).
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This way, the competence manager allows the mind module to work at a higher level of
abstraction of requests. As such, the mind module is able to give orders that in fact translate to
a set of actions without having to be aware of every the exact actions in this “set”.
However, some of the requests that are scheduled by the mind cannot be decomposed
because they already represent a request at the competence level. In particular cases, the mind
schedules a request only to say something, which cannot be decomposed lower level actions.
The CEM is responsible for executing the requests scheduled by the competence manager.
More precisely, it checks which available competences are able to handle the request, and then
schedules that request to be executed by all of the competences able to handle it. Then it
monitors the completion of the execution of the request and whether it was successful or not.
This result is relayed back to the mind through the competence manager.
When the request scheduled by the competence manager is a “plan” of competence actions,
the CEM ensures that all competences are executed in the right order, or simultaneously if that
is the case.
The CEM also performs a another task: when it receives requests to say something, it
translates the speech act that is indicated in the request to a particular sentence. By
implementing it this way, competences that handle this type of request do not need to know how
to translate the speech acts to a particular sentence. These competences only have to know
how to utter the selected sentence. The possible sentences for each speech act are defined in
an XML file.
These two components (the competence manager and the competence execution and
monitoring), by working together, create the bridge between the abstraction level at which the
mind operates and the lower level at which competences operate.
4.3.4

Competences

Face animation
This competence is responsible for performing the animation of the agent’s face, which is the
visible area of the agent’s body on the mobile phone screen. The set of animations provided by
this component are identical to the animations available on the robotic platform. The
appearance of the agent is also very similar (Fig. 20).

Fig. 20 Comparison between the appearance of the iCat robot (at the left) and the virtual
representation (at the right).
The competence also simulates lip synchronization, which is used when the character is
speaking. This can be overlapped with face animations, because the lips are in a separate layer
of animation which is overlaid with the face of the agent. Whenever there is a simultaneous
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request for a particular animation and for lip sync movement the priority in lip animation is given
to the lip sync. The rest of the face is animated according to the requested animation. When
requests for performing an animation are received, while another is in progress, they are not
executed. The execution of the request is reported as failed.
To execute animations, the competence uses a special class of the Android OS interface
package. This class is assigned to a section of the screen, where it shows the animation
produced by showing a sequence of images at an acceptable frame rate. The sequence of
frames that form an animation is defined in XML, using a format specific to the Android platform.
9

The individual images were produced using Synfig studio , a vector based 2D animation
software. This method was chosen due to a lack of graphic engines for the Android platform that
would allow us to have 3D animations.
The available animations to the face animation competence are defined in a XML file. In this
file, the animations are separated into groups, according to what they represent. For example,
there are several animations that can be used when the agent wins the match, so these would
be all in a group named “won”. The same animation can be present in different groups. There
are also special cases for the animations, which have to be defined with specific group names:
These are: the animations for changing the mood of the agent; the lip sync animation; and the
Emotivector emotional reactions.
Having the available animations configured in the XML file enables us to easily add or
remove animations. One can extend the range of animations that the agent presents. Another
possibility that is made easier is to change the appearance of the agent. If you have animations
in which the agent looks different you can simply create an XML file that indicates those
animations. This method was used to configure the different appearances for the experiment
conducted in the scope of this work.
Speech Playback
The speech playback competence provides the agent the ability to speak. But it has the
limitation that it only supports a predefined set of sentences. To produce speech it relies on prerecorded files with the spoken sentences. As a result, whenever it receives a request to speak a
sentence for which it does not have a matching sound file, then it produces no speech and
reports the execution of the request as a failure. The sound files used were recorded using the
same speech synthesis engine and voice used on the robotic platform.
This competence was not implemented using a speech synthesis engine because at the time
of development there weren’t any Android compatible engines and the Android platform
available at the moment still did not provide this feature.
We should also mention that this competence interacts with the face animation competence.
More precisely, by requesting to start moving the lips when it begins to play a sentence and to
stop moving them when the sentence finishes.
The mapping between the sound files available and the sentences to which they correspond
is done in an XML file. This allows us to easily change the voice of the agent, given that there
9
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are pre-recorded files with different voices. We configured a different voice for the experiment
conducted by changing the XML file to use a different set of sound files.
Text Display
The text display competence handles the same type of requests as the speech playback
competence. But instead of speaking the sentence contained in the request, the utterance is
presented on the screen of the mobile phone. Since the area dedicated to this feature is not
very large, longer sentences are separated in several parts. Each sentence is displayed on
screen during 3 seconds, which is enough for reading it, given that sentences cannot be too
long.
Play Move
The “play move” competence is responsible for changing the board component according to
the move the agent decides to make. This is a very straightforward implementation because in
this system making a move is achieved by changing the state of the board component.
However, competences should provide an abstraction of the implementation of features or
abilities they provide in a specific device. For example, the play move competence for the robot
could not be implemented by changing the state of the board. The state of the board in the robot
must reflect the physical board and the robot does not have the ability to move pieces. The
implementation of “play move” in this case would involve asking the user to move the piece and
possibly check if it was moved as requested.

4.4 Concluding Remarks
In this chapter, we began by introducing the scenario that we have implemented. To
demonstrate the possibilities of the developed migration platform, this scenario includes a robot
and a mobile phone between which the agent is able to migrate. In terms of the user getting
familiar with the agents characteristics, he has direct interaction with the agent by playing chess
with it.
We then introduced the ION framework and explained the basic elements and mechanisms
of such framework, describing how these could be used in our advantage when creating a
migration platform. But using ION presented some difficulties, because it was developed using
C#. Given that our goal was to create a migration platform that could be deployed in a wide
variety of systems, including Android, we ported ION to Java avoiding any libraries that Android
did not support.
Afterwards, we described, not only how the migration platform was implemented, but also its
mechanisms and the migration process. In addition, we also described how it should be used,
introducing the notion of competence, which is important to create an abstract representation of
device specific functionalities.
The resulting migration platform can be seen has an extension of ION. In fact, the migration
module could be introduced as part of the ION framework in the Component Level, providing a
feature that could be used in a variety of agent based simulation scenarios. Furthermore, the
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migration module can be easily adapted to allow migration over different networks technologies
and protocols (e.g. Bluetooth).
In the end, we presented the architecture of the complete system, with further details on the
chosen scenario. The competences were implemented in a way that is easy to configure them.
For example, one can change the sentences the agent says by configuring a new XML file, or
change the facial animations used in particular cases by changing the XML file. This makes it
easy to change the characteristics of the agent just by editing XML configuration files, provided
that you have the necessary artwork contents, such as animations and sound files.
The system also demonstrates how the same capability can be provided to the agent (e.g.
communicating sentences to the user) by different competences that handle the same type of
requests, but with different implementations.
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5 Evaluation
5.1 Goal
In the beginning of this document,s the question to which we proposed to provide an answer
was:
“How to migrate a companion agent between heterogeneous devices, while preserving the
perceived identity of the agent?”
In regard to preserving the identity of the agent, we have presented the hypothesis that:
agents have characteristics that may play a more important role in its identity than others. If
these characteristics are preserved across devices, then this can lead to a better recognition of
the agent by users, even if other characteristics are not preserved.
The characteristics of the agent that were proposed as identity cues were mentioned in the
section Identity Cues (3.4). They are: visual appearance, personality, voice and memory of past
events.
To test this hypothesis, the goal of this evaluation is to determine the level of influence that
each proposed identity cue has in the user’s perception of our agent’s. The result of this
evaluation should allow us to identify which, if any, of these identity cues influences the
identification of an agent in two different devices.
These results may be useful for the design of agents in general, but even more in scenarios
where the agent can migrate to devices with different capabilities and restrictions.

5.2 Method
In this experiment, we used a single independent variable, which was the identity cue we
intended to evaluate in a condition. More precisely, the variable was the identity cue that was
kept unchanged between two interaction cases with the agent, while all other cues changed.
For example, consider a condition where the independent variable level is voice. In this case we
would present two interaction situations where the agent would have the same voice in both,
while all the other characteristics, such as personality or appearance, would be different.
In this evaluation we consider four different conditions, one for each characteristic
considered (voice; personality; memory; appearance) and a fifth for control purposes. The
control condition consisted of a case where the agent had no common characteristic in each of
the interactions.
We used a between-groups design for the experiment, thus there were five different groups,
one for each condition. The participants were assigned randomly to one (and only one) of the
groups. This design was more appropriate than a within-subjects design because the total time
a participant would take to evaluate all conditions would be too long. This way, we avoid
participant fatigue and boredom, which could have a negative impact on the results.
In this experiment, the measured dependant variable was how strongly did participants feel
that the agent was the same in both interaction situations presented in their test condition.
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The participants in these experiments were volunteers with no background restriction. We
assume that all of them have at least a small familiarity with technology, given that the
experiment used an online questionnaire. There were a total of 73 participants, which consisted
mainly of teenagers and young adult males, as shown in Fig. 21.

Fig. 21 Age and gender distribution of participants.
The participants were not informed about the characteristics of the agent that were subject to
change. This experiment used an online questionnaire that was presented to the participants.
The questionnaire was elaborated specifically for this experiment and you can find it in
Appendix A.
Given that the questionnaire was online, participants were not present in the same room as
the experimenters. The questionnaire began with a short text introduction mentioning an
evaluation of different chess characters, but nothing regarding the evaluation of identity or
identity cues. Then followed two questions, regarding age and gender. Participants were also
asked to watch two different videos.
The first video contained parts of a chess game between a person and an agent in a robotic
embodiment (the iCat robot). The second video was also of a chess game, but this time it
showed a virtual representation of the agent and a virtual chessboard in a mobile phone. The
first video was the same across all conditions, while the second one was different according to
the condition (see Table 2). The differences consisted of the characteristics of the agent
presented in the video.
In the first video, the agent presented was using an English voice with an American accent
and its personality was pleasant and motivating to the player. In the second video, the agent
presented only a single characteristic in common with the one in the first, corresponding to the
identity cue evaluated in each of the test groups. The characteristic that is common with the first
video is marked with a green background in Table 2.
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In each condition, the alternative values for the characteristics were: a human cartoon face
instead of an iCat virtual face; an English voice with British, instead of an American accent; a
personality that was rather obnoxious and regularly mentioned the lack of talent of the
opponent, opposed to a friendlier personality; as to memory it could inform the user about the
result of the previous match or just begin playing. In the control condition, every characteristic of
the agent presented in the video was different from the first video.
Second Video
Characteristic First Video

Appearance
Condition

Memory
Condition

Personality
Condition

Voice
Condition

Control
Condition

Cat

Human

Human

Human

Human

Recall game

Don’t
game

Appearance

Cat

Memory

Don’t recall Don’t
game
game

Personality

Friendly

Arrogant

Arrogant

Friendly

Arrogant

Arrogant

Voice

American
accent

British accent

British
accent

British accent

American
accent

British
accent

recall

recall Don’t
game

recall Don’t
game

recall

Table 2 Variations of the agent's characteristics in each of the experimental conditions.
After watching the videos the participants were required to indicate how much (using a 7
point Likert scale) did they agree that the agent presented in both videos was the same. They
were also given the opportunity to mention, in an open answer format, what were the similarities
or differences between the two different agents.
In the second part of the online questionnaire, participants indicated how different (or similar)
were certain aspects of the videos, by using a similar 7 point Likert scale. These aspects
included the identity cues we evaluated in this experiment, two items that we had special
interest in (used sentences and mood) and other items that were beyond the scope of the
experiment. The latter items were present in the questionnaire, so that the participants would
not be aware of the specific items that could be different between videos. This brings us to the
reason that led us to separate the questionnaire in two different parts. We did not want
participants to see the individual items in the second part, because this would cause them to
watch the videos with special attention to those items.

5.3 Results
When processing the data gathered from the online questionnaires, we noticed that some
participants provided an extremely low score on the similarity of the characteristic that was
identical in both videos they had watch. If a participant did not find a certain degree of similarity
between both videos, regarding the characteristic that was identical, then the score he provided
regarding the identity of the agent did not reflect the influence of that same characteristic.
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We have mentioned in our hypothesis that an agent has characteristics that play a more
important role in its identity than others. As such, we were interested in determining the
influence each characteristic had on the participants perception of the agent’s identity. However,
since the score obtained in the cases that we have mentioned did not reflect the influence of the
characteristics that were kept the same, we have excluded these results from the statistical
analysis. More precisely, we have excluded cases where participants indicated that the
characteristic that was preserved in both videos, was completely different using a grade below 2
(the lowest the value was, the more different the characteristic was considered). For example, in
the voice test group we did not consider the results of participants who provided a score of 1 or
2 for the similarity of the voice of the agent in both videos. The age and gender distribution of
the participants whose results we did consider is shown in Fig. 22.

Fig. 22 Age and gender distribution of participants whose results were considered.
Before presenting the results obtained regarding the identity of the agent, we remind that the
definition of personality was subject to different interpretations, as mentioned in section Identity
Cues (3.4). Having this in mind, we present in Fig. 23 the mean similarity score for personality
and the characteristics (mood and used sentences) that we manipulated in order to create the
two different personalities. The graph shows that all of these 3 items have a reasonably
approximate value in each of the experimental conditions and, more important, when one of
them increased the other items experienced a similar increase.

Moreover, the Personality

experimental condition is where the values are higher. This indicates that, within the scope of
this experiment, our model of personality matches, at least to some extent, the participants’ idea
of personality.
Finally, the main results of the experiment are presented in Fig. 24. It shows, for each
experimental group, the scores provided by the participants regarding the agent’s identity in
both videos. There are some reasonable differences between the median scores of some of
the experimental conditions. The scores in Personality and Appearance groups are the highest.
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On the other hand, the scores in Control and Memory groups are identical and the lowest of the
experiment.

Fig. 23 Similarity scores for personality, mood and used sentences in each of the experimental
conditions.

Fig. 24 Agent identity box plot per test group.
According to the Shapiro-Wilk test the scores of the memory and voice group do not follow a
normal distribution (D(9) = 0.811, p = 0.27 and D(10) = 0.813, p = 0.16), which indicated that a
non-parametric test is the best choice [27]. However, we were not able to conclude that the
identity cues that we used significantly influenced the perception of an agent’s identity using the
Kruskal-Wallis test (H(4) = 6.25 , p = 0.181). This means that, statistically, we could not
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determine that there is a difference between the level of influence each of the characteristics
(considered in the study) has on the users’ perception of the identity of the agent.
Despite the result of the previous test, we considered the personality condition, which had
the highest median and compared it to the control condition separately, using the Mann-Whitney
test. In fact, there was a significant difference in the agent’s perceived identity (U = 22.5 , p =
0.034). Furthermore, personality produced a medium size effect in increasing the perception of
an agent’s identity (r = -0.47).

5.4 Concluding Remarks
To evaluate the identity cues we have proposed we created the experiment described in this
chapter. The experiment was conducted using online questionnaires, where we presented
videos of interaction with our system. More precisely, we presented a video of interaction with
the robot and another of interaction with the mobile phone. According to the experimental
condition we changed which identity cue was common in both agents, and which were different.
When we look at the results of the experiment (Fig. 24), we are able to see that personality
(as considered in this work) had the stronger influence in the perception a person has of an
agent’s identity.
As to appearance it also had reasonably high scores in influencing the perception of the
agent’s identity. We expected such an effect beforehand, because it was the only visual
characteristic. Therefore, it could be immediately observed by participants, independently of the
interaction presented in the video or its length. Other characteristics required the user to retain
his/her attention for a longer period of time in order to be perceived.
The voice characteristic had low scores, but still a little higher than the control condition. We
believed that voice would also have a strong influence on the perception of an agent’s identity.
The fact it did not, could be related to the different recording methods used for the videos. The
video with the iCat robot was recorded using a regular video camera, which recorded the audio
with some ambient noise. Compared to the sound captured directly from the laptop, which was
much clearer. Participants had more difficulty hearing and understanding the voice of the robotic
character.
The scores obtained in the memory experimental condition were very low (similar to the
control group). The fact that the agent only demonstrated to have memory of past events at the
beginning of the match can explain this. For a more reliable experiment on how memory
influences the perception of the identity of the agent, the fact that it has memory should be
clearer. The agent could remember more facts and make references to them more often.
A relevant problem in this experiment was that many participants did not observe or notice
the characteristics of the agent clearly. We can see this effect by looking at the number of
participants whose results were not considered. This could be a consequence of, in a general
manner, the characteristics not being very clear and not exposed in a way that participants
could easily perceive them. In addition, it would be preferable to have participants physically
interacting with the agents for a longer period of time, instead of just observing videos. But this
alternative was discarded in order to have a greater control on the length of the experiment and
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to be able to reach a larger number of participants. The results could also be influenced by the
fact that the questionnaire was online, which can allow participants to be in different
environments. Having this in mind, they could be actually doing other tasks and not really
paying much attention to the videos, which could lead to a decrease in the quality of the results.
These reasons combined with the relatively small sample of participants are possibly
responsible for not having significant quantitative effects of the identity cues over the perception
of the agent’s identity. Nevertheless, by looking at the obtained results, we believe that they still
indicate an effect of using these identity cues on the agent’s identity and that we should not
ignore it. This might be demonstrated by designing and conducting a different experiment,
avoiding the problems mentioned above.
Our results also indicate that personality (as modelled in this work: the agent’s mood and its
verbal reactions to events) may be the best characteristic to use as an identity cue. It had the
best results in maintaining the identity of the agent in the user’s perspective. In fact, we have
seen that if we compare it individually to the control group it has statistically significant improved
results with a reasonable effect size. These results can also reinforce our idea that the other
characteristics might also influence the perception of an agent’s identity, even though they
might have a weaker influence than personality.
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6 Conclusions
This document started by referring the existing effort of researchers in creating relational
agents. We can argue that, for most scenarios, agents can be more useful when they are
accompanying the user all the time. For this reason, we think that mobile devices are a good
choice of platform for carrying these agents. In this perspective, we presented examples,
showing advantages agents in mobile devices. But depending on the task at hand, these agents
could benefit from different types of devices. This led us to consider scenarios where agents
can migrate to other devices. However, the presence of an agent in heterogeneous devices
might cause a certain level of confusion to the user, and he might not recognize the agent as
the same.
Considering that there is a lack of platforms that support the migration of agents between
heterogeneous devices, and also that such type of migration might put at stake the agent’s
identity (in the perspective of the user), we proposed the following research question: “How to
migrate a companion agent between heterogeneous devices, while preserving the perceived
identity of the agent?”
Related to issue of the agent identity, we considered the hypothesis that agents have
characteristics that play a more important role in its identity than others. Thus, by preserving
these characteristics across different devices the user would recognise agents more easily,
even if other characteristics are different.
We presented several examples related to agent migration. First we looked at some wellknown agent migration platforms. Then we researched systems that use embodied agents
which in some cases migrated between different types of devices.
Next, we specified a model for a migrating agent and the migration process. In order to
better support migration between different bodies, the migration process model does not
perform the migration of executable code. While this forces the deployment of code at every
device to which the agent will migrate, it allows adapting the code to the device specific
resources available in each one. The migrating agent has three different types of components
which are specific to the migration process: the migration module; migration aware components;
and migrating components.
Regarding the issue of agent identity, we selected four different characteristics of the agent
that we have proposed as identity cues: personality, defined as the mood of the agent and its
reactions to events of the interaction with the user; voice; visual appearance; and memory of
past events.
To implement and evaluate our work, we defined a scenario that included different bodies
and platforms, migration between them, and direct interaction between the user and the agent.
These conditions provided us the basis to test our migration model and provided us with a
scenario where the user could become aware of different characteristics of the agent. The
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scenario consisted of an agent that was able to migrate between a robot and a mobile phone,
and could also play chess against the user in either device.
Afterwards, we presented the details of the implementation of our migration platform. To
implement the platform we ported the ION framework to Java, in order for it to be supported in a
larger amount of systems, including the Android operating system, which we used in our
scenario. The resulting migration platform can be seen as an extension of the ION framework.
At this point, we introduced the notion of competence, an abstraction of hardware resources
and interfaces that provide abilities to the agent.
The migration platform was used to implement the complete system. A particular feature of
the system is that the competences, which are associated to the characteristics of the agent,
are easily configurable. This way, configuring an agent with different characteristics (e.g.
changing the voice, personality, or even visual appearance) required almost no effort. In the
particular case of the robot part of the system, given it was based on existing work, we
developed an integrated version of the migration module, according to our conceptual model.
Finally, we carried out an experiment intended to evaluate the influence each of the
proposed identity cues had on the perception of an agent’s identity. Unfortunately, the results
were not significantly different between the several identity cues and the control condition.
Despite this, the results indicated that the proposed identity cues could in fact influence the
agent’s identity. Moreover, personality was found to be one of the most important identity cues,
having a significantly better result than the control condition when evaluated individually. Having
this in consideration, we identified some of the possible causes that could influence negatively
the results. One of the most relevant reasons is the lack of real interaction with the agent
(opposed to watching videos of interaction), so we think a follow-up experiment should be
carried out.
As a result of this thesis, we have developed a platform for creating migrating agents, which
supports migration between different platforms and bodies. This platform was later integrated
into the architecture framework used to create companion agents in the European funded
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project LIREC .
Also, we have explored a step further the issue of agent identity in different bodies. We have
determined that personality is an important characteristic and one in which users rely to identify
agents. This result is useful when designing and creating agents, especially when they can
change bodies, either by migration or another process.

6.1 Future Work
During the course of the several steps in developing this work, we faced some aspects that
could be the target of future work. Some of these consisted of features that could be improved
or added. We organized these possible targets of future work in three groups: migration
platform, system implementation, and evaluation.

10
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Migration Platform
• A feature that could prove useful to the migration platform is a device discovery service,
despite being a feature associated with distributed systems in general. Furthermore,
considering scenarios of relational agents and personal assistants, we believe that a
distributed model would be preferable than resorting to centralized servers. This way
the migration could occur directly between two of the user’s devices. Currently, the
migration module only has knowledge of devices that were indicated in the migration
configuration XML file. In addition, it is not possible to introduce a new device into the
“network of devices” without having to reconfigure and reboot them.
• Another feature that can be further explored is implementing different synchronization
modules that know how to deal with different network technologies and protocols,
such as Bluetooth. This would extend the migration platform beyond the common
TCP/IP networks.
Implemented System
• After the implementation of the scenario there were new releases of the Android
operative system, which was used for our mobile phone application. These new
releases would allow giving the agent new capabilities, such as speech synthesis. In
our perspective this can be a much better and more flexible solution to the currently
pre recorded sound files.
• The animation of the agent’s facial expressions could also be the target of
improvements. The method used to perform the animations can be changed with the
goal of achieving much smoother and natural animations. As new graphic engines
begin to be released for the Android platform it would also be much easier to create a
3D virtual body for the agent.
• Another target of improvements could be to implement memory mechanisms in the
agent. By doing so, the agent could make more detailed references to past matches
during the current one.
Evaluation
• The experiment conducted indicated that identity cues, in addition to personality, could
have a relevant influence in the perception of an agent’s identity. Based on this data,
we could conduct a follow up experiment. This experiment could have the participants
interacting directly with the agent. Also, the possibility of introducing in the experience
explicitly the concept of migration could provide interesting new results.
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Appendix A

Online Questionnaire Example
Chess Characters

This questionnaire is part of a study on a scenario where characters play chess with
people.
We present videos of two cases. The first case consists of a character in a robot playing
chess. The second consists of a character in a mobile phone playing chess.
Please begin by answering the first group of questions providing information about
participants.
Then watch both videos in the presented order and answer the second group of questions.
After advancing to the next page of the questionnaire you will find the third and last group
of questions. The videos are presented again in case you feel the need to watch them a
second time.
We ask that you answer the several groups of questions in the order presented. Thank
you.
Group 1
Gender

Male
Female

Age

< 13
14-24
25-39
40-59
> 60

Group 2
Video 1 - Character in robot
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Video 2 - Character in mobile phone

The character presented in the
robot and in the phone was the
same.

1

2

3

4

5

6

7

1 - Strongly Disagree
7 - Strongly Agree
In which aspects, if any, did
you find the character identical
in both cases?

In which aspects, if any, was
the character different in both
cases?

<second page of the questionnaire starts here>
Group 3
Please answer the questions below regarding the videos you watched.
We present the same videos in this page in case you feel the need to watch them again.
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Video 1 - Character in robot

Video 2 - Character in mobile phone

For each of the following items please select how similar it was in the two videos.
1- completely different
7- exactly the same
Visual Appearance

1

2

3

4

5

6

7

Voice

1

2

3

4

5

6

7

Mood

1

2

3

4

5

6

7

Personality

1

2

3

4

5

6

7

Sentences used

1

2

3

4

5

6

7

Game state

1

2

3

4

5

6

7

Facial expressions

1

2

3

4

5

6

7
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Memory of past events

1

2

3

In which case did you like the
character more?

Definitely in the robot

4

5

6

7

Strong preference for the robot
Slight preference for robot
Liked the characters in both devices
Slight preference for the phone
Strong preference for the phone
Definitely in the phone
Thank you for your time.
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