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Abstract 

Institutional repositories allow the storage, management and dissemination of the intellectual 
product created by an institution and its community members. They provide a complementary 
method to the traditional system of scholarly communication, making it easier to demonstrate 
the scientific, social and financial value of an institution. 

The potential benefits of a institutional repository go beyond the increase of the institution 
research profile. They increase authors’ visibility, provide users with easier access to information 
and grant funders a wider dissemination of their research outputs. 

In spite of the rapid pace at which organizations are establishing institutional repositories, and 
all the potential benefits they offer, studies have found that one of their biggest existing 
problems is the lack of contribution by the institution’s community.  

In this work we propose a solution to ease this problem and facilitate the ongoing maintenance 
of an institutional repository. 

Keywords: Institutional repositories, Automatic Harvesting, Automatic author matching. 
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Resumo 

Os repositórios institucionais permitem o armazenamento, gestão e disseminação do produto 
intelectual criado por uma instituição e os membros da sua comunidade. Estes proporcionam um 
método complementar ao sistema tradicional de comunicação científica, tornando mais fácil 
demonstrar o valor científico, social e financeiro de uma instituição. 

Os potenciais benefícios de um repositório institucional estendem-se para alem do aumento do 
perfil cientifico de uma instituição. Os repositórios institucionais aumentam a visibilidade dos 
autores, providenciam aos utilizadores um acesso mais fácil à informação e permitem uma maior 
disseminação do trabalho financiado por outras instituições de financiamento. 

Apesar do rápido ritmo de adopção dos repositórios institucionais, e de todos os potenciais 
benefícios que estes oferecem, estudos descobriram que um dos maiores problemas existentes é a 
falta de contribuição por parte das comunidades das instituições. 

Neste trabalho propomos uma solução para aliviar este problema e facilitar a manutenção 
continuada de um repositório institucional. 

Palavras-chave: Repositórios institucionais, Harvesting automático, Correspondência 
automática de autores.
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1. Introduction  

1.1. Motivation 

Producing, publishing and managing knowledge has always been the core mission of universities 
and research institutions. In the traditional scholarly communication, publishing has usually 
been done through scholarly peer-reviewed journals and the management done by the 
institution’s library and data centers. As more and more information is created in digital 
formats, institutions have turned their attention to how to better identify and manage 
important digital assets.  

Under the traditional system of scholarly communication, much of the intellectual output and 
value of an institution’s intellectual property is diffused through thousands of scholarly journals 
(Johnson, 2002). While academics, scholars and researchers publication in these journals reflect 
positively on the host institution, it becomes hard to demonstrate its scientific, social and 
financial value when the work is so widely dispersed.  

Institutional repositories appear as a practical solution for this problem. An institutional 
repository(IR) allows the storage, management and dissemination of the intellectual product 
created by an institution and its community members. By doing so it can complement existing 
metrics for measuring institutional productivity and prestige. As institutional repositories are 
natively aligned with institutions’ core mission, they provide many benefits to them and their 
communities. In addition to authors, who gain visibility, and users, who can more easily find 
information, the potential benefits of IR extend to the institutions, which increase their research 
profile, and funders, who see wider dissemination of research outputs (Hockx-Yu, 2006).  

In spite of the rapid pace at which organizations are establishing institutional repositories, and 
all the potential benefits they offer, several studies have found that working institutional 
repositories lack contribution by the institutions’ communities. In order to be successful and 
provide the promised benefits, the IR must be filled with work of enduring value that is 
searched and cited, otherwise it will just be a set of empty shelves (Foster & Gibbons, 2005).  

1.2. Objective 

The objective of this work is to conceive and propose a solution that can reduce the effort 
required for the deposit of contents and facilitate the ongoing maintenance of an institutional 
repository. We propose a solution that will take advantage of the already existing services and 
automatically, and proactively, gathers published work and stores its metadata and full-text 
content (when allowed) in the IR. We want to test the hypotheses that with this solution the 
community members will be motivated to continuously deposit their publications, by reducing 
the required effort for the deposit. This will not only make the researchers life easier, but will 
also empower the Institution by allowing it to have vision and control over the real work 
produced.  

1.3. Problem 

Whatever the particular focus of an IR is, to be successful it must be filled with work of 
enduring value that is searched and cited (Foster & Gibbons, 2005). We have found that after 
building and successfully deploying an IR, one of the main problems most institutions face is 
getting the community to deposit contents.  

In the article by Nancy F. Foster and Susan Gibbons (Foster & Gibbons, 2005) institutional 
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repositories and their adoption problem are analyzed. They highlight the fact that “Installing the 
software, however, is just the first step towards a successful IR. Without content, an IR is just a 
set of empty shelves.”. They also state that “...in spite of the rapid pace at which organizations 
are establishing IRs, the quantity of content deposited into them remains quite modest.”, 
affirmation supported by the April 2004 survey of 45 IRs by Mark Ware (Ware, 2004) that 
found the average number of documents in a IR to be very low (only 1,250 per repository, with 
a median of 290).  

The 2006 survey of the Association of Research Libraries among its members (Charles W. 
Bailey, et al., 2006) also revealed that two-tirds (63%) of IR implementers where sufficiently 
challenged by the task of content recruitment, labeling it “difficult”.  

In the same sense as the 2004 survey by Mark Ware, the Making Institutional Repositories a 
Collaborative Learning Environment (MIRACLE) census of institutional repositories in the 
United States (Rieh, Markey, St. Jean, Yakel, & Kim, 2007b) revealed similar results. About 
80% of planning and pilot testers(PPT) and 50% of implementers(IMP) reported that their IR 
contained fewer than 1000 digital documents. The census results are further discussed in (Rieh, 
Markey, St. Jean, Yakel, & Kim, 2007a) and report that the surveyed IMP contain an average 
of 3207 digital documents while PPT contain an average of 2313 digital documents in their IR. 
These results show an increase of documents, but still show a low IR population.  

In 2007 Philip M. Davis and Matthew J. L. Connolly evaluated the Cornell University DSpace 
Installation (Davis & Connolly, 2007) and came to the conclusion that “Cornell’s DSpace is 
largely underpopulated and underused by its faculty. Many of its collections are empty, and most 
collections contain few items. Those collections that experience steady growth are collections in 
which the university has made an administrative investment; such are requiring deposits of 
theses and dissertations into DSpace. Cornell faculty have little knowledge of and little 
motivation to use DSpace.”.  

The findings in the Cornell University bring atop the main reason we believe the community 
doesn’t deposit content: lack of motivation. This is especially true for articles which are made 
available at publishers’ web-sites, without requiring the researcher to invest time and effort in 
cataloging them (required in the process of self-archiving in repositories). Given the ease that 
researchers can access their work, by simply accessing the respective publisher’s web-site, they 
don’t feel motivated to deposit their work in the IR. Sometimes they don’t even have a local 
copy of their final published work. For other types of content there is usually some kind of 
motivation or a mandate for the deposit. In the case of research tech reports for example, the 
researcher feels motivated to deposit in the IR, given that he wants to preserve the data and has 
no other place to do so. Another case are dissertations, which a student is required to submit to 
the university storage site to obtain a master’s or a PhD degree (although these are not always 
made public or are hard to find).  

1.4. Proposed solution 

With the previous stated objective in mind, we developed a complete Institutional Repository 
framework that allows for the easy gathering, maintenance and search of information. The 
framework is the result of the integration of several components and contrary to the current 
existing solutions, this framework is not a passive system that depends exclusively on the 
authors/librarians initiative for the maintenance of its information.  The framework works by 
first looking for information available on the web and then later asking authors to confirm or 
correct gathered information.  

A more detailed description of our proposed solution can be found in chapters 4 and 5.  
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1.5. Organization of the thesis 

This thesis is organized in the following way: In chapter 2 we analyze institutional repositories 
and related work. In  this chapter we provide a description of what a institutional repository is 
and the key issues faced when implementing one. We also describe some software solutions and 
introduce directories of digital repositories as value added components that can increase a IR 
visibility. In chapter 3 we describe the context and some requirements for our proposed solution. 

In chapter 4 we describe the design of the proposed solution, followed by the description of the 
prototype implementation in chapter 5. We then evaluate our solution in chapter 6 and end 
with the conclusions and future work in chapter 7. 

2. Related Work 

2.1. Institutional repositories  
In a general sense, an IR can mean many things. A library, an archive, or even a warehouse that 
stores an organization’s records falls under the broad definition of an institutional repository. In 
recent years, however, an institutional repository has taken on a more specific, new meaning 
that refers to the storage and management of an organization’s digital information or knowledge 
assets (Taylor and Francis "Institutional repositories," 2005).  

Many formal definitions for an IR can be found in the literature, perhaps, the most relevant 
being the ones given by SPARC (Crow, 2002), Clifford A. Lynch (Lynch, 2003) and Mark Ware 
(Ware, 2004). As stated by Mark Ware (Ware, 2004), definitions for an IR vary depending on 
the authors’ views and the role they see for it. Due to this fact we cannot present a universally 
accepted formal definition. However, an IR can be defined in general as an institutionally 
defined and formally organized digital archive with a set of services to allow the capture, 
storage, preservation and redistribution of intellectual product generated by the institution and 
its community members.  

This may, of course, sound very much like a digital library. In fact, both manage electronically 
stored collections of literature and its related metadata. However, while digital libraries store 
any content useful for readers (no matter who created it), an IR stores only contents created by 
the institution and its community members. We can say that institutional affiliation itself serves 
as the primary qualitative filter for content in an IR (Crow, 2002).  

Despite being restricted to the institution’s produced contents, an IR can store most types of 
content, as it has been verified by the surveys already presented (Charles W. Bailey, et al., 
2006; Rieh, et al., 2007b; Ware, 2004). Institutional repositories can store a diverse list of 
content types, including article eprints, raw/derived research data (data-sets), learning 
materials, image collections or grey literature (e.g., dissertations or technical reports). It all 
depends on what a particular institution finds worthy of storage. Also to be noted that a 
significant number of entries in institutional repositories are “metadata only”. This is usually 
because of caution regarding copyright and intellectual property rights (Heery & Anderson, 
2005).  

The motivation for implementing an IR can be described in detail by analyzing the benefits that 
it provides to the main stakeholders in the scholarly communication process. In this work we 
have considered the authors, the readers, the institution itself and research funders as main 
stakeholders.  

 The authors are the researchers, students and staff that create contents. They will benefit 
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from an increase in their citation rate, as their work is easily accessible and published 
without delays. The IR also provides them with a secure storehouse for research material 
that is not stored elsewhere, this includes unpublished or otherwise easily lost grey 
literature.  

 The readers, anyone that needs and wants access to the intellectual product of the 
institution, will have a barrier-free access to the literature they need for they research, 
increasing their reach and retrieval power without budget constrains limiting their access to 
relevant work.  

 The IR will also provide a unified access to the institution’s intellectual product, 
facilitating the institution’s mission to share knowledge and serving as a tangible indicator 
of the institution’s quality. This will increase the institution’s visibility, prestige and public 
value (Crow, 2002).  

 Research funders will see a wider dissemination of research outputs through the IR.  

Due to all the subjectivity surrounding the definition of what a IR is and what it should store, it 
becomes hard to define the requirements for implementing one. Heery and Anderson have 
characterized the fundamental requirements of digital repositories (Heery & Anderson, 2005), 
but a IR is additionally characterized by the institution, based on its specific needs.  

The next three sections will provide an overview of some key issues and decisions we find 
relevant when implementing an IR. We believe that by addressing them an institution can have 
a clearer view of its particular requirements for the IR. For convenience and clarity we 
separated the issues into: Management, Technical and Organizational issues, according to the 
Laudon framework (Laudon & Laudon, 2007).  

2.2. Institutional repositories management issues 

2.2.1 Administration and costs 
Two typical questions projects need to answer when proposed are: “Who will manage it?” and 
“How much will it cost?”. In the case of IR the management and administration could be taken 
up by a variety of entities in an organization. In most cases responsibility will likely fall to an 
information technology (IT) unit, to a library, or to a combination of these units. The 
traditional mission of a library to collect, preserve, and share books, journals, and other 
published materials could be extended to cover the same responsibilities for a wider variety of 
unpublished digital assets ("Institutional repositories," 2005). The 2007 MIRACLE1 census 
(Rieh, et al., 2007b) shows that librarians take the lead in IR pilot testing and implementation, 
and that funding for the IR almost always comes from the library.  

As to the costs, as we referred before defining a IR is not trivial, and by consequence modeling 
its costs is not linear. Depending on the type of software we choose, the scope of the services we 
want to provide and the resources we initially have at our disposal, the costs vary greatly.  

A 2006 survey of the Association of Research Libraries2 among its members revealed start-up 
costs from $8,000 to $1,800,000 and ongoing operations budgets from $8,600 to $500,000 
(Charles W. Bailey, et al., 2006). These values clearly show how much the costs vary.  

When implementing a IR it is common to have costs for the Strategic planning of the 
repository, System acquisition (Hardware and software), System support (system backup, 
hardware and software maintenance), support staff (and respective training) and Marketing. 
                                             
1http://miracle.si.umich.edu/index.html 
2http://www.arl.org/ 
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Marketing is usually a ignored cost, but it is essential to overcome the institution resistance and 
gain the support of staff and researchers.  

In Figure 1 we can see a distribution of the annual budget to the various expenses as reported 
by the respondents to the 2007 MIRACLE Census (Rieh, et al., 2007b).  

 

 
Figure 1 - IR budget expenses 

As further reference, the LEADIRS WorkBook (Barton & Waters, 2004-2005) provides some 
additional details about common types of costs present in the planning and implementation of a 
IR.  

2.2.2 Rights management 
Copyright is an automatic right, which requires no registration in countries that are members of 
the Berne Convention3, which offers protection to content creators to control how their material 
can be used and distributed.  

For an IR, rights management generally refers to how content is distributed in accordance with 
copyright rules and to indicate who owns the copyright for the content. Understanding 
copyright issues is vital to the success of an institutional repository project. An IR deals with 
copyright issues on two fronts: in collecting content from researchers, by which they must secure 
the rights to distribute and preserve the content, and in distributing content to end users, by 
which they must explicitly advertise their data-reuse copyright policies.  

Copyright laws act as a barrier to depositing material. Due to the large number of different 
publisher copyright policies (Hubbard, 2007) it is hard to know what rights an author has after 
publishing an article in a commercial journal. Primarily as a result of the open access 
movement, many publishers now allow the authors to put copies of their articles on a personal 
web page and/or deposit it in a digital archive so that it is freely available on the Internet.  

The SHERPA4 consortium developed and maintains the ROMEO5 service, that provides 
valuable information on negotiating content agreements with publishers and contains an 
extensive list of publishers, and their associated rights, allowing for a quick copyright 
verification or even a automatic integration with a copyright clearinghouse. The SHERPA’s 
ROMEO service statistics6 show that 66% of the publishers indexed currently allow some sort of 
self-archive.  

                                             
3http://www.wipo.int/treaties/en/ip/berne/index.html 
4http://www.sherpa.ac.uk/ 
5http://www.sherpa.ac.uk/romeo/ 
6http://www.sherpa.ac.uk/romeo.php?stats=yes , last visited December 2008 
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2.3. Institutional repositories technological issues 

2.3.1 Long-term digital preservation 
The ease which digital information can be created today has led to the proliferation of great 
amounts of digital data and forced many to address the issue of long term preservation, to 
ensure that data generated today can be accessible in the future. As defined by Jones and 
Beagrie (Beagrie & Jones, 2002), digital preservation refers to the series of managed activities 
necessary to ensure continued access to digital materials for as long as necessary.  

Due to their relatively short existence, few institutional repositories so far have encountered 
problems with long-term access or had to deal with large and unmanageable volume of contents. 
The focus so far has been on creating repositories, depositing content and promoting discovery 
and access.  

There is little consensus on the extent to which institutional repositories should be responsible 
for preservation (Hockx-Yu, 2006). This has been reflected in a debate that occurred in 2006 at 
the Joint Information Systems Committee (JISC) repository mailing list7. The fact that 
institutional repositories play a role in digital preservation is uncontested, the question is only 
how far this role goes? The answer to this is related to the mission of each specific institutional 
repository and to the type of content it holds.  

Regardless of the role we see for the IR, the truth is that the preservation is one of the main 
reasons why users contribute with research material to an IR, as it has been verified by the 
JISC Rights and Rewards in Blended Institutional Repositories survey (Bates, Loddington, 
Manuel, & Oppenheim, 2006).  

Digital preservation is complex and there are many unsolved issues that make it a challenging 
task for those managing a IR. The fact that this has not been a primary focus in existing 
repositories makes it even harder, do the lack of experience on how to do it right (Hockx-Yu, 
2006). It is, however, not necessary that every repository carries out full digital preservation 
themselves as some of the preservation functions can be carried out by external preservation 
providers (Hitchcock, Brody, Hey, & Carr, 2007). Two projects that currently explore different 
models for digital preservation services for a IR are the SHERPA DP28 and PRESERV29 
(extended from SHERPA DP and PRESERV projects, respectively). These projects aim to 
create models for similar services to those that Portico10 and LOCKSS11 currently provide to 
libraries and publishers.  

The question of how to preserve and maintain access to digital information over the long term is 
far from being satisfactorily answered. However, the Open Archival Information System (OAIS) 
(Council of the Consultative Committee for Space Data Systems, 2002) reference model has 
been widely adopted and used to inform the development of preservation tools and repositories 
(Allinson, 2006; Hockx-Yu, 2006). The OAIS functional model does not provide details of the 
implementation, but provides us with a common terminology and concepts that allow us to 
describe the repository architecture, easing the task of planning and developing the repository.  

2.3.2 Metadata 
Metadata is structured information that describes, explains, locates, or otherwise makes it easier 

                                             
7https://www.jiscmail.ac.uk/cgi-bin/webadmin?A2=ind0603&L=lis-elib&T=0&F=&S=&P=1365, last visited December 
2008 
8http://www.sherpadp.org.uk/index.html 
9http://preserv.eprints.org/ 
10http://www.portico.org/ 
11http://www.lockss.org/ 
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to retrieve, use, or manage an information resource (National Information Standards 
Organization, 2004). In an institutional repository there will be at least a metadata record for 
each item of content contained within it, to facilitate its use. It is the metadata associated to 
the items that gives them the added value and facilitates their identification, discovery and 
dissemination. The metadata can be embedded in a digital object or it can be stored separately, 
in the case of IR software we find that both methods are used by different software solutions. 
For our purpose here, we can consider that there are three types of metadata:  

 Descriptive metadata describes resources to allow, among other things, their discovery 
and identification. Elements in descriptive metadata can be titles, authors, etc...  

 Structural metadata indicates which resources are part of a compound object, for 
example a html page composed of several images;  

 Administrative metadata provides information that helps the management of a 
resource. Administrative metadata has several subsets, among them are the Rights 
management metadata, that deals with intellectual property rights, and Preservation 
metadata, that is used for the purpose of preserving and archiving resources.  

It is possible to structure metadata as needed, using metadata schemas. These consist of sets of 
metadata elements designed for a specific purpose, such as describing a particular type of 
information resource. Schemas allow the specification of the permitted content values, the 
semantics and the syntax of a metadata format. Although it is possible to develop your own 
metadata format, it is not advisable to do so, given that many different schemas have already 
been defined and some are used as standard in specific fields of research. Next, we will describe 
some of the most relevant metadata standards for an IR.  

The Dublin Core (DC) metadata element set12 is a standard for cross-domain information 
resource description. The objective of the DC is to define a set of elements that can be used by 
authors to describe their own Web resources (videos, sound, image, text and web pages). The 
DC standard includes two levels: Simple and Qualified DC. Simple DC is a vocabulary of fifteen 
elements for use in resource description and Qualified DC includes three additional elements, as 
well as a group of element refinements (also called qualifiers) that refine the semantics of the 
elements in ways that may be useful in resource discovery 13. In DC each element is optional 
and may be repeated. The DC Metadata Element Set can be represented in many syntax 
formats, but it is usually encoded in XML14.  

MARC15 (MAchine-Readable Cataloguing) is a format standard for the storage and exchange of 
bibliographic records and related information in machine-readable form. There are several 
variations of the MARC standard, including the MARC 21, UKMARC and UNIMARC. All 
MARC Standards conform to ISO 2709:1996 information and documentation, a format for 
information exchange.  

MODS16 (Metadata Object Description Schema), a standard published by the Library of 
Congress Network Development and MARC Standards Office, is a XML schema for decriptive 
metadata. MODS provides 19-top level elements for describing objects, and a further 64 sub-
elements under these. These cover standard bibliographic facets such as titles, names of creators 
and contributors, subject and classification numbers, and also such areas as physical description, 

                                             
12http://dublincore.org/ 
13http://dublincore.org/documents/usageguide/ 
14http://www.w3.org/XML/ 
15http://www.loc.gov/marc/ 
16http://www.loc.gov/standards/mods/ 
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information on access restrictions, and genre. It also includes mechanisms for extending its 
element set by incorporating other XML documents within its structure. In addition, it also 
includes facilities for authority control.  

The Metadata Encoding and Transmission Standard (METS) XML schema provides a flexible 
mechanism for encoding descriptive, administrative, and structural metadata for a digital library 
object, and for expressing the complex links between these various forms of metadata (Digital 
Library Federation, 2007). It provides a useful standard for the exchange of digital library 
objects between repositories. A METS schema is composed by a METS Header, Descriptive 
Metadata, Administrative Metadata, File section, Structural map, Structural links, and 
Behavior. METS only provides a standardized container within which digital object metadata 
may be held. It does not, however, define the form of content that should be used within its 
structure. For example within the descriptive metadata there can be MODS metada, Dublin 
Core metadata, etc. More detail and further information about METS can be found in the 
primer and reference manual (Digital Library Federation, 2007).  

In the end it is up the institution to select what the best schemas for their needs are and decide 
which to support in their repository.  

2.3.3 Interoperability 
For the repository to provide access to the broader research community, users outside the 
institution must be able to find and retrieve information from the repository (Crow, 2002). It is 
therefore recommended for the IR to support interoperability with other systems. When 
interoperable, the IR can provide access to its contents via discovery tools, like directories of IR 
for example. To do so, the IR must be able to speak the same language as other discovery tools 
(using the same protocols) and be able to exchange information in a common format (using 
standard metadata formats). Although interoperability can be managed at different layers, in 
this section we describe and compare two protocols to achieve just syntactical interoperability.  

The most used protocol for inter-repository communication is the The Open Archives Initiative 
Protocol OAI-PMH17. OAI-PMH is a REST(Representational State Transfer)-ful Web Service 
that allows for the recurrent harvest of XML-based metadata from one place to another. In the 
OAI-PMH protocol there are two classes of participants: the Data Providers, that run 
repositories exposing metadata (using OAI-PMH) and Service Providers, that in turn use 
metadata harvested as a basis for building value-added services.  

The OAI-PMH is based on six verbs (GetRecord, Identify, ListIdentifiers, ListMetadataFormats, 
ListRecords and ListSets) that are invoked from within HTTP requests. The requests for data 
can be based on a datestamp range, and can be restricted to named sets defined by the 
provider. In answer to the requests, data providers are required to provide at least XML 
metadata in Dublin Core format, and may also provide it in other metadata formats.  

Another way to search other repositories is using SRU/SRW18. SRW/U are Web Services-based 
protocols for querying Internet indexes or databases and returning search results. While SRU is 
a REST-ful web service, SRW is a SOAP (Simple Object Access Protocol) web service that can 
be used by many other transport mechanisms including email and SSH. SRU/W have four 
functions: Search/Retrieve, Contextual Query Language (CQL), Explain and Scan. SRW/U has 
no predefined metadata schema and responses are transferred in XML, according to the 
requested schema (which must be supported by the service providing the data).  

SRW/U and OAI-PMH are complementary protocols. They have similar goals, namely, the 
                                             
17http://www.openarchives.org/OAI/openarchivesprotocol.html 
18http://www.loc.gov/standards/sru/ 
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retrieval of metadata from remote hosts, but each provides functionality that the other does not. 
Both protocols have similar ’about’ functions. SRW/U’s explain operation and OAI-PMH’s 
identify verb both return characteristics describing the properties of the remote service.  

Both protocols have a browse functionality. SRW/U has its scan function and OAI-PMH has 
ListSets. SRW/U and OAI differ the most when it comes to retrieval. SRW/U provides a much 
more granular approach at the expense of constructing complex CQL queries. OAI-PMH is 
better for harvesting, allowing us to harvest the sum total of data a repository has to offer using 
a combination of the ListRecords and GetRecords verbs. This is implemented at the expense of 
gathering unwanted information.  

If a set of data were exposed via SRW/U as well as OAI-PMH, then SRW/U would be the tool 
to use if we wanted to extract data crossing predefined sets. OAI-PMH would be more 
appropriate if we wanted to get everything or predefined subsets of the data.  

2.3.4 Object identification and retrieval 
Very often an IR stores contents linked to other remote repositories or digital libraries. To be 
able to identify and retrieve content objects in the digital environment, standard identifiers and 
resolution methods must be used.  

One available way to identify and retrieve content objects is to use the digital object identifier 
(DOI)19 system, which is an implementation of the Corporation for National Research Initiatives 
(CNRI)20 handle system for persistent identification and associated resolution of content on 
digital networks. The International DOI Foundation (IDF), a non-profit member-funded 
organization, is the umbrella organization defining the rules and operation of the system. In the 
DOI system registration, agencies are all members of the IDF and have a contractual 
arrangement with the foundation, including a license to operate the DOI System. DOI names 
are then registered by clients via a Registration Agency (e.g. the CrossRef agency21, which is the 
official DOI link registration agency for scholarly and professional publications).  

The DOI name itself is a specific type of URI, similar to the International Standard Book 
Numbers (ISBN), which allows persistent and unique identification of a publication, 
independently of its location. A DOI name can, within the DOI system, be resolved to values of 
one or more types of data relating to the object identified by that DOI name. It can resolve to a 
URL, an e-mail address, descriptive metadata or even other identifiers. A DOI name consists of 
a unique alphanumeric character string divided into two parts: a prefix and a suffix. As an 
example lets consider the DOI “10.1000/182”, that refers to the DOI handbook22. Here the 
“10.1000” is the prefix, where “10” refers to the directory code (at present, the only valid 
directory code is 10 and all valid DOI names begin with “10.”) and “1000” is the registrant’s code 
(one of the registration agencies), in this case the IDF. The “182” is the item identifier (suffix). 
The item identifier can be, and usually is, a more complex string. A DOI name can easily be 
resolved by appending a resolver address. “http://hdl.handle.net/10.1000/182” for example, will 
allow us to resolve our DOI using the CNRI resolver.  

Another way to identify and retrieve content objects in the digital environment is using 
OpenURL. Originally proposed by Van de Sompel and Oren Beit-Arie (Van de Sompel & Beit-
Arie, 2001) (now a NISO standard, NISO Z39.88-2004), the OpenURL is an extensible URL 
syntax for querying a server for the appropriate copy of a resource, specifying unique attributes 

                                             
19http://www.doi.org/ 
20http://www.handle.net/ 
21http://www.crossref.org/ 
22http://www.doi.org/hb.html 
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of the resource, the requester and other entities involved in the transaction. In an OpenURL 
query the unique attributes of the resource can be its title, author, ISBN, DOI or any other 
number of attributes. For example, if we do a search in a database that our library has access to 
and has activated OpenURL links, we would see a link after each citation to find the full text. 
That link would take us to a link resolver provided by our library. The link resolver would then 
determine, based on the citation information provided in the link, the best full-text source for 
that particular item and forward us there. For example this OpenURL 
“http://resolver.org/cgi?genre=book&isbn=0836218310” would ask the resolver to find the 
appropriate copy of the book with the isbn “0836218310”.  

The main difference between the DOI system and OpenURL is that while the DOI system uses 
one unique identifier to a resource, the OpenURL allows the resolution to a resource to be 
performed using a query, that gets resolved based on the context of the request.  

A limitation of OpenURL is the inability to get to the full-text resources when you don’t have 
access to a resolver. OCLC, the organization currently responsible for the OpenURL standard, 
has built a Resolver Registry to solve this problem23. The registry allows institutions to register 
their resolvers, so that users can associate themselves to their institution registered resolver.  

2.4. Institutional repositories organizational issues 

2.4.1 Institution resistance to change 
Every project that involves changes to a well-established model has to overcome an institution, 
and its members, resistance in order to be successful. An IR is not an exception. With a well-
established model of scholarly communication, the institutions and its members often fear the 
implementation of a system that will make their contents public, and often freely available, to 
the world. To overcome this fear it is important to inform stakeholders of the benefits of the IR 
and its added value. This can be done through campaigns, outreach events and promotions 
targeting specific characteristics and requirements of stakeholders. In the specific case of 
universities and research laboratories, organizational change will have more leverage through the 
heads of department and other senior champions. They understand better the user-environment, 
the potential barriers and the benefits for the department (Hoorens, van Dijk, & van Stolk, 
2008).  

2.4.2 Policies definition 
One of the most complex, and often unexplored, aspects of creating an IR is setting its policies. 
In a survey for OpenDOAR in early 2006 (Millington, 2006), Peter Millington discovered that 
about two thirds of open access repositories did not have publicly stated policies for the 
permitted re-use of deposited items or for such things as submission of items.  

Each institution that develops an online IR should research and write policies for its collections 
to guarantee, among other things, that the repository will be aligned with the institution 
information strategy and guarantee a clear vision to the stakeholders.  

When creating the policies we believe there should be, at least, an analysis of the policies for 
content, submission, data re-use, metadata, copyright and preservation. We will now take a 
detailed look at some of the key decisions present within each of the suggested policies.  

In the Content policy it should be stated what type of materials will be accepted and stored in 
the repository, it should also be clear what file formats will be accepted in the repository (word 
.doc, adobe .pdf, etc) and how will collections be organized inside the repository (can be 

                                             
23http://www.oclc.org/productworks/urlresolver.htm 
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organized by subject, department, etc). The types of content can range from dissertations and 
articles, to raw research data and data-sets. In the case of articles there are different versions of 
an article that can be archived: a preprint that has not been peer-reviewed or edited, a postprint 
(the article after it has been peer-reviewed), and journals published version of the article. The 
decision to store one or many of the versions of the articles must be carefully debated, due to 
the copyrights issues involved. Storing only preprints can reduce the risk of copyright 
infringements but will also lower the overhaul quality of the repository, due to the absence of 
peer-reviewed content.  

In the Submission policy it is important to define who will be able to submit content, if the 
submission of contents is mandatory, if there will be any moderation of the content and if there 
will be any mechanisms in place to comply with other publishers requirements, for example 
publishers embargoes. A very important decision in the submission policy is the decision to 
either allow the self-archiving from the researchers (and others who have been allowed to submit 
contents) or to implement a mediated deposit strategy. Authors Self-archive when they deposit 
a digital document in a repository (usually freely accessible), along with the document’s 
metadata (date, author-name, title, etc...) without the direct intervention of library staff. This 
process consists mostly in copying the metadata into appropriate fields provided by the system. 
Although easy and fast, most institutions have found that the percentage of self-archived 
contents is very low (Davis & Connolly, 2007; L'Hostis & Aventurier, 2007; Swan, 2005; Xia & 
Sun, 2007). The alternative, using mediated deposit, consists of allocating experienced library 
staff of the institution to catalogue and submit new contents into the repository. This method 
can produce greater quality categorization, due to the experience of the staff, but it is not easily 
scaled in larger institutions.  

A data re-use policy is crucial for the good operation of the repository. It should be decided 
what type of access will be provided to both the metadata and the full-items deposited in the 
repository. Will the repository be free and open accessible, or will there be fees to access 
contents? A middle ground can also be used, where some contents, dissertations for example, 
will be freely accessible and articles will need to be paid in order to gain access. Freely accessible 
contents have been found to have a greater visibility and in consequence lead to greater citation 
impact (Hajjem, Gingras, Brody, Carr, & Harnad, 2005; Harnad & Brody, 2004). In the policy it 
should also be clear to the users of the repository if they are free to re-use the contents and their 
associated metadata, and if so in what terms. On the side of the submitter this policy should 
clarify what rights the submitter must have over the contents in order to be allowed to deposit 
them and it should inform the submitter about the rights he is granting the repository for the 
distribution of his contents.  

The preservation policy of the repository should be defined to inform the submitter about the 
preservation guaranties the repository offers for the contents he deposits. It is important to 
consider the long term future of the contents entrusted to the repository and define how long 
the content will be retained, if the repository will ensure the continued readability and usability 
of its contents (dealing with software and hardware obsolescence), if there will be a backup 
strategy in place and define if contents will be allowed to be withdrawn once they are inside the 
repository.  

As further reference, OpenDOAR24 has created a simple tool to help repository administrators to 
formulate and/or present their repository’s policies.  

                                             
24http://www.opendoar.org/tools/en/policies.php 
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2.5. Solutions for Institutional repositories  

When we use the term institutional repository today, we can be speaking about many different 
technologies and operational models that support the storage and distribution of digital content. 
In terms of operational models we currently have tree dominant models.  

We can build our own IR using open source software. In this model, we download the software 
and manage the service in-house. The staff does local customizations to the code and 
participates in an open source community of developers.  

We can outsource the tasks of building and running the hardware and software to a commercial 
service provider. In this model, an outside service provider hosts our content and may 
additionally provide other outsourced services such as user support, training, etc.  

Another solution is to join other universities in a consortium to build and run institutional 
repositories on a central technology platform. In this model, a group of universities, typically 
organized by geographic proximity, share hardware with varying local customization. The 
shared resources help to manage costs. For example, the White Rose Consortium25 has one user 
support manager for three universities. This model creates an interesting situation, as all the 
institutions involved have to agree on decisions affecting their joint IR, yet will not be analyzed 
here. A hybrid approach that combines some of the above methods can also be used.  

Bellow we present a short description of some software and service options available for an IR.  

2.5.1 Software solutions 
 DSPACE26 is an open-source system (written in java) developed by the MIT Libraries 

and HP Labs to be a OAIS compliant digital repository (Smith, et al., 2003). Dspace is a 
full IR solution with a web interface for management, publishing and search of the 
repository’s contents and metadata. DSpace integrates a user community orientation into 
the system’s structure. This design supports the participation of the schools, departments, 
research centers, and other units typical of a large research institution. As the requirements 
of these communities might vary, DSpace allows the workflow and other policy-related 
aspects of the system to be customized to serve the content, authorization, and intellectual 
property issues of each. Dspace also has integrated tools to support digital preservation 
planning and built-in support for metadata dissemination through OAI-PMH.  

 Fedora27  (Flexible Extensible Digital Object Repository Architecture) is a repository 
software (written in java) with focus on digital preservation. It provides the functionalities 
of a digital content repository for a wide variety of uses, including digital asset 
management, institutional repositories and digital archives. FEDORA does not provide a 
complete solution for a IR, as it provides no end-user interface. The system is designed to 
be a foundation upon which full-featured institutional repositories and other interoperable 
web-based digital libraries can be built. Examples of systems built on top of FEDORA 
include Fez28 and VITAL29. What distinguishes FEDORA is its compound digital object 
design (Lagoze, Payette, Shin, & Wilper, 2006) which aggregates one or more content items 
into the same digital object, using datastreams. As most of the available solutions for a IR, 
FEDORA supports metadata dissemination through OAI-PMH.  

                                             
25http://www.whiterose.ac.uk/Home.aspx 
26http://www.dspace.org/ 
27http://www.fedora.info/ 
28http://sourceforge.net/projects/fez/ 
29http://www.vtls.com/products/vital 
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 GNU  EPrints30 is an open source software package (written in Perl), developed at the 
University of Southampton School of Electronics and Computer Science, for building digital 
repositories. EPrints is a mature software package, that offers a complete solution for 
managing a research repository. EPrints, like Dspace, also has a web interface for the 
management, publishing and search of the repository’s contents and metadata. Support for 
OAI-PMH is also implemented. As of version 3, based on the findings of the related 
PRESERV project, Eprints also has implemented support for digital preservation, 
including support for audit trails and export of complex objects using the METS standard. 
The EPrints services team additionally provides a fee-based service that can include 
Eprints hosting, training and consultancy.  

2.5.2 Service solutions 
 CONTENTdm31 is a commercial digital collection management system that was 

originally developed at the University of Washington’s Center for Information Systems 
Optimization (CISO) and was acquired in 2006 by the Online Computer Library Center 
(OCLC). It provides tools for organizing, managing, publishing and searching digital 
collections over the Internet. CONTENTdm is made up of several components: 
CONTENTdm Server, Acquisition Stations and web-based Interfaces for management, 
browsing and Search. Interface. Collections reside on a CONTENTdm Server usually in an 
OCLC-hosted server, but there is also an option to install a local server. Acquisition 
Stations are windows based applications that allow management of collection remotely, 
which can also be done through the web interfaces. CONTENTdm supports most of the 
expected features for a IR, including OAI-PMH support, but digital preservation is only 
possible using the additional OCLC’s Digital Archive32 service. To complement all this 
services OCLC provides services for training and consultancy.  

 Digital  Commons33 is a paid hosted “presentation repository” from bepress, designed 
primarily to showcase and manage the institution’s research on the web. Digital commons 
focus is not on preservation and it does not record or preserve information relevant for 
digital preservation. Other than that, it supports most of the expected features for a IR. It 
supports content and collection administration, different user authentication levels, content 
and metadata search, OAI-PMH, etc. Digital commons as an hosted service has the 
advantage of not requiring hardware purchases, install or maintenance. bepress also 
provides services for engaging faculty and content harvesting.  

Although we have only briefly described five relevant solutions, our research has revealed a 
larger number of available solutions, many of them are listed in the MIRACLE census findings 
(Rieh, et al., 2007b). An even more extensive analysis and comparison of IR software can be 
found in the JIISC funded Repositories support project website34. With such a wide array of 
choices, choosing the appropriate solution can be challenging. On the other hand, extensive 
technical development will probably not be necessary.  

2.6. Directories of digital repositories  
While institutional repositories centralize, preserve, and make accessible an institution’s 
intellectual capital, at the same time they form part of a global system of distributed, 

                                             
30http://www.eprints.org/ 
31http://www.oclc.org/contentdm/ 
32http://www.oclc.org/digitalarchive/ 
33http://www.bepress.com/ir/ 
34 http://www.rsp.ac.uk/software/surveyresults 
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interoperable repositories (Crow, 2002). An institution does not necessarily need to implement 
searching and indexing functionality to be able to expose its contents to the community. An 
institution can simply maintain and expose metadata, allowing other services to harvest and 
search its contents. Directories of digital repositories do exactly that. Directories, like 
repositories, can aggregate many different types of contents and can have a scope as wide as 
desired, as demonstrated by the described directories in section 2.5.  

2.6.1 Metadata harvesting 
Using predefined protocols, or simply web crawlers, directories harvest metadata from a variety 
of repositories and centralize it so that users can search all the aggregated contents. This allows 
individual institutions to build their own individual repositories for their own purposes (with 
custom collection policies, administrative systems, etc) while users can just search one service to 
gain access to the contents of all the repositories.  

Although one of the best features a repository can offer is the search of harvested metadata 
contents, this is not a mandatory feature. OpenDOAR35 for example doesn’t do metadata 
harvesting, instead it bases its search on the Google custom search. Google in turn relies on 
repositories being suitably structured and configured for the Googlebot web crawler. This 
method is not ideal and using the OAI-PMH protocol is a far superior method. OAI-PMH 
harvesting gathers data in structured XML formats (retaining separate fields for authors, titles, 
dates, and so forth), whereas web crawlers deal with everything as one big text. Also structured 
data not only provides opportunities for richer search services, but also facilitates data analysis 
and data mining. The OAISTER36 repository for example uses the OAI-PMH and by doing so 
allows the discovery of resources often hidden from search engine behind web scripts (McCown, 
Liu, Nelson, & Zubair, 2006).  

Though custom search engines usage is not an ideal method, it should be taken in account that 
repositories compliant with search engines web crawlers will enjoy a greater visibility, without a 
big additional effort.  

2.6.2 Statistics harvesting 
Besides the ability to search among the harvested data, the directories also allow us to be able 
to analyze, among other things, repository growth, geographical distribution, contents statistics, 
etc. At the present directories do automatic analysis only at the repository level and no content 
usage data is available. If available, usage data could be explored for the creation of value added 
services. With this goal in mind, a number of initiatives have focused on making usage data of 
scholarly information services available.  

After a very successful trial use period, the Standardized Usage Statistics Harvesting Initiative 
(SUSHI)37 protocol was officially published as a standard in 2007 (ANSI/NISO Z39.93-2007). 
SUSHI defines an automated request and response model for the harvesting of electronic 
resource usage data, using a Web services framework. The protocol was designed to be both 
generalized and extensible, meaning it could be used to retrieve a variety of usage reports. An 
extension designed specifically to work with COUNTER38 reports is provided with the standard, 
as these are expected to be the most frequently retrieved usage reports.  

IRS39, a JISC project, was also working on identifying witch parameters should be recorded 

                                             
35http://www.opendoar.org/ 
36http://www.oaister.org/ 
37http://www.niso.org/workrooms/sushi 
38http://www.projectcounter.org/about.html 
39http://irs.eprints.org/ 



    15 

uniformly across institutional repositories and how such parameters could be shared for 
aggregation. They have now released a beta package composed of three components: a web log 
database, an OAI interface, to enable data sharing with analytical packages that measure usage, 
and a package that measures usage and creates reports of the download activity from a 
repository.  

Both project outputs are fairly recent and have not seen a widespread implementation, but it is 
to be expected that with these new tools directories will be able to produce higher quality usage 
statistics, making it possible to enrich the services offered by repositories based on new 
information provided.  

2.6.3 Working directories of digital repositories 
 OAIster  is a directory, at the University of Michigan University Library, that provides 

access to a collection of freely available, academically-oriented digital resources by 
harvesting their descriptive metadata using OAI-PMH. It currently provides access to more 
than 18,530,000 records from 1039 contributors worldwide. Access to the resources is made 
either through a search interface or SRU using their metadata format DLXS BibClass40.  

 OpenDOAR  is a directory of academic open access repositories around the world, 
maintained by the University of Nottingham. OpenDOAR has opted to collect and provide 
information solely on repositories that wholly embrace the concept of open access to full 
text resources. Repositories where any form of access control prevents immediate access are 
not included. Likewise repositories that consist of metadata records only are also declined. 
OpenDOAR currently provides a simple list of the 1298 repositories indexed, charts 
analyzing several parameters of the repositories (geographical location, used software, etc.) 
and lets you search for repositories or repository contents (using google custom search). 
OpenDOAR also has an available api41 that allows you to search the repository list and 
retrieve the results in XML format.  

 DRIVER  (Digital Repository Infrastructure Vision for European Research) is a project 
that aims to build an organizational and technological framework for a pan-european data-
layer. It aims to enable the advanced use of content-resources in research and higher 
education. DRIVER develops a service-infrastructure and a data-infrastructure. Both are 
designed to orchestrate existing resources and services of the repository landscape. The 
data-infrastructure (directory) relies on locally hosted resources such as scientific 
publications that are collected in digital repositories of institutions and research 
organizations. These resources are harvested by DRIVER and aggregated at the European 
level. DRIVER then makes its harvested data searchable through their search portal42. The 
directory currently provides access to more than 787,200 records from 180 repositories. 
DRIVER also makes its data available for re-use via OAI-PMH to all partners in the 
DRIVER network of content providers. At the current phase, DRIVER is focusing only on 
textual resources that can be harvested with OAI-PMH. DRIVER makes available 
guidelines (Feijen, et al., 2008) for content providers, with primary focus in collections, 
metadata, implementation of OAI-PMH, best practices, vocabularies and semantics.  

It is outside of the scope of this work to describe all the existing directories, but a recent trend 
shows that these are being created at an increasing rate. The most recent ones being, the 

                                             
40http://www.dlxs.org/docs/12a/class/bib/index.html 
41http://www.opendoar.org/tools/api.html 
42http://search.driver.research-infrastructures.eu/ 
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Australian ARROW43, the Japanese JAIRO44 and the Portuguese RCAAP45 directories.  

The fact that more and more directories are being created means that institutional repositories 
(and other digital repositories) are now seen as valuable knowledge sources. An institution has 
now, more than ever before, the ability to extend its visibility beyond physical borders. By 
creating an IR and making its contents harvestable by directories, the institution can now 
effortlessly increase its impact on national and international scientific communities.  

2.7. Online digital libraries 
If we define an online digital library(DL) broadly as a web database of scientific and technical 
articles, conference publications and books that can be browsed and searched, we can find a 
great number of them online. Almost every publisher, online journal and online magazine has a 
DL where they make available their contents for consultation. However, most of these libraries 
only provide access to their contents metadata and abstracts, reserving the access to full text 
documents to subscribers. Still they provide a great source of information with an unexplored 
potential. In Table 1, based on the work done by (Hull, Pettifer, & Kell, 2008), we provide an 
overview of the most relevant DLs on the field of Computer Science and Engineering. 
 

 Domain Size Style of 
Metadata 

Full text? Free Access Search 
method 

ACM 
Digital 
Library 

Computer 
sciences (cs) 

>54,000 
articles 

BibTex, 
Endnote For subscribers 

Metadata and 
abstract are 

free 

none 
besides the 

UI 

IEE Xplore Computer 
sciences Unknown 

Endnote, 
Procite, 
Refman 

For subscribers 
Metadata and 
abstract are 

free 

none 
besides the 

UI 

SpringerLink 

Broad coverage 

>46,000 
computer 
sciences 
articles 

RIS For subscribers 
Metadata and 
abstract are 

free 

search via 
RSS feed 

Elsevier 
Broad coverage Unknown 

RIS,ASCII, 
BibTex, 

RefWorks 
For subscribers 

Metadata and 
abstract are 

free 

none 
besides the 

UI 

DBLP Mostly 
Computer 
sciences 

>1,000,000 
articles BibTex Link to Publisher 

DOIs 
Metadata is 

free 

xml file 
with all the 

entries 

Citeseer Broad coverage 
(primary focus 
on computer 

science) 

>1,100,00 
articles BibTex 

Local cache and 
links to self-

achived papers 

Free access to 
all contents 

OAI-PMH 
with Dublin 

Core 

D-Lib 
Magazine 

digital library 
research Unknown xml Dublin 

Core Freely available Free access to 
all contents 

RSS feed 
with 

updates 

Table 1 - Digital libraries 
Many, if not all, of this libraries now have bibliographic only entries of contents stored 
elsewhere. DLs like citeseer and DBLP have always been purely virtual libraries, containing 
mostly bibliographic entries. However, lately commercial publishers, like SpringerLink, have also 

                                             
43http://search.arrow.edu.au/ 
44http://jairo.nii.ac.jp/en/ 
45http://www.rcaap.pt/ 
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adopted this strategy to complement their catalogs. This can generate duplicates across different 
libraries and care must be taken to avoid bumping on them.  

Another recent trend are author pages. DLs have started to implement what is called an “author 
profile page” where you get a one-stop shop of all the publications of an author. The ACM DL 
for example has recently implemented this feature46.  

As opposed to institutional repositories, most of these libraries provide no standard way to 
search and retrieve results, making interoperability with them extremely challenging. Yet if we 
manage to achieve interoperability, their information can be used in our solution. This will 
reduce the effort of cataloging articles that have already been archived and/or published in 
these digital libraries.  

                                             
46http://www.acm.org/press-room/news-releases/author-pages 



    18 

3. Background  

This work was developed with the objective of producing a viable solution to be used as the 
institutional repository for Instituto Súperior Técnico. With this objective in mind we proceeded 
with an extensive research in which we discovered that an Institutional Repository is meant for 
the management and dissimilation of intellectual property from an institution. It is a new kind 
of service that is emerging and that offers a complementary method to the traditional system of 
scholarly communication.  

Among other benefits provided, the IR makes it easier to demonstrate the scientific, social and 
financial value of an institution.  

The potential benefits of an institutional repository go beyond the increase of the institution 
research profile. They increase authors’ visibility, provide users with easier access to information 
and grant funders a wider dissemination of their research outputs. 

Yet in spite of all the provided benefits and the increasing adoption of institution repositories, 
experience has shown that there is a big problem in guarantying the long term commitment of 
authors (Foster & Gibbons, 2005; Rieh, et al., 2007b). Some authors claim that maintaining the 
institutional repository information is a tiresome process and consider it to be beyond of their 
normal responsibilities47.  

With these concerns in mind we setup to design and implement a solution for an institutional 
repository that could lower the effort required for the deposit and maintenance of contents in 
the repository.  
Despite the original objective, our proposed solution was designed and implemented to be 
flexible and configurable so that it could be used in any other institution. 

 

                                             
47 Similar symptoms have been seen in companies that try to adopt online customer support systems. Customers still 
prefer to call by phone, as they consider that by writing and explaining of their problem in a form they are doing the 
job of the tech support. 
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4. Proposed solution design 

The objective of this work was to conceive and propose a solution for an innovative institutional 
repository. To build an institutional repository solution that instead of being passive and rely on 
the community initiative for the maintenance of its contents it would be proactive in the 
gathering of data available on the Internet. 

In this section we describe the design of the proposed solution, the Sotis framework. We start by 
outlining the generic workflows for automatic harvesting (core innovation of the solution), then 
we describe the its components and the domain model used. Followed by an in dept description 
of the framework “processes” concept and their usage in the framework. 

This section is focused only on the design of the purposed solution. The implemented prototype 
is described in the next chapter (Chapter 5). 

4.1. The automatic harvesting 

The main innovation purposed in our solution consists in the automatic retrieval, conversion 
and ingestion of data (metadata and full text contents) available either in the web or supplied 
locally. Our solution is also built to allow authors to provide feedback to the system about the 
authorship of found bibliographic works. In other words, our solution will do its best to match 
bibliographic works (found in several data sources) to registered authors. When an absolute 
match cannot be made it will ask authors about their authorship, in which case the author will 
provide the system with a positive or negative answer. As consequence the system will learn 
using the answers of the authors. Figure 2 and Figure 3 represent the two activity diagrams that 
best describe the two most important workflows that allow our solution to accomplish the 
previous described objectives.  

In reality these workflows are not as simple as they are represented in the diagrams. They 
require customized configuration and different steps to be accomplished, varying from data 
source to data source. We explain in detail the features of the framework that allows us to 
support these dynamic workflows and requirements in section 4.5 when we explain the designed 
framework processes. 
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Figure 2 - Activity diagram of the ingestion stage 

 

 
Figure 3 - Activity diagram of the confirmation staget 

4.2. Domain Model 

One of the key differences in our framework, when compared to existing solutions, is that 
authors, institutions, and publishers are managed as entities rather then just strings within the 
metadata of a Bibliographic item. This is illustrated in Figure 4 that contains the sotis domain 
model.  
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Figure 4 - Sotis Domain Model 

Managing entities instead of just storing string allows us, among other things, to identify an 
author, even when there are several authors with the same name. It also allows us to identify a 
single author and its works despite the fact that he may have used different variation of his 
name in different bibliographic works. So that even if “John Silver Smith” publishes a paper 
using the name “J Smith” in the sotis framework both the management, search and the results 
displayed will be based on the full/selected display name “John Silver Smith” (provided that “J 
Smith” has been matched to “John Silver Smith” either automatically or via author feedback). 

As it can be seen in the model an “Author” can have any number of names, personal pages, 
emails and affiliations. These are expanded as the system learns. An alternative would be to use 
a “Cluster” concept as used by the CiteSeerX project. In this alternative an “AuthorCluster” 
entity would group several “Author” entities and an “Author” could have only one email, 
affiliation or personal page. We have chosen to merge information at the “Author” entity 
because it greatly simplifies the (already very complex) logic of the system and allows for 
greater flexibility for the cases we are interested in. 

Next we will describe some of key entities in our model that might not be too clear what they 
are used for. 

Data Source 
A data source identifies a specific source from which we can retrieve data. A “Data Source” can 
contain several ingestion channels (ex: one via html scrapping and another via xml export) and 
what differentiates a data source from another one is the fact that authors have different 
representations. Not to say that in a single data source an author can’t have different names. 
But using different data sources when there is clearly a different set of data will greatly improve 
system learning and accuracy. 
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Author Name 
This is the key entity that provides the basis of our supervised learning in the author matching 
process. The name can be somehow deceiving. The “Author Name” entity is used to express two 
situations:  

 A given author has a name in a specific Bibliographic item and was matched with a 
calculated “Trust”. In the case of an author that has two bibliographic items using the same 
name, two entities are created. Trying to unify these names would introduce an undesirable 
complexity and the overhead of having several repeated names is not significant; 

 A given author has a specific name in a data source, not tied to any specific bibliographic 
item (basis for the training and bootstrap of the system). 

Pending Match 
A “Pending Match” is a temporary object by nature. It is used to express (as the name says) a 
possible match between two authors. When a Bibliographic item is parsed temporary “Author” 
objects are created and these are matched to other existing entities. In case there is no certain 
match between the Bibliographic item author and an existing author a “Pending Match” is 
created, using the calculated “Trust” value of similarity (Figure 5). A “Pending Match” is 
destroyed once an author confirms or denies authorship of a “Bibliographic item” (Figure 6). 

 
Figure 5 - Object diagram with a Pending Match 

 
Figure 6 - Object diagram after a confirmation of authorship 
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Bytestream 
Contrary to what the name might suggest no actual content data is stored in these objects, 
otherwise the storage abstraction would be bound to the location where the domain objects are 
stored. A “Bytestream” consists of an object that points to a stream of bytes stored in the 
“Archival storage” of the framework. This entity exists both to connect the full text contents, or 
extra metadata (stored as a byte stream), to the bibliographic item (and as a consequence to 
the respective authors) and to store unique and permanent identifiers for the streams. The 
“Bytestream” unique identifiers are independent of the actual identifiers used in the storage 
implementation. For example, for a local file system implementation a “Bytestream” would 
contain a unique identifier and a storage identifier referring to the path in the file system. If we 
where to use an implementation for the iRODS48 system for example, the storage identifier 
would be an iRODS Unique Internal Identifier. 

4.3. Framework components 

In Figure 7 is represented the components diagram of the sotis framework. The design was 
based on the OAIS functional model (Allinson, 2006). 

 
Figure 7 - Framework component diagram 

In the next subsections we will describe the key components of our framework. 

                                             
48 https://www.irods.org/ 
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4.3.1 Process manager 
This component is responsible for orchestrating the usage of other components, like the “Parser”, 
the “Harvester” and the “Ingest” component. 

The process manager never directly interacts with the remaining components. This is done using 
tasks that in turn interact with the components. The logic of harvesting, parsing and ingesting 
for example is expressed using tasks that are executed by this component. 

4.3.2 Harvester 
The harvester component is where the actual gathering and retrieval of data is done. The 
harvester component contains several adapters that are able to harvest data from different 
sources, given a URI and optional author names to pre-filter the harvesting. The harvester is 
able to gather data through html scrapping, OAI-PMH, generic xml retrievals, etc. For each 
source there is a configured process (more details in section 4.5) that defines parameters to be 
passed to the harvester component so that it can pick the correct adapter, fetch from a specified 
URI and pre-filter data if requested. 

4.3.3 Parser 
The parser component is where the parsing and conversion of metadata is done. It contains 
several data cross walks that allow the conversion of metadata from an original format to the 
Sotis core metadata schema (more details in section 4.4). 

4.3.4 Ingest 
The ingest component is responsible for generating the needed objects from the sotis core 
metadata, match them to existing entities and store the processed information into the 
repository. The ingest component uses the process manager component to execute an author 
matching process (more details in section 4.5.3) to determine matches between author entities. 

4.3.5 Copyright management 
The copyright management component is responsible for the storage of publisher’s copyright 
information. This component is used both for the storage of information provided by the system 
content administrators and the information automatically retrieved from the SHERPA ROMEO 
service.  The UI components can use it to retrieve information and supply it to the users.  

4.3.6 Archival storage 
The archival storage component is an abstract storage component that can have many 
implementations. The design of the framework does no restrict the concrete implementation of 
this component. It however defines the interaction with it via data stored in “Bytestream” 
objects, as it has previously been explained in section 4.2. 

4.3.7 Search index 
The search index component is responsible for the indexing of stored metadata contents. This 
component allows the UI components to efficiently retrieve and group indexed contents. This 
component has been externalized from the core repository framework, avoiding tight coupling of 
the framework logic with the search index implementation. It also facilitates the external usage 
of this component by the UI components or other external services. The search index component 
was designed to function mostly as an external server where data can be stored and retrieved 
via an API. 

4.4. Metadata support 

The sotis framework is built so that it can be dynamically extended to ingest any kind of 
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metadata schema that can be converted to the internal Sotis Core(SC) XML schema (The SC 
schema is a derivation of the qualified Dublin Core schema and based on the Libraries Working 
Group Application Profile (LAP)49, further explained in section 4.4.1). .   

The schema conversion can be accomplished either through a XSL transformation50, for XML or 
HTML syntax based formats, or by implementing a custom workflow task for the conversion. 

Currently the framework natively supports the following types of conversions:  

• Generic XML schema to sotis core; 

• Generic HTML to sotis core; 

• BibTeX51 to sotis core. 

By default it also includes an OAI Dublin Core schema52 to sotis core transformation (a 
realization of a generic XML schema to sotis core conversion). The objective however is not to 
include an extensive list of schema conversions, but to provide the most widely used ones and 
let the ease of extensibility allow the repository administrators to extend the supported schemas 
as needed. 

4.4.1 Sotis core metadata schema 
The Sotis Core metadata schema, as we have named it, is a direct derivation of the qualified 
Dublin Core (DC) schema based on the Dublin Core Libraries Working Group Application 
Profile (LAP). DC was chosen because it is widely adopted and our requirements where nearly 
all satisfied by the DC schema. Only a few specific extensions where required. Other schemas 
like MARC and MODS where overly complex for our needs. 

The metadata schema has yet to be formally defined and enforced in the framework (using a 
XML schema53). This will be done in the future, as soon as we find the framework to be stable. 
However, we will explain the currently used schema for the working framework prototype. The 
sotis core metadata element set is illustrated in Table 2.  

Element / sub-elements 

• Contributor 

• Coverage 

• Creator 

o CreatorName 

o CreatorEmail 

o Affiliation 

 InstitutionName 

 CreatorIdentifier 

• Date 

• Description 

• Format 

• Identifier 

• Language 

• Publisher 

• Relation 

• Rights 

• Source 

• Subject 

• Title 

Type 

Table 2 – sotis core element set 

As in DC each root element is optional and may be repeated as many times as needed. The 

                                             
49 http://dublincore.org/documents/library-application-profile/ 
50 http://www.w3schools.com/xsl/ 
51 http://www.bibtex.org/ 
52 http://www.openarchives.org/OAI/2.0/oai_dc.xsd 
53 http://www.w3.org/XML/Schema 
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order of the elements is not relevant. Care must be taken in the case of several repeated 
“Creator” elements. Changing the order of the creator elements can later provide erroneous 
information (ex: primary authors of an paper). 

Root nodes can also be qualified, have an encoding scheme and a language. The qualifiers 
currently used are the ones from Libraries Working Group Application Profile (LAP)54. 
Encoding schemes are not yet enforced/limited, with the exception of names and dates 
(explained if the next sub-section). 

The “Creator” element was the major change when compared to the DC schema. The sub-
elements “email” and “affiliation” where added as they can be found to allow the use of this 
information in the later name disambiguation process. 

Encoding schemes 
Although encoding schemes are not yet enforced/limited at the ingestion time, the elements 
values are later internally processed and take in consideration known encoding schemes. They 
are also internally converted as needed. 

Creator - Presently there are a few name formats supported for the elements “Contributor” and 
“CreatorName”. Names can be provided in the following formats: 

• “John Smith” 
• “J. Smith” 
• “J Smith” 
• “Smith, John” 
• “Smith, J.” 
• “Smith, J” 

Internally they are converted to the format of “J Smith” or “John Smith”. Any number of names 
can be provided, “J Jeremy Smith” is also a valid name. 

Date - Dates can be provided in the following formats: 
• “12-05-2008” (ISO 860155 according to the DRIVER guidelines (Feijen, et al., 2008)) 

• “2008-05-12” 

• “12/08/2008” 

• “2008/08/12” 

Internally the year is always extracted, given that a patter of 4 followed digits is found. So if we 
find “ 12, October 2008” we still can classify the register to be from year 2008. 

Identifier - Identifiers are encoded using an URI. URLs, DOIs and ISBNs are currently used. 
Format - Formats are currently encoded using an Internet Media Type (IMT)56. According to 
the DRIVER guidelines (Feijen, et al., 2008). 

Language - The language element uses the ISO 639-3 encoding57.  

Elements language refinement – Similar to the “Language” element, the ISO 639-3 encoding 
is used for the element language refinement. 
4.4.2 Sotis core XML representation 
The framework currently uses a XML representation for the sotis core metadata element set. 

                                             
54 http://dublincore.org/documents/library-application-profile/ 

55 http://www.w3.org/TR/NOTE-datetime 
56 http://www.iana.org/assignments/media-types/ 
57 http://www.sil.org/ISO639-3/codes.asp 
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XML was chosen because it is easily legible to humans and because of the powerful tools 
available for the parsing and transformation of XML (including the XLST language58).  

This representation follows the guidelines recommendations of the DCMI59, but uses and 
attribute for the qualifier instead of defining new xml elements. We have found that this 
representation is simpler to parse and is more human friendly as it provides information about 
which element the qualifier is refining (without using a separate definition schema/ description 
document). The Figure 8 illustrates the XML representation used by the framework for the 
conference paper “Challenges on preserving scientific data with data grids”. The example has 
been reduced o include only one instance of each element, the full metadata can be consulted in 
Figure 34 on Appendix A section 1. 

 
 
<?xml version="1.0" encoding="UTF-8"?> 

<sc:root xmlns:sc="http://sotis.ist.utl.pt"> 

   <sc:title>Challenges on preserving scientific data with data grids</sc:title> 

   <sc:creator> 

      <sc:name>José Barateiro</sc:name> 

      <sc:affiliation> 

         <sc:name>LNEC</sc:name> 

      </sc:affiliation> 

   </sc:creator> 

   … 

   <sc:type>conferencePaper</sc:type> 

   <sc:relation qualifier="IsPartOf">Conference On Computing Frontiers</sc:relation> 

   … 

   <sc:date qualifier="Issued">2009</sc:date> 

   <sc:description qualifier="abstract"> 

      The emerging context of e-Science …  

   </sc:description> 

   <sc:publisher>ACM</sc:publisher> 

   <sc:identifier type="DOI">http://doi.acm.org/10.1145/1531786.1531790</sc:identifier> 

   <sc:subject>data grid</sc:subject> 

    …  

   <sc:relation 

qualifier="HasFormat">http://portal.acm.org/ft_gateway.cfm?id=1531790&amp;type=pdf&amp;coll=GUIDE&amp;dl=ACM&amp;CFID=52863452&amp;CFTOKEN=86190280</sc:relat

ion> 

</sc:root> 

 

Figure 8 - Sotis core XML representation 

All element names, qualifiers, encoding schemes and values are case insensitive. 

Currently the elements language refinement is not used in the xml representation due to the 
lack of support (not yet implemented) in the UI implementation. This is however planed for 
future work, as it provides valuable information for the UI to select what metadata to display to 
the users. 

4.4.3 Sotis core author metadata schema 
For the purpose of seeding the system with author information, a sub-set of the sotis core 
metadata was also created. The sub-set consists in the extraction of the element “Creator” and 
making it the root of the element set. There are no qualifiers, language or encoding schemes in 
the SC author metadata. Also for more clarity the elements are prefixed with “Author” and not 
“Creator”. The resulting sub-set is illustrated in the Table 3. 

 
 
 
 

                                             
58 http://www.w3.org/TR/xslt 
59 http://dublincore.org/documents/dc-xml-guidelines/ 
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Element / sub-elements 

• AuthorName 

• AuthorEmail 

• AuthorPage 

• AuthorAffiliation 

o InstitutionName 

o AuthorIdentifier 

Table 3 - Sotis core author element sub-set 

As with the full sotis core element set every root element may be repeated as many times as 
needed. However only “AuthorEmail”, “AuthorAffiliation” and “AuthorPage” may be omitted, as 
“AuthorName” is required for the metadata to be valid (and usefull). 

The corresponding XML representation of the author element sub-set is illustrated with an 
example in Figure 9. 

<sc:root xmlns:sc="http://sotis.ist.utl.pt"> 
  <sc:AuthorName>John Smith</sc:AuthorName> 
  <sc:AuthorName>John Andrew Smith</sc:AuthorName> 
  <sc:AuthorPage>http://web.tagus.ist.utl.pt/~john.smith/</sc:AuthorName> 
  <sc:AuthorAffiliation> 
    <sc:InstitutionName>Instituto Superior Técnico</sc:InstitutionName> 
    <sc:AuthorIdentifier>ist54355</sc:AuthorIdentifier> 
  </sc:AuthorAffiliation> 
  <sc:AuthorAffiliation> 
    <sc:InstitutionName>INESC-ID</sc:InstitutionName> 
    <sc:AuthorIdentifier>1038</sc:AuthorIdentifier> 
  </sc:AuthorAffiliation> 
  <sc:AuthorEmail>some.email@somewhere.pt</AuthorEmail> 
  <sc:AuthorEmail>some.email2@somewhere.pt</AuthorEmail> 
</sc:root> 

Figure 9 - XML representation of sotis core author element set 

4.5. Framework processes 

At an early stage of the design of the Sotis Framework we realized that there existed too many 
variations of the steps required for the successful retrieval and ingestion of data and these 
couldn’t all be modeled by a single static implementation. We decided to not model the system 
to support a set of strict steps defined at the design and development stages. Instead included in 
the sotis framework support for “Worflow Processes” that allow the configuration of the required 
steps after the design and development has finished. This way the framework is able to better 
adapt to new requirements that might emerge.  

Initially we analyzed some available solutions like the Business Process Execution Language 
(BPEL)60, the JBoss jBPM Process definition language (jPDL)61 and Drools Flow62 (derived 
from jPDL). As no solution was ideal for our requirements we decided to design and model the 
framework to support “Workflow Processes”, taking advantage of this abstraction, but using a 
custom and simple implementation that only allows for tasks to be executed sequentially (much 
similar to apple automator63). The objective was to provide immediate support for processes and 
have the components built to support and take advantage of them. Latter on if a better solution 
came along we would implement it behind the current processes abstraction and the framework 
would still function, possibly taking advantage of more powerful features provided by better 
                                             
60 http://en.wikipedia.org/wiki/Business_Process_Execution_Language 
61 http://www.jboss.com/products/jbpm/ 
62 http://www.jboss.org/drools/drools-flow.html 
63 http://developer.apple.com/macosx/automator.html 
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workflow/processes engines.  

In the next sections we explain the conceptualization of our processes and tasks. We describe in 
concrete the conceptualization of two processes used in the framework: ingestion processes and 
author matching processes. 

4.5.1 Tasks and processes 
A process task is a simple concept. It consists of an object that can be provided with an 
argument and several variables to realizes a specific task. A task has as an output a resulting 
value that will be passed to the next task in the process as an argument.  

 
Figure 10 - Generic process task. 

In a similar fashion a process consists of an object that can be provided with an argument 
executes a series of tasks and returns a value. A process also contains a space in which tasks can 
store values to be used by all the following tasks (a global sandbox). A process can be executed 
in a synchronous or asynchronous fashion. 

4.5.2 Data Sources ingestion processes 
An ingestion process consists of a specific process that is created for a data source with the 
objective of retrieving, converting and ingesting data. As mentioned before this can have several 
steps and use different components. After the ingestion task other tasks can also be executed, 
for example retrieve fulltext documents associated with a bibliographic item. A generic ingestion 
process is represented in Figure 11. 

Task

Do work

Initial

Finish

SotisTaskVariableValueSotisTaskArgument

SotisTaskArgument
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Figure 11 - Generic ingestion process. 

 

4.5.3 Matching processes 
A matching process is another specific case of a process used in the framework. One of the 
requirements for the framework was the support for flexible matching processes for matching 
different authors found in bibliographic items. Instead of implementing one static algorithm that 
is compiled and installed with the whole framework, we provide support for the replacement, 
improvement or even chaining of several algorithms to compare two authors.  Using a dynamic 
process we can customize the steps taken to assess possible matches between a new author and 
existing ones or if two authors are similar enough to ask a user for feedback about the 
authorship of a bibliographic work. 

Despite the fact that we provide a way to include many algorithms in the matching process, we 
need to emphasize that author name matching algorithms is not the core focus of our work. 
They contribute greatly to the correct matching of authors, but we don’t intend to innovate in 
this area. Instead this is delegated to a future administrator, either the same that manages 
ingestion processes or an expert in name matching algorithms, who is free to include any cutting 
edge algorithm that he finds and believes it’s the best for its case.  

Figure 12 illustrates a generic matching process. A matching process receives as argument a 
“SotisTaskArgument” from the type “List<PendingMatches>” containing a list of matches that 
have been created based on blocking function. Blocking functions or Blocking methods 
efficiently select a subset of record pairs for subsequent similarity computation, ignoring the 
remaining pairs as highly dissimilar and therefore irrelevant (Bilenko, Kamath, & Mooney, 
2006). A matching process is not bound to a specific data source or ingestion process. Instead a 
matching process is defined by the administrator and is called from the “Ingest” component.  
The administrator is free to implement a matching process for every data source, a system wide 
ingestion process or even a matching process for every different “ingestion process”. 
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Figure 12 - Matching process 
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5. Proposed solution implementation 

This chapter describes the implemented prototype of the sotis framework. The prototype was 
built based on the usage and integration of multiple free and open source technologies and 
programming languages. The core components (Process Manager, Parser, Harvester, Ingest, 
etc…) where developed using the java programming language and the UI components where 
developed using the ruby programming language (together with HTML and javascript). The 
domain objects are stored inside a Mysql database. 

One of the requirements for our solution, and institutional repositories in general, was that the 
repository should be accessible via a web-browser. As such all the implemented components are 
ran inside a web container and accessible via web. By complying with this requirement any user 
can easily access, manage contents and administer the system easily via a web browser without 
requiring the installation of any additional software. 

More specifically, the UI components are executed inside a Ruby on Rails web container and the 
core components are ran inside a java web container, accessible via SOAP web-services.  Figure 
13 represents the deployment diagram of our implemented prototype.  

Although there are several web containers that share information stored in a single DB, all 
changes to the state of the system are made using the built web-services running in the java 
web container. 

 

 
Figure 13 – sotis prototype deployment diagram 

5.1. Database model 

We have included in annex B the sotis database model used for the prototype. It includes the 
realization of our domain model and some extra tables required for the user interface, processes 
and system configurations. 
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5.2. Detailed technological overview 

This section provides a detailed overview of the technological implementation of each 
component from the sotis framework (specified in 4.3). All the code developed for the sotis 
prototype uses an Object-relational mapping (ORM)64 framework for the interaction between 
objects in memory and objects preserved in the DB. In the case of the java code, Hibernate65 is 
used. For the ruby side, ActiveRecord66 is used. This makes the whole sotis framework 
prototype DB agnostic. In the java side the DAO pattern is also used, making the whole object 
storage agnostic from the actual storage medium.  

5.2.1 Process manager 
The sotis framework process manager is realized by a java class responsible for executing a 
process based on its name (unique inside the system). To install a new process it is required to 
provide an installation folder to the process manager. A complete process definition consists of a 
folder with: 

 A xml file describing the process; 

 A xml file defining the tasks required by the process (in case these are not installed); 

 A folder containing the task implementations; 

 A folder containing xslt transformation files. 

The process description file contains: 

 What tasks are required for the execution of the process; 

 The order of the execution of the tasks; 

 Values for the variables defined in the tasks.  

Figure 14 contains part of the definition of one of the implemented ingestion processes. 
 
<process name="Fenix_local_ingest" display_name="Ingest BibItems from Fenix export"> 
 <description>Given a xml file with a list of BibItems, split it, convert it to the 
ingest format and ingest it 
 </description> 
 <tasks> 
  … 
  <task class_name="org.sotis.workflow.tasks.ConvertXMLFilesTask"> 
   <variable name="ConvertXsdPath" value="xsd/Fenix/convert.xsd"/> 
  </task> 
  … 
  <task class_name="org.sotis.workflow.tasks.IngestSotisCoreFilesTask"> 
   <variable name="Top Threshold" value="0.8"/> 
   <variable name="Bottom Threshold" value="0.5"/> 
  </task> 
               … 
 </tasks> 
</process> 
 

Figure 14 - Sotis process definition xml file 

The task definitions file contains a list of tasks and for each task what variables are valid. No 
required/optional configuration is possible, all variables are considered optional.  

                                             
64 http://en.wikipedia.org/wiki/Object-relational_mapping 
65 https://www.hibernate.org/ 
66 http://ar.rubyonrails.org/ 
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<taks_definitions> 
        …   
 <task name="Ingest metadata files with the sotis core xml schema"  
  class_name="org.sotis.workflow.tasks.IngestSotisCoreFilesTask"  
  in_type="FilePath"  
  out_type="<List>FilePath"> 
           <variable name="MatchingProcess" type="MatchingProcessID"/> 
           <variable name="Top Threshold" type="Number"/> 
           <variable name="Bottom Threshold" value="Number"/> 
        </task> 
        … 
</taks_definitions> 
 

Figure 15 - Task definitions xml file 

Installation of a new process results in copy of task classes and transformation files and the 
creation and storage in the DB of several objects that describe the process (including task 
instances and task values). 

Independently of where the sotis framework is installed/deployed there is a configuration 
parameter in the system that defines where the root folder for data, filters, tasks and xslt 
transformation files is. As such when a new process is installed, tasks and xslt transformation 
files are copied to this path ([root_folder]/task/[package_path] and [root_folder]/xsd/ 
respectively). 

After the installation, processes are executed based on their name and their tasks are 
dynamically instantiated by the process manager. The process manager is responsible for 
instantiating the task classes and setting their respective variable values, as defined in the DB. 
These are then called one at the time and the resulting argument is passed to next task input 
argument. 

A sotis task in our implementation consist of a java class that extends an abstract class 
“SotisBaseTask” and needs only to implement the “execute” method that receives a 
“SotisTaskArgument” class and also returns an object of this class with the result of the 
execution. A “SotisTaskArgument” stores both the value of an argument (any class that extends 
from “Object”) and its type (a string describing the type). To be noted that there is no type 
verification, it’s the responsibility of the tasks to access if a given type is accepted or not. 
However the UI implementation currently uses types to provide feedback and/or options in the 
“processes” UI. 

Figure 16 contains the part of the database model that contains the processes, tasks and 
variables. 
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Figure 16 - Processes DB model. 

We have found this implementation to be flexible enough to comply with our requirements: run 
both flexible ingestion processes and flexible matching processes. 

5.2.2 Harvester 
The harvester component is realized by a java class that contains several other classes/adaptors 
that perform the actual harvesting. Currently it contains the following types of concrete 
harvesters: 

 HTML page harvester; 

 Local files harvester; 

 OAI-PMH harvester; 

 HTTP single file harvester. 

All the harvester implementations can be retrieved by passing a name to the harveter 
component. If a HTML harvester is needed, we ask the harvester component for the 
“HTMLHarvester”. This is done to support loose coupling of the implementations and the code. 
Although currently only these concrete implementations are supported and implemented, in the 
future the harvester component should work more like the converter component where 
supported types are stored in a DB and instantiated dynamically. 

All harvester implementations receive parameter specifying the search/retrieval URI and can be 
passed other optional parameters. 

HTML harvester 
In the concrete example of the HTLM page harvester, it needs two additional parameters: 

 The pagination xsd file; 

 The xsd file that specifies how to retrieve the wanted HTML pages. 
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These parameters are required for the harvester to retrieve URLs from the HTML source using 
an xslt transformation as is illustrated in Figure 17.  

 
Figure 17 - Workflow of the HTML harvester 

Local files harvester 
Local files harvester is nothing more than a custom “list files” that allows the framework to work 
with custom file exports stored locally. 

OAI-PMH harvester 
The OAI-PMH harvester can receive an optional parameter that specifies the OAI-PMH set to 
be retrieved. If none is specified everything is retrieved. The workflow of this harvester is 
standard and can be consulted at the OAI-PMH site67 so we wont go into detail about our 
implementation. 

5.2.3 Parser 
The parser component is realized by a java class that manages several registered “crosswalks”. A 
crosswalk is a class that knows how to convert an input format into another output format. 
Crosswalk definitions managed by this component are stored in the DB and are composed of:  

 Input format; 

 Output format; 

 Implementation class; 

 Optional input file. 

Formats are uniquely identified by a pair of input-ouput formats. The optional input file is used 
for generic crosswalks, where the input format is for example XML or HTML but a specific 
transformation is required to convert it to another format. Currently only xslt transformations 
are supported. This input file can also be set at run-time. We do this for example in ingestion 
processes. 

                                             
67 http://www.openarchives.org/OAI/openarchivesprotocol.html 
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Currently there are four types of crosswalks natively supported in the prototype 
implementation: 

 Generic XML to generic XML (requires the input xslt file); 

 HTML to sotis core; 

 Sotis core to OAI-Dublin Core (used in our OAI-PMH server); 

 BibText to sotis core 

The target objective in the sotis framework is always to reduce the metadata formats to a xml 
form so that it can then use a xslt transformation. HTML pages are parsed as XML using a 
special parser, tagsoup68, that “parses HTML as it is found in the wild: poor, nasty and brutish”. 
By using this parser we reduce the complexity of the transformations, allowing us to use xslt 
transformations. Bibtex is also reduced to BibtexXML69 that is then converted to sotis core 
using an xslt transformation. 

5.2.4 Ingest 
The ingest component is implemented by a single java class that has four methods: 

 Ingest; 

 Update; 

 ConfirmAuthorship; 

 DenyAuthorship. 

Ingest method 
The ingest method (illustrated in Figure 18) is one of the most important pieces of code in the 
sotis framework. this method receives four arguments: 

 A “BibItem” to ingest; 

 A “SotisProcess” used for the matching process; 

 A value between 0 and 1 that defines the bottom threshold of the matching process; 

 A value between 0 and 1 that defines the top threshold of the matching process. 

The flexibility of the sotis framework shows itself once again at this level. The ingest method is 
not statically implemented. Instead it is expected that variable values are defined, at the 
ingestion process level, to specify the required parameters for the ingest method. 

                                             
68 http://home.ccil.org/~cowan/XML/tagsoup/ 

69 http://bibtexml.sourceforge.net/ 
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Figure 18 - Ingest method of the Ingest component 

Currently the blocking function used is a simple function that filters the author’s database using 
the author’s last name. We found that the size of the resulting author list is small enough to 
produce acceptable computation times (details in the evaluation section 0). Given that the 
ingestion processes will be ran in the background and will not be affecting the users’ interaction 
with the UI components, we consider computation times in the order of tens of minutes to be 
acceptable. This will be valid for any small/medium sized institution with thousands of 
community members. 

One key step done by the ingest method is the search for other authors that are still pending a 
match. The objective is to determine if there is already an author that is the same we are about 
to create a “PendingMatch” for. This step is better illustrated in Figure 19. This way when the 
author “Gonçalo Antunes” confirms authorship of “BibItem 200” the system will also add 
“BibItem 400” to his list of bibliographic items. 
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Figure 19 - Merging two pending authors 

Update method 
The update method is very similar to the ingest method. The only difference being that it 
avoids changing relations already created. It receives the same four arguments: 

 A “BibItem” to ingest; 

 A “SotisProcess” used for the matching process; 

 A value between 0 and 1 that defines the bottom threshold of the matching process; 

 A value between 0 and 1 that defines the top threshold of the matching process. 

For authors, publishers and titles the update method checks the differences and only creates 
new relations. 

ConfirmAuthorship method 
This method allows for the “assisted” part of our learning system. When an author, or a user 
with editing privileges, confirms the authorship of a bibliographic work this method is used. 
This method receives a “PendingMatch” object and the workflow is very simple: 

 Begin a transaction; 

 Get the possible author from the “PendingMatch”; 

 Merge this possible author with the “PendingMatch” author; 

 Delete all other “PendingMatch” objects that relate to this author; 

 Confirm the authorship by setting the bibliographic item “associated” flag to 1 and setting 
the “associated_by_id” field to the id of the user who confirmed the authorship; 

 End the transaction. 

The transaction is essential here to avoid getting two authors confirming the authorship at the 
same time and destroying the consistency of the DB. 

DenyAuthorship 
As the ConfirmAuthorship method this method also receives a “PendingMatch” object. The 
workflow is the following: 
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 Begin a transaction; 

 Delete the “PendingMatch” object; 

 End transaction. 

At the moment bibliographic works are kept in the DB so that they don’t re-emerge when no 
one has confirmed authorship of it. 

5.2.5 Copyright management 
The current prototype implementation of the copyright management component still has a very 
basic support for copyright management. It consists of a class that can be asked for a 
description of copyright for a publisher entity. This description can be one of the following: 

 A description provided by a user with editorial/administrative privileges and stored in the 
“Publisher” entity; 

 A description retrieved from SHERPA ROMEO based on a direct url inserted in the 
“Publisher” entity; 

 A description retrieved based on an exact search, using the SHERPA ROMEO service, of 
all the publisher’s names. In case there are several matches, the first one will be provided.  

5.2.6 Archival storage 
The archival storage component is implemented using the DAO pattern. An abstract java class 
(“StorageProvider”) defines the base methods that concrete storage providers need to implement 
and based on the chosen implementation the “StorageProviderFactory” instantiates the provider. 

Currently a “StorageProvider” needs to supply two methods:  

 storeFile 

 storeFileFromUrl 

As the names indicates the storeFile method stores a file passed as argument and returns the 
generated unique and persistent identifier. As explained previously in section 4.2 a new 
“ByteStream” is created to store the identifiers. The other method, storeFileFromUrl is a 
convenience method that downloads the file specified by the url argument (using the 
HTTPSimpleHarvester) and stores the downloaded file. 
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5.2.7 Search index 
The index component is implemented using the Solr70 index server configured for out specific 
needs. Solr is an open source enterprise search server based on the Lucene71 java search library, 
with XML/HTTP and JSON APIs, hit highlighting, faceted search72, caching, replication and 
many other features. For our framework the ability to highlight search results and provide 
clustered index results to allow the creation of collections where two of the initial requirements 
and as such the solr server is a perfect fit. By using it we have no need to implement any kind 
of search data clustering as the solr faceted search provides us with the ability to build dynamic 
indexes on any of the attributes. The automatic search highlight is also automatically provided 
by solr. 

Currently both the core services and the UI components communicate with solr via 
XLM/HTTP using existing language specific APIs (SolrJ for java and solr-ruby for ruby). 

5.2.8 Filters 
The sotis prototype has support for the definition of filters. A filter consists of a set of regex 
patterns and their respective replacement values specified in a xml file. This conversion are then  
run against xml tag values. Filters where implemented mostly to support the conversion of 
known values, including:  

 Conversion of erroneous characters resulting of bad data exports; 

 Conversion  of known bibliographic work types to the sotis core types. 

The filter capabilities are currently limited to these types of operations as no further features 
where needed. Figure 20 illustrates the structure of a filter. 

 
<filter fieldPath="//Xpath">  
   … 
  <match> 
    <regex>^(Graduation thesis)$</regex> 
    <replace>bachelorThesis</replace> 
  </match> 
   … 
</filter> 
 

Figure 20 - Example of filter definition 

5.3. Implemented services 

The core sotis core functionality is provided via the previously described components that are 
accessible directly or via SOAP web-services. Direct access to components is only used in 
development stages for debugging purposes. In production all access is made via the defined 
services described in this section. However access to data for visualization purposes only is done 
directly to the database or index server. 

5.3.1 Ingestion and confirmation services 
These services are the basic access point that allows the ingestion and manipulation of the state 
of the system, including the assisted learning. There are four concrete web-services: 

 IngestBibliographicItem 

 UpdateBibliographicItem 

                                             
70 http://lucene.apache.org/solr/ 
71 http://lucene.apache.org/java/docs/ 
72 http://en.wikipedia.org/wiki/Faceted_search 
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 ConfirmAuthorship 

 DenyAuthorship 

IngestBibliographicItem 
This service is used by the UI components to add a new bibliographic item. It receives two 
arguments: 

 A xml metadata string content using the sotis core schema; 

 A string parameter describing the visibility of this bibliographic item. Currently “public” 
and “private” are the valid values. 

This service uses the given parameters and the Ingest component to store the xml metadata 
content and return the id of the newly created bibliographic item. The ingested metadata goes 
through the same process as the automatically ingested metadata (the same component is used). 
If a user inserts the name “John Smith” in the UI this name will also be matched by the system 
and “PendingMatches” will be created. 

UpdateBibliographicItem 
This service is also used by the UI components, but its objective is to update an existing 
bibliographic item. It receives two arguments: 

 The id of the existing bibliographic item; 

 A xml metadata string content using the sotis core schema; 

 A string parameter describing the visibility of this bibliographic item. Currently “public” 
and “private” are the valid values. 

This service uses the given parameters and the ingest component to update the bibliographic 
item identified by the id argument. As metadata is ingested and stored as a string in the DB 
there is no way to know what fields have actually been changed. It is the job of the Ingest 
component to compare the metadata of the stored bibliographic item and new metadata and 
update the required entities related to the changed fields (ex: authors).  

ConfirmAuthorship 
Confirm authorship is the service responsible for using the ingest component 
“confirmAuthorship” method. This service expects to receive a “PendingMatch” id and returns 
the id of the merged author.  

DenyAuthorship 
This service is responsible for using the ingest component “denyAuthorship” method. This 
service expects to receive a “PendingMatch” id and has no return value.  

5.3.2 Process execution services 
There are currently two services related to processes execution: 

 RunProcess 

 StopProcess 

The names of this services are mostly self explanatory. “RunProcess” receives the name of the 
process to run and calls the process manager to run the requested process. This service doesn’t 
have return values, as there is no need to chain process execution by using the web-services. 

“StopProcess” receives a name of a process and requests the process manager to stop that 
process. 
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5.4. Implemented default matching process 

As explained in section 4.5.3, the sotis framework is flexible enough to support several different 
matching processes not coupled with data sources. However to deploy and distribute the 
framework prototype as a working and viable piece of software we need to at least create a 
default matching process used when no other has been created by a system administrator. So we 
created one. 

The implemented default matching process consists of four matching tasks executed in the 
following order: 

 Match authors by email; 

 Match authors by name and data source; 

 Match by name comparison; 

 Match by institution. 

Match authors by email 
In this task emails are used as unique author identifiers. Based on this assumption, this task 
iterates over all the “PendingMatch” objects passed as argument and for each tests if both 
authors have a common email. If so it sets the trust of that “PendingMatch” to 1.0. If no 
common emails are found, it does nothing. 

Match authors by name and data source 
This task takes advantage of our support for author feedback. For each “PendingMatch” object 
it searches the DB for an author that has one name equal to one of this author’s names. If that 
that name is from the same data source and has been positively associated, it sets the trust to 
1.0. Otherwise it does nothing. 

Match authors by name comparison 
This task perform a direct comparison between two author names. For each “PendingMatch” 
object this task calculates the similarity between the main name of the author and the possible 
matched author. We tested some string comparison algorithms commonly used in the domain of 
name matching, the most known and used being the Levenstein distance73 and the Jaro-Winkler 
distance74. We also tested an abbreviation similarity algorithm75 not used in this area but that 
has some interesting results in the osx application “Quicksilver” 76.  

The results where however not satisfactory. Both Levenstein and Jaro-Winkler by themselves 
treat full names just like strings so individual names have no special meaning for them. The 
values produced by these algorithms tend to vary greatly depending on the string size and 
similarities are found in names that don’t have much to do with each other.  

The quicksilver matching algorithm results where also unsatisfactory. It tends to find similarities 
in names that the human eye doesn’t even consider. An example is the matching between: “H 
Smith” and “Samuel John Smith” where the result is 0.41. This value is very high for two 
names that clearly have no similarity besides the last name. We have found however that if our 
problem was to find the best possible match from a set of names this algorithm would 
outperform all others tested (this is in fact its objective). The false matches produced however, 
make it unviable. 

                                             
73 http://en.wikipedia.org/wiki/Levenshtein_distance 
74 http://en.wikipedia.org/wiki/Jaro-Winkler_distance 
75 http://github.com/rmm5t/liquidmetal.  
76 http://en.wikipedia.org/wiki/Quicksilver_%28software%29 
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We ended up creating our matching algorithm that has basic notions of what a name is and how 
are two names similar or not. The pseudo-code of our algorithm is in Figure 21. The name 
normalization and word removal where also used for the other algorithms tests. The name 
normalization consists in converting known formats like: “J. Smith”, “Smith, J.”, “J.Smith” to the 
standardized needed form: “John Smith” or “J Smith”. Then the name list is obtained by 
splitting then name using the “space” character. Currently removed are typical Portuguese 
words that make a two word names like “da Silva” and “de Campos”. This is done because we 
found many names to be missing those words, leading to lost matches. Also removed are title 
words like “Dr” or “Bsc”. 

 
compare(nameA, nameB, baseThreshold) 
   
  nameA = normalize(nameA) 
  nameB = normalize(nameB) 
   
  nameA = removeIgnoredWords(nameA) 
  nameB = removeIgnoredWords(nameB) 
   
  aNames = getNameList(nameA) 
  bNames = getNameList(nameB) 
   
   
  matchedNames = 0 
  forEach( name in aNames ) 
    forEach ( nameb in bNames ) 
      if( equals( name, nameb) ) matchedNames++ 
    end 
  end 
   
  matchedInitials = 0 
  forEach( name in aNames ) 
    forEach ( nameb in bNames ) 
      if( isInitial( name, nameb) ) matchedInitials++ 
    end 
  end 
   
  maxLenght = (aNames.length > bNames.length)? aNames.length : bNames.length 
   
  result = ( matchedNames + matchedInitials*(0.7) ) / maxLenght 
   
  // if first and last name match then its more probable to be the same author so we  
  // increase the result. This solves problems with large names 
  if ( firstNameAndLastMatch( aNames, bNames )  and result < baseThreshold ) result = 
baseThreshold 
   
  // When we have two full names, if the smaller one has a name that the longer one  
  // doesn’t then its very likely that they are not the same author 
  if ( aNames.length > bNames.length ) 
    forEach( name in bNames ) 
      if ( !contains(aNames, name) ) 
        result = reduceTrustValue(result) 
      end 
    end 
  else 
    forEach( name in aNames ) 
      if ( !contains(bNames, name) ) 
        result = reduceTrustValue(result) 
      end 
    end 
  end 
   
  return result 
end 
 

Figure 21 - Name matching algorithm pseudo-code. 

An interesting part of our algorithm is the last part that tries to check if a smaller full name has 
names that the longer one doesn’t. If so it is very likely they are not the same author. An 
example of a case is testing “João Pedro Diniz Campos” against “João Francisco Campos”. Our 
tests reveal that it is very unlikely that they are the same author, as the first one is likely the 
complete name. So far this assumption has given good results, filtering out many erroneous 
matches. This is very important because if we provide too many erroneous matches users might 
lose trust in the system or consider filtering erroneous matches to need more effort then just 
depositing the contents themselves. This would defeat the purpose of our solution: lower the 
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effort needed for the deposit of new contents. 

Match authors by institution 
This task takes advantage of the institution’s entities managed by the system. For each 
“PendingMatch” it test if the two authors have an affiliation to a common institution. If so it 
increases the trust by 0.5. Otherwise it does nothing. 

This task is not ran at the end for no reason. If we have a bibliographic item’s author matched 
to two existing authors with the same, or a similar, trust value this task serves as 
disambiguation.  

For example, we have an author “John Smith” matched to two existing authors in the DB with 
a trust value of 0.6. Yet, one of the matched authors has an affiliation to “IST” and so does 
“John Smith”. This match will pushed to a trust value of 1.0 (maximum value). This author will 
be later processed by the “Ingest” component, while the other will be ignored. 

5.5. The User interface 

The user interface of the sotis prototype was built specifically to take advantage of the key 
features of the framework. We believe that a functional and entity aware ui is essential to make 
the sotis framework work as a viable and innovative institutional repository.  

The public user interface theme is based on IST’s web page77. 

In this section we provide an overview of the key sections of the prototype ui and their key 
design choices.  

5.5.1 Home page 
The home page of most institutional repositories tends to not transmit the core functionality of 
the repository: search of contents. As can be seen in our prototype ui (Figure 22) this is the 
main focus of our homepage. Another common problem is the lack of information about what 
contents the repository contains. Again in our ui this is the second main area in the home page. 
We also provide a list of the latest repository submissions common in most institutional 
repositories. 

                                             
77 http://www.ist.utl.pt/ 
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Figure 22 - Sotis prototype homepage 

5.5.2 Advanced search and browse UI 
Our advanced interface (Figure 23) is very standard and the only core difference is the existence 
of the an option to select if the search should only results with fulltext contents in the 
repository. As previously stated the contents stored in an institutional repository are defined by 
the institution. Some defend that benefits from the institutional repository are only provided 
when the full text content is deposited. Others find that the storage of the metadata from 
bibliographic works, even without the fulltext, still provides visibility for authors and the 
institution. We tend to agree with the second approach and as suck our framework and ui 
provide search options to differentiate these two types of situations.  

 
Figure 23 - Advanced search interface 

Our browse interface (Figure 24) is not a typical one. We provide a quick search box to find 
authors (and the number of works) in the repository and quickly “jump” to their profile page. 
We also provide two other collections based on the work types and year of the publication. To 
be noted that there wasn’t much time dedicated to de development of the browse functionality, 
but we can easily improve the browse interface as any number of browsable collections can be 
created using the solr index server. 
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Figure 24 - Browse interface 

5.5.3 Author profile page 
By using our author entity management features from the sotis framework we where able to 
build profile pages for each author (Figure 26). In this page we display the personal information 
available: emails, affiliations and other description information. Next we display a list of co-
authors with information about the number of bibliographic works written together. 

We end the profile page by displaying a tabbed interface containing in the first tab a list of the 
author’s bibliographic works, grouped by year, and on the second tab we display a list of 
suggested works by the system.  

In the suggestions interface (Figure 25) an author is presented with two options for each 
bibliographic work suggested: confirm or deny authorship. 

 
Figure 25 - System suggestions interface screenshot 
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Figure 26 - Author profile page screenshot 

 

5.5.4 Bibliographic work creation form 
As said before, the UI must be aware and support the creating and usage of entities otherwise 
the benefits of the framework are partially lost. The bibliographic work creation/update form is 
a key example of this. Our creation/update form implementation (Figure 27) is dynamic, 
supporting the creation of repeated fields according to the Dublin core schema. Most 
importantly however is the support for auto-completion of authors, publishers and subjects. By 
providing this information to the user we avoid the creation of repeated similar information and 
allow for the precise attribution of a bibliographic work to its known authors. Both the values of 
the authors and publishers are relative to their entities and not their names. The subjects 
however are suggested and stored based only on their values. For subjects we provide the user 
with the number of times they have been used so that the user can pick the mostly used. This 
leads to a convergence to a small set of mostly used values, reducing the effort required for 
value uniformization. 



    49 

 
Figure 27 - Bibliographic creation form screenshot 

5.5.5 Administration UI 
The administration/back office UI (Figure 28) has not been our core concern as most 
administration task where done via command line or via the public interface. It is used mostly 
to view data sources and associated processes. It is also used to create system users. 

 
Figure 28 - Administration UI screenshot 

5.5.6 Processes UI 
The process UI (Figure 29) is used for the creation, edition and execution of processes. It is 
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however not complete and currently allows only the visualization and execution of existing 
processes. 

 
Figure 29 - Process UI screenshot 
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6. Evaluation 

For the purpose of evaluating our proposed solution we created a testing environment with four 
data sources using different types of data and retrieval methods. 

The testing environment was previously seeded with author information from the Fenix78 and  
INESC-ID79 data sources. These two become what we call trusted data sources, allowing for the 
system to have exact author name matches when the bibliographic metadata is ingested from 
these sources. The same matching process is still applied, but results are more precise given the 
previous training of the system.  

From Fenix the system was pre-trained with 2805 authors. These have specified the author 
affiliations, with IST identifiers and other institutions, but have no valid emails. From INESC-
ID the system was pre-trained with 851 authors. These have their respective affiliations, some 
with their respective IST identifiers and almost all have valid emails. The intersection of these 
two sets of author’s results in 189 common authors. 

In the next section we describe the created and used tasks for the ingestion processes. Followed 
by a description of each data source we have setup, the ingestion processes used and the results 
obtained.  

For each data source we analyze: 

 The number of files harvested and the actual number of bibliographic works ingested; 

 The distribution of contents by work types; 

 The number of authors found, automatically matched and suggestions made; 

 The results for a set of ten chosen authors80. For each author we analyze the bibliographic 
works that where correctly matched, correctly suggested, erroneously suggested and the 
number of co-authors found. We also present the system precision and recall for each data 
source. When analyzing precision and recall we classify the system suggestions in the same 
set as automatic matches. So a correct suggestions is classified in the same set as an 
automatic correct suggestion; 

 Execution time. 

                                             

78 Fenix is the Instituto Súperior Técnico working campus activities support system.  
79 Instituto de Engenharia de Sistemas e Computadores Investigação e Desenvolvimento em Lisboa, http://www.inesc-
id.pt/ 
80 We chose a set of ten Researchers form the Computer Science and Engineering Department of Instituto Súperior 
Técnico. These where chosen from our department so that we could verify the correctness of the bibliographic works 
associated to them. The chosen authors where:  

1. Artur Ferreira da Silva; 
2. Artur Miguel Pereira Alves Caetano; 
3. Gonçalo José Branquinho Antunes; 
4. José Luis Brinquete Borbinha; 
5. José Manuel Nunes Salvador Tribolet; 
6. Pedro Manuel Moreira Vaz Antunes de Sousa; 
7. Pedro Nuno Ferreira da Rosa da Cruz Diniz; 
8. Pável Pereira Calado; 
9. Paulo Jorge Pires Ferreira; 
10. Rodrigo Seromenho Miragaia Rodrigues. 

From this point on the listed authors will be referred by their number in the list. 
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6.1. Created tasks 

We created nine tasks that where used for the ingestion processes: 

 ListFilesTask – Uses the local files harvester to get a list of sub-directories containing 
files to be converted. Has one single variable that defines the folder to list. A list of 
directories is used to reduce the memory footprint, because listing every file in memory has 
led to memory overflows. Instead of simply increasing the memory we chose to make all 
implemented tasks support lists of directories and split files into folders containing at most 
10.000 files each. 

 HarvestHTMLFilesTask – This task uses the HTML harvester to search for html pages 
from the institution’s authors. The url variable defines the base url for the search and 
parameters delimited by the “%” char are substituted. Currently it supports the 
parameters: 

 %a_last_name% 

 %a_first_name% 

 %a_last_name_ascii% 

 %a_first_name_ascii% 

This task also defines two variables the “NextPageXsd” and the “LinksXsdPath” used for 
the parameters of the harvester component as explained in section 5.2.2. 

 EscapeXMLFileTask – This task receives an xml file and it cleans it, removing invalid 
characters. As an alternative the path to the file can also be set in the defined variable 
“XMLFile”. Although files are said to be in xml format, most of the time files contain 
invalid characters. These include html entities like “&aacute”, the character “&”, among 
others. This task is also responsible for converting character encodings when the encoding 
variable is specified. The current implemented crosswalks all work exclusively with the 
“UTF-8” encoding. 

 XMLSplitTask – Several situations call for the processing of large xml files. To simplify 
the processing we opted for splitting these files into smaller ones. By splitting xml files into 
smaller ones we reduce the memory requirements for converting them and also simplify the 
required xslt transformation files. Examples of this include our used Fenix exports, INESC-
ID exports and OAI-PMH harvesting that retrieves relatively big files. This task defines 
two variables “XMLFile” and “SplitTags”. The first variable defines the path to the xml file 
to split and the second one defines a coma separated xml tag names that are used to split 
the file. 

 ConvertXMLFilesTask – This task receives a list of folders and for each xml file 
contained in each folder uses the converter component to convert them to the sotis core 
schema. This task defines one variable “xsdPath” that defines the path of the xslt 
transformation file that will be used for the converter component. 

 ConvertHTMLFilesTask – This task does exactly the same as the 
“ConvertXMLFilesTask” but for html files.  

 FilterTask – This task defines a variable “Filter” that specifies the filter definition to be 
run in the xml files it receives as input. In our evaluation it is usef to clear wrong 
Portuguese characters and to convert the exports types to the sotis core bibliographic 
works types (according to the DRIVER 2.0 Guidelines). 

 IngestSotisCoreFileTask – This task receives a list of folders and for each xml file (with 
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the sotis schema) contained in each folder it uses the ingest component to ingest the 
bibliographic works. Three variables are defined: “MatchingProcess”, “Top Threshold” and 
“Bottom Threshold”. It uses theses variables for the ingest component as explained in 
section 5.2.4. 

 IngestAuthorFilesTask – This task is responsible for ingesting the training data. 

6.2. Fenix Data Source 

We have setup this data source based on two xml exports from our Fenix system archived 
publications. One containing the registered researchers and another containing the registered 
publications. The publications do not contain the researchers identifiers, just their names. 

The fenix data source has two ingestion processes, one for the system training and one for 
ingesting actual bibliographic works. The definition of these processes can be found in appendix 
C, section 3 along with the formats of the xml files and the xslt transformation file used for the 
“XMLCrosswalk”. 

6.2.1 Results 

Files harvested/ingested 
We had access to 13458 publications stored in the Fenix system. From these we removed the 
ones classified as unstructured, as these refer to publications that instead of having the full 
metadata description contained only a citation. As no standard format was used we decided not 
to waste time trying to parse this citations. At the beginning we did investigate projects like 
paracite81, ParsCit82 and Freecite83 (Based on parsCit library, trained on the CORA dataset84 
with lexical augmentation from the Directory of Research and Researchers at Brown85).  

We hopped that these projects could help us convert and extract the citation information. 
However no solution gave us guarantied correct information. Citation parsing is yet another 
different area of research that still doesn’t have one universal solution. Freecite did provide us 
with the most correct answers and we believe that with proper training in the future it can be 
incorporated in the framework. 

After removing the unstructured items we end up with 7999 publications and after splitting the 
xml file we end up with 7999 files. 

From these publications the system ingested only 7742, as the remaining 257 publications where 
repeated. From the total of 7742 bibliographic works ingested 7635 where public and 107 where 
private. Public works have at least one author that was automatically matched with trust above 
the specified “Top threshold”. Private ones don’t have a certain match but have at least one 
possible author and as consequence a “PendingMatch” was created. 

Distribution by content type 
In term of content distribution by work types the results are displayed in Figure 30. Some 
articles are not specific enough to classify as either a journal article or an article in proceedings 
of a conference and are just classified as “article”. 

                                             
81 http://paracite.eprints.org/ 
82 http://aye.comp.nus.edu.sg/parsCit/ 
83 http://freecite.library.brown.edu/  
84 http://www.cs.umass.edu/~mccallum/data/cora-ie.tar.gz 
85 http://research.brown.edu/research/search.php 
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Figure 30 - Distribution of contents by work type - Fenix 

Author analysis  
From the total of 16324 author names found in the xml file (including repeated occurrences of 
the same author name), the system successfully matched 2447 authors to the previous authors 
inserted in the training. The system also found 475 authors with 6063 possible matches to the 
existing authors. 2595 new authors where also found and created. 

Specific author results 
Table 4 shows the results for our ten chosen authors. For this data source the system had a 
precision of approximately 0.99 and a recall of 1, as all the results where matched to their 
authors. 

Author Correct matches 
Correct 

suggestions 
Wrong 

suggestions 
Co-authors 

found 
1 11 0 0 1 
2 14 0 0 14 
3 1 0 0 0 
4 10 0 0 4 
5 41 0 0 19 
6 12 0 0 12 
7 16 0 0 11 
8 7 0 0 4 
9 18 0 1 19 
10 8 0 0 10 

Table 4 - Chosen authors' results – Fenix 

Execution time 
It took approximately 20 minutes to ingest and process data from this data source. 

6.3. INESC Data Source 

We have setup this data source based on two xml exports from the INESC-ID publications DB. 
One containing the registered researchers and another containing the registered publications. 
The publications do not contain the researchers identifiers, just their names. The researchers 
export did contain some IST identifiers for researchers. Using these we were able to match 
researchers to others already inserted from the Fenix export. 

The definition of the two INESC ingestion processes can be found in appendix C, section 4 along 
with the xslt transformation file used for the “XMLCrosswalk”. 

6.3.1 Results 

Files harvested/ingested 
We had access to 3033 publications stored in the INESC publications DB.  

From these publications, the system ingested only 2940 as the remaining 93 publications where 
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repeated. From the total of 2940 bibliographic works ingested 1921 where public and 19 where 
private.  

Distribution by content type 
In terms of content distribution by work types the results are displayed in Figure 31.  

 
Figure 31 - Content distribution by work type - INESC 

 

Author analysis  
From the total of 5835 author names found in the xml file (including repeated occurrences of the 
same author name), the system successfully matched 518 authors to the previous authors 
inserted in the training. The system also found 16 authors with 32 possible matches to the 
existing authors. 19 new authors where also found and created. 

Specific author results 
Table 5 shows the results for our ten chosen authors. For this data source the system had a 
precision 1 and a recall of 1. 

Author Correct matches 
Correct 

suggestions 
Wrong 

suggestions 
Co-authors 

found 
1 0 0 0 0 
2 30 0 0 9 
3 0 0 0 0 
4 21 0 0 7 
5 98 0 0 15 
6 14 0 0 9 
7 4 0 0 1 
8 33 0 0 5 
9 63 0 0 16 
10 9 0 0 5 

Table 5 - Chosen authors' results – INESC 

Execution time 
It took approximately 15 minutes to ingest and process data from this data source. 

6.4. ACM portal Data Source 

This data source is related to the ACM portal86 digital library. The objective of this data source 
is test the matching using author affiliations. 

The definition of the acm ingestion process can be found in appendix C, section 0 along with the 
xslt transformation files used for the “HarvestHTMLFilesTask”. 

                                             
86 http://portal.acm.org 
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6.4.1 Results 

Files harvested/ingested 
The springer ingestion process, using the “HarvestHTMLFilesTask” retrieved a total of 4.436 
files. From these only 1003 where ingested. Most of them where repeated, due to the harvester 
retrieving several times the same article for the different authors. Many articles where also 
retrieved that did not belong to the institution at all.  

From these 1003 articles 225 became public and 778 became private.  

Distribution by content type 
In term of content distribution by work types the results are displayed in Figure 32. As it was 
expected in the ACM digital library we found only journal articles and articles in proceedings of 
conferences. 

 
Figure 32 - Distribution by work type - ACM 

Author analysis  
From the total of 6042 author names found in the xml file (including repeated occurrences of 
the same author name), the system successfully matched 80 authors to the previous authors 
inserted in the training. The system also found 485 authors with 1461 possible matches to the 
existing authors. 1602 new co-authors where also found and created. 

Specific author results 
Table 6 shows the results for our ten chosen authors. For this data source the system had a 
precision of approximately 0.95 and a recall of 1. 

Author Correct matches Correct suggestions Wrong suggestions Co-authors found 
1 0 0 0 0 
2 1 5 0 3 
3 3 0 0 9 
4 6 1 0 15 
5 0 7 0 0 
6 0 3 4 0 
7 16 0 0 19 
8 17 2 0 19 
9 0 15 0 0 
10 0 8 0 0 

Table 6 - Chosen authors' results – ACM 

Execution time 
It took approximately 15 minutes to ingest and process data from this data source. 

6.5. SpringerLink Data Source 

This data source is related to the springerlink online digital library. This data source and its 
respective ingestion process were setup to demonstrate the ability of the framework to use the 
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authors’ emails to make the matches. Emails are unique and as such can be used as author 
identifiers. In theory if we can find out all the authors emails we can guaranty perfect matches 
for every published article in this digital library. However this is not possible as there are several 
articles without email information. As this data source was suppose to test the functionalities of 
email matching we decided to only harvest conference papers, as these had the most quantity of 
available email data. 

The definition of the springer ingestion process can be found in appendix C, section 4 along with 
the xslt transformation files used for the “HarvestHTMLFilesTask”. 

6.5.1 Results 

Files harvested/ingested 
The springer ingestion process, using the “HarvestHTMLFilesTask” retrieved a total of 14.178 
files. From these only 2560 where ingested. Most of them where repeated, due to the harvester 
retrieving several times the same article for the different authors. Many articles where also 
retrieved that did not belong to the institution at all. However this is better then retrieving the 
entire digital library. 

From these 2560 articles 400 became public and 2160 became private. This was due not to the 
lack of emails in the articles, but mostly due to the existence of different emails in the authors’ 
profiles and in the articles. The availability of the emails will lead to the fast learning of the 
system. When one of the authors confirms the authorship of one article, all other articles will be 
matched to him.  

Distribution by content type 
As said before this data source only harvests articles in proceedings of conferences so the 
distribution is not relevant. 

Author analysis  
From the total of 21546 author names found in the xml file (including repeated occurrences of 
the same author name), the system successfully matched 99 authors to the previous authors 
inserted in the training. The system also found 989 authors with 1461 possible matches to the 
existing authors. 3853 new co-authors where also found and created. 

Specific author results 
Table 7 shows the results for our ten chosen authors. For this data source the system had a 
precision of approximately 0.92 and a recall of 1. 

Author Correct matches 
Correct 

suggestions 
Erroneous 
suggestions 

Co-authors 
found 

1 0 0 0 0 
2 2 0 0 6 

3 2 0 0 4 
4 15 1 0 19 
5 0 5 0 0 
6 14 0 5 19 
7 16 0 0 19 
8 2 1 0 4 
9 12 0 2 19 

10 5 0 0 6 

Table 7 - Chosen authors' results – SpringerLink 

Execution time 
It took approximately 15 minutes to ingest and process data from this data source. 
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6.6. Results overview and analysis  

After individually testing and analyzing each data source we proceeded to ingest contents from 
all data sources together. From all the data sources the system retrieved and processed 29646 
files, from these only 13738 bibliographic works where ingested (many where repeated or not 
from our institution). From these 13738, 10839 resulted in public works and 2899 private works. 
The resulting distribution by work type can be seen in Figure 33. All articles where classified as 
the generic type “article” for simplicity. 

 
Figure 33 - Total distribution by type 

For the ten chosen authors, the results from Fenix and INESC data sources where almost 
perfect, having only one erroneous authorship suggestion and 410 correct automatic matches. 
There were no incorrect automatic matches. This was to be expected as the system was 
previously trained with authors from these sources. Nonetheless, it shows that the sotis 
framework can be a good solution for information integration from different dispersed 
publication systems inside an institution or research units related to it (like INESC is related to 
Instituto Súperior Técnico). This problem has also been reported by the DAEDALUS Project 
(Mackie, 2004) and was solved by building a perl script that allowed the import of RIS 
formatted files. This is a clear situation where the sotis framework can be very useful. 

The results from data ingested from ACM and Springer data sources were not as good, but still 
had a very positive result. In ACM we had a total of 43 correct automatic matches, 41 correct 
suggestions and only 4 incorrect matches. There were no incorrect automatic matches. From 
Springer we had a total of 68 correct automatic matches, 7 correct suggestions and 7 incorrect 
suggestions. 

Overall there were no incorrect automatic matches, which is one of the important results of our 
work. By not burdening the authors with incorrect system matches we can be more successful in 
conquering their support and convincing them to continuously use the repository. On the other 
hand, the consequences of possibly missing some bibliographic works is not as drastic, because in 
the authors point of view the alternative is to have to deposit himself all the information that is 
already automatically provided to him by our solution. 

In terms of run times, the processes where very slow. But these processes are supposed to run in 
the background and they don’t interfere with the day-to-day usage of the repository. The long 
running times are due mostly to the fact that we don’t load all the information to memory and 
there are very frequent accesses to the database, which considerably delay the execution.  

Although further testing of the framework is still needed, we believe to have shown how flexible 
it is and that it can accomplish its objective of finding, retrieving and matching bibliographic 
works of authors from an institutional repository community. 

 

Article (10626) 
Bsc Dissertation (163) 
Book (269) 
Book Part (378) 
Phd Dissertation (141) 
Master Dissertation (1802) 
Technical Report (155) 
Other (202) 
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7. Conclusions 

In this work, we have analyzed and described institutional repositories, their objectives, their 
benefits and implementation issues. We have come to the conclusion that institutional 
repositories can be implemented without drastically altering the current functioning model, 
serving as complements to the traditional scholarly communication system. 

Trough careful planning, taking in consideration the issues and decisions highlighted in this 
work, and using one of the many solutions available, we believe that an institution can create 
and deploy an IR without extensive technical development.  

Today however, the development of an IR system is, perhaps, the least challenging task. In the 
long run, for the IR to be successful and provide the promised benefits its continuous usage by 
the institution’s community must be secured. 

With the purpose of minimizing the effort required for the deposit of contents and securing the 
continuous usage of the institutional repository, we designed a framework and implemented an 
institutional repository prototype that takes advantage of already existing services and 
automatically, and proactively, gathers published work and stores its metadata and full-text 
content (when allowed) in the IR.  

For this to be possible we designed the framework to support dynamic and configurable 
ingestion channels by adding support for the creation of workflow processes. For the intended 
automatic matching of bibliographic works to their respective authors to be possible we also 
added support for the management of authors as entities and implemented flexible author 
matching processes. We also included in the framework an index component crucial for the 
search and retrieval of ingested contents.  

We have evaluated our framework by testing it against four different data sources and 
demonstrated it to be viable for the harvesting, conversion and ingestion of data from 
completely different data sources. We also demonstrated that although the core objective of this 
work wasn’t the implementation of an innovative name matching algorithm, the implemented 
matching process accomplishes good results having a low number of erroneous matches. 

Concluding, although further testing and addition of data sources is needed, we believe the sotis 
framework to be a viable solution to lower an institutional repository deposit effort and by doing 
so motivate the community to support the repository.  

7.1. Future Work 

Although the developed framework has produced good results and supports the outlined 
processes for automatic author matching, we consider it can be improved in several aspects. We 
list in this section the more relevant possible improvements. 

Schema validations 
Currently there is no schema validation at the ingestion stage, which might allow the ingestion 
of malformed data. Schema validations for the used xml representation should be developed. 

Provide REST web services 
Currently the framework services are available only through SOAP web-services. Due to their 
ease of use and wide spread adoption we believe supplying the framework services as REST-
services will be an useful feature. 
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Provide support for two word names 
Currently names with two words like “da Silva” are simplified by removing “da” word. Although 
this currently provides good results, we believe support for two word names is required and 
should be supported it in the near future. 

Index full text contents 
Currently our solution only indexes metadata fields for searching. A common practice in 
publishers online libraries and other institutional repositories is the indexation of full text 
contents of pdf and word documents. This would be another useful feature. 

Support for other common metadata schemas 
Although the objective of the sotis framework is not to natively support the ingestion of all 
available metadata formats we belive the adoption of other widely used formats can facilitate 
the adoption of the framework. These include: Support for two other widely used schemas will 
be included in the future the MODS87 and MARCXML88 schemas for example.   

Support for the language refinement in the UI 
Currently language refinements are not used in the implemented prototype. By using those the 
user interface components could provide information in the best available language. For 
example, for an installation using the Portuguese language, Portuguese metadata should be 
given priority when displaying information. 

Copyright management 
Copyright management in the sotis framework is still very basic. We believe further 
improvement is needed. Features required include the UI reacting based on the information 
retrieved from SHERPA ROMEO. The ROMEO service provides information, besides the 
description, that can be used to take decisions. For example the UI could warn the user about a 
publisher prohibition of deposit of a published copy of a bibliographic work. 

New data sources 
We have other data sources that we would like to test in the future. Mostly we did not include 
these in the evaluation because they provide a very large amount of data that we didn’t have 
the time or the resources to correctly analyze the results. This fact is also why they are so good 
candidates. These include: 

 CiteSeerX, using its OAI-PMH interface; 

 DBLP89 using the available xml file with all the publications90; 

 JOURNAL TOCs91 using rss feeds. 

Many other publishers’ digital libraries that could be included were found in our research. 
Retrieval however is almost always trough html scrapping.  

Provide integrated citation parsing 
In the investigation and realization of this work we have come across different sources of data 
that provide only information in a citation string, using APA, LNCS and other citation formats. 
In the future we would like to provide integration with the freecite project and develop 
integration methods to provide it with our training data.  

                                             
87 http://www.loc.gov/standards/mods/mods-overview.html 
88 http://www.loc.gov/standards/marcxml/ 
89 http://www.informatik.uni-trier.de/~ley/db/ 
90 http://dblp.uni-trier.de/xml/ 
91 http://www.journaltocs.hw.ac.uk/ 
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Appendix A – Examples 

1. Sotis core xml example 
<?xml version="1.0" encoding="UTF-8"?> 
<sc:root xmlns:sc="http://sotis.ist.utl.pt"> 
   <sc:title>Challenges on preserving scientific data with data grids</sc:title> 
   <sc:creator> 
      <sc:name>José Barateiro</sc:name> 
      <sc:affiliation> 
         <sc:name>LNEC</sc:name> 
      </sc:affiliation> 
   </sc:creator> 
   <sc:creator> 
      <sc:name>José Borbinha</sc:name> 
      <sc:affiliation> 
         <sc:name>INESC-ID</sc:name> 
      </sc:affiliation> 
   </sc:creator> 
   <sc:creator> 
      <sc:name>Gonçalo Antunes</sc:name> 
      <sc:affiliation> 
         <sc:name>INESC-ID</sc:name> 
      </sc:affiliation> 
   </sc:creator> 
   <sc:creator> 
      <sc:name>Filipe Freitas</sc:name> 
      <sc:affiliation> 
         <sc:name>INESC-ID</sc:name> 
      </sc:affiliation> 
   </sc:creator> 
   <sc:type>conferencePaper</sc:type> 
   <sc:relation qualifier="IsPartOf">Conference On Computing Frontiers</sc:relation> 
   <sc:relation qualifier="IsPartOf">Proceedings of the 1st ACM workshop on Data grids for 
eScience</sc:relation> 
   <sc:date qualifier="Issued">2009</sc:date> 
   <sc:description qualifier="abstract">The emerging context of e-Science imposes new scenarios and 
requirements for digital preservation. In particular, the data must be reliably stored, for which 
redundancy is a key strategy. But managing redundancy must take into account the potential failure of 
component. Considering that correlated failures can affect multiple components and potentially cause 
a complete loss of data, we propose an innovative solution to manage redundancy strategies in 
heterogeneous environments such as data grids. This solution comprises a simulator that can be used 
to evaluate redundancy strategies according to preservation requirements and supports the process to 
design the best architecture to be deployed, which can latter be used as an observer of the deployed 
system, supporting its monitoring and management.</sc:description> 
   <sc:publisher>ACM</sc:publisher> 
   <sc:identifier type="DOI">http://doi.acm.org/10.1145/1531786.1531790</sc:identifier> 
   <sc:subject>data grid</sc:subject> 
   <sc:subject>digital libraries</sc:subject> 
   <sc:subject>digital preservation</sc:subject> 
   <sc:subject>e-science</sc:subject> 
   <sc:subject>simulation</sc:subject> 
   <sc:relation 
qualifier="HasFormat">http://portal.acm.org/ft_gateway.cfm?id=1531790&amp;type=pdf&amp;coll=GUIDE&amp
;dl=ACM&amp;CFID=52863452&amp;CFTOKEN=86190280</sc:relation> 
</sc:root> 

Figure 34 - Sotis core metadata example
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Appending B – DB Model 
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Appendix C – Evaluation environment 

2. Sotis base xslt 
This file contains common templates/functions and variables used in the other transformation 
files. 
 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
  xmlns:sotis="http://sotis.ist.utl.pt" xmlns:oai_dc="http://www.openarchives.org/OAI/2.0/oai_dc/" 
  xmlns:dc="http://purl.org/dc/elements/1.1/" xmlns:sc="http://sotis.ist.utl.pt" 
  extension-element-prefixes="dc" version="2.0"> 
 
  <xsl:variable name="sc_prefix" select="'sc'" /> 
  <xsl:variable name="sc_title" select="'title'" /> 
  <xsl:variable name="sc_contributor" select="'contributor'" /> 
  <xsl:variable name="sc_creator" select="'creator'" /> 
  <xsl:variable name="sc_subject" select="'subject'" /> 
  <xsl:variable name="sc_description" select="'description'" /> 
  <xsl:variable name="sc_description_abstract" select="'abstract'" /> 
 
  <xsl:variable name="sc_identifier" select="'identifier'" /> 
 
  <xsl:variable name="sc_relation" select="'relation'" /> 
  <xsl:variable name="sc_relation_part_of" select="'IsPartOf'" /> 
  <xsl:variable name="sc_relation_has_format" select="'HasFormat'" /> 
  <xsl:variable name="sc_relation_has_part" select="'HasPart'" /> 
 
  <xsl:variable name="sc_date" select="'date'" /> 
  <xsl:variable name="sc_date_issued" select="'Issued'" /> 
 
  <xsl:variable name="sc_publisher" select="'publisher'" /> 
 
  <xsl:variable name="sc_format" select="'format'" /> 
  <xsl:variable name="sc_type" select="'type'" /> 
 
  <xsl:variable name="sc_rights" select="'rights'" /> 
 
  <xsl:variable name="sc_source" select="'source'" /> 
 
  <xsl:param name="uri_type" select="'dcterms:URI'" /> 
  <xsl:param name="doi_type" select="'DOI'" /> 
  <xsl:param name="imt_type" select="'dcterms:IMT'" /> 
 
  <xsl:param name="sotis:root-element" select="'sc:root'" /> 
 
  <xsl:param name="sotis:author-root-element" select="'sc:author'" /> 
 
  <xsl:function name="sotis:normalize-all"> 
    <xsl:param name="path" /> 
    <xsl:for-each select="$path"> 
      <xsl:value-of select="normalize-space(.)" /> 
    </xsl:for-each> 
  </xsl:function> 
 
  <xsl:template match="/" name="sotis:element-with-qualifier"> 
    <xsl:param name="element_name" /> 
    <xsl:param name="path" /> 
    <xsl:param name="qualifier" /> 
    <xsl:for-each select="$path"> 
      <xsl:element name="sc:{$element_name}"> 
        <xsl:attribute name="qualifier" select="$qualifier" /> 
        <xsl:value-of select="normalize-space(.)" /> 
      </xsl:element> 
    </xsl:for-each> 
  </xsl:template> 
 
  <xsl:template match="/" name="sotis:element"> 
    <xsl:param name="name" /> 
    <xsl:param name="path" /> 
    <xsl:param name="qualifier" /> 
    <xsl:param name="type" /> 
 
    <xsl:for-each select="$path"> 
      <xsl:element name="sc:{$name}"> 
 
        <xsl:if test="$qualifier"> 
          <xsl:attribute name="qualifier" select="$qualifier" /> 
        </xsl:if> 
        <xsl:if test="$type"> 



 67 

          <xsl:attribute name="type" select="$type" /> 
        </xsl:if> 
 
        <xsl:value-of select="normalize-space(.)" /> 
 
      </xsl:element> 
    </xsl:for-each> 
  </xsl:template> 
 
  <!-- 
    dc-element-list will do the same that the dc-element but will create a 
    dc element for every resulting node from evaluating select="path" 
  --> 
  <xsl:template match="/" name="sotis:element-list"> 
    <xsl:param name="element_name" /> 
    <xsl:param name="path" /> 
    <xsl:for-each select="$path"> 
      <xsl:element name="sc:{$element_name}"> 
        <xsl:value-of select="normalize-space(.)" /> 
      </xsl:element> 
    </xsl:for-each> 
  </xsl:template> 
</xsl:stylesheet> 

Figure 35 - Sotis base xslt file 

3. Fenix data source 
This section contains the xml definitions and respective screenshot from the two implemented 
ingestion processes. It also contains extractions of the xml files and the used xslt transformation 
files, to show how the files are structured and transformed. 

 
<process name="Fenix_ingest_authors" display_name="Ingest Authors from fenix"> 
  <task class_name="org.sotis.workflow.tasks.EscapeXMLFileTask"> 
    <variable name="Encoding" value="ISO-8859-1"/> 
    <variable name="XMLFile" value="authors/Fenix/authors.xml"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.XMLSplitTask"> 
    <variable name="SplitTags" value="author"/> 
    <variable name="XMLFile" value=""/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.ConvertXMLFilesTask"> 
    <variable name="ConvertXsdPath" value="xsd/Fenix_authors/convert.xsd"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.FilterTask"> 
    <variable name="Filter" value="1"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.IngestAuthorFilesTask"> 
    <variable name="IngestWithoutMainAffiliation" value="0"/> 
  </task> 
</process> 
 

Figure 36 - Fenix ingest authors process 
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<process name="Fenix_local_ingest" display_name="Ingest BibItems from Fenix 
export"> 
  <task class_name="org.sotis.workflow.tasks.EscapeXMLFileTask"> 
    <variable name="Encoding" value="ISO-8859-1"/> 
    <variable name="XMLFile" value="data/Fenix/pubs.xml"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.XMLSplitTask"> 
    <variable name="SplitTags" value="publication"/> 
    <variable name="XMLFile" value=""/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.ConvertXMLFilesTask"> 
    <variable name="ConvertXsdPath" value="xsd/Fenix/convert.xsd"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.FilterTask"> 
    <variable name="Filter" value="2"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.IngestSotisCoreFilesTask"> 
    <variable name="MatchingProcess" value=""/> 
    <variable name="Top Threshold" value="0.8"/> 
    <variable name="Bottom Threshold" value="0.5"/> 
  </task> 
</process> 
 

Figure 37 - Fenix local ingest process 

 

  
Figure 38 - Fenix ingest authors process screenshot 
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Figure 39 - Fenix local ingest process screenshot 

 
 
<publications> 
  … 
  <!-- repeated for every publication --> 
  <publication> 
    <metaData> 
        … 
      <!--repeated for every field --> 
      <filesetmetadata> 
        <!-- dublic core fields are used --> 
        <element>field name</element> 
        <qualifier>qualifier</qualifier> 
        <values> 
            <value0>Field value</value0> 
        </values> 
      </filesetmetadata> 
        … 
    </metaData> 
  </publication> 
  … 
<publications> 
 

Figure 40 - Fenix publications export 

 
<authors> 
   … 
  <author> 
    <name>Author name</name> 
    <istID>id</istID> 
    <email>email</email> 
    <workingDepartment>department</workingDepartment> 
    <researchUnits>unit</researchUnits> 
  </author> 
   … 
</authors> 
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Figure 41 - Fenix authors export 

 
<?xml version="1.0" encoding="ISO-8859-1"?> 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
  xmlns:sotis="http://sotis.ist.utl.pt" xmlns:sc="http://sotis.ist.utl.pt" 
  version="2.0"> 
 
  <xsl:import href="../sotis_base.xsd" /> 
 
  <xsl:output method="xml" indent="yes" /> 
 
  <xsl:template match="/publication" name="sotis:fenix-element-list"> 
    <xsl:param name="element_name" /> 
    <xsl:param name="match_name" /> 
    <xsl:param name="qualifier"/> 
    <xsl:for-each select="//filesetmetadata[element = $match_name]"> 
      <xsl:element name="sc:{$element_name}"> 
        <xsl:if test="$qualifier"> 
          <xsl:attribute name="qualifier"> 
            <xsl:value-of select="$qualifier" /> 
          </xsl:attribute> 
        </xsl:if> 
        <xsl:value-of select="values/value0/text()" /> 
      </xsl:element> 
    </xsl:for-each> 
  </xsl:template> 
 
  <xsl:template match="/"> 
    <xsl:element name="{$sotis:root-element}"> 
 
      <xsl:call-template name="sotis:fenix-element-list"> 
        <xsl:with-param name="element_name" select="'title'" /> 
        <xsl:with-param name="match_name" select="'title'" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:fenix-element-list"> 
        <xsl:with-param name="element_name" select="'contributor'" /> 
        <xsl:with-param name="match_name" select="'creator'" /> 
      </xsl:call-template> 
 
      <xsl:for-each 
        select="//filesetmetadata[element = 'contributor']/values/value0"> 
        <xsl:element name="sc:creator"> 
          <xsl:element name="sc:name"> 
            <xsl:value-of select="." /> 
          </xsl:element> 
        </xsl:element> 
      </xsl:for-each> 
 
      <xsl:call-template name="sotis:fenix-element-list"> 
        <xsl:with-param name="element_name" select="$sc_date" /> 
        <xsl:with-param name="qualifier" select="$sc_date_issued" /> 
        <xsl:with-param name="match_name" select="'date'" /> 
      </xsl:call-template> 
 
      <xsl:call-template name="sotis:fenix-element-list"> 
        <xsl:with-param name="element_name" select="'type'" /> 
        <xsl:with-param name="match_name" select="'type'" /> 
      </xsl:call-template> 
 
      <xsl:call-template name="sotis:fenix-element-list"> 
        <xsl:with-param name="element_name" select="'subject'" /> 
        <xsl:with-param name="match_name" select="'subject'" /> 
      </xsl:call-template> 
 
      <xsl:call-template name="sotis:fenix-element-list"> 
        <xsl:with-param name="element_name" select="$sc_description" /> 
        <xsl:with-param name="match_name" select="'description'" /> 
        <xsl:with-param name="qualifier" select="$sc_description_abstract" /> 
      </xsl:call-template> 
 
      <xsl:call-template name="sotis:fenix-element-list"> 
        <xsl:with-param name="element_name" select="'publisher'" /> 
        <xsl:with-param name="match_name" select="'publisher'" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:fenix-element-list"> 
        <xsl:with-param name="element_name" select="$sc_relation" /> 
        <xsl:with-param name="qualifier" select="$sc_relation_has_format" /> 
        <xsl:with-param name="match_name" select="'identifier'" /> 
      </xsl:call-template> 
 
    </xsl:element> 
  </xsl:template> 
</xsl:stylesheet> 
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Figure 42 - Xslt transformation file for the Fenix publications export 

4. INESC data source 
This section contains the xml definitions and respective screenshot from the two implemented 
ingestion processes. It also contains extractions of the xml files and the used xslt transformation 
files, to show how the files are structured and transformed. 

<process name="INESC_ingest_authors" display_name="Ingest Authors from INESC export"> 
  <task class_name="org.sotis.workflow.tasks.EscapeXMLFileTask"> 
    <variable name="Encoding" value="UTF-8"/> 
    <variable name="XMLFile" value="authors/INESC/authors.xml"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.XMLSplitTask"> 
    <variable name="SplitTags" value="row"/> 
    <variable name="XMLFile" value=""/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.ConvertXMLFilesTask"> 
    <variable name="ConvertXsdPath" value="xsd/INESC_authors/convert.xsd"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.FilterTask"> 
    <variable name="Filter" value="1"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.IngestAuthorFilesTask"> 
    <variable name="IngestWithoutMainAffiliation" value="1"/> 
  </task> 
</process> 

Figure 43 - INESC ingest authors process definition 

 
<process name="INESC_ingest" display_name="Ingest SotisCore files from INESC"> 
  <task class_name="org.sotis.workflow.tasks.EscapeXMLFileTask"> 
    <variable name="Encoding" value=""/> 
    <variable name="XMLFile" value="data/INESC/files/out.xml"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.XMLSplitTask"> 
    <variable name="SplitTags" value="elem"/> 
    <variable name="XMLFile" value=""/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.ConvertXMLFilesTask"> 
    <variable name="ConvertXsdPath" value="xsd/INESC/convert.xsd"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.FilterTask"> 
    <variable name="Filter" value="3"/> 
  </task> 
  <task class_name="org.sotis.workflow.tasks.IngestSotisCoreFilesTask"> 
    <variable name="MatchingProcess" value=""/> 
    <variable name="Top Threshold" value="0.8"/> 
    <variable name="Bottom Threshold" value="0.5"/> 
  </task> 
</process> 

Figure 44 - INESC ingest process definition 
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Figure 45 - INESC ingest authors process screenshot 

 

 
Figure 46 - INESC ingest process screenshot 
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<root> 
  … 
<elem> 
  <title>Title</title> 
  <date>Date</date> 
  <type>International journal</type> 
  <author>Author</author> 
  <author>Author2</author> 
  <journal>journal</journal> 
  <pages>pages</pages> 
  <publisher>publisher</publisher> 
  <number>number</number> 
  <doi>doi</doi> 
  <article_link>link</article_link> 
</elem> 
  … 
</root> 

Figure 47 - INESC publications export 

 
<resultset> 
  ... 
  <row> 
    <field name="nome">name</field> 
    <field name="numero">id</field> 
    <field name="email">email</field> 
    <field name="numeroIST">istId</field> 
    <field name="researcherId">researcherid</field> 
  </row> 
  ... 
</resultset> 

Figure 48 - INESC researchers’ export 
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<?xml version="1.0" encoding="ISO-8859-1"?> 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
  xmlns:sotis="http://sotis.ist.utl.pt" xmlns:sc="http://sotis.ist.utl.pt" 
  version="2.0"> 
 
  <xsl:import href="../sotis_base.xsd" /> 
 
  <xsl:output method="xml" indent="yes" /> 
 
  <xsl:template match="/"> 
    <xsl:element name="{$sotis:root-element}"> 
 
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_title" /> 
        <xsl:with-param name="path" 
          select="//title" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_type" /> 
        <xsl:with-param name="path" 
          select="//type" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_publisher" /> 
        <xsl:with-param name="path" 
          select="//publisher" /> 
      </xsl:call-template> 
       
      <xsl:for-each 
        select="//author"> 
        <xsl:element name="sc:creator"> 
          <xsl:element name="sc:name"> 
            <xsl:value-of select="." /> 
          </xsl:element> 
        </xsl:element> 
      </xsl:for-each> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_contributor" /> 
        <xsl:with-param name="path" 
          select="//contributor" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_date" /> 
        <xsl:with-param name="path" 
          select="//date" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_identifier" />         
        <xsl:with-param name="path" 
          select="//doi" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_relation" />     
        <xsl:with-param name="qualifier" select="$sc_relation_part_of" />         
        <xsl:with-param name="path" 
          select="//journal" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_relation" />     
        <xsl:with-param name="qualifier" select="$sc_relation_part_of" />         
        <xsl:with-param name="path" 
          select="//conference" /> 
      </xsl:call-template> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_relation" />     
        <xsl:with-param name="qualifier" select="$sc_relation_part_of" />         
        <xsl:with-param name="path" 
          select="//series" /> 
      </xsl:call-template> 
    </xsl:element> 
  </xsl:template> 
</xsl:stylesheet> 

Figure 49 - Xslt transformation file for the INESC export 
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5. ACM data source 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
  xmlns:h="http://www.w3.org/1999/xhtml" xmlns:sotis="http://sotis.ist.utl.pt" 
  xmlns:sc="http://sotis.ist.utl.pt" version="2.0"> 
 
  <xsl:import href="../sotis_base.xsd" /> 
 
  <xsl:output method="xml" indent="yes" /> 
 
  <xsl:param name="base_url" select="''" /> 
  <xsl:param name="url_identifier" select="''" /> 
 
  <xsl:template match="/" xpath-default-namespace="http://www.w3.org/1999/xhtml"> 
    <xsl:element name="{$sotis:root-element}"> 
 
      <!-- dc:title --> 
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_title" /> 
        <xsl:with-param name="path" 
          select="//html/body/div/table/tr[3]/td/table/tr[1]/td/strong" /> 
      </xsl:call-template> 
 
      <xsl:for-each 
        select="//html/body/div/table/tr[3]/td/table/tr[5]/td[2]/div/table/tr/td/a"> 
        <xsl:element name="sc:creator"> 
          <xsl:element name="sc:name"> 
            <xsl:value-of select="." /> 
          </xsl:element> 
          <xsl:element name="sc:affiliation"> 
            <xsl:element name="sc:name"> 
              <xsl:value-of 
                select="normalize-space(substring-before(../../td[2],','))" /> 
            </xsl:element> 
          </xsl:element> 
        </xsl:element> 
      </xsl:for-each> 
       
      <!-- sc:type --> 
      <xsl:choose> 
          <xsl:when 
test="contains(//html/body/div/table/tr[3]/td/table/tr[4]/td[2]/span[@class='mediumb-
text'][1],'Conference')"> 
          <xsl:call-template name="sotis:element"> 
            <xsl:with-param name="name" select="$sc_type" /> 
            <xsl:with-param name="path" select="'conferencePaper'" /> 
          </xsl:call-template> 
        </xsl:when> 
        <xsl:otherwise> 
          <xsl:call-template name="sotis:element"> 
            <xsl:with-param name="name" select="$sc_type" /> 
            <xsl:with-param name="path" select="'article'" /> 
          </xsl:call-template> 
        </xsl:otherwise> 
      </xsl:choose> 
       
 
      <!-- dc:relation' --> 
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_relation" /> 
        <xsl:with-param name="qualifier" select="$sc_relation_part_of" /> 
        <xsl:with-param name="path" 
          select="//html/body/div/table/tr[3]/td/table/tr[4]/td[2]/span[@class='mediumb-
text'][1]" /> 
      </xsl:call-template> 
 
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_relation" /> 
        <xsl:with-param name="qualifier" select="$sc_relation_part_of" /> 
        <xsl:with-param name="path" 
          select="//html/body/div/table/tr[3]/td/table/tr[4]/td[2]/span[@class='mediumb-
text'][last()]" /> 
      </xsl:call-template> 
 
      <!-- pages, year and ISBN --> 
      <xsl:for-each select="//html/body/div/table/tr[3]/td/table/tr[4]/td[2]/div"> 
        <xsl:choose> 
          <xsl:when test="contains(., 'Pages')"> 
            <xsl:element name="sc:pages"> 
              <xsl:value-of select="normalize-space(substring-after(.,':'))" /> 
            </xsl:element> 
          </xsl:when> 
          <xsl:when test="contains(., 'Year of Publication')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_date" /> 
              <xsl:with-param name="qualifier" select="$sc_date_issued" /> 
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              <xsl:with-param name="path" 
                select="normalize-space(substring-after(.,':'))" /> 
            </xsl:call-template> 
          </xsl:when> 
          <!-- xsl:when test="contains(., 'ISBN')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_relation" /> 
              <xsl:with-param name="qualifier" select="$sc_relation_part_of" /> 
              <xsl:with-param name="type" select="'ISNB'" /> 
              <xsl:with-param name="path" 
                select="normalize-space(substring-after(.,':'))" /> 
            </xsl:call-template> 
          </xsl:when--> 
        </xsl:choose> 
      </xsl:for-each> 
 
      <!-- dc:description --> 
      <xsl:call-template name="sotis:element-with-qualifier"> 
        <xsl:with-param name="element_name" select="$sc_description" /> 
        <xsl:with-param name="qualifier" select="$sc_description_abstract" /> 
        <xsl:with-param name="path" 
          select="//html/body/div/table/tr[4]/td/div[2]/p" /> 
      </xsl:call-template> 
 
      <!-- dc:publisher --> 
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_publisher" /> 
        <xsl:with-param name="path" 
          select="(//html/body/div/table/tr[3]/td/table//div[@class='publishers'])[1]/a" /> 
      </xsl:call-template> 
 
      <!-- dc:identifier' --> 
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_identifier" /> 
        <xsl:with-param name="type" select="'DOI'" /> 
        <xsl:with-param name="path" 
          select="//html/body/div/table/tr[4]/td/table/tr[6]/form/td/table/tr[3]/td[2]/a" 
/> 
      </xsl:call-template> 
       
      <xsl:for-each select="//p[@class='Categories']/a"> 
        <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_subject" /> 
        <xsl:with-param name="type" select="'ACM:CCS'" /> 
        <xsl:with-param name="path" 
          select="." /> 
        </xsl:call-template> 
      </xsl:for-each> 
       
      <xsl:for-each select="//p[@class='keywords']/a"> 
        <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_subject" /> 
        <xsl:with-param name="path" 
          select="." /> 
        </xsl:call-template> 
      </xsl:for-each> 
       
       
 
      <!-- fulltext file link --> 
       
      <xsl:variable name="url"> 
          <xsl:value-of select="$base_url" /><xsl:value-of 
select="//a[@name='FullText']/@href" /> 
      </xsl:variable> 
       
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_relation" /> 
        <xsl:with-param name="qualifier" select="$sc_relation_has_format" /> 
        <xsl:with-param name="path" 
          select="$url" /> 
      </xsl:call-template> 
       
      <xsl:if test="$url_identifier!=''"> 
        <xsl:call-template name="sotis:element"> 
          <xsl:with-param name="name" select="$sc_identifier" /> 
          <xsl:with-param name="path" select="$url_identifier" /> 
          <xsl:with-param name="type" select="$uri_type" /> 
        </xsl:call-template> 
      </xsl:if> 
 
    </xsl:element> 
  </xsl:template> 
</xsl:stylesheet> 

Figure 50 - ACM xlst transformation file for converting html pages to sotis core 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
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  xmlns:h="http://www.w3.org/1999/xhtml" 
  version="2.0"> 
 
<xsl:output method="text" />  
<xsl:param name="base-url"/> 
 
<xsl:template match="/" xpath-default-namespace="http://www.w3.org/1999/xhtml"> 
  <xsl:for-each select="(//a[normalize-space(.)='next'])[1]"> 
    <xsl:value-of select="$base-url"/><xsl:value-of select="@href" /> 
  </xsl:for-each> 
</xsl:template> 
</xsl:stylesheet> 

Figure 51 - ACM xslt transformation file for extracting bibliographic works links 

 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
  xmlns:h="http://www.w3.org/1999/xhtml" 
  version="2.0"> 
 
<xsl:output method="text" />  
<xsl:param name="base-url"/> 
 
<xsl:template match="/" xpath-default-namespace="http://www.w3.org/1999/xhtml"> 
  <xsl:for-each select="//a"> 
    <xsl:if test="@class='medium-text' and contains(@href,'citation')"> 
      <xsl:value-of select="$base-url" /><xsl:value-of select="@href" /> 
      <xsl:text>&#xa;</xsl:text> 
    </xsl:if> 
  </xsl:for-each> 
</xsl:template> 
</xsl:stylesheet> 

Figure 52 - ACM xslt transformation file for extracting next page links 

6. Springerlink data source 
<?xml version="1.0" encoding="UTF-8" ?> 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
  xmlns:h="http://www.w3.org/1999/xhtml" xmlns:sotis="http://sotis.ist.utl.pt" 
  xmlns:sc="http://sotis.ist.utl.pt" version="2.0"> 
 
  <xsl:import href="../sotis_base.xsd" /> 
 
  <xsl:output method="xml" indent="yes" /> 
 
  <xsl:param name="base_url" select="''" /> 
  <xsl:param name="url_identifier" select="''" /> 
 
  <xsl:variable name="name" select="''" /> 
 
  <xsl:template match="/" xpath-default-namespace="http://www.w3.org/1999/xhtml"> 
    <xsl:element name="{$sotis:root-element}"> 
      <!-- dc:title --> 
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_title" /> 
        <xsl:with-param name="path" select="//td/h2" /> 
      </xsl:call-template> 
 
      <xsl:call-template name="sotis:element"> 
        <xsl:with-param name="name" select="$sc_description" /> 
        <xsl:with-param name="path" select="//div[@class='Abstract']" /> 
        <xsl:with-param name="qualifier" select="$sc_description_abstract" /> 
      </xsl:call-template> 
 
      <xsl:variable name="contactNode" 
        select="//table[@class='Contact']/tbody/tr/td[2]" /> 
 
      <xsl:choose> 
        <xsl:when test="contains(//p[@class='AuthorGroup'],' and ')"> 
          <xsl:for-each 
            select="tokenize(substring-before(//p[@class='AuthorGroup'],' and '),',')"> 
            <xsl:element name="sc:creator"> 
 
              <xsl:variable name="name" select="replace(.,'(\d+)','')" /> 
 
              <xsl:element name="sc:name"> 
                <xsl:value-of select="$name" /> 
              </xsl:element> 
 
              <xsl:for-each select="$contactNode"> 
 
                <xsl:variable name="matching_name"> 
                  <xsl:value-of select="normalize-space(./strong[1])" /><xsl:value-of 
select="normalize-space(./strong[2])" /> 
                </xsl:variable> 
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                <xsl:if test="contains($name,$matching_name)"> 
                  <xsl:element name="sc:email"> 
                    <xsl:value-of select="substring-after(.,':')" /> 
                  </xsl:element> 
                </xsl:if> 
              </xsl:for-each> 
 
            </xsl:element> 
          </xsl:for-each> 
 
          <xsl:element name="sc:creator"> 
            <xsl:variable name="name" 
              select="replace(substring-after(//p[@class='AuthorGroup'],' and 
'),'(\d+)','')" /> 
            <xsl:element name="sc:name"> 
              <xsl:value-of select="$name" /> 
            </xsl:element> 
            <xsl:for-each select="$contactNode"> 
              <xsl:variable name="matching_name"> 
                <xsl:value-of select="./strong[1]" /> 
                <xsl:value-of select="./strong[2]" /> 
              </xsl:variable> 
 
              <xsl:if test="contains($name,$matching_name)"> 
                <xsl:element name="sc:email"> 
                  <xsl:value-of select="substring-after(.,':')" /> 
                </xsl:element> 
              </xsl:if> 
            </xsl:for-each> 
          </xsl:element> 
        </xsl:when> 
        <xsl:when test="not(contains(//p[@class='AuthorGroup'],' and '))"> 
          <xsl:element name="sc:creator"> 
            <xsl:variable name="name" 
              select="replace(//p[@class='AuthorGroup'],'(\d+)','')" /> 
 
            <xsl:element name="sc:name"> 
              <xsl:value-of select="$name" /> 
            </xsl:element> 
            <xsl:for-each select="$contactNode"> 
              <xsl:variable name="matching_name"> 
                <xsl:value-of select="./strong[1]" /> 
                <xsl:value-of select="./strong[2]" /> 
              </xsl:variable> 
 
              <xsl:if test="contains($name,$matching_name)"> 
                <xsl:element name="sc:email"> 
                  <xsl:value-of select="substring-after(.,':')" /> 
                </xsl:element> 
              </xsl:if> 
            </xsl:for-each> 
 
          </xsl:element> 
        </xsl:when> 
      </xsl:choose> 
 
      <xsl:for-each 
        
select="//html/body/form/table/tr/td[2]/table/tr/td/div[2]/table/tr/td[2]/table/tr"> 
        <xsl:choose> 
          <xsl:when test="./td[1][text()='Book']"> 
            <xsl:element name="sc:relation"> 
              <xsl:attribute name="qualifier"> 
                <xsl:value-of select="'IsPartOf'" /> 
              </xsl:attribute> 
              <xsl:value-of select="./td[2]" /> 
            </xsl:element> 
            <xsl:element name="sc:type"> 
              <xsl:value-of select="'conferencePaper'" /> 
            </xsl:element> 
          </xsl:when> 
          <xsl:when test="contains(./td[1],'Journal')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_relation" /> 
              <xsl:with-param name="qualifier" select="$sc_relation_part_of" /> 
              <xsl:with-param name="path" select="./td[2]" /> 
            </xsl:call-template> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_type" /> 
              <xsl:with-param name="path" select="'article'" /> 
            </xsl:call-template> 
          </xsl:when> 
          <xsl:when test="contains(./td[1],'Book Series')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_relation" /> 
              <xsl:with-param name="qualifier" select="$sc_relation_part_of" /> 
              <xsl:with-param name="path" select="./td[2]" /> 
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            </xsl:call-template> 
          </xsl:when> 
          <xsl:when test="contains(./td[1],'Publisher')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_publisher" /> 
              <xsl:with-param name="path" select="./td[2]" /> 
            </xsl:call-template> 
          </xsl:when> 
          <xsl:when test="contains(./td[1],'Copyright')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_rights" /> 
              <xsl:with-param name="path" select="./td[2]" /> 
            </xsl:call-template> 
 
          </xsl:when> 
          <xsl:when test="contains(./td[1],'Pages')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_source" /> 
              <xsl:with-param name="path" select="./td[2]" /> 
            </xsl:call-template> 
          </xsl:when> 
          <xsl:when test="contains(./td[1],'SpringerLink Date')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_date" /> 
              <xsl:with-param name="qualifier" select="$sc_date_issued" /> 
              <xsl:with-param name="path" select="./td[2]" /> 
            </xsl:call-template> 
          </xsl:when> 
          <xsl:when test="contains(./td[1],'Subject Collection')"> 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_subject" /> 
              <xsl:with-param name="path" select="./td[2]" /> 
            </xsl:call-template> 
          </xsl:when> 
        </xsl:choose> 
      </xsl:for-each> 
 
      <xsl:variable name="dois" 
        
select="//html/body/form/table/tr/td[2]/table/tr/td/div[2]/table/tr/td[2]/table/tr[contain
s(td[1],'DOI')]" /> 
      <xsl:if test="count($dois) > 1"> 
        <xsl:call-template name="sotis:element"> 
          <xsl:with-param name="name" select="$sc_relation" /> 
          <xsl:with-param name="qualifier" select="$sc_relation_part_of" /> 
          <xsl:with-param name="path" select="$dois[1]/td[2]" /> 
          <xsl:with-param name="type" select="$doi_type" /> 
        </xsl:call-template> 
        <xsl:call-template name="sotis:element"> 
          <xsl:with-param name="name" select="$sc_identifier" /> 
          <xsl:with-param name="type" select="$doi_type" /> 
          <xsl:with-param name="path" select="$dois[last()]/td[2]" /> 
        </xsl:call-template> 
      </xsl:if> 
      <xsl:if test="count($dois) = 1"> 
        <xsl:call-template name="sotis:element"> 
          <xsl:with-param name="name" select="$sc_identifier" /> 
          <xsl:with-param name="path" select="$dois[1]/td[2]" /> 
          <xsl:with-param name="type" select="$doi_type" /> 
        </xsl:call-template> 
      </xsl:if> 
 
      <xsl:if test="count(//p[@class='Keyword']) = 1"> 
      <xsl:for-each 
        select="tokenize(substring-after(//p[@class='Keyword'],'Keywords'),'&#160;-
&#160;')"> 
        <xsl:element name="sc:subject"> 
          <xsl:value-of select="normalize-space(.)" /> 
        </xsl:element> 
      </xsl:for-each> 
      </xsl:if> 
 
      <xsl:for-each select="//div[@class='mainPageContentHeading']/div/a"> 
        <xsl:choose> 
          <xsl:when test="contains(.,'PDF')"> 
            <xsl:element name="sc:relation"> 
              <xsl:attribute name="qualifier"> 
              <xsl:value-of select="'HasFormat'" /> 
            </xsl:attribute> 
              <xsl:value-of select="$base_url" /> 
              <xsl:value-of select="@href" /> 
            </xsl:element> 
 
            <xsl:call-template name="sotis:element"> 
              <xsl:with-param name="name" select="$sc_format" /> 
              <xsl:with-param name="path" select="'application/pdf'" /> 
              <xsl:with-param name="type" select="$imt_type" /> 
            </xsl:call-template> 
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          </xsl:when> 
          <xsl:when test="contains(.,'Free')"> 
            <xsl:element name="sc:relation"> 
              <xsl:attribute name="qualifier"> 
              <xsl:value-of select="'HasPart'" /> 
            </xsl:attribute> 
              <xsl:value-of select="$base_url" /> 
              <xsl:value-of select="@href" /> 
            </xsl:element> 
          </xsl:when> 
        </xsl:choose> 
      </xsl:for-each> 
       
      <xsl:if test="$url_identifier!=''"> 
        <xsl:call-template name="sotis:element"> 
          <xsl:with-param name="name" select="$sc_identifier" /> 
          <xsl:with-param name="path" select="$url_identifier" /> 
          <xsl:with-param name="type" select="$uri_type" /> 
        </xsl:call-template> 
      </xsl:if> 
 
    </xsl:element> 
 
  </xsl:template> 
</xsl:stylesheet> 

Figure 53 - Springer xlst transformation file for converting html pages to sotis core 

 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
  xmlns:h="http://www.w3.org/1999/xhtml" 
  version="2.0"> 
 
<xsl:output method="text" />  
<xsl:param name="base-url"/> 
 
<xsl:template match="/" xpath-default-namespace="http://www.w3.org/1999/xhtml"> 
  <xsl:for-each select="(//a[normalize-space(.)='Next'])[1]"> 
    <xsl:value-of select="$base-url"/><xsl:value-of select="@href" /> 
  </xsl:for-each> 
</xsl:template> 
</xsl:stylesheet> 

Figure 54 - Springer xslt transformation file for extracting bibliographic works links 

 
<xsl:stylesheet xmlns:xsl="http://www.w3.org/1999/XSL/Transform" 
  xmlns:h="http://www.w3.org/1999/xhtml" version="2.0"> 
 
  <xsl:output method="text" /> 
  <xsl:param name="base-url" /> 
 
  <xsl:template match="/" xpath-default-namespace="http://www.w3.org/1999/xhtml"> 
    <xsl:for-each select="//div[@class='listItemName']/a"> 
      <xsl:value-of select="$base-url" /><xsl:value-of select="@href" /> 
      <xsl:text>&#xa;</xsl:text> 
    </xsl:for-each> 
  </xsl:template> 
</xsl:stylesheet> 

Figure 55 - Springer xslt transformation file for extracting next page links 

 


