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ABSTRACT 
In this paper, we present a system for medical data 

visualization and segmentation. In our approach, we offer 

various tools to the user that improves his experience giving 

more control over the process of segmentation and 

visualization. The user can sketch a freely region of interest 

directly over the scene and parts of the volume that are 

outside are cut out in real time. We use the GPU 

programming to provide interaction at interactive rates. The 

segmentation is implemented with the seeded region 

growing algorithm with some improvements, the user place 

the seed in a 3D environment and have full control over the 

process. The user can pause, rewind, stop or play the 

segmentation process at any time.  

General Terms 
Algorithms, Management, Performance, Design 

Keywords 
Medical visualization, Interactive Volume Segmentation, Region 

Growing, GPU Programming. 

1. INTRODUCTION 
The technology of medical data scanning is producing 

large amounts of sampled data, the data comes from many 

medical exams that are usual in our days: Computer 

Tomography (CT), Magnetic Resonance Imaging (MRI), 

Positron Emission Tomography (PET) and Ultra Sound. 

The output data consist of several images that represent a 

thin, cross-sectional slice of the object studied. The images 

can be taken sequentially by a single axis of rotation (CT, 

MRI and PET) or in random orientation (Ultra Sound). 

Depending on the scanning method, each image is 

composed by a set of scalars values producing grey-scale 

images or a set of vectors that produce colour images 

(exclusively PET data). 

The data can be viewed slice by slice or it can be 

processed with some visualization algorithm and viewed in 

3D. There are two main approaches in the visualization 

process: surface extraction and direct render. In the Surface 

Extraction, a set of polygons are extracted from iso-surfaces 

that are in the data volume, the output is processed directly 

by the Graphic hardware as a normal polygon object. An 

isosurface it is a surface that represents points of a constant 

value within a volume of space. The surface fidelity is 

compromised every time the data has noise, the methods 

that extract the surface leave lots of artefacts (false 

surfaces). In the other side, direct render methods work 

directly with the data volume, this approach compensates 

the data noise. 

The visualization task requires the execution of some 

stages so it can transform the bi-dimensional data into 

three-dimensional representations: Classification, 

Illumination and Projection [1]. In the classification stage is 

identified the material properties that will be applied to 

different tissues, the properties can be: the colour, opacity 

or light reflection. In this stage are introduced transfer-

functions that know which material is applied to each 

volume element. In the illumination stage, the colour of 

every element is determined based in the light properties. 

Finally, the projection stage determines how each element 

will contribute to the final image. There are many 

approaches in the visualization process: splatting (throw 

each voxel to visualization plane), ray-casting (a virtual ray 

is traced from the plane visualization and the intercepted 

voxels are pondered) and finally frequency domain volume 

rendering. 

It is very important to apply some filters as a pre-

operation stage and estimate the normal vector for each 

element of the volume before the visualization process 

begins. Many filters can give more sharpness to the image, 

like adaptive histogram equalization [2], or attenuate the 

noise. Even thought, every time that is applied a filter some 

information is lost. 

The visualization is not the unique task that can be 

preformed to the data, there is also the segmentation. 

Segmentation is the process of partitioning the data volume 

into non-intersecting regions such that each region is 

homogeneous with respect to some pre-defined similarity 

criterion. There are many methods discussed: tresholding, 

deformable models, region growing. The methods can be 

applied in two different ways, or they are first applied to a 

2D slice and then propagated to the entire volume 



(deformable models), or they are propagated right from the 

beginning (region growing). Methods propagated by 2D 

slices have the bifurcation problem, where is difficult to 

find the continuity of the object in case of a bifurcation.  

Many algorithms of segmentation and visualization 

have been proposed and discussed since the end of the last 

century. There are many good algorithms but the efficiency 

is limited to the CPU velocity, their implementation at 

interactive rates is impossible. However, in the last years, 

the graphic hardware have suffered great developments and 

introduced the Graphic Programming Unit (GPU). The 

GPU have a great computation power superior to the CPU 

with many processors that work in parallel.  

The GPU can be programmed and process data in two 

stages of the graphic pipeline: the vertex transformation and 

fragment colouring. The programs have access to the data 

that is processed in that stage and must override the output 

data so it can be processed in the next stages. The image is 

the only output data returned to the CPU and this is a great 

limitation, although there is a great effort to adapt 

algorithms to execute in the parallel processing 

environment of the GPU. In recent years the principle 

graphic hardware manufacturers have developed low level 

API’s that allow more flexibility in the data flow (CUDA 

and CTM). The GPU computation allows the 

implementation of many algorithms at interactive rates.  

Besides the presented processes, there is also the 

problem of finding a natural way of interaction. This issue 

has challenged many researchers and many solutions have 

been proposed in the last years. For instance, [3] propose a 

novel sketch based interaction that segments the data with 

an input contour similar to the object of interest in 3D. It is 

crucial to involve the user in the process of segmentation, 

because in this kind of applications, the user experience is 

crucial for successful tasks.   

2. Pre-Operations and Data Management 
The data processed in the visualization stage is in fact 

millions of points that have an intensity value. It is 

important to do some pre-operations to the data, like 

equalization and the estimation of the normal vector so the 

final image can be visualized with illumination.  We do a 

basic equalization to the data before doing any calculation.  

The equalization task identifies the minimum and 

maximum values and the data is then normalized. The 

normalization is just an internal commodity, but during the 

process it is possible do discard some values that are 

useless, because we may do not want to visualize all the 

data in the scene, empty spaces can be memory waste. The 

discard of particles is not mandatory, but it will bring better 

definition to the visualization process, the reason why is 

explained in the next paragraph.  

We do a histogram interaction as a classification stage, 

where we choose which particles should be in the scene 

based on the interval of intensities. The user selects the 

interval with mouse interaction over the graphical 

representation of the histogram. The histogram interaction 

allows the user to select different tissues in the scene, for 

instance the bone structure have greater intensity than fat 

tissue. The intensities of the data can have a range of 

65,536 values, this range is too much so it can be in 

graphical histogram. We normalize the data to the same 

dimension of the graphical histogram, we loose some 

information but this only happens in the visualization 

process. As explained above, if we discard some particles 

as a pre-operation stage we are reducing the information 

lost.  

The normal estimation is the next stage of the pre-

operations, [4] proposed a method to estimate the normal 

vector based in the gradient. The formula is simple: 
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The function ),,( kji zyxf  is the intensity value of 

the voxel in the position ),,( kji zyx . The next figure 

shows the representation of the normal vectors. The vectors 

are represented as lines that are red in the base and yellow 

in the end of the direction.   

 

Figure 1 – Normal Vectors Visualization  

 

The pre-processing operations only process the 

visualization data, the next step is to save the data in 

memory. The graphic hardware offers a very attractive 



extension that allows the vertex array data to be stored in 

high-performance graphics memory, the vertex buffer 

objects (VBO). The VBO is the perfect extension for point 

based applications, in our application, for instance it allows 

the user to see in real time the particles that are selected in 

the histogram. Using the VBO the data is saved in the 

graphical unit side and so it only travels once from the CPU 

to the GPU saving many draw instruction calls. 

Summarizing, the data that is processed in the visualization 

stage is transferred to the graphical memory while the data 

that is used in segmentation stays in the RAM memory of 

the CPU.  

3. Visualization  
In the visualization stage, we have implemented two 

methods with different results. Besides the great draw 

velocity offered by the VBO, there is another extension that 

is important, the GL_POINT_SPRITE_ARB extension. 

Applications with particles system used the GL_QUADS 

primitive so each particle can be rendered with a texture, 

the texture have the particle aspect. This implies that four 

vertex coordinates must be transferred to the GPU for each 

particle. With the GL_POINT_STRIPE the GPU can 

interpolate the texture coordinates with only one vertex 

coordinate. The texture orientation is always parallel to the 

visualization plane and this is a great advantage.  

The methods we have implemented are: X-Ray 

visualization, the image has the same aspect as an X-Ray 

but in 3D allowing to see interior objects, and Phong 

visualization that is completely opaque and with local 

illumination computation. The methods are described in the 

next sections.  

3.1 X-Ray Visualization 
In this visualization method, we begun with the energy 

model of [5] where dictates how each particle contributes to 

the final image. This model can be approximated to the 

graphic pipeline by the following blending formula: 

)()()( xIxIxI fnewnewf += α  

Where )(xI f  is the light intensity in the position x of 

the frame buffer, and )(),( xIx newnewα  are the new 

opacity and intensity of the incoming fragment. We use We 

use glBlendFunc(GL_SRC_ALPHA,GL_ONE) to perform 

the accumulation. The aspect of the final image is presented 

in figure 2. 

 

 

Figure 2 – Final aspect of the X-Ray Visualization Method 

 

3.2 Phong Visualization 
We use the Phong Lighting model to visualize the 

particles completely opaque to give a depth impression to 

the user. This model do not have physicals fundaments, but 

it presents realistic results. We have implemented the model 

in the GPU shaders by approximating the formula of the 

model to the GPU data flow: 

n
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where: 

Ka – ambient reflection 

Kd – Diffuse reflection,  

Ke – Emissive component 

Ks – specular reflectio 

L – The vector from the object surface to the light 

source. 

N – Surface Normal vector  

R – Reflected ray vector 

V – Visualiztion Vector 

 

The computation in GPU offers render velocity  at 

interactive rates (~10 ffps), if it was implemented in CPU it 

should take large minutes to display only an image. The 

way we propose to implement in GPU is very simple, and 

the most of the computation it is done in the fragment 

shader. 

 

Figure 3 – Application of the Phong model lightning.  



 

4. Particle Selection 
We propose another classification stage based location 

of the particles in the screen, the user can decide which 

particles should be in the scene with a sketch-based volume 

cutting. In this process, the user draw a sketch over the 

screen and the application in real time filters which 

particles are inside or outside the contour, the inner 

particles are selected while the outside particles are 

discarded from the scene. This interaction is done only with 

mouse input. 

This is a very expensive computation because we must 

project each particle into the visualization plane and test if 

it is inside of the region of interest (ROI). If we have a 

scene with 7,143,424 particles, there are also the same 

number of projections to be filtered. Despite the 

computational complexity, we adapt this process to run in 

the GPU with great velocities. This approach has several 

benefits: the user is able to navigate and place the 

segmentation seed more easily, the data volume is better 

understood and finally it is very intuitive. 

Figure 4 shows the principle steps in this selection task, 

in the first step, the user specifies a ROI by a closed free-

form sketch on the screen. The sketched area is filled with a 

flood fill algorithm and the result is saved first in the stencil 

buffer and then in a binary texture in the GPU. The 

sketched area is extruded along the view direction and 

pierces into the entire volume, the particles that are inside 

the sketch are drawn with a customized colour in a specific 

location, this way allow us to “remember” later which 

particles were selected. In the third image, there is the 

output of this process. The output is then treated in CPU 

and the non-selected particles are discarded from the scene 

(fourth image).  

 

Figure 4 – The Sketch-based Volume Cutting Process 

 

The principal computation in GPU is the particle 

mapping process, that maps each particle into a specific 

location with a certain colour. The colour of each pixel of 

the output image tells us which particles were selected. The 

process was first proposed by [6]  and the figure 6 resumes 

the principle steps and the data flow.  

 

Figure 5 – the sketch system in GPU 

 

In the first step, the vertex buffer contains all particles 

of the dataset, this buffer is populated just once during the 

interaction. The vertex buffer prevents unnecessary traffic 

of particles travelling across the system bus for every 

processing cycle. The texture coordinate buffer (2) stores a 

2D array of screen coordinates (0, 0), (0, 1), ..., (s, t), ..., 

(height - 1, width - 1). The height and width values have the 

same dimension as the screen, this coordinates will be 

useful in the vertex shader.  

The vertex shader (3) maps each particle to a specific 

location using the texture coordinate buffer. Each particle 

has a different texture coordinate associated, but as we will 

see, they will be repeated times to times. By multiplying the 

texture coordinate with the projection matrix and associate 

the result to the fragment position, we are re-directing the 

particle to a new location. We also preserve in a variable 

the correct projection coordinate of the particle in the 

screen, this coordinate will be useful in the fragment shader.  

In the fragment shader (4) is where the particles are 

accepted or rejected. We look-up the bi-dimensional texture 

mask that is in memory (5), this mask has the initial filled 

contour. In the previous shader, we create a variable with 

the true screen coordinate of the particle, this coordinate is 

useful to maintain the coordinate of the texture mask where 

it should do the look-up. If the texture look-up results a 

value of 1, then the particle processed by the current 

fragment program is inside the sketched region; otherwise, 

it is outside. The next step is to draw the correct colour in 

the frame buffer, in case the particle is outside, the fragment 

shader gives discards the fragment and nothing is drawn in 

the frame buffer. In case the particle is inside there is 

assigned a certain colour to the fragment.  

The render colour assigned guarantees the process of 

many particles. For instance, if our screen had a 512 x 512 



pixels resolution, and if we only had two colours precision 

(black and white), we only could map a low number of 

particles as 262,144. In this example, the fragment shader 

could assign the white colour to the particles that were 

inside the ROI and the black colour to the outside. After the      

262,144 particles were processed, we decode the 

information in CPU (7) for example, if the first pixel has 

the white colour, its because the first particle was inside the 

region, if the second is black, the second particle is outside, 

and so on. But a black and white precision is very limitative 

when we can use several bit planes from different colours. 

Normally, the Graphic hardware handles with four channels 

of colours, the red, green, blue and alpha. Each channel has 

a certain bit precision (normally 8 bits per channel in most 

graphics hardware). This bits allows us to code more 

particles information in the final image, we change the 

colour to be rendered in CPU with an input variable in the 

fragment shader. In most graphics hardware we can have a 

precision of 32 Bits (8 bits per colour) which allow us to 

code many particles. 

It is important to realize how many particles can be 

processed in a unique image, if we have 32 bits precision 

and an output texture with 512px per 512px, we can process 

8,388,608 particles (32x512x512). But we could also use 

an texture with 1024px per 1024px allowing us to map 

33,554,432 particles. Thus, the required off-screen buffer 

dimension is 
32

N
, where N is total number of particles to 

be processed from the vertex buffer [6]. The calculated 

buffer dimension becomes the width and height of the off-

screen buffer.  

After the CPU decodes the indices of particles that 

were selected, the result is maintained also in the VBO 

structure as an Index Buffer (8). This buffer has the 

information of which indices in the vertex buffer were 

inside the ROI and should be drawn. This buffer can be 

used in others operations to the selected region, we allow 

the user to refine his selection with the following 

operations: add, subtract and intersect the region with a new 

ROI. This functions provide more control to the user over 

the selection area. As an example, the figure 6 shows a head 

with two holes, these holes were done with a first selection 

of all particles in the scene, then we subtracted two tiny 

regions of the selected data.  

 

Figure 6 – Two Holes in the DataSet 

 

It is important to remind that the selection process is 

done to all particles in memory ignoring the fact that some 

particles were not previously selected with the histogram 

classification stage. The reason why we do that, it is 

because the time necessary to process some particles is 

nearly the same to process many particles. Even more 

important, is that the user may want to refine the histogram 

interval after the ROI selection, so we need to know which 

particles were selected even if they hadn’t an intensity value 

inside the interval threshold, so they can be drawn instantly 

without a new computation.  

5. Interactive Segmentation 
 

We use a region growing algorithm to segment the 

data, Region Growing has the advantage over other 

segmentation methods because it segments the data in 3D 

and don’t have the bifurcation problem of other approaches. 

We use an adaptation of the algorithm Seeded Region 

Growing [7] (SRG), the adaptation is natural and prevents 

that every particle should be associated with a certain 

region [8]. 

The SRG begins with the seed planting over the region 

to segment, the user can plant as many seeds as he wants, 

every seed will be associated to a particle. Then the 

segmentation process begins, and the seed regions are 

propagated to the near neighbors with a certain region 

criterion. The propagation criterion is related with the mean 

intensity value of a certain seed group and how much the 

candidate particle is different from the group, the formula is 

simple: 

 |)]([)(|)( )( ygmeanxgx xAy i∈−=δ  

Where the g(x) is the intensity of the voxel x, the mean 

function represents the mean value of all particles that 



belong to a certain seed group. Depending the value of 

)(xδ , the candidate voxel is accepted or rejected, the user 

must tell to the system an interval of threshold that dictates 

how much different )(xδ  can be.  

The way the user associate a voxel to a seed could be 

done in 2D, but we have implemented a novel way of 

association in 3D [6]. The user only need to click on the 

screen and the system will find the best candidate particle. 

To find out which voxel should be chosen we could naively 

measure the distance of each particle to the point click, we 

then choose the particle with less distance. This method 

haves a great computational complexity, because once 

again there are many particles to measure. To simplify the 

computational complexity, we filter the particles in the 

scene with the particle selection presented in the last 

chapter. To do this, we extend the pixel area to a large 

rectangle whose extrusion in the volume contains all the 

involved particles.  

After determining the involved particles, we compute 

the distance of each in relation to the entered point or to 

virtual axis and chose the closest one. Unlike [6], we allow 

the user to select two ways of measure: the distance to the 

visualization plane point or a virtual axis distance. The 

distance to the clicked point is easy, the system chose the 

particle that is near the clicked point, this method is better 

when the user wants to select near particles. The other 

method, the clicked point is extruded thought the direction 

view and a virtual line is created, the voxel nearest the 

virtual line it will be the selected particle. This method is 

better for select particles that are in a dense region of the 

scene. The figure 7 shows the application of this method, 

the user introduces a click on the screen (left image), the 

coordinate is projected into the view direction and a virtual 

line is created, the voxel with the shortest distance to that 

line is selected (right image).  

 

Figure 7 – Seed association with distance to a virtual line 

 

As a consequence of the seed planting and the 

threshold interval, the regions begin to propagate, the 

greatest barrier in the use of certain algorithms is that the 

user must wait patiently for the result, the result can take 

large minutes to process. If then the user do not like the 

result he must try again once more, and loose all the work 

he have done. To avoid this useless work, we offer the 

possibility of interaction with the segmentation process. 

The user visualizes in real time the development of the 

process and he can at any time: stop, pause, rewind or 

continue the segmentation. The figure 8 shows the graphical 

interface of the controls.  

 

Figure 8 – Graphical interface of the segmentation control 

 

The user has full control over the segmentation 

process, when the user pause the segmentation, he can 

visualize in more detail how the propagation occurred. He 

then decides if the object is well segmented or if it is 

necessary to rethink the threshold interval. The user may 

also rewind the segmentation at any time and correct some 

errors. When the user stops the segmentation, it is because 

he likes the result and wants to keep it. By letting the user 

interact with the process we are enrich the user experience.  

We also offer some information that may be important 

to support some user decisions, like the threshold value or if 

the seeds are well suited. Figure 9 shows some statics 

information that the user can visualize in the system. 

Although, it is difficult to achieve good estimations and it 

could happen that the variance of one point in the threshold 

interval leaves to very different results.  

6. Interface 
 

The system interface is as simplest as possible, we have 

followed some recommendations and principles from [9], 

[10] and [11]. For instance, despite these kind applications 

deals with much specific information, we attempt to show 

only the information that is necessary to the user at the time.  

Our interface is divided in three main areas, figure 9 

shows the system visual aspect. In the first area, the user 

may choose the principle functions available in the system, 

there are nine buttons with the following functions: 1) rotate 

the scene; 2) new particle selection sketch; 3) add a new 

sketch for more particles to the selected region 4) subtract 

selected particles 5) intersect selected particles 6) deselect 

7) associate new seed 8)select a seed on the scene 9) delete 

selected seed. This menu is related to mouse interaction 

functions over the scene.  



 

Figure 9 – Interface principal areas 

In the second area, we offer more specific functions 

related to three main processes: the histogram interaction, 

the visualization aspect and segmentation. The tree different 

processes are inside a notebook interface element, there is 

no need to use different process functions at the same time, 

so the areas can be hidden without harming the interaction. 

The order that the three menus are disposed is important: 

histogram->visualization->segmentation. The menus are 

ordered from left to right and follows the dependency 

criteria (to segment we need to visualize, to visualize we 

need to select data from the histogram). 

 

Figure 10 – First area 

 

Figure 11 – Second area 

Finally, the third area is where the user visualizes the 

data and interacts with it, by rotating the scene, drawing 

contours or selecting seeds.  

7. Results  
 

There were made two kinds of tests: performance of 

the algorithms and to the user interface. All the results were 

generated on a Pentium 4, 2 Ghz, dual core, 1 GB RAM 

and a GeForce 8600 GT NVIDIA 512 MB card. We 

selected raw volumetric datasets of the brain (MRI, 

256x256x109), skull (CT, 256x256x113), Knee (MRI, 

256x256x127) and Head (MRI, 256x256x109). In the 

visualization tests we render images with different number 

of particles and points of view and record the time that each 

image take to render, the fps differs from the number of 

particles present in the stage. In average, we achieve a 

render velocity of 35 fps to the X-Ray and 20 fps to the 

Phong when 1.000.000 particles were in scene. In the 

selection stage, we selected 7,143,424 particles in 0,3 

seconds and the worst case was 8,323,072 particles with 0,5 

seconds. In the segmentation, we segment objects of 

interest with the control tool, the results vary a lot, the 

figure 12 took 1 seg to be segmented (the two images), the 

figure 13 took  11 seg and finally figure 14 62 sec. 

 

 

Figure 12 – Limbic System and ocular holes Segmentation 

 

 

Figure 13 – Brain Segmentation 

 



 

Figure 14 – Tibia Segmentation 

The user interface was tested with two groups of 

people: one group that deals with some medical images 

fundamentals and other group that is interested in learning 

how to segment and visualize medical datasets (without 

medical fundaments). We asked the participants to realize 

four tasks while we measured the time, number of errors 

and the satisfaction of the participants, there were 8 

participants in the tests (4 with medical basics). The results 

were positive, the users finished their tasks as expected. 

The participants gave their opinion about their experience 

and some changes were made, like the seed re-position tool 

that was abandoned after the unanimous participants 

opinion that this tool is confusing the application. Although, 

would be interesting to see the use of this system in a long-

term use. 

 

8. Conclusion and future work 
 

We have presented a system that allows the 

visualization and interactive segmentation of medical 

datasets. The segmentation interaction is in a natural 3D 

environment and we fell that the operator control improves 

a lot the segmentation success. The seed selection normally 

is a very delicate operation, the way we have implemented 

is intuitive and has a great rate of success on choosing the 

best candidate voxel to be the seed.  

We have presented also two different methods of seed 

selection that allows to choose the best candidate voxel that 

is in a high dense zone or it is closest to the visualization 

plane. The sketch based system that filters the particles that 

are inside or outside, gives to the user a better volume 

understanding and allows placing seeds in strategic places. 

Future improvements include more formal evaluations 

and clinical studies to provide more improvements to the 

system. It will be useful more interface studies and give 

different tools to users with different levels of experience.  
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