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Abstract. Given a Conjunctive Normal Form (CNF) formula, a redun-
dant clause is a clause that can be implied by other clauses, i.e., a clause
that does not contain relevant information. The formula size can be sub-
stantially reduced by eliminating this kind of clauses. If a clause is not
redundant then it is called primal. These clauses constitute a particular
set, the satisfiable core, which is a minimal set that does not contain
any redundant clauses and that may not be unique. Some experimental
results will be analyzed in order to understand whether redundancy re-
moval during preprocessing reduces the required CPU time for solving a
CNF formula.
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1 Introduction

A CNF formula is redundant if it contains clauses that can be removed from it
without changing its satisfying assignments. It means that there are some parts
of the information carried by the formula that can be implied from the rest of
it.

Instances size clearly affects solvers runtime, and if they have excessive re-
dundancy, it can lead to a space problem. So, intuitively, removing redundancy
is a good idea. However there are many solvers that introduce some redun-
dant clauses for speeding up the solvers and, generally, irredundant formulas are
harder than redundant ones.

Redundancy elimination has already been studied, including redundant clause
detection/elimination algorithms [1,9], partial redundant clause elimination al-
gorithms [3], subsumption elimination algorithms [11], and redundant literal
removal algorithms [4] (instead of redundant clauses removal algorithms).

This paper is organized as follows. The next section provides some funda-
mental concepts. Afterwards is presented the concept of satisfiable core and is
explained how to determinate them. In section 4 is discussed the effect of redun-
dancy removal and in section 5 are provided the conclusions of this work.



2 Fundamental Concepts

Sometimes a formula might have certain clauses that can be eliminated without
changing its satisfying assignments. This happens because those clauses are im-
plied by the remaining formula’s clauses. Such clauses are said to be redundant,
and their detection is a problem as hard as the satisfiability (SAT) problem.

Definition 1 (Redundant Clause). Let Σ be a set of clauses that includes ω.
Let Σ′ = Σ\ω. Then ω is a redundant clause with respect to Σ iff Σ′ |= ω.

If a clause is not redundant, it is called a primal clause [10].

The following algorithm is based on the previous definition: given a set of
clauses Σ and one of its clauses ω, if the instance that results from removing ω
from Σ and adding ¬ω is unsatisfiable, it means that ω is implied by Σ, and
therefore is redundant.

Algorithm 1 Identification of a redundant clause
input: Σ, ω ∈ Σ;

1. if Σ \ ω ∪ ¬ω is unsatisfiable then

– Σ \ ω |= ω;
– ω is a redundant clause.

2. else ω is not a redundant clause.

A formula that contains redundant clauses is said to be a redundant formula.

Example 2 (Redundant Formula).

ϕ = (x1 ∨ x2) ∧ (x1 ∨ ¬x2) ∧ (x1 ∨ x2 ∨ x3) (1)

Using the previous algorithm we can see that clause (x1 ∨ x2 ∨ x3) is redundant
with respect to ϕ because

ϕ′ = (x1 ∨ x2) ∧ (x1 ∨ ¬x2) ∧ (¬x1) ∧ (¬x2) ∧ (¬x3) (2)

is unsatisfiable.

According to [4] a clause ω is redundant for at least one of three possible
reasons:

1. it is a logical consequence of a set of other clauses of the formula;
2. it is a logical consequence of a single other clause;
3. it contains redundant literals, which are redundant because they are implied

by the other literals of the clause and by the rest of the formula.



The first type of redundancy obviously includes the second type. The third can
be illustrated by the following example.

Example 3 (Redundancy). Let

ω1 = (¬x1 ∨ ¬x2 ∨ x3), ω2 = (¬x1 ∨ x2) (3)

be two clauses in a CNF formula. They can also be written as

ω1 = ((x1 ∧ x2) ⇒ x3), ω2 = (x1 ⇒ x2). (4)

As it can be seen in clause ω2, literal x2 is implied by literal x1. Therefore literal
x2 is a redundant literal with respect to clause ω1 and can be removed.

The redundancy type that is detected by algorithm 1 is the first one: it checks
whether a certain clause is implied by a set of other clauses.

Redundancy tends to decrease as the formula size increases (this applies to
randomly generated formulas [1]). In [10,9,1] some results are presented, showing
the behavior of redundant clauses when other factors vary, such as the number
of variables and clauses in the formula.

The set that results from removing all redundant clauses is a substructure
with particular characteristics. This set will be presented in the next section.

3 Satisfiable Core

We will now introduce the concept of satisfiable core of a formula. It is a mini-
mal subset of its clauses that preserves all its satisfying assignments and which
contains no redundancy.

Definition 4 (Satisfiable Core). Given a set of clauses Σ, the set Σ′ is a sat-
isfiable core of Σ iff

– Σ′ ⊆ Σ;
– for every truth assignment M of Σ, if M |= Σ then M |= Σ′;
– ∀ωi ∈ Σ′, ωi is not a redundant clause relative to Σ′.

Definition 5 (Satisfiable Subformula). A formula ϕ′ that corresponds to the
conjunction of the clauses of a satisfiable core of a formula ϕ is called a satisfiable
subformula.

A formula that has no redundant clauses is called an irredundant formula.
These formulas are hard to generate, because many clause redundancy tests are
required, which is a coNP-complete problem [1].

In [1] is described an irredundant formula generator that is initialized with
the empty set. The randomly generated clauses are iteratively added to the
formula after checking if the resulting formula is still irredundant. But, at each



step, it is also required to check the redundancy of all the other clauses that
are already in the formula, because they could have become redundant after the
new clause was added.

Alternatively, it is possible to start with the original formula and then find
its satisfiable core, which is neither unique nor minimal, because it depends on
the clause removal order. Hence, if a clause belongs to a certain satisfiable core
it does not mean that it cannot be redundant with respect to another different
satisfiable core (see example 6).

Algorithm 2 Computation of the Satisfiable Core
input: Σ;
1. CC ← {};
2. while CC 6= Σ, do

– Randomly choose ωi ∈ Σ such that ωi /∈ CC;
– if ωi is a redundant clause then

• Σ ← Σ \ ωi;
• CC ← CC ∪ ωi;

output: Σ.

Algorithm 2 consists in randomly choosing one clause from a formula and
then checking if it is redundant. If the clause is redundant, then it is removed
from the formula. After analyzing all the clauses a satisfiable core is obtained.
This algorithm is NP-hard [9], but the problem of checking if a given subformula
is irredundant is NP-complete [7].

The problem of finding an equivalent irredundant formula can be seen as
a minimization problem, that aims at finding whether a given knowledge base
is equivalent to a shorter one, that might be easier to understand. But if the
objective is to find the satisfiable core that has fewer clauses, then there is
no other alternative but to check all the formulas’ satisfiable cores. The same
happens when checking the existence of k-or-less-sized cores: in [7] is mentioned
that, when given an integer k and a formula ϕ, checking whether there is a
satisfiable core with at most k clauses is an Σp

2 -complete problem.

Example 6 (Two satisfiable cores of the same formula). The formula

ϕ = (x1 ∨ ¬x2) ∧ (¬x1 ∨ x2) ∧ (x1 ∨ x3) ∧ (x2 ∨ x3) (5)

has two satisfiable cores. Obtaining each one of them depends on the order the
clauses are checked.
If we first analyze clause ω3 = (x1∨x3), then it is removed because it is redundant



with respect to the remaining set, which becomes irredundant. Hence,

Σ1 = {(x1 ∨ ¬x2), (¬x1 ∨ x2), (x2 ∨ x3)} (6)

is one of the satisfiable cores.
If, on the other hand, we first analyze clause ω4 = (x2 ∨ x3), it is removed, but
clause ω3 is not, despite being redundant with respect to the other satisfiable core.
Hence,

Σ2 = {(x1 ∨ ¬x2), (¬x1 ∨ x2), (x1 ∨ x3)} (7)

is the second satisfiable core.
The associated satisfiable subformulas are, respectively,

ϕ′
1 = (x1 ∨ ¬x2) ∧ (¬x1 ∨ x2) ∧ (x2 ∨ x3) (8)

and
ϕ′

2 = (x1 ∨ ¬x2) ∧ (¬x1 ∨ x2) ∧ (x1 ∨ x3). (9)

It has already been shown that a formula has at least one irredundant sub-
formula, but it can have more than one. Actually, a formula might have an
exponential number of satisfiable cores [7]. Given a formula ϕ, checking if it has
a unique satisfiable core is ∆p

2[log n]-complete, and checking if a clause set Σ is
one of its satisfiable cores is a Dp-complete problem [7,6].

3.1 Necessary Clauses

Once a formula can have several satisfiable cores, its clauses can be classified
according to whether they belong or not to the satisfiable cores [7]:

Definition 7. A clause can be:

– necessary, if it is included in all satisfiable cores;
– useful, if it is included in some satisfiable cores (a necessary clause is always

an useful clause);
– useless, if it is not included in any satisfiable core.

Useless clauses can always be removed from the formula without loss of in-
formation, since they are always redundant. On the other hand necessary clauses
are never redundant and their information is clear and essential.

Checking if a clause ω is necessary is not hard (it is an NP-complete problem
[7]), and it does not require checking every satisfiable core.

Lema 8. A clause ω is necessary with respect to Σ iff Σ \ ω 2 ω.



Algorithm 3 Computation of necessary clauses
input: Σ;

1. ΣN ← {};
2. forall ω ∈ Σ, do

– if Σ \ ω ∪ ¬ω is SAT then

• Σ \ ω 2 ω and ω is a necessary clause;
• ΣN ← ΣN ∪ ω;

output: ΣN .

Nevertheless, checking if a clause ω belongs to at least one satisfiable core is
a harder process (Σp

2 -complete), and checking if it does not belong to any satis-
fiable core is a Πp

2 -complete problem ([7]). Algorithm 3, based on the previous
lemma, identifies necessary clauses.

It has already been said that a formula can have several satisfiable cores.
But if a formula has only one satisfiable core (in this case all usefull clauses are
necessary) then there is a condition of uniqueness:

Lema 9. A clause set Σ has only one satisfiable core iff ΣN ≡ Σ, where ΣN is
the set of necessary clauses of Σ:

ΣN = {ω ∈ Σ : Σ \ ω 2 ω} .

However, if there are two clauses ω1, ω2 ∈ Σ, such that Σ \ ω1 ≡ Σ and
Σ \ ω2 ≡ Σ, but Σ \ {ω1, ω2} 6≡ Σ, we know for sure that there are at least two
satisfiable cores of Σ (see example 6). This fact is just sufficient, but it is not
necessary. If there are no such clauses at the first iteration of the algorithm, it
does not mean that there is only one core. After performing some iterations this
situation can happen as well, creating two or more different sets.

4 Removing redundancy

The effect of removing redundancy from a formula is still an open problem.
In fact, sometimes redundancy can improve solvers’ efficiency. Then, the main
question is knowing whether redundancy removal should be performed, and, in
the affirmative case, which redundant clauses should be eliminated.

In [3] is proposed the idea of analyzing clauses on a decreasing size order.
With this procedure, there are larger possibilities of obtaining a smaller satisfi-
able core, and this fact may lead to shorter runtimes.

Example 10 (Elimination Order).

ϕ = (x1 ∨ x2) ∧ (x1 ∨ x2 ∨ x3 ∨ x4) ∧ (x1 ∨ ¬x3) ∧ (x2 ∨ ¬x4)



If the first clause was analyzed first, the following satisfiable core would be
obtained

Σ = {(x1 ∨ x2 ∨ x3 ∨ x4), (x1 ∨ ¬x3), (x2 ∨ ¬x4)} .

However, if the decreasing size order was followed, the second clause would be
first analyzed. Hence the satisfiable core would be

Σ′ = {(x1 ∨ x2), (x1 ∨ ¬x3), (x2 ∨ ¬x4)} ,

which has smaller clauses, thus being stronger constraints.

Nevertheless, despite the order to be followed, eliminating redundancy is
always an expensive process, and it gets worse as instances’ size increases. It is
possible to reduce that cost by making the clause analysis a little more selective:
in [3] is proposed to consider only non-binary clauses, non-Horn clauses or non-
binary and non-Horn clauses. It is also mentioned that binary and Horn clauses
may indeed allow an efficient resolution of some instances.

According to the above mentioned ideas, different approaches were tried using
two solvers: Minisat2 [2] and Satz215.2 [5]. These solvers use different heuristics
and different mechanisms for backtracking:

– Minisat branches on the variables that were recently involved in conflicts,
opposed to Satz that branches on the variable that leads to more implica-
tions;

– Satz has a chronological backtracking mechanism, while Minisat uses non-
chronological backtrack and a learning scheme in which new clauses are
added [8].

4.1 The results

The percentage of problem instances for which improvements were achieved,
meaning that there were runtime reductions after redundancy removal, was con-
siderably smaller than the percentage of instances for which the runtime in-
creased. We should also observe that Minisat was more affected than Satz.

We believe that these results may be explained as follows:

– a Satz like heuristic works better than a Minisat like heuristic after a redun-
dancy removal preprocessing;

– Minisat learning scheme may be affected by redundant clause elimination.

More ideas were also investigated: instead of removing all the redundancy,
it was also possible to remove just a certain percentage; it was also tried to
analyze first the larger clauses, following a decreasing size order, instead of doing
it randomly; it was investigated whether a more selective analysis led or not to
better results.



5 Conclusions and Future Work

SAT is an efficient way of encoding and solving many real-world problems. Often
these encondings contain redundant information that can be removed without
changing their meaning. The main goal of this work was to investigate the impact
of removing redundancy from those encodings when solving the correspondent
CNF formulas.

No conclusive results were achieved in the experiments: redundancy elimina-
tion times were too long, and there were not many improvements with Minisat.
The fact that Satz was able to improve the CPU time for more instances than
Minisat was considered a consequence of its heuristic, which branches on the
variable that generates more propagations. But it is also possible to conjecture
that this may have happened because Minisat learning mechanism is indeed
affected by redundancy removal.

For future work, it is still an interesting idea to study clause redundancy in
a deeper level: understand which clauses are in fact useful at some point of the
search, and which ones make it worse. Other research direction may be using
other solvers that do not have learning mechanisms and that make use of Satz
like heuristics.
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