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Abstract

Inertial mass plays a crucial role in robotic applications such as object grasping, manipulation, and

simulation, providing a strong prior for planning and control. Accurately estimating an object’s mass

before interaction can significantly enhance the performance of various robotic tasks. However, mass

estimation using only vision sensors is a relatively underexplored area. This thesis proposes a novel

approach combining sparse point-cloud data from depth images with RGB images to estimate the mass

of objects. We evaluate a range of point-cloud processing architectures alongside RGB-only methods.

To overcome the limited availability of training data, we create a synthetic dataset using ShapeNetSem

3D models, simulating RGBD images via a Kinect camera. This synthetic data is used to train an image

generation model for estimating dense depth maps, which we then use to augment an existing dataset

of images paired with mass values. Our approach significantly outperforms existing benchmarks across

all evaluated metrics.

Keywords

Deep Learning in Grasping and Manipulation; Perception for Grasping and Manipulation; Deep Learning

Methods; Computer Vision
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Resumo

A massa desempenha um papel crucial em aplicações na área da robótica, como pegar, manusear e

simular objetos, fornecendo um forte fundamento para o planeamento e controlo. Estimar com precisão

a massa de um objeto antes da interação pode melhorar significativamente o desempenho de parte das

tarefas executadas pelo robot. No entanto, estimar a massa através de apenas sensores de visão é uma

área relativamente pouco explorada na robótica. Esta tese propõe uma nova abordagem que combina

dados esparsos de point-clouds provenientes de imagens de profundidade, com imagens RGB, para

estimar a massa de objetos. Avaliámos uma série de arquiteturas de processamento de point-clouds,

juntamente com métodos baseados apenas em RGB. Para superar a escassez de dados de treino,

criámos um conjunto de dados sintético utilizando modelos 3D do ShapeNetSem, simulando imagens

RGBD através de uma câmara Kinect. Estes dados sintéticos são usados para treinar um modelo de

geração de imagens para estimar mapas de profundidade densos, que utilizamos para aumentar um

conjunto de dados existente de imagens emparelhadas com valores de massa. A nossa abordagem

supera significativamente as benchmarks existentes em todas as métricas avaliadas.

Palavras Chave

Aprendizagem profunda em agarrar e manipular, Perceção para agarrar e manipular, Métodos de apren-

dizagem profunda, Processamento de Imagem e Visão
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1.1 Motivation

Planning how to grasp objects bene�ts from accurately estimating the mass before physical interaction

with the object. While mass can be directly measured using a scale, this approach is impractical for

robotic manipulation in dynamic or unstructured environments, where physical interaction before grasp-

ing is often not feasible. Instead, estimating the mass of an object using visual information from a

camera offers signi�cant advantages. A vision-based approach allows robots to predict mass without

prior contact, enabling faster and more adaptive decision-making when grasping or lifting objects. Addi-

tionally, this method can be more �exible, as it does not require specialized hardware like force sensors

or scales.

One major challenge in mass estimation from Red, Green, and Blue (RGB) data alone is the inherent

ambiguity in determining object size and density without suf�cient visual context [11]. Existing datasets

attempt to mitigate this by including bounding boxes, and some models predict low-resolution thickness

masks to improve estimation accuracy [12]. However, these approaches are of little use in practice

since they require robots �rst to identify the bounding box of the object they wish to interact with, a

time-consuming process often requiring multiple views around the object. Depth sensors can avoid

this limitation since they can disambiguate the object's scale from the metric depth. However, previous

works rarely directly used them, mainly due to the scarcity of datasets integrating depth information,

RGB images, and mass. Consequently, no current models fully exploit the combination of depth and

image data for mass estimation across a wide range of objects.

1.2 Objectives

The main goal of this thesis is to study how Three Dimensional (3D) data could be integrated into the

problem of mass estimation using deep learning. We further divided this goal into objectives, leading to

accomplishing the primary goal.

Like many other machine learning �elds, the biggest challenge to achieving our goal is the lack of

training data. Currently, there is a very limited availability of datasets that contain RGB images, depth,

and the corresponding mass of the objects depicted. Furthermore, almost all studies in mass estimation

focus on very speci�c tasks that do not generalize well to a broader context, such as estimating the

mass of fruits on a conveyor belt or the mass of animals in a farm [13].

The more generalized task of estimating the mass across a wide range of objects is a big research

gap in the �eld, with very few relevant works. In addition to a lack of research, the current best model

in mass estimation, image2mass [14], does not provide a complete description of its architecture or any

code that could be used to train it. Therefore, we must train and test our model with their dataset for a

meaningful comparison.
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For this reason, the �rst objective of this thesis is to develop a method for augmenting the original

dataset used in image2mass with depth maps.

The second objective of this thesis is to develop a framework for learning to predict the mass of an

object from both the RGB and the depth data. We also test how different architecture variations perform

on the same training and test data.

The third and �nal objective of this thesis is to evaluate if learning to perform point-cloud recon-

struction as a joint task enhances the predicting capabilities of the model. This idea was motivated by

works in the �eld of point-cloud reconstruction that use joint tasks to improve the model performance by

inducing the learning of more general properties from the data [15].

1.3 Structure

The rest of this document is divided into �ve sections. It starts with a review of the related work in

mass estimation, 3D data processing, and depth generation. In mass estimation, we go over some of

the works in the �eld, with particular incidence on image2mass, as it is the work most comparable to

ours. For 3D data processing, we start by discussing the various methodologies used to approach the

problem, then focus on point-cloud processing. Finally, we talk about the problem of depth generation,

focusing on the chronological evolution of the �eld, as well as the different solutions found for the problem

and their trade-offs.

The second section explains the methodology behind the image2mass dataset augmentation. This

�rst part is related to creating a synthetic dataset that is used later to �ne-tune a depth generation model.

The second part delves deeper into the depth generation step and the �ne-tuning process.

The third section is the methodology behind our mass estimation architecture. Here, we delve into

its overall structure, the different variations of the model, and its main components. In this section, we

also explain in more detail the point-cloud processing methods we used and the metrics we applied to

evaluate our model.

In the fourth section, we review the results of the second and third sections and compare our model

results to existing benchmarks. Finally, the �fth section contains the conclusions and a brief overview of

the whole thesis.
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2.1 Mass Estimation

The problem of mass estimation is not new in the �eld of computer vision. However, most research has

focused mainly on the industrial setting, with very little done in the �eld of robotics. This chapter covers

the existing methods for mass estimation, going over both traditional geometric approaches and modern

machine-learning techniques.

Common to almost all approaches in this �eld is that mass estimation is often reformulated as two

sub-problems: (1) estimating volume and (2) estimating density. Directly estimating mass in an end-

to-end fashion can be challenging because even slight inaccuracies in volume estimation can lead to

signi�cant errors in the computed mass. Similarly, variations in density can dramatically alter the mass,

especially for materials with high-density contrasts. By dividing the problem into these two tasks, each

component can be modeled with specialized techniques, leading to more accurate results. Furthermore,

this separation is also helpful for machine learning approaches, as it leads towards a more stable train-

ing. In direct mass estimation, errors in learning can compound because both volume and density need

to be accurately represented within a single prediction. If the network misestimates volume slightly but

density more signi�cantly, the overall mass error can be substantial.

While volume can be derived through depth cameras or inferred from visual cues and background

context, density estimation poses a much greater challenge [12]. Most existing research focuses on

speci�c, well-constrained problems where mass estimation is simpli�ed by making assumptions about

the material properties, effectively reducing the problem to volume estimation. Even so, certain types

of objects, such as containers, cans, or boxes, still introduce signi�cant ambiguity. Mass estimation

becomes inherently dif�cult in such cases, as internal contents may be occluded. Current models,

however, generally do not account for whether an object is a container or has internal variations in

density, treating this as a natural entropy in the data rather than an explicit consideration, which can limit

their accuracy in these scenarios.

The most common methods used in the literature attempt to estimate mass through geometric fea-

tures like object contours, size, or shape, often by correlating these features with known object proper-

ties. These approaches typically do not require learning parameters through machine learning; instead,

they rely on established geometric relationships and physical principles. For example, in [13], the mass

of �sh was shown to be proportional to their outline, captured via a stereo camera setup. The au-

thors used this knowledge to create a device that accurately captured the mass of swimming �sh from

their outline. Similar approaches led to successful applications in livestock mass estimation, including

pigs [16], chickens [17], and other animals [18], as well as fruits [19] [20] and industrial products [21].

More recently, using machine learning techniques for mass estimation has become more common.

The most recurrent use case is to have a Convolutional Neural Network (CNN) classify the object into

a set of classes with known densities. From there, these approaches become similar to the previous

7



methods, with physical features used to estimate the volume, which can be multiplied by the density to

obtain the mass prediction. Examples include [22] and [14], where CNNs are trained to classify different

types of scrap metals.

2.1.1 Data-Driven Methods

A more general approach to mass estimation requires data-driven methods to directly infer the volume

and mass of an object from visual data. However, relatively little research has been conducted in this

area. To the best of our knowledge, image2mass [23] was the �rst architecture speci�cally designed for

learning mass estimation in a domain-agnostic manner, and it continues to be the most effective solution

available at doing so.

The image2mass architecture uses two Xception CNNs [2], one to predict a coarse 19x19 thickness

mask of the object alongside 14 handcrafted features (Geometry Module) and another to estimate the

object's density (Density Tower). A third module, Volume Tower, is used to estimate the object's volume.

The Geometry Module is not trained together with the rest of image2mass, but instead is used as a

preprocessing step. The outputs of this module are then propagated to the two towers. The image2mass

makes the assumption that the object in the image has uniform density, which, while not being true in

the general case, still leads the model to perform reasonable predictions during empirical experiments.

Unlike the previous approaches, image2mass does not explicitly model volume and density. Instead,

it fuses the outputs of the Density and Volume Towers by multiplying them together. The Volume Tower

focuses on the object's geometric properties, using features extracted from the bounding box and other

visual cues, while the Density Tower aims to infer material properties. During training, the model only

has access to the object's mass, and the learning of volume and density is done implicitly.

To train image2mass, the authors built a large dataset of approximately 150,000 items by scraping

the Amazon.com website. Each item contains an image annotated with its corresponding mass and

bounding box. This dataset covers a broad range of categories, from electronics, home goods, furniture,

and more, providing a diverse set of examples for training, as shown in �gure 2.1.

Subsequent research has expanded on this framework, such as in [24], which introduced mate-

rial embeddings into the image2mass architecture, and [25], which introduced voxel grid estimation for

better predictions of the thickness mask. Despite these developments, neither improved the original

image2mass results.

2.1.2 Depth for Mass Estimation

Since the estimation of the volume of an object is such an essential component of mass prediction tech-

niques, most works employ some form of three-dimensional perception. As such, many of the early

8



Figure 2.1: Examples of objects from the image2mass dataset [2])

works use a dual camera setup or depth sensor to extract the three-dimensional structure information of

the objects being perceived to improve the volume estimation [18] [21]. In the context of machine learn-

ing techniques, this domain has still been under-explored due to the limited data availability. However,

some works have already tried to integrate machine learning with depth perception in more restricted

environments. A key challenge is effectively combining depth perception with RGB components. In [22],

the authors explored the impact of using a single network for RGB and depth, treating depth as a fourth

channel, compared to using two separate CNNs for processing the RGB and depth separately for the

classi�cation of scrap metals. Their �ndings indicated that the latter approach consistently yielded better

results.

2.2 Learning with Point-Clouds

Point-clouds are a collection of data points in a three-dimensional coordinate system, representing the

external surface of an object or environment. Each point in a point-cloud has speci�c spatial coordinates

(x, y, z) that de�ne its location in three-dimensional space, as shown in �gure 2.2. These points can be

generated from various sources, including laser scanning, stereo vision, and RGB-D cameras, allowing

for the detailed representation of complex shapes and surfaces.

9



Figure 2.2: 3D Point-cloud of a basket. (boofcv.org, Kinect point cloud basket)

In a typical camera, acquiring an image involves projecting the three-dimensional world onto a two-

dimensional plane. In this process, each pixel in the Two Dimensional (2D) image corresponds to a

speci�c point in 3D space. Standard cameras primarily capture color information of these projected

points. In contrast, RGB-D cameras are specialized sensors that not only record the RGB color values

but also measure the distance from the camera to each point in the scene. This depth information allows

for reconstructing a corresponding set of three-dimensional points.

The way a camera projects 3D points into a 2D plane is usually well approximated by the pinhole

model. The waypoints in space are mapped to the camera sensor can be described by the pinhole

model, which is represented by the following transformation 2.1.

2

4
u
v
1

3

5 =

2

4
fs x 0 cx

0 fs y cy

0 0 1

3

5 � 1=z �

2

4
x
y
z

3

5 (2.1)

In these equations, (u; v) are the pixel coordinates of a point, (x; y; z) represent the 3D coordinates

in the camera frame of reference, and f denotes the camera focal length. The parameters (sx ; sy ) are

conversion coef�cients from meters to pixels, while (cx ; cy ) indicate the center of the camera sensor in

pixel units. This parameters of the matrix are known as the intrinsic parameters.

2.2.1 Working with Point Clouds

A point-cloud is just a collection of points, so any permutation of its points will result in the same point-

cloud. In images, the spatial arrangement of pixels is essential for interpreting visual information; how-
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ever, point-clouds lack this inherent ordering, complicating tasks such as object recognition, segmen-

tation, and registration. As a result, processing point-clouds often requires specialized algorithms to

infer relationships between points or to impose a structure that can be utilized for analysis. This un-

ordered nature also impacts the representation and manipulation of geometric features, necessitating

the development of techniques that can effectively handle the inherent variability in point-cloud data.

For segmentation tasks, techniques such as k-nearest neighbors (KNN) and spherical queries can

be applied to extract the local neighborhood of a point within the point-cloud. These methods allow

for the identi�cation of points that are spatially close to a given point, facilitating the analysis of local

geometric properties. From this localized set of points, various features can be computed to assist in

classi�cation tasks. Some of the most common features used in point-cloud analysis include:

Omnivariance = ( � 1 � � 2 � � 3)1=3

Eigentropy = �
P 3

i =1 � i � ln( � i )
Anisotropy = ( � 1 � � 3)=� 1

P lanarity = ( � 2 � � 3)=� 1

Linearity = ( � 1 � � 2)=� 1

SurfaceV ariation = � 3=(� 1 + � 2 + � 3)
Sphericity = � 3=� 1

V erticality = 1 � n2

(2.2)

These features are derived from the eigenvalues � 1; � 2; � 3 of the covariance matrix of the local region

[26]. These features can be used either as themselves or as inputs for other models, such as random

forests and gradient-boosted trees [3], as shown in �gure 2.3.

Figure 2.3: Segmentation of a point-cloud captured with an Unmanned Aerial Vehicle (UAV) with the OpenPoint-
Class model [3]. This model uses a decision tree to label the local features extracted from the input
point-cloud.
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2.2.2 Deep Learning with Point Clouds

While segmentation masks can be computed using more traditional approaches, classi�cation tasks,

on the other hand, require more complex methods. The main challenge in classi�cation resides in the

need to �nd global descriptors of the point-cloud that are invariant to input permutations. There are

currently three main approaches to classi�cation: (1) multi-view methods, (2) voxel-based methods, and

(3) point-cloud-based methods [4], shown in �gure 2.4.

Figure 2.4: 3D data representation formats [4].

Multi-view methods project the point-cloud into 2D images captured from multiple angles, simplifying

the problem to an image-processing task. However, this approach comes with the drawback of losing

direct access to the inherent 3D relationships among the points in the cloud. Additionally, these methods

can be challenging when dealing with large and complex scenes, where capturing the complete 3D

geometry becomes increasingly dif�cult.

In voxel grids, a point-cloud is converted into a 3D occupancy grid, where each voxel holds informa-

tion about the presence or absence of points within its volume. This structured representation allows

the use of 3D CNNs, which can exploit the spatial relationships between adjacent points in the voxel

grids [27] [28]. Voxel-based methods can yield good results, as they preserve structural details, but they

face signi�cant performance challenges. The data size grows cubically with the increase in resolution,

leading to substantial memory and computational requirements. This means this approaches must ac-

cept some level of quantization artifacts and loss of �ne details in order to have better performance.

The computational demands of voxel-based methods can be reduced to a certain extent by using differ-

ent data structures such as octrees [29] and kd-trees [30]. However, some details are lost with these

methods.

While new works in both multi-view and voxel-based methods are still being published, these have

been largely overshadowed by methods that learn from the point-clouds directly.

The �rst paper to successfully train a model directly on point-clouds wasPointNet [5]. The main

breakthrough of this paper was the method for global feature aggregation. While methods for extracting
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features from local regions of a point-cloud were already known for some time, how to aggregate these

features in a way that is permutation invariant was seen as a hard problem. However, the authors of

PointNet noticed that symmetric functions, such as sum, mean, or maxpool, could be used as feature

aggregators since they were invariant to the order of their inputs. So, the authors proposed an archi-

tecture where each point is processed individually using shared weights and where the features are

aggregated using a symmetric function (such as max-pooling). This approach also has the bene�t of

accommodating point-clouds of varying sizes.

PointNet processes each point individually with a shared Multi Layer Perceptron (MLP) (multi-layer

perceptron) to extract per-point features, which it then aggregates using a max-pooling operation to

create a global feature vector representing the entire point-cloud. This global feature is then used for

classi�cation, segmentation, or reconstruction tasks, as shown in 2.5.

Figure 2.5: PointNet Architecture [5]. It uses a symmetric function as a global feature aggregator to compute an
embedding vector for the input point-cloud.

PointNet's simplicity and effectiveness made it a foundational architecture for point-cloud processing,

and many subsequent works have built upon its framework. However, PointNet has some limitations.

One of its main drawbacks is that it processes each point independently, capturing features that don't

consider neighboring points. As a result, it struggles to account for the local structure of point-clouds,

such as the spatial relationships in the local region.

These limitations motivated further advancements in the �eld, leading to new architectures that better

capture local structures within point-clouds [31]. Examples are:

• Hierarchical Learning: Hierarchical learning consists of combining features at multiple scales and

into a uni�ed representation, usually at the end or close to the end of the network, resulting in

embeddings containing �ne-grained details and broader, global patterns about the input point-

cloud [32] [33].

• Graph Neural Networks (GNNs): Since point-clouds are unordered, many models extract a lo-

cal region around each point using K Nearest Neighbors (KNN) or sphere queries to capture
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its local context. The queried points are then concatenated into the input, creating a graph-

based representation of the point-cloud where each point has a corresponding local neighbor-

hood [32] [34] [35] [36].

• Sampling and Grouping: Many works make use of a sampling and grouping strategy, where at

every layer, they sample the point-cloud by choosing Ti out of the total N i points at layer i , with

techniques such as random sampling or furthest point sampling. Then, the local neighbors of the

sampled points in the unsampled point-cloud are chosen using either KNN or a sphere query.

Figure 2.6 illustrates this process. This reduces the total number of points along the layers, similar

to what CNNs do in images [6].

Figure 2.6: Sampling and Grouping of a point-cloud [6].

• Transformers: The transformer architecture has contributed to many �elds of deep learning. Fur-

thermore, the transformer architecture naturally extends to the concept of point-clouds since, by

its very nature, it does not care about the order of the input. And so, many works have employed

self-attention to model relationships between points. However, because the time and space com-

plexity scales quadratically with the input size, transformers usually require some downsampling

of the input point-cloud, which can be achieved with point and sampling strategies. Other works

try �rst to use another point-cloud model to generate an embedding, which a transformer can then

train with [37] [38] [39].

Most works in point-cloud processing focus on classi�cation and segmentation tasks. In classi�ca-

tion, the goal of the network is to identify the category of an entire object or scene from a point-cloud. In

segmentation tasks, the goal is to assign labels to each point in the point-cloud or to divide it into smaller,

meaningful parts. For example, in a LiDAR scan of a street, segmentation can be used to separate cars

from the road or distinguish buildings from surrounding trees. Segmentation typically requires a local

and global understanding of the point-cloud to ensure that each scene part is accurately identi�ed [31].

Another common application is point-cloud reconstruction. In reconstruction, the focus is on gener-

ating a complete point-cloud from partial or noisy point-clouds [40].
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2.2.3 Data Augmentation in Point Cloud Learning

It is not uncommon for regions of the point-cloud to be occluded or for noise in the depth sensors to

result in imprecisions in the acquired point-cloud. Augmentation is often used when training models to

improve the generalization capabilities of real-world data.

Techniques such as random sampling, furthest point sampling, and point dropout help the model

bridge the gap between synthetic and real data by promoting learning on sparse point-clouds with vary-

ing densities. Furthermore, some works remove parts of the point-cloud to simulate occlusion regions

that can be found in real-world examples. Finally, adding small amounts of noise to the coordinates of

points can also be used further to improve the model's robustness against noisy inputs.

Other techniques, such as point-cloud rotation and scaling, are also used, as they help the model to

generalize to situations where objects might not be aligned with the examples found in the dataset.

2.2.4 Point Cloud Reconstruction

Autoencoders are commonly used to learn compact embeddings from point-clouds, which allows both

reconstruction and generation tasks. In early architectures, point-wise MLPs followed by symmetric

aggregation functions (e.g., max-pooling) were used to create embeddings that capture global features

from unordered point sets [8]. Multi-resolution encoding strategies, like those used in PF-Net [41], further

re�ne this process by progressively downsampling point-clouds to capture �ner spatial details at various

scales.

Decoding in point-cloud autoencoders involves reconstructing a point-cloud from learned embed-

dings, typically through MLP-based decoders or more complex folding and fractal-based methods [8]

[7] [41]. In models such as FoldingNet [7], decoders apply iterative ”folding” transformations on a 2D

grid of points, mapping them into 3D space and capturing detailed surface information. For more struc-

tured outputs, point-wise MLPs are used to re�ne these folded patches, which is effective for generating

smooth surfaces. The FoldingNet architecture is shown in �gure 2.7. Other approaches, like PF-Net's

Point Pyramid Decoder [41], apply a hierarchical, fractal-inspired structure to produce point-clouds in

successive layers of increasing resolution.

Generative models extend the functionality of autoencoders by synthesizing new point-clouds. Three

prominent strategies are used: GANs, GMMs, and latent-space sampling [8]. In GAN-based methods,

an MLP generator synthesizes full point-clouds or embeddings from random noise, while a discriminator

distinguishes between real and synthetic point-clouds. Alternatively, Gaussian Mixture Models (GMMs)

�t a probability distribution to the learned embedding space, generating realistic embeddings without

needing a complex adversarial setup. Each method aims to sample meaningful points or embeddings,

balancing data realism with computational ef�ciency. An example of generating point-clouds by interpo-
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Figure 2.7: FoldingNet model. [7]

lating between latent space embeddings is shown in �gure 2.8.

Figure 2.8: Interpolating between different point-clouds, using our latent space representation. [8]

Point-cloud autoencoders can also perform completion and re�ne noisy or partial inputs. Completion

techniques typically employ multi-resolution or coarse-to-�ne decoding strategies. For instance, PF-Net

completes point-clouds by decoding only the missing parts through a multi-scale latent representation.

Similarly, the Point Completion Network (PCN) [42] applies a two-stage decoding process: a coarse

MLP-based stage generates an approximate shape, and a �ne ”folding” stage adds detailed patches.

2.2.5 Metrics

In the context of point-cloud completion, evaluating the performance of point-cloud models requires

metrics that assess the degree of accuracy in the point-cloud completion task. Some of the most com-

mon metrics found in the literature are the Jensen-Shannon distance (JSD), Coverage (Cov), minimum-

matching distance (MMD), Chamfer distance (CD), and Earth's Mover distance (EMD). All these metrics

compare a point-cloud A to a point-cloud B in Euclidean space and assume that both have the same

orientation and position.

JSD is a metric for comparing the similarity between two distributions. We can use it as a metric for

comparing point-clouds by assigning an empirical distribution to each. To this end, we de�ne a voxel grid

in the ambient space. Then, we count the number of points lying within each voxel across all points of

A, and correspondingly for B and report the JSD between the obtained empirical distributions (PA, PB),

as shown in equations 2.3 and 2.4. Here, D (�jj� ) is the KL-divergence between the two distributions
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JSD (PA jjPB ) =
1
2

D (PA jjM ) +
1
2

D (PB jjM ) (2.3)

M =
1
2

(PA + PB ) (2.4)

Coverage measures how much of A is represented in B. It works by �rst �nding for each point in A its

closest neighbor in B. We can use different metrics to measure A and B's proximity, like the Euclidean

distance, CD, or EMD. We then calculate Coverage as the fraction of B points matched to points in A.

The minimum matching distance is similar to Coverage. However, unlike Coverage, it measures the

average distance from each point in A to its matched point in B.

The Earth's mover distance (EMD) measures the difference between A and B. It works by �nding a

bijection � : A ! B that minimizes the sum of the distances between points in A and their corresponding

bijection in B, as shown in equation 2.5.

EMD (A; B ) = min
A ! B

1
jAj

X

x 2 A

kx � � (x)k2 (2.5)

The optimal � might be too expensive, so it is often used as an approximation instead, such as the

iterative (1 + � ) approximation scheme

The CD calculates the average distance between the closest points of A and B. Equation 2.6 shows

how to compute it:

CD (A; B ) =
1

jAj

X

x 2 A

min
y2 B

kx � yk2 +
1

jB j

X

y2 B

min
x 2 A

kx � yk2 (2.6)

The CD uses the distances between each point of A and its closest neighbor in B and vice-versa.

This approach uses all points in both point-clouds for the calculation, which leads to more accurate

results.

2.3 Single Image Depth Estimation

Single Image Depth Estimation (SIDE) estimates a dense depth map from a 2D image. Its primary

application lies in reconstructing a 3D view of a scene or object from a single RGB image. This can be

useful in various domains, such as creating virtual tours from a single photograph, enriching 3D assets

for gaming and augmented reality (AR), generating depth maps for single-camera drones, or interpreting

artworks and images.

Estimating the depth from an image is an arduous task. The problem is inherently ambiguous since

an almost unlimited number of mappings from 3D could result in the same 2D image. To perform monoc-
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ular estimation, we humans use various cues, such as occlusion, size, gradient texturing, atmospheric

cues, patterns of light and shadows, and height [15]. However, these assumptions can also trick us. A

typical example of this is optical illusions, images conceived precisely to exploit these depth perception

cues and create con�icting interpretations of spatial relationships (�gure 2.9). This phenomenon under-

scores SIDE's challenge in arti�cial systems, as machine learning models or algorithms must attempt to

mimic these cue-based human interpretations without the contextual knowledge humans rely on.

Figure 2.9: Examples of optical illusions. (a) simultaneous contrast illusion, (b) Shepard tables illusion, and (c)
Kanizsa's triangle illusion.

2.3.1 Early Approaches

The �rst approaches in single-image depth estimation (SIDE) did not focus on estimating the complete

depth but on smaller problems related to depth estimation. In [43], 3D scenes are reconstructed from

a single image of an outdoor environment. The work assumes that the image is divided into ground,

sky, and vertical objects that stick out of the ground. They used handcrafted features to classify regions

of the image into these three categories. In another work, a camera was used to simulate a 2D laser

scanner to aid in the autonomous driving of a remote-controlled car [44]. Here, the distances in each

direction were learned using linear regression from extracted features in a supervised manner.

The earliest methods for estimating dense depth maps relied heavily on synthetic data to overcome

the limited availability of labeled real-world data. These approaches typically used handcrafted �lters and

multi-scale processing on small image patches, incorporating probabilistic models like Markov Random

Fields (MRFs) to predict depth at the patch level [45]. Many studies also employed superpixels to

simplify depth estimation by assuming that these small regions were approximately planar [46]. This

way, only the position and orientation of the surface needed to be computed. Additionally, smoothing

terms were applied to encourage depth consistency across neighboring regions, re�ecting the tendency

of real-world scenes to exhibit gradual depth variations.
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2.3.2 Machine Learning in SIDE

As convolutional-based architectures started to surpass more traditional approaches in image classi-

�cation, there was a shift to applying these same methods to depth estimation. As the creation of

handcrafted features became obsolete, human knowledge started to appear in the form of costume loss

functions. Log-space training helped stabilize the depth prediction by focusing on relative depth rela-

tionships, addressing the large variations in depth values across different scenes. Models also started

to learn multiple tasks, such as predicting depth simultaneously with normals and semantic labels. This

helped the models learn more general features that aided the model in generalizing to new data. For

instance, a model that learns to segment objects alongside estimating depth may better understand

boundaries and object shapes, leading to sharper and more accurate depth predictions.

Estimating depth in metric form is challenging due to the dif�culties models face when generalizing

across scenes with varying scales. To address this, some methods use ordinal regression, where depth

values are divided into discrete ranges, and the model predicts which range a given depth falls into.

Another approach, relative depth learning, shifts the focus from absolute depth to estimating the relative

distances between objects. Relative depth models achieve greater adaptability to diverse conditions and

can even generalize across indoor and outdoor scenes by predicting ordinal relationships- such as which

objects are closer or farther away. This approach also alleviates the need for dense depth maps during

training; instead, depth annotations are required only at speci�c points describing ordinal relationships.

This annotation strategy reduces the time and effort needed to label training data while enabling effective

model training for diverse environments. Figure 2.10 shows an example of a normalized depth dataset.

Figure 2.10: Images taken from the ReDWeb, a dataset with normalized depth [9].

The lack of large-scale annotated datasets has always been a bottleneck in training effective SIDE

models. To address this, synthetic datasets generated through virtual environments have become in-

creasingly popular. Tools like Blender allow researchers to create large training images paired with

accurate depth maps, enabling SIDE models to pre-train on diverse data before �ne-tuning on real-
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world datasets. This approach improves depth prediction accuracy and allows models to handle better

challenging environments, such as low-light conditions or complex indoor scenes.
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Since no large-scale dataset exists that simultaneously provides RGB images, depth information,

and corresponding mass values, we opted to augment the image2mass dataset [23] to include depth,

given the substantial overlap between the tasks of mass estimation from RGB and RGB and Depth

(RGBD).

To that effect, we �netuned a pre-trained Global-Local Path Networks for Monocular Depth Estimation

with Vertical CutDepth (GLPDepth) model [47] on synthetic data mimicking the image2mass dataset.

We built this using the ShapeNetSem [48] 3D models by �rst �ltering to exclude all those that did not

contain valid metric dimensions and weight. This resulted in a total of 8,948 distinct models. Then, we

simulated a Kinect camera and captured 14 Red, Green, Blue and Depth (RGBD) images per object, 8

from equidistant rotations at a bird's eye view and 6 for the top, bottom, front, back, left, and right.

3.1 Synthetic Depth Dataset Creation

While many implementations of renderers exist for the ShapeNet dataset and subsets, we could not �nd

any that would �t our exact needs. Therefore, we decided to implement our own. Previous works [49] [50]

used Blender to generate renders for objects of the ShapeNetCore subset and to simulate a moving

Kinect camera in a virtual environment. Inspired by them, we implemented a solution in Blender that

renders all of the objects of the ShapeNetSem dataset from multiple viewpoints, generating both RGB

and depth images.

3.1.1 Implementation

Blender provides a Python library that allows for interaction with the software through scripts. It also has

a built-in Python environment with all the necessary dependencies installed. Using Blender this way not

only allows us to automate the rendering process but also enables running multiple instances of Blender

in parallel, speeding up the entire dataset's rendering process. We wrote a Python script that simulated

a Kinect camera. It renders a speci�ed 3D model from multiple viewpoints, including 8 equally-spaced

positions from a bird's-eye view, as well as from 6 canonical viewpoints (up, down, left, right, front,

back), that add to a total of 14 unique viewpoints (Figure 3.1). This setup is inspired by [51], an open-

source project developed by the team behind the ShapeNet dataset for rendering model snapshots and

thumbnails. Empirically, we found this setup could capture images from angles similar to those in the

image2mass dataset.

The Kinect captures images with resolution 640pixels width and 480pixels height, has a �eld of view

of approximately 57o � 43o and has an operational range from � 50 cm to 5 m. Its RGB sensor has

24 bits resolution, divided into 3 sections of 8 bits, representing the red, green, and blue, and �nally, its

depth sensor has a resolution of 16 bits. Its intrinsics are approximately given by:
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Figure 3.1: Renders of computer from all orientations.
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Where w and h are the width and height of the image in pixels, fov x and fov y are the horizontal and

vertical �eld of view in radians, fx and fy are the horizontal and vertical focal lengths in pixels, cx and

cy are the horizontal and vertical principal points in pixels, and �nally, K is the camera matrix. Solving

the equations, results in fx � 589and fy � 589, and cx = 320 and cy = 240.

We can simulate a camera with these characteristics in Blender by setting the resolution to 640x 480

pixels, the FOV to 57o, and a start clip plane at 0.5 meters and end clip plane at 5 meters. However, we

opted to have a start clip plane of 0.1 meters and an end clip plane of 10 meters, as we saw some small

objects being occluded by the start clip plane and larger ones by the end clip plane. To account for the

decrease in resolution introduced by the change of clip planes, we doubled the resolution of the depth

image to 32 bits.

We apply a set of transformations to the object before we render it. This process is divided into 6

steps:

• Scale the 3D model: The �rst step is to scale the 3D model so it has the correct dimensions. The

metadata �le contains a 'unit' attribute specifying the object's scale. We scale the object on the x,
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y, and z axes by this factor.

• Remove duplicate vertices: The second step is to remove any duplicate vertices from the object.

This prevents artifacts such as seams and incorrect shading from appearing in the renders.

• Split edges: The third step is to split the object's edges. This step breaks the link between faces

and allows each edge to be rendered more smoothly or sharper independently of the others.

• Center the object: The next step is to center the object at the origin, as it makes it easier to

position the camera and the lights around the object. We can do this by subtracting the object's

center from its location. We opted to use the center of the bounding box as a proxy for the object's

center. While imperfect, this method is very fast and robust enough to meshes with a non-uniform

distribution of vertices.

• Rotate the object: Some objects have a canonical up and front vector (vup C and vf ront C ) spec-

i�ed in the metadata �le, as the 'up' and 'front' attributes. We compute the rotation quaternion

Qup from the Blender up vector vup B to vup C . We then rotate the Blender front vector vf ront B

by the quaternion Qup resulting in vf ront BC = Qup � vf ront B . After that, we compute the rotation

quaternion Qf ront from vf ront B C to vf ront C . Finally, we multiply the two quaternions to get the total

rotation Qtotal = Qf ront � Qup , and we apply it to the object.

• Position the camera: The �nal step is to position the camera focused on the origin at some

distance. To ensure all objects appear roughly the same size in the image, we approximate each

to a sphere with a diameter equal to its bounding box's diagonal. For every sphere to take up the

same amount of space on the screen, the camera's distance must scale with the sphere's radius.

In practice, we position the camera at a distance of 2.1 times this diagonal for consistent object

sizing.

In a similar study, [25] noticed that the lighting setup when rendering 3D models can dramatically im-

pact the performance of computer vision systems. A single light source often produces harsh shadows,

a characteristic not commonly found in real-life photos. This can limit the generalization capabilities of

these models to real-world images. In previous work, [49] solved this issue by having two distinct 'SUN'

light sources in the scene, facing opposite directions. Blender de�nes a 'SUN' as a light of constant

intensity emitted in a single direction from in�nitely far away. They made it so that the �rst light source

had an energy factor of 10 and produced shadows, while the second had an energy factor of 0:015and

did not produce shadows. We used the same setup, as our results greatly resembled the images in the

image2mass dataset.

We use the Z-Buffer within Blender's rendering pipeline to compute depth. The Z-buffer is a buffer

that matches the size of the �nal render, storing the depth of each pixel. It's generated as an intermediate
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Figure 3.2: Comparison between EEVEE and Cycles rendering engines. (Source: https://blender.
stackexchange.com/questions/123724/eevee-and-cycles-render-lighting-differences )
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step during rendering. When rendering each new pixel, its depth is compared to the value stored in the

buffer for that pixel. If the depth is smaller, the pixel is drawn, and its depth replaces the one stored in

the buffer; otherwise, the pixel is not drawn. This ensures that occluded regions are not drawn.

Blender offers two rendering engines: EEVEE and Cycles. EEVEE employs rasterization for faster

rendering, suitable for real-time graphics. Conversely, Cycles uses ray tracing for more accurate light

simulations, which is much slower. Figure 3.2 illustrates the differences between the two engines.

EEVEE and Cycles both use a Z-Buffer for rendering, and both store the depth with a resolution of

32 bits. However, EEVEE and Cycles compute depth differently. EEVEE calculates depth as the dis-

tance in meters of the pixel to the camera plane, akin to how a Kinect captures depth, while Cycles

computes depth as the distance in meters to the camera center.

We can compute a correction factor for each pixel to convert the Cycles Z-buffer into the same format

as the Kinect. Inspired by the work of [50], this factor is obtained by the following steps:

• Compute 3D Coordinates:

Ui;j = K � 1 �
�
i j 1

� T
; 0 � i < w; 0 � j < h ; U 2 Rw;h; 3

Here, K is the camera matrix, i and j are the pixel coordinates, and w and h are the image width

and height. U represents the 3D coordinates of each pixel in space at a unit depth from the camera

plane.

• Compute Correction Factors:

Vi;j =
�
0 0 1

�
�

Ui;j

kUi;j k
; V 2 Rw;h

The correction factors Vi;j are derived by normalizing the vectors Ui;j and taking the z-component

of the resulting unit vectors. This provides the distance from the camera plane to the normalized

direction vector of each pixel.

• Vertical Flip:

W = V V

Since the camera matrix K inverts the image vertically, we apply a vertical �ip operation on the

matrix V to get W , where AV denotes the vertical �ip of matrix A.

• Apply Correction Factors: As a �nal step, we multiply the Cycles Z-buffer by the correction factor

matrix W element-wise to convert the Z-buffer values to distances from the camera plane:

Zcorrected = ZCycles � W
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The �nal W matrix can be seen in (Figure 3.3).

Figure 3.3: Cycle correction factor.

The complete pipeline for generating a depth image starts by computing a mask for the image's

background. We do this by comparing each pixel's Z-buffer value to a threshold clipend � tolerance,

where clipend is the end clip plane, and tolerance is a very small, positive value. Pixels with Z-buffer

values larger than the threshold are considered background and have their depth converted to 0. If

Cycles is used, we multiply the result by W to convert the Z-buffer values to distances from the camera

plane. Finally, we save the resulting image in the OpenEXR format with 32-bit depth. (Figure 3.4).

Figure 3.4: Blender diagram.
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3.2 Depth Estimation

Now that we have a synthetic dataset, the next step is to train a model to generate dense depth maps

from RGB images. There are many options available in terms of depth prediction models. The website

paperswithcode provides a list of state-of-the-art (SOTA) models in the task of SIDE for various datasets

[10]. We choose the GLPDepth model [52], a recent architecture currently state-of-the-art at metric

depth prediction, i.e., to predict depth for each pixel in metric units instead of in a normalized unit. The

choice for GLPDepth over other architectures comes down to the fact that other architectures required

computational power that we did not have access to, making it the best choice over the considered

models.

The GLPDepth model architecture is built around a global-local path network that integrates two dis-

tinct processing paths to extract relevant features across multiple scales. First, a hierarchical transformer

encoder is used to capture long-range dependencies in the image, which helps the model understand

the broader scene layout. To complement this, the model's decoder employs skip connections that focus

on re�ning high-resolution details by preserving local information, allowing for �ne-depth map outputs

that maintain structural accuracy. A diagram with the GLPDepth architecture is shown in �gure 5.2.

Figure 3.5: Diagram representing the architecture of the GLPDepth model [10].

Additionally, GLPDepth incorporates a customized data augmentation strategy tailored to monoc-

ular depth estimation based on a modi�cation of the CutDepth method [53]. Instead of cropping the

image in all directions, the GLPDepth variant favors horizontal crops, encouraging the model to learn

vertical depth relationships crucial for realistic depth interpretation. This augmentation approach further

enhances GLPDepth 's generalization ability across diverse scene conditions.

To generate depth maps for the image2mass dataset, we �netuned a GLPDepth model with our

synthetic dataset. The authors of GLPDepth provide two checkpoints for the model, one trained with the
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Nyu-v2 dataset [54] and another on the KITTI dataset [55]. Since the Nyu-v2 dataset is the one that best

�ts our data, we �netuned its corresponding checkpoint with our synthetic dataset to predict depth maps.

The object scale will be ambiguous because both the synthetic dataset and the image2mass dataset

are on a white background. Therefore, we believed it was essential to also consider the bounding box of

the objects for the depth prediction, as it was the only concrete information provided in the image2mass

dataset about the object dimensions.

The object scale will be ambiguous because both the synthetic dataset and the image2mass dataset

are on a white background. To achieve scale invariance in depth estimation, we normalize depth values

by dividing them by the diagonal length of the object's bounding box. To assess the effectiveness of

this normalization, we analyzed our synthetic dataset. Initially, we computed a histogram of maximum

depth values across examples in the dataset and observed an irregular, non-uniform distribution. After

applying the normalization step, the distribution shifted to approximate a Gaussian, indicating that the

normalization process successfully addressed scale inconsistencies. Figure 3.6 illustrates the depth

distributions before and after normalization. A small bump can be noticed at the distance 0. These

were outlier images where the object didn't produce a valid depth map. For the �netuning process, we

removed these points.

Figure 3.6: Histogram of max depth for the synthetic dataset before normalization (a) and after normalization (b).
The vertical coordinates are the number of examples per bin, and Max Depth is in meters.

The advantage of this approach is that we can get the original metric depth back by multiplying the

normalized depth by the diagonal length of the object's bounding box. This way, the depth prediction

considers the object's physical dimensions. This approach is bene�cial because the images in the

image2mass dataset lack contextual size cues.

30



4
MODEL ARCHITECTURE

Contents

4.1 Image2Mass . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

4.2 Mass Estimation with Depth . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

4.3 PointNet . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

4.4 DGCNN . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

4.5 PointTransformer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

4.6 DenseNet . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

4.7 Density Decoder . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

4.8 Volume Decoder . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.9 FoldingNet . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.10 Mass output . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.11 Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.12 Losses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

31



32



4.1 Image2Mass

In the context of mass estimation of objects from images, probably the most relevant work is image2mass

[23]. The image2mass architecture is built in modules, each responsible for a speci�c task. These are

the Geometry Module, the Volume Tower, and the Density Tower. The Geometry Module estimates the

shape and size of the object, while the volume and density towers estimate the object's volume and

density, respectively.

4.1.1 Geometry Module

The Geometry Module is a CNN-based architecture inspired by the Xception architecture [2]. The Xcep-

tion network is a famous CNN architecture that has been shown to perform well on image classi�cation

tasks. In contrast to other CNNs, Xception uses depthwise separable convolutions, a more ef�cient ver-

sion of the standard convolutions found in most CNNs. This enables Xception to be much deeper than

classical CNN while retaining the same speed. The Geometry Module comprises the �rst 12 blocks of

the Xception network, which generate a (19; 19; 728) tensor, followed by a decoder stage that collapses

the tensor to a (19; 19) image. This decoder comprises two convolution layers and a deconvolution layer,

which reduces the 728 channels to just 1.

The Geometry Module is trained using pairs of RGB images and thickness masks computed using

the ShapeNetCore dataset. The thickness masks are (19; 19) images generated with precomputed

voxel occupancy grids provided by the ShapeNetCore dataset, where each pixel indicates the object's

thickness in the RGB image at that location in voxels.

Then, from the thickness mask generated by the Geometry Module, a minimum-area bounding rect-

angle is �tted, which, alongside the thickness mask and the bounding box provided in the dataset, is

used to generate the following features:

• The length and width of the bounding rectangle in pixels.

• The maximum entry in the thickness mask.

• The bounding rectangle center in pixels.

• The bounding rectangle angle.

• The sum of all values in the thickness mask.

• The number of non-zero entries in the thickness mask.

• The area of the bounding rectangle.

• The volume of the bounding box provided in the image2mass dataset.
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• The portion of voxels in the bounding box occupied by the object.

• The portion of pixels in the bounding rectangle that is occupied by the object.

• The 3D volume estimate.

• The area estimate.

Underlying the computations of the features, there is the assumption that the object is oriented

towards the camera in such a way that its length and width align with the dimensions of the bounding

rectangle, and its maximum thickness along the z-dimension corresponds to the height of the bounding

box. While objects in the image2mass dataset rarely meet this exact assumption, the authors argue that

most of them are still close enough, such that it leads to a reasonable approximation. Finally, this module

is not directly part of the image2mass architecture; it acts as a pre-processing step that generates the

features used in the volume and density towers and, as such, is trained separately from the rest of the

model, using the ShapeNetCore dataset.

4.1.2 Density Tower

The Density Tower is, similar to the Geometry Module, a CNN-based architecture based on the Xception

network. It takes the RGB image as input and passes it through the �rst 12 blocks of the Xception

network, generating a (19; 19; 728) tensor. This tensor is then concatenated with the thickness mask and

the features generated by the Geometry Module and passed to the 12th and 13th blocks of the Xception

network, resulting in a (10; 10; 2048)tensor. This tensor is then passed to two fully connected layers with

ReLu and Sigmoid.

During the initial stages of the architecture development, the authors noticed that when plotting the

distribution of the density of the objects in the dataset, it was very skewed, with most objects hav-

ing smaller densities. While the density is not directly provided in the data, it can be estimated using

mass=BoundingBoxV olume as a proxy for the density. To improve learning in this skewed distribution,

they �tted a decaying exponential function to the distribution and used it on the output of the density

tower to promote a uniform distribution between 0 and 1 on the output of the last fully connected layer.

4.1.3 Volume Tower

Similarly to the previous modules, the Volume Tower is also based on the Xception architecture. It shares

the parameters of the 14 blocks of the Xception network with the Density Tower, which are then followed

by four fully connected layers, with ReLu activation in the last layer. Between the �rst and second fully

connected layers, the features generated by the Geometry Module are concatenated with the output of
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the previous fully connected layer. This means that the Volume Tower is provided with the features twice:

once inside the Xception network and again in the fully connected stage.

4.1.4 Combining Towers

The �nal step for mass estimation is to combine the outputs of the Density and Volume Towers. However,

density and volume have different scales, with volume usually being much larger than density in the units

of the image2mass dataset. To balance the learning between the two towers, the authors noticed that

x1x2 = ( cx1)
�

1
c x2

�
, for any two multiplicands x1 and x2, and c 2 R; c 6= 0 . By choosing a constant c

such that the on average c� density � 1
c � volume, the authors were able to balance the learning between

the two towers. They found that c = 10 provided a good balance between the output of the two towers.

4.1.5 Follow-up Works

After the publication of image2mass, several works have proposed improvements to the architecture.

Some of the most relevant include the addition of material embeddings inside the density tower to im-

prove the generalization capabilities of the model and improving the Geometry Module with a modi-

�ed Pix2Vox++ network. However, no work has shown signi�cant improvements over the original im-

age2mass architecture, and the model remains the state of the art in mass estimation.

4.1.6 Limitations

While some research has been conducted on the image2mass architecture, it has not gained traction in

practical applications for several reasons:

• No code for training the model nor its implementation has been made available by the authors.

Since the paper doesn't go into too much detail about the complete model architecture, it is hard

to replicate the model without the code. The only code available is a pre-trained model, which is

not very useful for training on new data.

• The model is slow, limiting its use in real-time applications.

• image2mass and its derivatives require accurate 3D bounding box estimates of the object in the

image. Obtaining these bounding boxes often necessitates capturing multiple views of the object

from different angles, usually in a canonical orientation, which depends on the camera's relative

position. Forcing a robot to move around the object to estimate its bounding box before determining

its mass is impractical. It defeats the purpose of the model, which is to estimate mass from a single

image. Under these circumstances, it often becomes more straightforward for the robot to weigh

the object manually.
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• The assumption that the object is oriented toward the camera in such a way that its length and

width align with the dimensions of the bounding rectangle and its maximum thickness along the

z-dimension corresponds to the height of the bounding box doesn't always hold. Some objects

have pictures taken from a top-view or birds-eye-view, which leads to incorrect volume estimates.

• The model doesn't easily afford the inclusion of depth information in the thickness estimation, for

instance, by using a depth camera without a heavy rethinking of the architecture.

• The model places heavy reliance on manually extracted features. While the features proposed are

sound and have been widely used in the literature, it begs the question if learning these features

directly from the data couldn't further improve the model.

4.2 Mass Estimation with Depth

Figure 4.1: Our architecture for mass estimation. The leftmost blue block works as an encoder for the point-cloud
and RGB, and the rightmost blue block works as the mass decoder. The yellow block is a FoldingNet
architecture, which can be integrated optionally.

Here, we present our model architecture for mass estimation from RGB and Depth, as shown in

�gure 4.1. It follows an encoder-decoder architecture. Similar to previous works, we assume that the

objects' density is uniform. In practice, the model learns to estimate the average density of the object.

We have two distinct decoders, one for density and another for volume, both of which take the latent

vector generated by the encoders as input. The �nal mass is predicted by multiplying the outputs of the

decoders together.

Several methodologies exist for encoding RGBD data, such as treating them as a single 4-channel

image, two distinct images, an image and a point-cloud, or by voxelizing the depth data. We argue

that treating depth data as a point-cloud rather than an image provides signi�cant advantages. (1) This
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method enables the model to leverage three-dimensional spatial information more effectively, (2) offers

greater adaptability to different sensor intrinsic parameters, and (3) is adaptable to various depth sensors

beyond traditional RGB-D cameras, such as LIDARs and SONARs, which produce point-clouds instead

of single-image representations.

Our experiments primarily evaluate how depth processing can enhance the mass estimation task.

Hence, only the point-cloud encoder is swapped during the experiments. Additionally, we explore

whether incorporating point-cloud reconstruction as a secondary task can further enhance the model's

performance in mass estimation. For our RGB encoder, we use a DenseNet-121 [56], mainly for its small

size and good performance on various computer vision benchmarks. For the point-cloud encoders, we

test three different encoder variations. The �rst processes point independently [5], the second considers

local context and fuses multiple scales [32], and the third employs a transformer-based architecture with

local context [37]. Finally, we use a FoldingNet [57] decoder to reconstruct a coarse point-cloud when

performing the reconstruction task.

4.3 PointNet

Figure 4.2: The PointNet architecture.

Inspired by the PointNet [5] architecture, this encoder comprises a series of transform blocks that ap-

ply a linear transformation to each point separately, as shown in Figure 4.2. Inside the same block, the

linear transformation is the same for all points; i.e. they share the same parameters. This ensures the

network remains invariant to the order of the input points in the point-cloud since point-clouds are nat-

urally unordered data structures. The model progressively transforms the input into higher-dimensional

feature spaces until it reaches the maximum feature size of 512 features, at which point a max pool

operation is performed to the input, resulting in a 1D vector that works as an embedding.

The steps in the PointNet architecture are as follows:

• Linear Transformation: A 1D convolutional operation with a shared kernel applies a linear trans-
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formation to each point x i :

out[n; i ] =
C in � 1X

j =0

w[i; j ] � in [n; j ] ; 0 � n < N ; 0 � i < C out

– n is the index of the point in the point-cloud.

– i is the output channel index.

– j is the input channel index.

– w[i; j ] is the shared weight connecting input channel j to output channel i .

This transformation is repeated across layers, increasing the feature space dimension at each

layer and enabling the network to capture progressively richer representations of the input points.

At the end, a ReLU activation function is applied.

• Max Pooling: To produce a global representation invariant to point order, PointNet applies a max-

pooling operation across all points:

out[i ] = max
��

in [0; i ] ::: in [N � 1; i ]
��

; 0 � i < C out

This pooling operation aggregates the feature information across points into a single 1D vector

representing the entire point-cloud. The resulting vector serves as a permutation-invariant global

embedding for the point-cloud.

4.4 DGCNN

Figure 4.3: The Dynamic Graph Convolutional Neural Network (DGCNN) architecture.

Our second architecture, inspired by the DGCNN [32] paper, illustrated in Figure 4.3, is an evolution

of the PointNet model that introduces the concept of dynamically computing local geometric structures
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via k-nearest-neighbours (k-NN) graphs based on the Euclidean distance. Its feature transformation

is very similar to PointNet, but each point x i is stacked k times, and then, for each neighbor x j , their

difference is appended [x i � x j ; x i ]. Then, similarly to PointNet, a shared linear layer works independently

on every point; however, now there are N � k points. A MaxPool operation is used to aggregate the

linear layer's output. Finally, DGCNN also uses residual connections from the outputs of the �rst layers

to the last, allowing the network to retain �ne-grained local details and higher-level abstract features.

Let x i 2 RD be a point of interest in point-cloud P, and f pi; 1; pi; 2; ::: ; pi;k g the set of k-nearest-

neighbours of x i in P. The steps in the DGCNN architecture can be broken down as follows:

• Difference Vector Calculation: For each nearest neighbor pi;j of point x i :

di;j = pi;j � x i ; where di;j 2 RD

• Vector Concatenation: Concatenate each difference vector di;j with the point x i to form:

vi;j = [ di;j ; x i ] = [ pi;j � x i ; x i ] ; where vi;j 2 R2D

• Matrix Construction for Each Point: Construct matrix M i for each point x i by stacking the con-

catenated vectors:

M i =

2

6
6
6
4

vi; 1

vi; 2
...

vi;K

3

7
7
7
5

=

2

6
6
6
4

[di; 1; x i ]
[di; 2; x i ]

...
[di;K ; x i ]

3

7
7
7
5

=

2

6
6
6
4

[pi; 1 � x i ; x i ]
[pi; 2 � x i ; x i ]

...
[pi;K � x i ; x i ]

3

7
7
7
5

; where M i 2 RK � 2D

• Global Matrix Construction: Stack the matrices M i for all points x i 2 P to form a global matrix

M :

M =

2

6
6
6
4

M 1

M 2
...

M N

3

7
7
7
5

=

2

6
6
6
4

v1;1 v1;2 : : : v1;K

v2;1 v2;2 : : : v2;K
...

...
. . .

...
vN; 1 vN; 2 : : : vN;K

3

7
7
7
5

; where M 2 RN � K � 2D

• Convolution: Apply a 2D convulotion to the matrix M , treating it as a 2D image with width K ,

height N , and 2D channels. Using a kernel of size 1 and no bias:

V convi;j;t =
2DX

u=1

wt;u � vi;j;u ; where ; 1 � t < D next

– t is a channel in the output.

– u is a channel in the input.
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– wt;u is the weight connecting channel u in the input to channel t in the output.

• Max Pooling: Compute the max along the K dimension to get a matrix of size N � Dnext :

Vmax i;t = max
1� j � K

V convi;j;t ; where Vmax 2 RN � D next

4.5 PointTransformer

Figure 4.4: The architecture of the PointTransformer. A detailed close-up of the transformer block is shown on the
bottom left, and to its right, the explicit vector attention mechanism is depicted.

Finally, the PointTransformer [37], shown in Figure 4.4, employs a vector attention mechanism to

capture descriptions for each point and its local neighborhood. Vector attention distinguishes itself from

traditional attention by considering the k-NN of each point instead of just the point itself. This vector

attention is applied individually to each point, with shared weights. In contrast to the other two previous

models discussed, PointTransformer also progressively downsamples the point-cloud by a quarter at

each transformation block, resulting in fewer points with more descriptive features at each step. Finally,

similarly to the previous two models, a MaxPool layer is applied to aggregate the features of the local

neighbor into a single feature.

Let x i 2 R3 be a point of interest in the point-cloud P corresponding feature vector f i 2 RD . De�ne

N (i ) = fN (i )1 ; N (i )2 ; � � � ; N (i )k g as the set of indices of the k-nearest-neighbours of x i in P, and
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�
xN ( i )1

; xN ( i )2
; � � � ; xN ( i ) k

	
as the corresponding set of nearest neighbor points. The steps in the

PointTransformer architecture are as follows:

• Internal Feature Transformation: Transform the input feature vector f i into an internal represen-

tation:

f internal i = W1 � f i + b1;

where W1 2 RD internal � D ; b1; f internal i 2 RD internal

• Query Projection: Project the internal feature representation to obtain the query vector:

Qi = Wquery � f internal i ;

where Wquery 2 RD internal � D internal ; Qi 2 RD internal

• Key and Value Projections: For each of the k-nearest-neighbours of x i , project their internal

features to obtain the key and value matrices:

K i =

2

6
6
6
4

Wkeys � f internal N ( i )1

Wkeys � f internal N ( i )2
...

Wkeys � f internal N ( i ) k

3

7
7
7
5

T

;

Vi =

2

6
6
6
4

Wvalues � f internal N ( i )1

Wvalues � f internal N ( i )2
...

Wvalues � f internal N ( i ) k

3

7
7
7
5

T

;

where Wkeys ; Wvalues 2 RD internal � D internal ; K i ; Vi 2 RD internal � k

• Positional Encoding: Calculate the positional encodings between the point x i and its nearest

neighbors:

pos encoding i = �

0

B
B
B
B
@

2

6
6
6
4

x i � xN ( i )1

x i � xN ( i )2
...

x i � xN ( i ) k

3

7
7
7
5

T
1

C
C
C
C
A

;

where pos encoding 2 RD internal � k

where the positional encoding function � is de�ned as:

� (x) = W�; 2 � ReLu (W�; 1 � x) ;
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where x 2 R3� k ; W�; 1 2 RD internal � 3; W�; 2 2 RD internal � D internal ; � (x) 2 RD internal � k

• Relative Positional Encoding Adjustment: Adjust the queries and keys with the relative posi-

tional encodings:

Z i = 


0

B
B
B
B
@

2

6
6
6
4

Qi � K i; 1 + pos encoding i; 1

Qi � K i; 2 + pos encoding i; 2
...

Qi � K i;k + pos encoding i;k

3

7
7
7
5

T
1

C
C
C
C
A

;

where Zi 2 RD internal � k

where the transformation function 
 is de�ned as:


 (x) = W
; 2 � ReLu (W
; 1 � x) ;

where x 2 RD internal � k ; W
; 1; W
; 2 2 RD internal � D internal ; 
 (x) 2 RD internal � k

• Attention Mechanism: Compute the attention scores using the adjusted vectors:

attention i = sof tmax
�

Z ip
D internal

�
;

where attention i 2 RD internal � k

• Attention Output: Calculate the attention output by applying the attention scores to the value

vectors and positional encodings:

Yi = attention i 
 (Vi + pos encoding i ) ;

where Yi 2 RD internal � k

• Output Aggregation: Aggregate the attention outputs to obtain the �nal output features for the

point:

f out i =
kX

j =1

Yi;j ; where f out i 2 RD internal

• Residual Connection: Add a residual connection to combine the original features with the output

features:

f total i = ( W2 � f out i + b2) + f i ;

where W2 2 RD � D internal ; b2; f total i 2 RD
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4.6 DenseNet

DenseNet is a CNN with dense connectivity [56]. It is divided into sets of dense blocks, in which each

layer is connected to every other layer in a feed-forward manner. Additionally, DenseNet uses bottleneck

layers (typically 1x1 convolutions) to reduce the number of input feature maps, signi�cantly improving

computational ef�ciency without sacri�cing performance.

4.7 Density Decoder

The density decoder is a MLP acting as a regressor for density. Since typical density values are large

(in the range of 500 Kg/m3 and above), we �tted a function to the density distribution in the image2mass

dataset. We used it as the activation function for the �nal layer. This custom activation introduces an

inductive bias, guiding the network toward realistic density estimates. While this bias could potentially

limit generalizability to datasets with different density distributions, we argue that the large and diverse

nature of the image2mass dataset provides a close approximation of real-world object densities when

considering similar household settings. Furthermore, this approach reduces implausible predictions and

stabilizes training as the network learns to �t realistic density values early on. Figure 4.5 shows the �tted

curve and the activation function.

Figure 4.5: An exponential curve �tted to the density distribution in the image2mass dataset. The density distri-
bution was derived by dividing the bounding box volume by mass, providing an approximate density
measure. In (a), the data shows the percentage of points within each density bin, obtained with a his-
togram. In (b), the activation function is created by inverting the �tted curve and scaling the input to
range from 0 to 1, with the output representing density in kg=m3 .
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4.8 Volume Decoder

The volume decoder shares the same structure as the density decoder, except for the fact it has a ReLU

and has the activation function of the last layer. This results in volumes only having positive values.

During training, the density decoder activation function will also guide this network since the two are

multiplied to get the �nal output.

4.9 FoldingNet

The folding net serves as a point-cloud reconstruction decoder. It deforms a grid of points by sequentially

applying a series of Multi-Layer Perceptrons (MLPs) to each point separately, translating the point to a

new 3D position. The MLPs use the latent vector predicted by the encoders as additional context for

the deformation. Furthermore, the same MLPs are used for all points. The output of the FoldingNet is a

coarse reconstruction of the input point-cloud.

4.10 Mass output

The model computes mass as the product of the outputs from the density and volume decoders. Since

the density decoder typically outputs values several orders of magnitude larger than the volume decoder,

we appropriately introduce a balancing constant b to scale the two outputs. By selecting b such that

mass = ( density �b) � (volume=b), and ensuring that (density �b) and (volume=b) are of similar magnitude,

the model learns more effectively. Drawing from the approach used in [23], we found that a constant

b � 16:5 yields good results.

4.11 Metrics

We use several scale-invariant metrics to evaluate the model's mass predictions, accounting for the wide

variation in object masses. All metrics presented are symmetrically for both over- and under-estimating.

• Absolute Log Difference Error (ALDE): ALDE = j ln(y) � ln( by)j. This metric measures the

difference between the logarithms of the true mass (y) and the predicted mass (by).

• Absolute Percentage Error (APE): APE =
�
�
� y � by

y

�
�
� . APE captures the relative error between the

true and predicted masses.

• Minimum Ratio Error (MnRE): MnRE = min
� �

�
� by

y

�
�
� ;

�
�
� y

by

�
�
�
�

. This metric measures how much the

prediction deviates from the true value in terms of multiplicative factors, making it easy to interpret
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errors in practical terms. The higher the MnRE, the closer the prediction is to the true value.

• q-metric (off by a factor of 2): q = Percentage of predictions where MnRE < 0:5. This metric

measures the percentage of predictions that are off by a factor of 2 or more. It provides some

insight into the consistency and reliability of the model.

4.12 Losses

We implement two distinct loss functions depending on whether we are training solely for mass estima-

tion or point-cloud reconstruction.

For mass estimation, we use the ALDE loss. We believe ALDE is preferred over metrics like APE

because it is less sensitive to extreme values, which can disproportionately penalize errors in smaller

mass predictions.

For the task of point-cloud reconstruction, we use the Chamfer Distance, which measures the av-

erage distance between points in the predicted and ground-truth point-clouds. This metric is de�ned

as:

CD =
1

jP j

X

p2 P

min
p02 P 0

kp � p0k2 +
1

jP0j

X

p02 P 0

min
p2 P

kp0 � pk2;

where P and P0 are the sets of points in the predicted and ground-truth point-clouds, respectively.

When training the model for both mass estimation and point-cloud reconstruction, we combine these

two loss functions into a single objective:

Total Loss = ALDE + � � Chamfer Distance:

Here, � is a constant factor used to balance the relative contributions of the ALDE and Chamfer

Distance components in the total loss function. From empirical experiments, we found that setting � � 1

provides a good balance between mass estimation accuracy and point-cloud reconstruction quality.
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