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jorge.guilherme.lopes.goncalves@tecnico.ulisboa.pt
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Abstract

The study of large infrastructures always implies a high cost and/or poor safety conditions for
humans. With this in mind, the project where this work is included developed an aircraft to capture
images remotely to be processed in order to evaluate the state and damage of the structure being
studied. The objective of this Thesis is to propose a solution for the problem of image mosaicing
(stitching), in the scope of structural analysis for detection of failures in civil engineering infrastructures.
A solution based on homography transformations was presented. In order to implement the solution
proposed, a software tool based on the OpenCV’s stitching module is used, since it is an easy to use
open source software. A qualitative evaluation of the tool used is presented, showing the positive results
that can be achieved with this method, with some known constraints. Furthermore, a comparison
against the National Laboratory for Civil Engineering (LNEC) previously used method (Multi Image
Correspondances par Methodes Automatiques de Correlation (MICMAC)) is made, where the proposed
solution achieves higher qualitative performance, being an overall improvement over that previous
method.
Keywords: Image Stitching, Image Mosaicing, Homography, OpenCV, MICMAC

1. Introduction

Nowadays, a particular area in which the use of
some sort of automatic system is highly important
is the maintenance of large structures [31]. This
task is especially difficult since it usually requires
visual inspection and the human eye is limited, so
often the manual inspection is very restricted due
to the characteristics of the structure or some safety
reasons [33]. This is, most of the times, solved
using cameras and remotely operated or even au-
tonomous vehicles [3], which is what it is addressed
in this work. This Thesis is part of the project “EL-
EVAR Study of Vertical Structures with Robotized
Aircrafts” financed by the “COMPETE” program.
It has as its main objective the development of an
aircraft (UAV, or drone) for the autonomous pho-
togrammetric surveys of vertical surfaces, namely
of dam walls, bridge pillars, and facades of build-
ings and monuments. The photographs obtained
will support the visual inspections carried out in
the scope of monitoring and safety control of civil
engineering works [15].

The pictures, in order to guarantee the best pos-
sible result, must be obtained following photogram-
metry rules [26]: high overlap between photographs
and no large variations in the distance of the struc-

ture relative to the flight. These images can later
be stitched together to obtain an image mosaic of
the photographed surfaces. This product has high
importance for those responsible for the safety of
the structures since it as an associated metric (mea-
surements of lengths and areas can be made) and
the information extracted can help in the decision
making process about interventions in structures.

The objective of this Thesis is to find a solution
for the image mosaicing problem in the context of
this project. That is, to propose an approach for the
problem of creating a single image, stitching mul-
tiple photographs obtained with the drone. The
problem of image mosaicing (or image stitching)
can be broke down into five major conceptual steps.
Figure 1 shows a simple diagram, describing the se-
quence that needs to be implemented in order to
solve this problem.

Figure 1: Conceptual diagram for Image Mosaicing.
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2. Background & Related Work

In order to give an overview of image stitching, an
explanation of some of the basic concepts and anal-
ysis of different techniques that can be used in the
most crucial steps of the overall problem is going
to be given. All the fundamental aspects in im-
age stitching explained in depth, are available in
[25]. Mosaic construction is finding its practices in
many computer vision and computer graphics ap-
plications, such as motion detection and tracking
[23], mosaic-based localization [18], resolution en-
hancement [20], and augmented reality [2]. Fur-
thermore, video compression, video indexing, and
image stabilization are some of the prominent ar-
eas where mosaicing is creating significant impacts
[12]. Moreover, can also be used to detect defects
in large areas where a single image cannot capture
the whole surface to analyze, e.g cracks on bridge
structures [31].

The critical step of the mosaicing problem is the
image registration, which is composed by the Fea-
ture Extraction, Feature Matching and Transfor-
mation Estimation steps (see Figure 1), with direct
influence on the algorithm’s performance. Its objec-
tive is to compute the geometric relation between
images. If errors occur in this step the final mosaic
will not be as desired. In the image registration,
one can use different approaches, the spatial and
frequency domains [12]. This Thesis is based on a
Low-level feature-based approach to tackle the reg-
istration problem, however, this problem can also
be solved in the frequency domain [32].

2.1. Frequency domain-based methods

Unlike spatial domain methods, the algorithms that
fall in this category, in order to find the optimal geo-
metric parameters between pairs of images, require
computation in the frequency domain. These algo-
rithms compute the Fourier transforms of the im-
ages and, use the property of phase correlation for
the registration step of image mosaicing [12], i.e.,
Fourier-based alignment relies on the fact that the
Fourier transform of a shifted signal has the same
magnitude as the original signal but a linearly vary-
ing phase. While Fourier-based alignment is mostly
used to estimate translational shifts between im-
ages, it can, under certain limited conditions, also
be modified to estimate other motion models, like
in-plane rotations and scales, for instance, [26].

2.2. Spacial domain-based methods

Algorithms in this category use properties of pix-
els to perform registration, and, thus they are the
most direct methods of image mosaicing. Majority
of the existing image mosaicing algorithms fall into
this category [12]. Spatial domain-based image mo-
saicing can be either area-based or feature-based.

2.2.1. Direct (pixel or area-based) Alignment

Two of the most commonly used techniques of di-
rect alignment-based image mosaicing are normal-
ized cross-correlation and mutual information algo-
rithms [11]. These techniques rely on “windows”
of pixel values in the two images. These “win-
dows” are shifted relative to each other to see how
much the pixels match. In order to evaluate the
dissimilarity between pixels, a suitable error met-
ric must be chosen. Normalized Cross Correlation
(NCC) and Mutual Information (MI)-based align-
ment algorithms have been used for this purpose,
and differ on the type of used metric. While NCC
computes similarity based on image intensity val-
ues, MI measures similarity based on the quan-
tity of information shared between the two images
[12]. After choosing an error metric, an also suit-
able search technique must be selected. A naive
approach would be to try all possible alignments.
In practice, this may be too slow, so hierarchical
coarse-to-fine techniques based on image pyramids
have been developed [25].

2.2.2. Feature-Based Methods

On the contrary of what was explained above,
feature-based methods require only specific points
of each image in order to estimate the motion model
parameters. Which can be an improvement since
features constitute a reduction in the data to be
processed while containing most of the geometric
information useful for image matching. Further-
more, the images do not need a significant overlap
area for the alignment to be possible. These algo-
rithms require a feature detector, which must be
able to detect, distinctive and spread all over the
image, low-level features, which the most common
include edge, corner, pixel, color, and histogram.
The detector should be chosen considering the type
of images one wants to align since it must be able to
detect a sufficient number of common features be-
tween the images in order to be possible to estimate
the geometric transformation. A good example of
this method is [4], were the SIFT algorithm [17] was
used to create software to produce multiple panora-
mas from a group of unordered images from various
scenes. In this case, the feature-based method was
used and the feature extractor used was the SIFT
algorithm, obtaining good results for texture-rich
images.

2.3. Blending

After all the images are stitched in the correct po-
sition of the final mosaic, visible seam lines appear
due to differences in camera exposure, variations in
scene illumination, the presence of moving objects
between frames, geometric misalignments, among
others [12].
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2.3.1. Pyramid (Multi-Band) Blending

The classical papers for image pyramids and pyra-
mid blending are by Burt and Adelson [6, 7]. Ac-
cording to [6], the Laplacian pyramid is a sequence
of error images, each is the difference between two
levels of the Gaussian pyramid. The Gaussian pyra-
mid levels are defined by the resizing of the original
image (level 0). Each level has approximately half
the dimensions of its predecessor.

The algorithms for pyramid blending, start by
first decomposing each source image into its own
Laplacian pyramid. Each band is then multiplied
by a smooth weighting function whose extent is pro-
portional to the pyramid level. The simplest and
most general way to create these weights is to take
a binary mask image and to construct a Gaussian
pyramid from this mask. This mask defines which
area of the image is overlapping between the im-
ages, i.e, the region of the image to blend is set to
1 while the region nonoverlapping (not relevant for
the blending) are set to 0. Each Laplacian pyramid
image is then multiplied by its corresponding mask
and the sum of these two weighted pyramids is then
used to construct the final image [26].

One downside of pyramid blending algorithms is
that when the registration error is significant, dou-
ble contouring and ghosting effects may become sig-
nificant. However, this method is widely accepted
and used in the literature as the main blending
algorithm for multiple applications and scenarios.
It has been shown that this method performs well
removing visible seams, exposure differences and
other unwanted artifacts in panoramas, as shown
in [4, 31, 16], for instance.

2.3.2. Exposure and Gain Compensation

The exposure and gain compensation techniques
are somewhat common in image mosaicing, since,
in some cases, blending methods cannot deal with
large amounts of exposure differences between im-
ages. Therefore, these methods are sometimes im-
plemented together with a blending algorithm for
better results when the input images present big
differences in exposure.

In [29], the authors propose an exposure compen-
sation method to tackle the exposure differences in
stitched images when these are too high to be dealt
with the blending algorithms addressed above. The
results shown by [29] demonstrate that this does a
better job of exposure compensation than simple
feathering and can handle local variations in expo-
sure due to effects such as lens vignetting (intensity
decreases towards the edge of the image).

Gain compensation is a technique that solves an
optimization problem to obtain the overall gain be-
tween images for all the images. The cost function
of the problem is the sum-of-squares of the normal-

ized illumination differences across the overlapping
regions of the images [4]. This compensation is ba-
sically minimizing the intensity difference of over-
lapping pixels.

2.3.3. Optimal Seam Selection

This approach differs from the previous ones since
instead of trying to eliminate visible seams by
smoothing the edges of the stitched images, optimal
seam selection tries to optimize the joining bound-
aries between the images. That is, instead of having
straight lines dividing the images in the mosaic, this
method finds the optimal seam line, which can be
of any form, by looking into the overlapping region
between a pair of images.

There are different approaches for optimal seam
selection. Methods based on region-of-differences
[9], using graph-cut optimization [13], and based on
dynamic programming [30], for example.

3. Proposed Method

The problem of image mosaicing (or image stitch-
ing) can be broke down into five major conceptual
steps, as it is depicted in Figure 1, describing the
sequence that needs to be implemented in order to
solve this problem. In each step one must choose the
technique or the algorithm to solve the individual
problem, trying to achieve the best result possible.
In this Thesis, the method proposed to solve the
task addressed, regarding each step of the overall
approach, is detailed in this section.

3.1. Feature Extraction

For the problem in hand, it is very important to de-
tect the interest points in each image. These points,
also called keypoints, features or corners, allow one
to extract useful information from the image. They
are often described by the appearance of patches of
pixels surrounding their location. In the case of this
Thesis, they are relevant to find the common points
in multiple images. This information will give the
position of real-world features in different pictures
so that one can piece together these points in the fi-
nal mosaic. Since they represent only one 3D point,
they will be only one 2D point in the final image,
after the stitching process.

Since in this Thesis, the objective is to match
images from structure surfaces, it is important to
have relevant feature points, so that the matching
process would be less prone to errors. Another is-
sue is the time efficiency of the algorithm since one
wants to work with as many images as possible, the
time spent by the algorithm is an important aspect.
With these aspects in mind, for this Thesis the fea-
ture detection algorithm chosen was the Oriented
FAST and Rotated BRIEF (ORB) feature detector
[22], mainly for its time performance. It is a good
alternative to other common detectors as SIFT and
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SURF in terms of computation cost, matching per-
formance and mainly for being open source, since
both SIFT and SURF are proprietary algorithms.
ORB is a fusion of the FAST keypoint detector [21]
and the BRIEF descriptor [8] with many modifi-
cations to enhance the performance. First, it uses
FAST to find keypoints, then applies Harris corner
measure [14] to find top N points among them. It
also uses pyramids to produce multiscale-features.
However, since FAST does not compute the orien-
tation, some modifications were made so that ORB
would be rotation invariant.

3.2. Feature Matching

After knowing the interest points in each image, one
must find the common points in pairs of images,
i.e., the matches between features. The matching
process can be easily described as a comparison be-
tween the feature points. However, it is not possi-
ble to simply compare the coordinates of the key-
points due to changes in the viewpoint of the cap-
tured scene in each image. It is necessary to have
a descriptor of each keypoint which captures the
intensity information in a region around the fea-
ture point. Then it is possible to compare different
descriptors and, if the difference or error between
them is less than a defined threshold, one can con-
firm that the two feature points represent the same
real-world interest point.

Feature descriptors encode interesting informa-
tion into a series of numbers and act as a sort of nu-
merical “fingerprint” (feature vector), that can be
used to differentiate one feature from another. This
information should be invariant under image trans-
formation, so we can find the feature again even if
the image is transformed in some way. In this The-
sis, it is used the ORB descriptor. ORB uses BRIEF
descriptors, however BRIEF performs poorly with
rotation. So what ORB does is to “steer” BRIEF
according to the orientation of the keypoints.

Now having the feature points neighborhood in-
formation, it is possible to compare multiple feature
descriptors to see if they represent the same real
world point. For that one needs to define a distance
(error) function that compares two descriptors. The
most common technique (error function) used for
binary string based descriptors like ORB is the
Hamming distance. The Hamming distance states
that the distance between two strings (vectors) of
equal length is the number of positions at which the
corresponding symbols (numbers) are different. In
other words, it measures the minimum number of
substitutions required to change one string into the
other or the minimum number of errors that could
have transformed one string into the other. As be-
fore the lowest, the Hamming distance the more
“similar” the feature descriptors are.

3.3. Transformation Estimation

Given a set of real-world points (X̃0, . . . , X̃n) it is
known that these points will be represented in the
image by the pixel coordinates given by the map-
ping:

λuλv
λ

 = P X̃ =

fx s px
0 fy py
0 0 1

 ∗

∗

R11 R12 R13 tx
R21 R22 R23 ty
R31 R32 R33 tz



X
Y
Z
1

 ,
(1)

where λ is a non-zero scale factor, resulting from
the usage of homogeneous coordinates, and P is the
camera projection matrix, composed by its intrinsic
and extrinsic parameters. If two images represent
the same point (X̃i) one will have the pixel coor-
dinates representing this point in the two images
as: [xi yi]

T
and [x′i y

′
i]
T

. The process of match-
ing features addressed above gives the information
about which points represent the same real world
point (feature). Thus, in order to proceed with the
stitching, one must find the geometric relation be-
tween this set of matching points. There are differ-
ent possible planar transformations that two images
can have between each other, that is, the motion of
the camera in the 3D world, or the different posi-
tions of multiple cameras, resulted in one of the 2D
transformations between the images.

A real-world scenario often will require the use of
a projective model, which is the most complete, tak-
ing into account multiple motions as translations,
rotations, scaling, for instance. This motion model
is defined by a 3x3 homography matrix H and the
relation between points under this motion model is
given by:λx′iλy′i

λ

 =

h11 h12 h13
h21 h22 h23
h31 h32 1

xiyi
1

 . (2)

The homography matrix is determined up to a
scale. Often, it is normalized so that h33 = 1.
In order to estimate the homography parameters
(h11, . . . , h32), given a sufficient set of point corre-
spondences, one can use the Direct Linear Trans-
form (DLT) algorithm.

To deal with the presence of outliers, one can uti-
lize a robust estimation technique as the RANdom
SAmple Consensus (RANSAC) [10] which is prob-
ably the most commonly used robust estimation
method for homographies and produces the right
result even in the presence of a large number of bad
matches.
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3.3.1. Global optimization

The information relative to the geometric transfor-
mations between the images estimated in the previ-
ous section has some errors, due to noise in the im-
ages themselves or misregistration errors. So if one
would use these values estimated to warp the im-
ages to the mosaic, it would show misalignment re-
gions or even totally wrong stitching in some cases.
One common cause of misalignment is the drift ef-
fect, when stitching images sequentially and, if the
last image depicts the same scene as the first, there
is a shifting from the first and last images in the
sequence, or if the panorama is purely rotational,
there will be a gap present between the first and last
images. Moreover, if the images contain noise it will
influence the registration step, giving false geomet-
ric information and produce errors in the warping
phase.

To mitigate possible errors in the registration
phase and consequentially in the final mosaic, one
must implement a global optimization strategy in
order to obtain the geometric parameters optimized
for the whole set of images, reducing misalignment
errors. The goal is to find a set of globally consis-
tent set of alignment parameters that minimize the
misregistration between all pairs of images.

The process of simultaneously adjusting pose pa-
rameters for a large collection of overlapping images
is called Bundle Adjustment in the photogramme-
try community [28]. This is a very powerful ap-
proach that can be used in multiple situations. In
Computer vision it was first applied to the general
feature-based Structure From Motion (3D recon-
struction) problems, and then later specialized for
panoramic image stitching. Being a widely used and
a quite general method it can be adapted for spe-
cific real-world applications, in particular for com-
putational efficiency reasons. In this work, Bundle
Adjustment boils down to minimizing the reprojec-
tion error between the image locations of observed
and predicted image points, which is expressed as
the sum of squares of a large number of nonlinear,
real-valued functions. Thus, the minimization is
achieved using nonlinear least-squares algorithms.
Of these, Levenberg-Marquardt [19] has proven to
be one of the most successful due to its ease of
implementation and its use of an effective damp-
ing strategy that lends it the ability to converge
quickly from a wide range of initial guesses. The
model adopted for this Thesis was a very simple
model for computational efficiency while maintain-
ing good results. It is assumed that the motion
of the camera consists only in a rotation and the
matrix of intrinsic parameters of the camera (cali-
bration matrix K), which is defined as:

K =

f s Cx

0 af Cy

0 0 1

 , (3)

can be simplified assuming that there is no skew
(s = 0), the principal point (Cx, Cy) is the center of
the image and that the aspect ratio of the image is
equal to 1 (a = 1). Thus leading to a much simpler
matrix, with fewer parameters. However, formula-
tions using the full 8-parameter homographies, in-
stead of using only a rotation, are also possible [27].

3.4. Image warping
In order to warp all images to a common surface,
the first thought is to pick one image as reference
and then warp all of the other images into its refer-
ence coordinate system. This approach will result
in a, what is called, flat panorama, since the pro-
jection onto the final surface is still a perspective
projection, and hence straight lines remain straight
(which is often a desirable attribute). To reduce
the amount of distortion present when compositing
larger panoramas, the logical approach would be
to use a curved surface, cylindrical [24] or spheri-
cal [27] projection. However, many more surfaces
types can be used. For example, Cartographers
have also developed a number of alternative meth-
ods for representing the globe [5]. The choice of pa-
rameterization is somewhat application dependent
and involves a tradeoff between keeping the local
appearance undistorted (e.g., keeping straight lines
straight) and providing a reasonably uniform sam-
pling of the environment.

For the objective of this Thesis, that is the de-
tection of failures in infrastructures, specifically in
dams (downstream face), it was used a cylindrical
surface of the unit radius. The geometry of a dam
is very close to an arch of a cylinder so the sur-
face choice was obvious in this case. Nevertheless, if
one would try to use this warping strategy for other
types of infrastructures (e.g., building facades) since
it is assumed rotation motion of the camera, the re-
sults would be also positive.

3.5. Image blending
At last, when all the images are stitched to the
same surface, as described until this point, one may
use multiple algorithms to further improve the qual-
ity of the final mosaic. For this application, since
the images used depict surfaces of buildings, more
specifically dams, and do not have too much con-
tent or texture to be accounted, it was used sim-
ply a multi-band blending strategy combined with
an optimal seam selection and exposure compensa-
tion. After warping the images to a common sur-
face, even after the global optimization step, one
may notice the presence of small imperfections, es-
pecially in the areas of the individual image borders
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(seams). These errors are due to differences in expo-
sure or small misalignment of the images. The best
approach to mitigate, as much as possible, these
errors is to apply blending algorithms in order to
improve the overall quality of the final mosaic. The
blending step of the stitching pipeline is a crucial
process that ensures that the final panorama is a
visually pleasing image, with the least amount of
imperfections possible. A good blending strategy
will improve greatly the visual quality of the final
mosaic.

4. Results

In this section, a description is given on several test-
ing procedures, as well as the tool used to test the
method proposed previously. Then it is discussed
the results obtained in the different tests performed,
in order to evaluate the method’s performance and
overall quality.

4.1. Experimental Setup

In order to solve the problem addressed by this The-
sis, it was used an application based on the OpenCV
library stitching module [1]. This software has dif-
ferent parameters to take into account to be possi-
ble to be used in different scenarios. These parame-
ters can change, for example, the algorithm used for
feature detection, the bundle adjustment approach,
the warping surface used, and corresponding thresh-
olds. Some tuning of these parameters is needed for
different scenarios.

4.2. Obtaining Datasets

The main application considered in the Thesis is to
create mosaics of dam structures, and possibly to
extend to other types of structures. So, for that
reason, the first real-world test was made at the
Fagilde’s dam, near Viseu, Portugal For this test,
the objective was to study the structural damage in
the dam’s wall. With this in mind, the drone was
manually operated trying to obtain images in a hor-
izontal, continuous and uniform manner, parallel to
the wall at an approximately constant distance from
it. This kind of flight is made to produce the best
possible images for the application being studied,
since the geometric model used is only valid for a
planar surface, without large changes in distance
relative to the camera.

Another real-world study was made by the
LNEC’s team at one of their building’s facade. The
drone and camera used were off the shelf equip-
ment. The results obtained with this dataset will
be later described in comparison with the method
previously used by LNEC’s team (MICMAC).

All the other tests were performed using datasets
or images obtained in different conditions (not using
the drone approach) and some found online, with-
out knowing the conditions in which they were ob-

tained.

4.3. Parameter Testing

Since the tool used has different parameters to set,
the first experiment made was to assess the values of
the parameters that would produce the best results
in this case. Thus, an experiment was performed,
testing all the possible combinations for the mod-
els used by the algorithm. More specifically, some
flags’ options were combined in order to understand
which combination leads to the best results for this
case, in terms of final quality and computational
performance. This test was made using the dataset
obtained in Fagilde’s dam, composed of 28 pictures.
In order to follow the method that was proposed,
the algorithm for feature detection was set to “orb”.
The reference surface used in the warping process
was set to “cylindrical” since in this case the struc-
ture to be studied is an arch dam and it is most
approximate to a cylindrical surface.

4.4. Qualitative Evaluation

Since the final result is an image it is difficult to
come up with a number to describe the overall qual-
ity of the mosaic. In other applications it is possible
to use difference of images to detect errors compared
to a ground truth.In the current case this is not pos-
sible due to the fact that a ground truth image is not
available. Other metrics, as the reprojection error,
have been tested without giving consistent results,
i.e., the value of the metric, for example, was not
correlated to the visual quality of the image. This
is not so problematic since the objective of the final
product is to be evaluated by a human, thus the
qualitative evaluation makes sense. So, in this case,
one needs to perform a qualitative evaluation of the
final image, in order to assess if the result is positive
or negative.

Evaluating the results of the experiment made,
described above, it is rather easy to understand the
cases of bad results. As Figure 2 shows, when the
parameters are poorly tuned for the dataset, the
results are unusable, since the image is completely
different from the scene depicted by the images in
the dataset, and far from what would be expected.

However, it is possible to analyze that, when the
parameters are correctly chosen, as for the case of
Figure 3, the result is much better achieving a final
image which is a very accurate representation of
the real world scene. In this image, there is only
noticeable a small misalignment in the top center of
the picture, which is not so much relevant since the
interest region of the mosaic is the dam wall. For
this area of the image, there are no imperfections
visible.

It is now possible to understand the choice of the
parameters for the software in use for this dataset.
One should consider that this software is highly de-
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Figure 2: Example of bad result obtained in the real
world test.

pendent on the application and the flags should be
tuned accordingly to the situation (dataset) to be
studied. Nevertheless, as explained below, other
tests were made and the best found tuning of the pa-
rameters presents good results throughout the dif-
ferent datasets.

Figure 3: Results obtained in the real world test.

4.5. Tests Performed on Different Datasets
In order to assess the robustness of the software
under different situations, were utilized some other
datasets, some of which found online. Firstly, it
was used a dataset obtained in the Fagilde’s dam
test site, using the same camera that was attached
to the drone, but in this case, it was handheld. In
this situation, the pictures taken were more care-
fully taken in a controlled environment, ensuring
that there is enough overlap in adjacent images and
that the pictures were taken in a continuous and
uniform manner. This was impossible in the drone
flight situation where it is harder to obtain images
with this in mind, due to oscillations and to the fact
that the drone was controlled in manual mode. As
one can see in Figure 4, this approach produces re-
sults with great visual overall quality, without pre-
senting some of the imperfections seen in the drone
case (Figure 3).

Other datasets, found online, were used to fur-
ther prove the robustness of the software under

Figure 4: Result obtained using a different dataset
in the real world test.

controlled situations. Mainly the datasets depict
panorama scenes, images obtained only rotating the
camera horizontally, as well as scanning of docu-
ments where the camera does not rotate, it only
has translation motion. The results achieved in
these cases prove that the software performs very
well under controlled conditions while maintaining
good results in more challenging datasets as the case
of the real world tests.

4.6. Comparison with MICMAC

Finally, this last test was made to understand if the
tool used is an improvement over the previous soft-
ware used by LNEC (MICMAC). For this, some
tests were made, however, the more relevant test
was the one made with real-world conditions, us-
ing the dataset obtained by LNEC’s team depict-
ing one of their building’s facade. The result of this
experiment is shown in Figure 5. One can derive
that the result obtained using the OpenCV library
presents more imperfections, especially in the lower
region of the image. Nevertheless, the main scope
of this Thesis is the structural damage on the build-
ing facade, hence only the wall part of the scene is
relevant. This large error in the lower region is due
to the fact that the scene presents nonplanar sur-
faces in that area. That is, there is a region not
planar with the wall, closer to the camera, creating
different depth areas which produce an error since
the model proposed is only valid for planar surfaces,
as explained above. The same happened previously
in Figure 3, on the top center of the image where
it was shown differences in depth as well, thus this
result is somewhat expected.

With this in mind, focusing on the wall struc-
ture, one can observe that the result obtained is
an improvement from the MICMAC solution. The
“melted cheese” effect, especially in the windows
is no longer present with the approach proposed.
Furthermore, the large black spot noticeable in the
lower right side of Figure 5(a) does not appear in
Figure 5(b), and it is relevant since it can be misled
as structural damage in the wall which can intro-
duce more unnecessary errors in the overall study
of the structure. Moreover, Figure 5(b) can be
cropped in order to obtain an image similar to the
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(a) MICMAC result.

(b) OpenCV software result.

Figure 5: Comparison between the software used
and MICMAC on the LNEC’s dataset.

MICMAC result, which produces a more accurate
representation of the structure, providing a final im-
age without major visual imperfections more suited
to study the structural damage of the building.

As a final note of this comparison, it should
be noted that, along with the overall qualitative
improvement of the solution presented, there was
a substantial improvement in the user experience
with the method proposed. While the MICMAC
software can be difficult to use, with the need of
multiple commands and steps to achieve a final im-
age mosaic, the software used from the OpenCV
library is really easy to use with only one com-
mand and some options. Furthermore, the tool
used presents a more efficient computational perfor-
mance, given the reduced time it takes to compute
the final mosaic for the same dataset.

5. Conclusions
This Thesis presented a solution for the image mo-
saicing problem, with application on the analysis of
structural defects in civil infrastructures.

In order to test the reliability of the software,
showing results using real images in a real-world
scenario, two different surveys were made obtain-
ing pictures of structures to be studied. Firstly, a
study was made, using a remotely operated aircraft
(drone), to the Fagilde’s dam, near Viseu, Portugal.
The results obtained were very promising. This was
the first real-world test to the software, with all the
conditions proposed for the project in which this
work is framed. The final was very pleasing and
suitable to analyze the wall structure of the dam,
as intended. Another important test to the solution
presented, was the survey made by LNEC’s team at
one of their building facades, also using a remotely
operated drone. Again the results obtained were
positive proving once more that the software is able
to perform well under multiple situations.

In spite of the good results obtained, one must
take into account that the system has some known
limitations that must be considered. One of the ma-
jor limitations is the geometric model used for the
transformation between images is only valid if the
scene is planar or approximately planar, this im-
plies that the photographs taken cannot have large
differences in depth. Another important limitation
is the computational efficiency. It is clear that this
solution is dependent on the number of images in
the dataset.

In order to improve the work done, some aspects
should be further addressed in the future. It is
always important to perform more tests in differ-
ent real-world situations, studying various kinds of
structures to further prove the robustness of the al-
gorithm under different scenarios. Testing the pos-
sibility of parallel computing on GPU, for instance
using NVIDIA’s CUDA platform, in order to im-
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prove the software performance
It would be also interesting to develop an auto-

matic system to detect the structural damage in the
final mosaic. One could use the expert knowledge in
a self-learning algorithm, creating a labeled dataset
of different structural damage present in various
scenarios and infrastructures, so that the system
could “understand” what kind of defects should be
detected and automatically detect them in future
studies.
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