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Abstract— With the unquestionable dependency of the mod-
ern world on network communications, the need to maintain
this environment secure becomes of paramount importance.
At the same time, machine-learning techniques have improved
and proven to be useful as a tool for studying patterns in large
amounts of data; hence, the development of an "intelligent"
Intrusion Detection System that can combine these two fields
of study becomes a viable option.

Previous works on this topic have focused on analyzing
packet features, network-flows and connection metadata. The
main challenges in these studies are the lack of labelled data
and its confidentiality, so most have focused on studying now
outdated datasets and don’t apply their models to real world
traffic.

This thesis takes focus on traffic metadata analysis, namely
network flows information using a recent dataset, CICIDS2017.
The ability to perform traffic identification over metadata alone
grants the advantage of working as a Network-based IDS,
essentially avoiding encryption all together. It is expected that
this lack of accessible information will hinder the competence
of the proposed system in real world traffic analysis scenarios.
However, the results presented are promising enough for this
approach to be taken seriously, and furthermore in a production
environment, the approach proposed here might be used as a
sub-module of a much larger and complete system.

I. INTRODUCTION

Intrusion Detection Systems are an irreplaceable tool for
security and systems administrators’ in their capacity to
automate detection of network intrusions, aiding human
analysis. In general, the focus has been on improving their
accuracy on detecting these attacks while, at the same time,
reducing the number of false alerts.

Previous work on ML techniques for IDS has been focused
on achieving the best accuracies for numerous attacks found
in public datasets. Besides the fact that most of these attacks
are already patched and no longer found "in the wild", the
validation techniques used in these papers are either omitted,
or consist of a simple cross-validation against a portion of the
whole dataset. Even though this cross-validation approach
is common in machine-learning research, the wide variety
of tools that are used for similar attacks makes malicious
behaviour a broader definition, and therefore assessing a
model’s classification capacity solely within the same dataset
becomes a near impossible task. This is a recurrent weakness
that this work will try to avoid by evaluating our model with
data from different tools not contained in the training dataset.
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We propose a novel approach to improve the accura-
cies of machine learning models for attack detection. We
started by performing experiments with a simple single
layer architecture (single classifier), whose objective was
to distinguish between malign and benign traffic. Results
proved this architecture to be ineffective due to the fact that
the definitions of malign and benign traffic are too broad
to be defined by only two classes, and no classifier can
easily tackle this challenge. This problem quickly scales
with the number of attacks introduced in the dataset and,
for this reason, it is not a viable option, as we also show
experimentally.

To tackle this problem we implemented a double-layered
architecture that initially splits the traffic among multiple
classes based on a known attack taxonomy. A second layer,
composed of multiple classifiers specialized for each class, is
used to distinguish between malign and benign traffic within
each attack class. This fine grained classification turns out to
be more effective since attacks from the same class tend to
share the same features. This is the IDS module responsible
for classifying flows.

This paper is organized as follows: in the next section we
describe some related work on ML for IDS; in Section 3
we describe the used datasets, and in Section 4 we discuss
the used attack taxonomy. Section 5 covers the development
process, whereas Section 6 describes the proposed solution
as well as the assessment and analysis of the algorithms.
Finally, in Section 7 we conclude this paper and address
new ideas and future work.

II. RELATED WORK

A significant amount of work has been published on
the topic of machine learning methods applied to intrusion
detection systems or anomalous user behavior detection. The
papers and articles discussed in this section will provide an
overview of previous work and gradually present different
state of the art methods and techniques that inspired the
proposed work.

The first question to cover when starting of the study of
machine learning techniques applied to intrusion detection
classification problems, should be what is the best approach?
Supervised or unsupervised learning?

Unsupervised learning seems the most appealing solution
due to the difficulty in obtaining labelled data, as by defi-
nition it is able to detect out of the ordinary or anomalous
behavior which would automatically mean that it should be
capable of detecting new/unknown attacks.



In this section we will discuss both supervised (II-A) and
unsupervised (II-B) methods.

A. Supervised
Jawhar and Mehrotra [6] propose an architecture with

Fuzzy C-Means clustering (FCM) that separates benign traf-
fic and apply a Multi-Layered Perceptron model (MLP) to
the remainder in order to classify the attack. Seven training
algorithms for the ANN were tested in this work, but the best
results are achieved with Resilient back propagation with an
accuracy of 98.04%. The FCM algorithm achieves by itself
99.99% accuracy in distinguishing benign traffic.

Abuadlla et al. [1] introduce the use of network traffic
flows using a program to extract flow related statistics from
network captures. The extracted dataset is then used to train
the two levels of neural networks. The first level checks
whether it is an attack or not and if the former is true,
the second level determines which type of attack it is. Two
neural networks models are used, the MLP and RBF models,
and each test is performed by using the same model on
each level. The detection rate obtained is 94.2% at stage
one and 99.4% for stage two classification (with 0.3% of
false positive) regarding the model designed with the MLP.
This rate stands at 95.4% for recognition and 2.6% of false
positive for the RBF model.

Although this work still uses the DARPA98 dataset, their
double staged approach seems to yield good results compared
to other training data.

One big problem within this area of research has al-
ways been a lack of datasets and documentation of existing
datasets. In [9], a new proposed dataset model is presented
and compared to other existing datasets. We will describe this
dataset in more detail in Section 3. In [8], Sharafaldin et al.
present two profiler systems used to create an autonomous
agent capable of simulating malign and benign traffic in
the network, based on a preliminary data collection. These
agents were used to generate their published datasets which
tackled two main problems with older datasets: lack of
dataset documentation and lack of realistic and obtainable
features.

In [11], Yamansavascilar et al. study 4 different algorithms
namely, J48, k-Nearest Neighboors (kNN), Random Forest
and Bayes Net. They used the UNB ISCX Network Traffic
dataset [4] that contains 14 applications over 6 categories
and their own internal dataset with 13 different applications.
Their results for the UNB ISCX datasets show that J48, kNN
(using only 1 neighbour), and Random Forest achieve the
very similar results with 93.84%, 93.74% and 93.94% of
accuracy respectively. They also performed feature selection
with CfsSubsetEval which reduced the 111 features into 3
and drastically reduced the overall accuracy of the classifiers.

However using ChiSquaredAttributeEval reduced their in-
ternal dataset features to 12, which translated in a 2%
increase in accuracy for all algorithms, however their internal
results are slightly worse than the UBN ISCX dataset with,
89.45%, 92.99% and 89.42% for the same algorithms re-
spectively, after feature selection. Bayes Net did not produce

competitive results in either dataset. They report that the
majority of misclassifications occurs within the same class,
therefore they also intend to implement a two-tier classifica-
tion scheme. Even though this study is not applied to malign
traffic the same models could be used for an IDS, and as
shown in other studies presented here the two tier approach
might bring a substantial improvement to their results.

B. Unsupervised
Sun et al. [10], proposed a new method for anomaly

detection in user behaviour based on the Isolation Forest
algorithm. This model, being unsupervised, does not require
examples of malicious behavior, and was applied to an
enterprise dataset of staff accessing the payroll system. They
studied multiple feature selection approaches, all yielding
very similar results with very high false positive rates and
low accuracies. This shows that this technique does not pro-
vide competitive results with supervised learning methods.

A more promising unsupervised model is presented in
[2] by Ahmad et al.. Their focus is in anomaly detection
for streaming applications, and due to the high number
of independent streams generated there is a need for fully
automated anomaly detectors. They propose a technique that
is based on an online sequence memory algorithm named
Hierarchical temporal Memory (HTM) with some changes
applied in order to retrieve an anomaly score.

To evaluate the streaming anomaly detection performance
they created a benchmark, Numenta Anomaly Benchmark
(NAB), with the goal of providing a labeled dataset of data
streams from real-world applications, a scoring methodology
and set of constraints specific to streaming applications,
and a controlled open repository for researchers to evaluate
and compare anomaly detection algorithms for streaming
applications.

They compared their results in this benchmark with other
known algorithms and performed extensive parameter tun-
ing for each, outperforming the other algorithms on this
benchmark. They also propose several improvements to their
model, mainly an ensemble based approach that could tackle
the errors that are often not correlated between the multiple
algorithms tested.

In conclusion, the majority of these works can classify
only between attacks (they don’t distinguish benign traffic).
Also, none of these works tries to classify traffic as malign
or benign more broadly, i.e., they cross-validate and test their
algorithms with a portion of the whole dataset, which creates
a strong bias towards the collected data. In addition, the
datasets they use are all deprecated and the good results they
get testing within it are not replicable in the real world. These
recurrent problems led us to work on a solution without these
impairments.

III. USED DATASETS

As mentioned previously, the datasets used in previous
works (such as DARPA98, KDD1999 or ISC2012) are dep-
recated and therefore we needed to find a more up-to-date



one.
The dataset used for benign data, CICIDS2017, contains
traffic recorded over one week with 11 different attack
classes plus normal benign traffic. Their developed tool
(CIC Flow Meter) extracts 81 features from the captured
data and each entry represents a flow1. The use of network
flows which can be essentially considered as connection
meta data (such as Time between packets, Inter-arrival Time,
Average packet size, Packets/sec, etc..), offers the advantage
of avoiding the inspection of the packet payload, turning
it into a seemly viable option to use to extract useful data
from capture files and use it for a Network based IDS. The
CICIDS2017 was generated, as described in [8], using two
profiler agents, namely B-Profile and M-Profile to reproduce
benign and malign traffic respectively.

The B-Profile was designed to extract the abstract be-
haviour of a group of human users. It tries to encapsulate
network events distributions of packet sizes of a protocol,
number of packets per flow, certain patterns in the payload,
size of the payload and request time distribution of protocols
using statistical and machine learning analysis techniques.
Once the profiles are derived from the users, realistic benign
events can be generated and simultaneously perform M-
profiling on the network.

For the M-Profile, six different attack scenarios were
considered covering all of the attack categories listed on the
2016 McAfee report, namely:

• Infiltration of a Network from inside
• Unsuccessful infiltration of the network from the inside
• Denial of Service (DoS)
• Collection of web application attacks
• Brute force attacks
• Recent attacks

However, and despite the fact that the CICIDS2017 dataset
is an enhancement in today’s IDS datasets, the tool used to
generate it has numerous problems (such as flag counts) and,
for this reason, we had to develop our own flow-extraction
tool. We applied our tool to the captured benign traffic
from the CICIDS2017 to generate the benign train data, and
generated our own malign traffic to create the malign train
data. However, we could not use our tool to extract malign
flows from CIC’s capture files and create a dataset since there
are some errors regarding the attacks start and end times, so
the CIC malign flows we used during the development of
this work were all previously extracted by CIC.
As for testing, we used data captured from both CIC and our
own network. We believe that it is of extreme importance
that researchers have access to a standard test dataset so
that they can compare their results to others, including ours.
As mentioned before, we could not use our extraction tool
to create a benchmark from CIC’s dataset only. We did,
however, run our classifier against all of CIC’s datasets that
contained malign traffic, correctly alerting us about all attack

1A flow is a collection of network packets that can be uniquely identified
by their source/destination IPs/ports and it’s protocol (TCP/UDP), lasting
since the beginning of a connection until the first FIN packet received.

classes, perpetrators and victims.
Furthermore, we used the same and different tools for traffic
generation in order to determine if both known and unknown
attacks were possible to detect, hence verifying the condition
of an anomaly detection system. The algorithm evaluation
will be described in more detail in Section VI-B.

The developed flow extraction tool extracts 67 useful
features, time and non-time dependent. Time dependent
features were found to be unreliable in some cases since
the timestamps recorded by the interfaces correspond to the
instant a packet is processed, rather than the the instant
the packet is received. This causes an incoherence within
the dataset due to packets being stored for later processing
under heavy load, and therefore time between packets and
other similar features get heavily distorted. However, it is
essential to find a way to circumvent this time problem since,
as mentioned in [3] these features are important in traffic
classification tasks.

IV. ATTACK TAXONOMY

To accurately provide attack classes for the supervised
machine learning models it is important to define an attack
taxonomy that contains the classification domain.

We based our attack taxonomy on the work of Sharafaldin
et al. [8] due to the use and influence of their dataset in this
work. We also took into consideration the network threats
taxonomy survey proposed by Hindy et. al [5] to study and
analyze the most common attacks, and generate our own
attack samples. The taxonomy used in this experimental work
considers only the 3 main attack classes, due their prevalence
in network attacks, namely Portscan, Bruteforce and Denial
of Service attacks.

V. DEVELOPMENT PROCESS

In our initial approach to the problem we started by
analyzing the CICIDS2017 dataset. The authors used their
tool to extract network flows from network capture files,
where a flow consists of a collection of network packets
that can be identified by their source/destination IPs/ports
and protocol, and are considered terminated upon received a
fin packet or a timeout of 5 minutes between packets.

We started by applying several machine learning algo-
rithms to the whole dataset, using 80% for training and the
remainder for cross-validation. This initial approach yielded
very poor results, as shown in Table I. Note that we use the
following standard definitions:

• True Positive Rate (TPR): Percentage of intrusions
correctly detected

• True Negative Rate (TNR): Percentage of non-intrusions
correctly detected

• False Positive Rate (FPR): Percentage of non-intrusions
incorrectly detected

• False Negative Rate (FNR): Percentage of intrusions
incorrectly detected.



Both train and test data were normalized using a Stan-
dardScaler from the scikit-learn toolkit, however no feature
selection was performed. For these preliminary tests, it was
decided to discard some classes from the dataset, namely Bot,
Infiltration, Heartbleed, Web-attacks, since they contained
very few samples.

Since most of the algorithms tested support some type of
parameter tuning, the results presented in Table I contain the
best results that could be achieved. The classification metrics
consider as Positive the Malign classification of traffic.

Algorithms TPR(%) FPR(%)

SVM - Support Vector Machine 77.67 0.17

DT - Decision Tree (entropy, 10) 86.91 0.15

GNB - Gaussian Naive Bayes 74.42 8.09

BNB - Bernoulli Naive Bayes 73.60 4.6

MLP sigmoid+adam (40,20) 82.51 16.81

MLP sigmoid+lbfgs (50, 30) 83.95 15.74

kNN - k-Nearest Neighbors (5) 86.49 12.67

RFR - Random Forest Regressor (15) 87.53 12.05

LR - Logistic Regression 79.62 0.95

TABLE I
SINGLE ALGORITHM CLASSIFIER RESULTS.

For MLP the sigmoid activation function was used in
conjunction with Adam solver [7] or LBFGS for weigh
optimization with two hidden layers (sizes are shown in the
Table). The Decision Tree Classifier uses an entropy criterion
as a function to measure the split quality and the maximum
depth of the tree was set to 10. Similarly for Random Forest
the maximum depth of a tree was set to 15, and for k-Nearest
Neighbors the number of neighbors was set to 5. SVM uses
RBF to compute the kernel matrix.

VI. THE PROPOSED ALGORITHM

After the simple approach of testing directly a single
Machine Learning algorithm on the CICIDS2017 datasets,
we came up with a new idea on how to solve this problem.
We propose a 2-layer classifier that starts by assuming all
packets are malign, classifying these as one of the three
attacks described in section IV. After this early classification,
the algorithm will redirect these flows to a second layer,
whose objective is to classify them as either malign or
benign this time. This 2-layer algorithm is what we call
Flow Classifier, as it performs classification based on flows’
features only.

This is where our approach differs from previous ones.
Previous proposals that also use multiple levels of classifiers
usually take the reverse approach where the first layer makes
a more sparse classification (whether the traffic is malign
or benign) and the second one classifies the application
in more detail. However, as mentioned previously, malign
and benign are extremely hard to differentiate in a single

classifier, therefore, our method of separating attacks first
instead of discarding false negative traffic, ensures an easier
classification task on the following layer.

For this scenario, we developed a tool similar to CI-
CFlowMeter to extract flows and all their features from a
pcap files.

We started by testing multiple algorithms for classifying
each of the attacks in order to identify the best one for each
case, the results are shown in Tables II, III and IV.

Algorithms TPR(%) FPR(%)

Support Vector Machine 89.32 0.33

Decision Tree (entropy, 10) 92.61 0.34
Bernoulli Naive Bayes 71.79 0.11

MLP sigmoid+adam (40,20) 99.81 9.77

MLP sigmoid+lbfgs (50, 30) 99.81 9.35

K Nearest Neighbors (5) 99.90 7.55

Random Forest (15) 99.70 7.41

Logistic Regression 88.89 1.05

TABLE II
SINGLE ALGORITHM CLASSIFIER FOR BRUTEFORCE ATTACKS.

Algorithms TPR(%) FPR(%)

Support Vector Machine 99.69 3.75
Decision Tree (entropy, 10) 99.73 33.14

Bernoulli Naive Bayes 99.53 17.91

MLP sigmoid+adam (40,20) 96.92 0.12
MLP sigmoid+lbfgs (50, 30) 96.57 0.26

K Nearest Neighbors (5) 96.64 50.70

Random Forest (15) 67.21 0.22

Logistic Regression 99.40 4.38

TABLE III
SINGLE ALGORITHM CLASSIFIER FOR DOS ATTACKS.

Algorithms TPR(%) FPR(%)

Support Vector Machine 99.01 0.01

Decision Tree (entropy, 10) 99.29 0.01
Bernoulli Naive Bayes 85.23 0.01

MLP sigmoid+adam (40,20) 99.99 2.96

MLP sigmoid+lbfgs (50, 30) 99.99 2.98

K Nearest Neighbors (5) 40.27 50.12

Random Forest (15) 99.99 4.33

Logistic Regression 97.78 0.01

TABLE IV
SINGLE ALGORITHM CLASSIFIER FOR PORTSCAN ATTACKS.

Then we tested the multiple algorithms for the first layer
using the optimal configuration for the multiple nodes in the



second layer and the results are shown in Table V.
We also performed tests for multiple feature selection

algorithms and the best performing ones for each node were
selected for the final architecture and will be described in
the next chapter.

A. Architecture

The architecture developed consists, as mentioned in the
previous chapter, in a double layer classifier. Each layer uses
a set of machine learning algorithms, scalers and feature
selection algorithms. Each set works as follows, the scaler
normalizes the data read, that is then fed to the feature
selection algorithm in order to reduce data dimensions. The
results are then given to the machine learning algorithm
to classify the data. The first layer contains only one set
as the one described, composed by a Standard Scaler, a
Principal Component Analysis algorithm for feature selection
that reduces the data to 45 features and the classifier itself
is a K-Nearest Neighbors with a number of neighbors set
to 5. This layer 1 set classifies traffic into the multiple
attacks which it was previously trained to recognize. Each
data point classified by the first layer is sent to the second
layer depending on the classification assigned.

This second layer is composed by multiple nodes of the
described sets. Each of these sets is specialized to recognize
one type of attack. When the first layer classifies a data point
as a certain attack that data point is sent to the specialized
node to be further classified as an actual threat or benign. In
the architecture presented here, there are three nodes (Denial
of Service, Portscan and Bruteforce). All these nodes have a
Standard Scaler.

The Denial of Service node contains a Truncated SVD
(Singular Value Decomposition) algorithm for feature selec-
tion that reduces the dimensions to 23 features with 7 itera-
tions. The classifier algorithm is a Multi Layered Perceptron
that uses an adam solver [7] for weight optimization with 2
hidden layers composed of 40 and 20 neurons.

The Portscan node contains a Principal Component Anal-
ysis algorithm to perform feature selection that reduces data
dimensions to 40 features. The classifier is a Decision Tree
with an entropy function to measure split quality and a max
tree depth of 10.

Lastly, the Bruteforce node contains a Sparce Principal
Component Analysis that reduces data dimensions to only 5
features and the classifier is a Decision Tree with an entropy
function and max tree depth of 10.

This architecture layout described is shown in Figure 1.

B. Evaluation

In Table VI we show the results our final algorithm
achieved on classifying flows as benign or malign, for each
of the classifiers on the final layer.

We were able to detect both known and unknown attacks,
i.e., attacks that were not present in the training data, with
exceptional accuracies on all three classes of attacks. This
shows that our proposal have at least achieved a model that,
based on a limited number of attack tools, can detect the

traffic generated by those tools and others belonging to the
same attack class.

The classification metrics we used are defined as the
following, as in [5]:

OverallAccuracy =
TP + TN

TP + TN + FP + FN

Overall Accuracy provides the user with the probability
that an item is correctly classified by the algorithm.

Sensitivity(akaRecall) =
TP

TP + FN

Specificity =
TN

TN + FP

Fallout =
FP

TN + FP

MissRate =
FN

TP + FN

Sensitivity, Specificity, Fallout and Miss Rate calculates
the TP, TN, FP and FN detection rates respectively.

Precision =
TP

TP + FP

Precision provides the percentage of positively classified
incidents that are truly positive.

F1 =
2TP

2TP + FP + FN

F1-score represents the harmonic mean of precision and
recall.

Mcc =
(TP ∗ TN)− (FP ∗ FN)√

(TP + FP )(TP + FN)(TN + FP )(TN + FN)

Matthews correlation coefficient can only be used in binary
IDS in which incidents are classified as either attack or
normal. We chose this classification metric because it fully
considers the size of the four classes of the confusion
matrix, contrary to all the others.

Since we used a very recent Dataset (CICIDS-2017), there
aren’t any papers that we could find that used it for research
purposes yet, so we don’t have a good basis for comparison.
Despite this, Table IV’s results will never be comparable
due to the fact that the training and testing datasets contain
internally generated network traffic.

Here we run the system on the ISCX 2012. However,
this dataset also used the definition of flow, however it only
contains a very small amount of features. Therefore in order
to be able to evaluate this dataset it was necessary to extract
the flows from their capture files and associate the malicious
IPs in the dataset with the extracted flows.

The results of our system are shown in the Table VII.
However this comparison is not perfect since a large amount
of malicious flows were not retrieved by our extraction tool,



Algorithm
DoS PortScan Bruteforce

TPR FPR TPR FPR TPR FPR

Support Vector Machine 98.07 0.19 99.39 0.44 99.24 20.36

Decision Tree (entropy, 10) 98.33 0.14 99.49 0.47 99.21 35.78

Bernoulli Naive Bayes 98.53 0.21 79.22 4.01 83.28 7.97

MLP sigmoid+adam (40,20) 98.54 0.32 96.45 0.18 99.79 15.08

MLP sigmoid+lbfgs (50, 30) 98.39 0.18 98.26 0.69 99.30 18.09

K Nearest Neighbors (5) 98.11 0.22 98.12 0.50 99.79 14.97
Random Forest (15) 98.14 0.12 98.34 0.58 99.85 39.58

Logistic Regression 98.63 0.36 97.09 0.27 99.78 14.67

TABLE V
SECOND LAYER RESULTS USING DIFFERENT ALGORITHMS IN THE FIRST LAYER.

Fig. 1. Final Architecture



Metric DoS (%) Portscan (%) Bruteforce (%)

Accuracy 99.61 99.73 91.31

Recall 98.93 99.89 99.01

Miss Rate 1.06 0.10 0.98

Specificity 99.79 99.68 88.09

Fallout 0.20 0.31 11.90

Precision 99.24 98.88 77.63

F1-Score 99.08 99.38 87.02

Mcc 98.84 99.22 81.98

TABLE VI
FINAL CONFIGURATION METRICS

suggesting that our extraction tool is not detecting some
of the malicious flows. The same problem occurs with our
test dataset in which the first layer classifies some portscan
attacks as bruteforce as mentioned previously.

Metric DoS (%) Portscan (%) Bruteforce (%)

Accuracy 99.62 98.36 89.46

Recall 99.28 98.33 98.44

Miss Rate 0.41 1.47 1.22

Specificity 99.65 98.84 77.67

Fallout 0.34 1.15 20.32

Precision 99.39 98.78 72.63

F1-Score 99.53 99.08 81.24

Mcc 98.35 98.53 80.32

TABLE VII
RESULTS OF OUR SYSTEM APPLIED TO THE 2012 ISCX DATASET.

We can say that our solution improves over previous
methods to detect real attacks occurring on a network since
we use an improved and up-to-date flow collection tool
as well as state-of-the-art machine learning algorithms to
classify flows, which proved to be very effective as shown
in the previous Table VI.

VII. CONCLUSIONS AND FUTURE WORK

In this paper we advised against research on deprecated
datasets and, also, on only cross-validating between traffic
from the same dataset. We proposed a double-layered
architecture to use with machine learning algorithms with
the goal of improving network traffic classification by
correctly classifying flows.

To further improve this solution, the extraction tool should
produce more features dependent on the context of each flow,
such as number of open connections, current packet/sec rate,
etc.. as well being able to detect all types of flows since
it appears some packets are still being left out. To avoid
the dependency on the first layer’s classification, it could be
possible to use the multiple nodes to classify a flow with a
voting system.

The taxonomy used should also be expanded to the extent
of the related work on this matter.

Another important improvement for these kinds of systems
would be the application of adversarial models to protect the
system in a production environment, by implementing the
frameworks discussed in the related work.
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