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Lúıs Esṕırito Santo
luis.a.santo@tecnico.ulisboa.pt
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Abstract

Computational Creativity is an applied field of study focused on algorithms that allow a better un-
derstanding of the creativity processes or simply perform some task usually considered creative. Among
these models we can find some Deep Learning models, such as the Restricted Boltzmann Machines and
the Generative Adversarial Networks, also widely studied outside of Computational Creativity scope.
In addition, we can distinguish different application areas within Computational Creativity, such as
music or visual arts. With the purpose of exploring the capability of these models to work with music
dynamics, this work focuses on the application of neural models for multitrack epic music generation,
trying to follow a general approach and a complying vision with the field of Computational Creativity.
Three different models were developed, adapted and compared: the HRBMM, the MuseGAN and the
MuCyG. After conducting a survey, and analyzing the results obtained, we conclude that none of the
computational models consistently outperformed the other ones. The results also point out that the
used methodology led to problems of mode collapsing and possibly prevented the models to produce
products capable of causing a similar effect that epic human composed samples are capable of.
Keywords: Music, Deep Learning, Creativity, Epic, Generative Models

1. Introduction

Nowadays, most of the projects about ”machine-
made” songs are only used for advertising and are
either based on human specified rules or suffered a
strong human-based reviewing process. Moreover,
scientific research on this area usually focuses on a
specific task such as melody generation [1, 2] scope
of music such as Baroque music [6], Jazz [4, 3] or
Pop-Rock [23, 8], in order to scale down the music
generation problem. Both these facts illustrate in
a truthful way the actual landscape of automatic
music generation task. However the emergence of
some new data-driven technologies is dramatically
changing this landscape, promising important de-
velopments in generative models in a near future.

Generative Adversarial Networks (GAN) [10] are
a deep learning (DL) model presented in 2014 that
have been used mostly in visual field [21, 14, 25],
but also featuring some proposed adaptations to the
music domain [24, 19, 7], yet leaving many different
aspects of music creativity to be explored. Widmer
in his Con Espressione Manifesto in 2016, points
out that: ”[m]usic is expressive and affect us”, then
good computer generated music products should af-
fect people as well. In order to explore the poten-
tial of these models to affect people, we focused our
study in one style of music that deeply relies on the
effect it causes: epic music.

We can summarize epic music as music commonly
characterized by repetitive rhythmic movements as
well as decisive variations of harmony, intensity
and tension capable of expressing emotions to those
people who are familiar with the musical symbols

and signs commonly used in multimedia content.
With this definition in mind, we looked for some
fresh insights into DL’s capability of modeling mu-
sic in multi-instrument symbolic representations by
exploring the generation capacities of three differ-
ent models, trained against an original epic music
dataset: Hierarchical Restricted Boltzmann Music
Machine (HRBMM), MuseGAN[8] and Music Cy-
cleGAN (MuCyG).

Summing up, the main aim of this work is to
explore the capability of these models to generate
epic music, considering that a good model must ver-
ify the following properties: the products generated
must be considered good (both novel and useful
[20]) epic music tracks and, at the same time, it
should in theory represent a reusable methodology
for different musical categories or even different ar-
eas besides music. For that we conducted a set of
several experiments using these models, which we
named MuCaGEx (Musical Categories Generation
Experiments).

The models were evaluated using an online sur-
vey encompassing three different kinds of questions:
one single-word description question; one question
where products were confronted against each other
in a two ”player” game arbitrated by the user (rep-
resenting an audience) that decided the winner; and
one question about the impact of knowledge on mu-
sic creativity perception. The results showed that
the models were not able to affect people in the
same way human composed epic excerpts do, due
to mode collapsing problems. Moreover, none of
the models consistently outperformed the others.
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2. Background

2.1. Creativity Concepts

Different authors have been proposing different im-
portant dimensions in creative artifacts such as nov-
elty, utility, value, beauty, surprise... Nowadays,
according to Mumford, “we seem to have reached a
general agreement that creativity involves the pro-
duction of novel, useful products”[20].

When we talk about creativity, convergent think-
ing corresponds to the intellectual methodology
used to trim a huge number of different possibili-
ties to only one solution, while divergent thinking
refers to the opposite mental processes by which one
is able to generate different hypothesis going in dif-
ferent directions. By definition, divergent thinking
requires freedom because we need different possi-
bilities to explore. Constraints are more important
for convergent thinking, since that they will help to
confine our possibilities.

Merz[17] considers that, nowadays, most of au-
tomatic music systems try to get the best results,
without taking into account the algorithm’s and/or
approach’s purity. The author defends that this is
appropriate when the main goal is to have musical
products. When we want to study the creative pro-
cess that allows the creation of music, we should try
not to include what is designated as “ad hoc” ele-
ments. Ad hoc modifications are alterations that
are concerned with one specific case, domain de-
pendent changes that are not generalizable to other
areas.

2.2. Deep Learning General Concepts

Neural networks were originally inspired in the
structure of the neural system and process data
by connecting artificial neurons. Similarly to the
brain’s synapses plasticity, this structure learns by
adapting the strength of the links between neurons
and thus the knowledge is coded in these links.

The core concept of this technique is the Back-
Propagation algorithm, proposed in 1986 by Geof-
frey Hinton et al.[22], which is responsible for the
learning process. This algorithm receives a network
and a series of examples and returns the neural net-
work with the updated weights accordingly to the
examples given.

In Deep Learning, the most simple architecture
is the Feedforward Neural Network, but by modify-
ing the way neurons are connected, we are able to
create different and very interesting architectures
such as Convolutional Neural Networks (CNN) or
Recurrent Neural Networks (RNN).

The first Recurrent Neural Networks (RNN) are
from the 80’s and had learning problems caused
by exploding and vanishing gradients, but, in
1997, Hochreiter and Schmidhuber[12] presented
the LSTM, where, in addition to the output of the
last iteration and the input, we have an hidden state
that is passed throughout the iterations. This state
is updated using three gates that allow to control
how much to forget about the past value, how much
of the new value should be remembered and what

Figure 1: Convolution filter operation

should be the influence of this value in the output.
Convolutional Neural Networks (CNN) were first

used by Yann LeCun et al.[16] for number recog-
nition in 1989, by taking advantage of local corre-
lations to compress data. These networks use dif-
ferent kinds of layers which use filters, also named
kernels, which are windows that slide through the
different dimensions of our input, applying an oper-
ation several times to different regions of our input,
as illustrated in Figure 1. There are different opera-
tions we can do with kernels, but the most common
are pooling operations and the convolution opera-
tion.

In order to define a set of filters, besides the
number of filters (which correspond to the output
channels) and the size of the filter (input channels,
height, width and occasionally depth when dealing
with 3D data), there are two additional ways we can
modify the filter behaviour: the stride controls the
size of the shifting when the filter is sliding, while
the padding indicates if we should add extra volume
around our input in order to preserve the dimension
of our data. In Figure 1, the 8× 8 input with only
one channel is filtered by only one 3×3 convolution
filter using a stride and a padding both set to 1×1,
resulting in a 8× 8 output.

2.3. Generative Deep Models

With the dawn of the 21th century, several improve-
ments in computing power allowed the blossom of
a new era of research in neural networks now with
access to quite complex and deep structures.

Restricted Boltzmann Machines (RBM), accord-
ing to Goodfellow et al.[9] were presented using the
name harmonium by Smolensky during the 80’s.
These are Boltzman Machines, binary stochastic
undirected graph-based models, where neurons are
organized in two layers, the visible and hidden one,
and where, unlike to common Boltzman Machines,
intra-layer connection are not allowed. These ma-
chines use stochastic neurons and are energy-based
models meaning that we define the probability of
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Figure 2: GAN architecture

each state for these neurons using an energy func-
tion, E(v, h).

Generative Adversarial Networks[10] is a gener-
ative framework where two networks, the gener-
ator and the discriminator, dispute against each
other and evolve together. While the role of the
generator is to produce instances to trick the dis-
criminator, the last one must distinguish between
fake and real instances. A schematic representa-
tion of the components of GAN is presented in Fig-
ure 2. The generator G takes random noise (us-
ally gaussian) z ∼ pz(z) and turns it into poten-
tially good instances G(z) that are evaluated by the
discriminator D while this also evaluates real data
x ∼ pdata(x), to continually improve. In this zero-
sum non-cooperative game between the discrimina-
tor and the generator, we are looking for a state
where the generator is so good at generating data
that the discriminator cannot find a way to distin-
guish between real and generated data.

However, there are several major problems that
we may run into during the training process:

• Non-convergence: when using gradient de-
scent, there are no guaranties the model will
converge. Therefore, it can oscillate around
some stable point(s) and never converge;

• Mode collapse: this case happens when the
model over-specializes in only a small number
of examples that can fool the discriminator re-
ally well causing a generation with low variabil-
ity and an output independent from the seed
z;

• Vanishing Gradient: which is also a very
common problem in other deep models and it
is characterized by an accentuated decrease in
gradient’s magnitude, resulting in a very slow
training process or even stopping the process
in a state far away from the equilibrium point;

• Overfitting: generator overfitting limits the
generalization, possibly leading to a short vari-
ability of results with the additional problem
that the collapsing points are point from the
real data, i.e., no new data is generated;

Figure 3: Cyclical models common architecture

All these problems are suspected to be mostly
caused by sensitive and inappropriate hyperpa-
rameter values, unsuitable lost functions, meager
datasets or unbalanced training processes that side
with one of the components giving it some unwanted
advantage. Some commonly used solutions include
adding noise to the training process, using more
robust cost functions such as Wasserstein distance
with gradient penalties (WGAN-GP)[11], searching
for new hyperparameter values, using dynamic and
complex hyperparameters (values change during the
training process), using component specific hyper-
parameters (for example different learning rates for
discriminator and generator), normalizing or even
clipping weights or results along the network (batch
normalization[13], spectral normalization[18] and
weight clipping) or even pre-trainning some com-
ponents.

In short, training GAN is a non trivial task and
it still is an heuristic guided process that usually
involves a lot of empirical experimentation. Ac-
tually, all these training problems represent the
biggest drawback of this approach. However, GAN
have been successfully used for generation and style
transferring in visual data, recently providing sharp
high quality results.

2.4. Cyclical Models

Besides all the problems mentioned before, GAN
were not originally designed to provide control over
the features of the generated objects. Therefore,
some new ways of mixing these training frameworks
have been introduced, such as CycleGAN[26] and
DiscoGAN[15], that make use of different loss func-
tions to find one-to-one mappings between two do-
mains A,B defined by representative datasets of
non-paired samples. Recently, these have been ap-
plied for style transferring, achieving great results
in image to image translation. Conversely, to the
best of our knowledge, applications of these models
to non-visual data are limited.

Figure 3 represents the general components we
may find in a cyclical model: two discriminators
(DA, DB) and two generators, one that maps in-
stances of one domain A into instances of B, GAB ,
and one that does the opposite GBA. In one of the
two streams, the network maps instances a ∈ A into
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an intermediate representation b̃ and, afterwards,
decode it back â, while trying to ensure that these
transitional codes fool the discriminator DB . The
other stream is responsible for the corresponding
process starting with one instance from B. The ad-
versarial, also called classical-GAN, loss, LA

advers,
works precisely in the same way it does in usual

GAN, pushing b̃ into domain B. At the same time,
to minimize the reconstruction or cycle consistency
loss, LA

recons, which measures the differences be-
tween the original instance a and the one we were
able to recover â, forces the relevant information

to flow into b̃ intermediate state. The way these
loss functions are implemented and used during the
training process can vary from model to model.

2.5. Music and Deep Learning

In September of 2017, Briot et al.[5], from the
Flow Machines project, presented a survey on mu-
sic generation systems using deep learning meth-
ods. In this study, the authors propose an analyt-
ical methodology based in four dimension that are
not entirely orthogonal:

• Objective: there are different systems for au-
tomatic music generation that aim different
objectives of music generation. According to
Briot et al.[5] the creation of a melody (mono-
phonic or polyphonic) must be considered as
a different task from a multi-track generation
or the generation of an harmony for a given
melody.

• Representation: the authors divided the dif-
ferent representations in signal (waveform and
audio spectrum), which represent more directly
the sound waves, and symbolic representations
(midi, piano roll, text, chords, lead sheet) much
more similar to a score or a list of sound events.
They also refer two different encodings: one-
hot encoding and value-encoding. The first one
is suited for finite discrete dimensions, while
the former is usually used for continuous di-
mensions that may be defined as a function of
the other dimensions.

• Architecture: in this dimension we explore:
the number of layers; the number of neurons in
each layer; which nonlinearities should be used;
how should the artificial neurons be connected;
if we should use attention layers; if we should
use some already well known deep structures
such as CNN, RBM, LSTM, GAN...

• Strategy: one architecture can be used in dif-
ferent ways, providing different outputs and
solving different tasks. One direct way to use
the model starts by feeding it with the begin-
ning of one song and ask it to predict the rest.
However, many other different strategies are
possible: sampling from the generated distri-
bution, including input manipulation, making
networks play against each other, concatenat-

Figure 4: Most commonly used rhythmic figures

ing cherry-picked results of different models or
even any combination of these strategies.

3. Representations and Datasets

The pianoroll representation resembles a music
score and receives its name from the homonym stor-
age media used in music boxes or old automatic pi-
anos (reproducing pianos). We used it as output
representation as well as training and input repre-
sentations, both for melodies and epic songs. In
our pianoroll representation we have time, pitch,
tracks and velocity (musical intensity) dimensions.
While, the first three dimensions use one hot en-
coding, i.e., there is one cell for each one of 3-tuple
(timestep,pitch,track), the last one is value-encoded
which means that is represented by a value in each
one of those cells. We can visualize this structure
as a three-order tensor (or a cube of cells) where
cell cs,p,t stores the value of the velocity of track t
at timestep s for the note p.

To fully understand our representation, we
present a deeper analysis of each one of our musical
dimensions:

• Intensity: in our approach, it is represented
by a real value real value in a range from 0 up
to 1, where 0 means not playing at all and 1
means playing as loud as possible.

• Pitch: a scale is a musical structure that de-
fines both the amount of different pitches and
the relationships between them. The chromatic
scale is the standard for western music because
it includes all the most used scales in this cul-
ture and it is used in MIDI where each pitch
maps into one integer between 0 and 127. We
also used a 128 sized array to represent the 128
chromatic notes used in MIDI while allowing to
have multiple notes played at the same time.

• Timesteps: the resolution of time (also re-
ferred as tick) can be absolute, if it represents
a fixed duration time interval, or relative, if it is
measured in relation to a symbolic figure and
needs a tempo value to be converted into an
absolute time. For simplicity purposes, in our
approach, we chose to have a 24 beat resolution
and a fixed tempo of 120 Beats per Minute.
This resolution value means that, 4 bars of 4
beats each (assuming a quaternary time signa-
ture) totals 4× 4× 24 = 384 timesteps. These
values have been commonly used in pianoroll
representation and allow to represent the most
common rhythmic figures, represented in Fig-
ure 4, from a semibreve on the left until triplets
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Figure 5: Schematic illustration of representation

of semiquavers on the right. The resolution
values was calculated by finding the least com-
mon multiple for 1, 2, 3, 4 and 6 representing
the full, half, third, quarter and sixth of a beat
and doubling it to make sure we can always
represent the end of one rhythmic figure by in-
serting an empty timestep.

• Tracks: tracks usually represent instruments
or groups of instruments. MIDI represents in-
struments using programs, an integer value be-
tween 0 and 127. Our implementation uses
a static instrumentation, a fixed program for
each track, and uses only one track for melody
representation (usually rendered in a piano
sound) while it uses a fixed set of 8 tracks to
represent different groups of instruments for
epic songs: woods (rendered using the clar-
inet), brass (rendered using the french horn),
percussion set, timpani, pitched percussion
(rendered using tubular bells), voices, strings
and keyboards (using piano). These groups
were chosen based on organological knowledge,
the instrumentation of the epic examples we
have collected and the classical symphonic or-
chestra configuration.

With one of these cubes or blocks of cells, we can
represent one segment of epic music by calculat-
ing the intensity of all the 128 chromatic pitches in
each one of the 384 time intervals and for each one
of our 8 instruments. The limited fixed time scope
is a particularity of this representation, which, at
first glance, may seem as a disadvantage but that
actually simplifies our deep learning solution archi-
tecture thanks to its fixed dimension. Moreover, we
can have a sequence of these blocks in order to rep-
resent longer music tracks, knowing that with this
approach we may lose some structural information.

On the whole, as illustrated in Figure 5, the final
representation of one epic song is a finite sequence
of 128× 384× 8 sized blocks (notes, timesteps and
track), with values between 0 and 1, i.e., a tensor
of 4 dimensions, T 4

[0,1].

After analyzing the perks and realities of some
of the approaches, we opted to include in our epic
music representative dataset some samples avail-
able in an open score library created and man-
aged by the enterprise responsible for MuseScore, an

open source score editing software. This library has
a group exclusively dedicated to ”Epic Orchestral
Music”1 with different original and adapted pieces
available for downloading in different formats in-
cluding MIDI.

We used the assumption that the content inside
this group could represent well the concept of epic
music. However, the existence of copyrights, for-
bids us to freely distribute our dataset to the rest
of the scientific community. Besides that, we must
take into account that most of this content was in-
serted into this group by content’s creators, which
may have some impact in the overall quality of the
dataset. Summing up, we considered this solution
achieved a good balance between the dataset qual-
ity and the time dispensed for data management
and processing.

From the 561 songs available inside ”Epic Orches-
tral Music” group on 30th May of 2018, we filtered
those that: used strange programs that our repre-
sentation could not support; used no strings or were
composed for solo instruments; were too big to load
in memory as a matrix; keeping in the end only 335
of those songs.

For our dataset of melodies, we opted to use a
very practical and brief approach. Since ”melody”
is a much less subjective concept, we used an auto-
matic melody generator2 available online to create a
pile of heterogeneous MIDI melodies. Table 1 com-
piles some statistics to characterize our datasets.

Table 1: Characterization of the new datasets
Epic Dataset Melody Dataset

Number of songs 335 songs 300 songs
Average Number of Tracks 24.6 tracks 1 track

Average MIDI Size 20.14KB 3.11KB
Average Number of Blocks 16.91 blocks 12.38 blocks

Average Duration 02m57s 01m43s
Total MIDI Size 6.59MB 933.07KB

Total Number of Blocks 5665 blocks 3715 blocks
Total Duration 16h30m56s 08h35m52s

Our preprocessing procedure is summarized in
the next steps:

1. Re-orchestrate: the MIDI files gathered orig-
inally used different numbers of tracks and dif-
ferent sets of instruments, therefore, in order to
uniformize them, we mapped each MIDI pro-
gram into one of our 8 tracks, based on this we
assigned a destination track to each one of the
original tracks and finally copied every note in
each one of the original tracks to its correspon-
dent destination track;

2. Translate into Pianoroll: the MIDI files are
transformed into pianoroll, walking through
the list of events and filling all the cells of the
matrix that correspond to the timesteps be-
tween the start and stop note events;

1https://musescore.com/groups/epicorchestralmusic
2https://www.link.cs.cmu.edu/melody-generator
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Figure 6: HRBMM architecture

3. Chop: after considering several chopping tech-
niques, we opted to use a non-informed chop-
ping technique that chops one song in contigu-
ous non-overlapping fixed size blocks;

4. Transpose: thanks to the equal temperament,
i.e., all semitones are equal, we can move the
pitch of each note n semitones above or bel-
low without damaging the relationship between
those, thus we transposed each one of the pieces
for each one of the pitches between −6 and +5
semitones, in one attempt to create more vari-
ety in our dataset;

5. Thresholds: we discarded notes that were be-
ing played to low or too loud;

6. Normalize: all value-encoded velocities were
mapped into a value between 0 and 1;

4. Models
4.1. HRBMM

RBM usually have two layers of nodes, the visible
and the hidden layers, where connections between
nodes in the same layer are not allowed, as repre-
sented four different times in Figure 6. Each node
is sampled from a Bernoulli distribution with the
parameter p, the probability of success, that de-
pends on the value, 0 or 1, of other nodes. The
dependencies between nodes are codified in a set of
weighted arcs and the learning process consists in
iteratively modify these weights, to low or rise the
p value for each one of the nodes accordingly to the
data instances given. The HRBMM, represented in
Figure 6, uses some RBM, each one identified by
a natural number, to create multitrack musical ex-
cerpts. It uses one different machine for each one of
the N tracks, RBM from 1 to N , and one different
machine identified by the number 0, that computes
on the concatenation of the hidden states of tracks’
RBM.

Since this model usually computes only binary
data, the first step is to make our data binary.
Then, the training phase starts by inserting the bi-
nary vectorized pianoroll of each one of the 8 tracks
in the visible layer of the respective machine. These
are connected to 128 hidden nodes using weighted
arcs and using one extra bias arc for each one of the
nodes. The hidden states of each one of the RBM

from 1 to 8 are concatenated in a visible state for
machine number 0 which uses a new hidden states
with also 128 nodes.

During the training process, after inserting the
input in machine i, we propagate the visible values
vi to the hidden nodes by multiplying them by the
weights matrix W i, adding hidden bias bih, apply-
ing the sigmoid function σ to this sum, and finally
sampling using the resulting value to parameterize a
Bernoulli experiment. After getting all the hidden
states for 1 to N machines, we concatenate them
and inject it in the visible layer of machine number
0 and we do the same step to propagate the values
to the hidden layer.

Once we arrived to this state we go backwards us-
ing transposed matrices to sample new visible states
for each one of the machines, i.e., 8 new tracks seg-
ments. The process that goes from one visible state
to another is called a Gibbs step and a Gibbs sample
uses one or more Gibbs steps. Due to time efficiency
constraints, it is common to perform only one Gibbs
step during the training process. After having one
sample of the hidden and visible states we can use
the differences between these states and the states
first propagated from our data to update the biases
and weights. The sampling process is similar, us-
ing only one Gibbs step on a full 0 initial visible
state and a full song is created by concatenating of
several sampled blocks.

4.2. MuseGAN

The MuseGAN3, first presented in November of
2017 by Dong et al.[8] was, to the best of our knowl-
edge, the first application of GAN to the task of
multitrack symbolic music generation. This project
explores three different ways of generating tracks
inspired in different contexts for music creation:
jamming model, where each track uses a indepen-
dent generator and discriminator; composer model,
which uses only one generator and single discrimi-
nator for all the tracks; and an hybrid model, that
combines features of both the other models.

One basic possible sampling strategy was to con-
catenate several results from the bar generator(s),
but, since these bars are totally independent, this
strategy wouldn’t allow to model some important
temporal relations in music. To address this prob-
lem, the authors included a vector that represents
the temporal structure, a sequence of codes that can
be used to generate a sequence of coherent bars. All
these codes are complemented with some per-track
and per-bar specific random seeds to promote the
variety of the results.

Both the generators and discriminators use CNN
and in order to make the process more sta-
ble the authors used WGAN-GP[11], used batch
normalization[13] in the generator and an unbal-
anced training, updating the generators only once
every five updates of the discriminator.

We adapted from the hybrid model, since it seems
to capture some advantages of both other models.

3https://github.com/salu133445/musegan
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In this model we have one private generator for each
one of the tracks but only one discriminator that
evaluates the joined tracks. We limited the mod-
ifications to those that were imperative to do in
order to work with this new data, since now one
instance consists in 4 bars of 8 tracks of 128 dif-
ferent pitches. These changes consisted mostly in
changing the size of some variables and convolution
filters. In the training process, we only choose a dif-
ferent learning rate and dismissed the unbalancing
factor, making both the discriminator and genera-
tor update at the same time, keeping all the rest.

Contrarily to the binary sampling method origi-
nally used in the paper, we decided to make use of
the real values to define the velocity of the notes.
This way we can create dynamics fluctuations along
the music. However, GAN are complex models that
are really difficult to train, that are not easy to op-
timize and that may suffer from too many different
problems.

4.3. MuCyG

We present the MuCyG, to the best of our knowl-
edge, the first implementation of CycleGAN applied
to multitrack symbolic music that takes into ac-
count velocities. With our main objectives in mind,
we conceived what we considered a general model,
inspired by the process of musical composition with
mechanisms of inspiration, that uses cyclical models
which have been achieving great results in one-to-
one mapping across visual domains.

As in any generic cyclical models such as the one
presented in section 2.4, the MuCyG uses two dis-
criminators and two generators. Taking into ac-
count the main aims of this work, we attempt to use
the model to translate melodies into epic music and
the other way around. To minimize the complexity
of the project, we used generators and discrimina-
tors based on the architecture used in MuseGAN,
formed by CNN. When compared to other CNN,
these networks present two peculiarities: pooling
layers are not used; and, when a convolutional fil-
ter is applied, usually there is no overlapping areas,
i.e., most of the times the stride corresponds to the
size of the filter.

In our convolutional network the data is com-
pressed into a 512 sized representation. The first
step is to expand the pitch dimension to the next
multiple of 12 greater than 128, in order to al-
ways represent complete octaves (each one includ-
ing twelve semitones). After that, different streams
compress the data in different ways, exploring dif-
ferent features, but all converging into a concate-
nation step. On the contrary, the deconvolutional
network expands the representation, generating a
new instance. At the end of the process we drop the
pitches that were synthetically added to our data.

Both these networks are used to build our gen-
erators, starting with a convolutional network fol-
lowed by a deconvolutional network. The discrimi-
nators are made up of only one convolutional net-
work that compresses our blocks into 512 sized rep-
resentations and feeds those to one LSTM, which

is responsible to evaluate the pattern structure of
these compressed codes. As adversarial loss func-
tion, we used WGAN without gradient penalties,
instead of WGAN-GP used in MuseGAN. To mea-
sure the reconstruction loss we used a simple mean
difference.

4.4. Tunning

Using these models and environments we conduct
several experiments on music generation in order
to tune some aspects of the models. We chose
the name MuCaGEX (Music Categories Generation
Experiments) to identify all the software we devel-
oped in order to conduct these experiments, and
the code is integrally available in https://github.
com/LESSSE/public_MuCaGEx.

During the initial experiments, with training, the
results of our models converged into completely
empty tensors, full zero matrices, representing com-
pletely silent samples. We decided to focus our
study in one of the most important hyperparam-
eters: the learning rate.

In order to tune the learning rate of our mod-
els, we trained each model on three random small
subsets of epic dataset with an exponential growing
learning rate, and plotted the difference between
the densities of the original o and the generated in-
stance g, as defined in Eq. 1.

density(Tm×n×t) =

∑m
i=0

∑n
j=0

∑t
k=0 Tijk

n×m× t
loss =density(o)− density(g)

(1)

Choosing a learning rate value associated with
high variances on this loss measurement should al-
low the training to move quickly towards the goal.
In fact, it allows steps too big, resulting in an erratic
training trajectory. We considered that this erratic
movement had some creative potential, therefore we
searched for spikes in the standard deviation and
in the first derivative and used the corresponding
learning rate. The final values used for the learn-
ing rates of each model are: 1× 10−1 for HRBMM,
2.51×10−4 for MuseGAN and 5×10−4 for MuCyG.

5. Evaluation and Results
5.1. Survey

In order to compare the results of the experiments,
we conducted an online survey4. From all the ques-
tions included into the survey we analyzed only
three different kinds of questions:

• Word description: word description, one
open question where the respondent could in-
sert up to three words to describe each one of
the excerpts presented;

• Impacts: a Likert scale from 1 to 10 to evalu-
ate the sentence ”This epic music is creative.”
referring to one of two specific excerpts, namely

4http://web.tecnico.ulisboa.pt/~ist178303/mucagex
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Table 2: Summary of the results about the impact on creativity
Impact Human 2 MuCyG 1

mean std mean std
Base 6.030000 2.516431 5.770000 2.233152
Melody 6.400000 2.613098 5.920000 2.406557
Explanation 6.280000 2.518938 5.920000 2.444040
Computer 6.400000 2.542567 5.840000 2.477046

Melody - Base 0.370000 1.488372 0.150000 1.131505
Explanation - Melody −0.120000 1.121687 0.000000 0.942809
Computer - Explanation 0.120000 0.769100 −0.080000 0.761179

Table 3: Four most used words used per model
Human HRBMM MuseGAN MuCyG
EPIC 13 CONFUSION 34 REPETITIVE 23 REPETITIVE 29
CINEMATOGRAPHIC 11 CHAOS 16 SUSPENSE 18 BELLS 12
HAPPINESS 6 RANDOM 8 CINEMATOGRAPHIC 8 MYSTERIOUS 6
ELECTRONIC 6 NOISE 8 TENSION 7 MONOTONY 6

MuCyG 1 and Human 2. This evaluation is
performed several times while in each time we
provide the user with new information about
the inspiration, explanation and nature of the
excerpt;

• Confrontations: one relative direct con-
frontation, where the user must choose a win-
ner from two different excerpts confronting
each other in an evaluation game that will take
focus on one of 5 specific characteristics.

To produce the samples used in our survey, we
trained the three models the following way: firstly,
using one subset of only 15 elements of each one of
the datasets, we trained each model for one full day
of CPU time and took our first sample after this
training; after this we trained the models one more
time using sub-datasets of 30 random samples for
only half a day.

This training process was inspired in the way
humans learn music composition: at the begin-
ning, one starts studying some few ”classic” ex-
amples in detail, and only then keeps introducing
more and more complex examples, taking in each
iteration less time to learn. The resulting 8 sam-
ples5, excerpts of 32 seconds composed by 4 blocks,
including two composed by humans and selected
randomly from the dataset, hereinafter referred to
as Human 1, Human 2, HRBMM 1, HRBMM 2,
MuseGAN 1, MuseGAN 2, MuCyG 1 and MuCyG
2.

From all the 100 responses that were included
in this analysis,most of the people were between 18
and 34 years old and had no prior information about
the project and its main objectives. The sample
was very rich with a wide variety of relationships
with music: performers, musicologists, composers
and even featuring some producers, music teach-
ers and conductors. 13 people that answered the

5http://web.tecnico.ulisboa.pt/~ist178303/
mucagex/Final_Samples/

questionnaire have some knowledge in music tech-
nologies and only 5 people had no relationship with
music at all. On a weekly basis, most of these peo-
ple answered that they spend roughly 1 to 6 hours
watching films, playing games and watching videos
and 6 to 12 hours listening to music. Moreover,
while 77% spend less than 1 hour in music concerts
only 7% spend less than 1 hour listening to mu-
sic. The survey was provided in both Portuguese
and English seeking some richness and variety of
nationalities in our sample.

To analyze the results of the word description
question, we joined together in one unique concept
words that matched in more characters than 2/3 the
size of the smallest of the two words. We are sure
that this technique, when applied to more complex
cases, will not be able to achieve great performance,
however, in this practical case, it got acceptable re-
sults. In Table 3, we present the four most used
terms to describe the samples of each one of the
models. We can find two different kinds of words
on this table: descriptive words, those that corrob-
orate characteristics graphically identifiable such as
confusion, chaos, random, noise, repetitive, bells
and monotony; and effect words, words that express
characteristics much more easily detected when we
listen to the samples, such as epic, cinematographic,
happiness, suspense, tension or mysterious. Sup-
posing that songs described more frequently with
effect words affected more the listener, we can con-
clude that HRBMM was not able to create an effect
on the while the human examples were very good at
it. The results also show that, only the human ex-
cerpts were perceived as epic and cinematographic
and no model affected the listener in the same way
as those.

About the impacts questions, we studied the im-
pact of three different aspects: the first one was the
impact of knowing that one song was inspired in
one melody, the melody factor; the second aspect
was how does explaining the creative product us-
ing external concepts impact the way our audience
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Table 4: Confrotations ranking based in percentage of gained games
Creativity Inspiring Novelty Epicness Cinematography

1o MuseGAN 1 MuseGAN 2 Human 1 HRBMM 1 MuseGAN 2
2o HRBMM 2 HRBMM 2 MuseGAN 1 HRBMM 2 HRBMM 2
3o Human 2 MuCyG 1 Human 2 MuseGAN 2 MuCyG 2
4o Human 1 HRBMM 1 HRBMM 1 MuCyG 1 HRBMM 1
5o MuCyG 2 MuseGAN 1 MuCyG 1 MuCyG 2 MuCyG 1
6o HRBMM 1 MuCyG 2 MuseGAN 2 MuseGAN 1 MuseGAN 1
7o MuCyG 1 Human 2 MuCyG 2 Human 1 Human 1
8o MuseGAN 2 Human 1 HRBMM 2 Human 2 Human 2

Table 5: Confrontation ranking based in DAG’s topological order
Creativity Inspiring Novelty Epicness Cinematography

1o MuseGAN 1 HRBMM 1 MuseGAN 1 HRBMM 1 MuseGAN 2
2o HRBMM 2 HRBMM 2 Human 1 HRBMM 2 MuCyG 2
3o Human 1 MuCyG 2 Human 2 MuseGAN 2 HRBMM 1
4o MuCyG 2 MuseGAN 2 HRBMM 1 MuCyG 1 HRBMM 2
5o Human 2 MuseGAN 1 MuCyG 1 MuseGAN 1 MuCyG 1
6o MuseGAN 2 MuCyG 1 MuseGAN 2 MuCyG 2 Human 1
7o MuCyG 1 Human 2 MuCyG 2 Human 2 MuseGAN 1
8o HRBMM 1 Human 1 HRBMM 2 Human 1 Human 2

evaluate the overall creativity of the product, the
explanation factor; and the last and most impor-
tant was to study of the existence of bias in favor or
against computer models, the computer factor. In
table 2, we have the means and standard deviations
of the answers for each one of the questions as well
as the differences, i.e., the impact of each one of the
pieces of information in the evaluation. We can see
that Human 2 is consistently evaluated as more cre-
ative than MuCyG 1 and while, for both these two
examples, the melody factor increases the percep-
tion of creativity, the explanation factor provoked a
slight decrease. The computer factor had a differ-
ent effect in both samples, which we interpreted as
a sign that MuCyG model was easily spotted by the
respondents, in a Turing test analysis. The respon-
dents became surprised by the fact that Human 2
was generated by a computer which contributed to
a higher value of creativity, while it had the oppo-
site effect in the MuCyG 1 sample.

In confrontation questions, we asked for a judge
to chose between two opposing samples, saying that
the picked one represents a better example than the
other one for some provided characteristic. We ex-
plored 5 different characteristics of music products
related to the following terms: creative, inspiring,
novel, epic and cinematographic. The first aim of
this question is to order our samples based on the
results to have an idea of which sample is the best
in each one of these dimensions. A secondary aim
is to verify if there is a direct correlation between
the concepts of novelty and creativity as well as be-
tween epic and creativity. We used two different
approaches to order the samples using the percent-
age of winning games, and by building a Directed
Acyclic Graph (DAG) and extracting a topological
order from it. The results are available in Table 4
and Table 5, respectively. According to these re-
sults, there is no model that consistently achieved

better scores in all characteristics. Our results also
demonstrate that, in this context, novelty and epic-
ness might be kind of inversely related, while epic
and cinematographic are positively related. Con-
sidering this, we were expecting to have those sam-
ples that better balance epicness and novelty scor-
ing better in creativity, but that was not the case.
We found no direct relation between creativity and
these concepts.

6. Conclusions

Our project consisted in exploring the CC field us-
ing DL technologies and generating symbolic epic
music. We created two new pianoroll representa-
tive datasets: the Epic Dataset and the Modely
Dataset; and explored three different DL models:
HRBMM, MuseGAN and MuCyG. We used an pi-
anoroll representation and collected two representa-
tive datasets in this representation: one dedicated
to epic music and one of melodies. Two different
software products resulted from the development
process: the Gmidi library6, that includes a set of
tools to process music, and the MuCaGEx7, a col-
lection of deep learning models and complementary
libraries to perform experiments on music genera-
tion.

According to our results, none of the models con-
sistently outperformed the others and the gener-
ated final products revealed both GAN-based mod-
els suffered from the mode collapse problem, that
was probably caused by some choices on the archi-
tecture, learning rate or the training subsets small
size. Futhermore, the models were worse than hu-
mans in affecting the listener and our results do not
comply with the definition of creativity as utility
and novelty.

6https://github.com/LESSSE/gmidi
7https://github.com/LESSSE/public_MuCaGEx
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