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Abstract—Electronic health records (EHRs) are highly sensi-
tive information that need to be shared in a secure way with
different healthcare providers. Our goal with this project was
to create a system to securely store and share EHRs using
blockchain technology. The blockchain technology is decentral-
ized, immutable and guarantees non-repudiation of the data.
These properties create an opportunity to develop an EHRs
system using blockchain. In this report we have surveyed the
relevant related work regarding the blockchain technology and
the different consensus protocols that can be applied to the
blockchain. Health applications that explore topics affiliated to
this work, such as using the blockchain to solve issues with the
current healthcare services, were also studied and detailed. It
is also explained the system model and all the implementation
considerations to enable the EHRs of a user to be stored so
that the user can access his data and provide it to the different
healthcare providers at any time. The proposed architecture, to
which we named HyperMedical, allows stored data to be viewed,
inserted, altered, shared or deleted by certain entities depending
on defined access policies. HyperMedical improves the way that
medical records are shared by simultaneously ensuring data and
owner privacy, service availability, data immutability and access
control management.

I. INTRODUCTION

Nowadays, the world is led by information. All this informa-
tion is dispersed and collected by brands to adapt their prod-
ucts and people have become precious targets whose profiles
are sold and converted into marketing strategies worldwide.
Beyond privacy, data dispersion also affects the health area.

One of the biggest problems in the healthcare services is the
fragmentation of health records1. Electronic Health Records
(EHRs) are fragmented across hospitals, health centers, doc-
tors, insurance companies and wearable devices.

The fact that patients can’t precisely describe what was said
by one doctor and the lack of information sharing mechanisms
between medical entities, can lead to inaccurate diagnosis in
different medical appointments. To increase the probability
of an accurate diagnosis and more effective treatments it is
important to have a system that allows all the participants to
view, insert, modify, share and delete EHRs. However, data
is a sensitive matter. This way, the storage mechanisms used
should not only have precautions related to security, integrity
and availability of the data, but also different access control
levels to manage what entities get to access what type of
data. Another issue to be solved is service availability and
data immutability.

Given the system’s challenges, such as access control, infor-
mation preservation, data authentication and non-repudiation
mechanisms, the Blockchain is a possible approach that not

1https://medicalchain.com/en/whitepaper/

only has these features but also solves the main problem which
is data fragmentation.

The main goal of this project was to enable the EHRs
created by different healthcare providers to be stored so that
the user can access his data and provide it to the different
healthcare providers at any time. It is allowed stored data
to be viewed, inserted, altered, shared or deleted by certain
entities depending on defined access policies, creating a secure
system to store and share healthcare records using blockchain
technology.

The healthcare records are sensitive data, so it is important
to assure the not only the user’s privacy, but also the data’s
privacy. It is also important to guarantee preservation of the
data to be possible to access all the medical history of a patient.
In this type of data, it is essential to define access control
policies and also be able to identify who has accessed the
data. The last requirement is to assure system availability.

Blockchain technology solves the data fragmentation prob-
lem and also helps to preserve all the data collected about the
patient in such way that the information stored in the chain
cannot be altered nor deleted, but can be modified from a
user’s perspective by adding new information on the chain.
Provides an efficient exchange of health records between
entities without compromising data privacy and respecting the
owner’s privacy.

II. RELATED WORK

In this work, we explored the Blockchain technology, con-
sensus protocols, platforms for the development of decentral-
ized applications and Health applications. In this section, it
will be described technologies that can help to accomplish the
project’s goals and solutions that solve a parcel of the problems
in EHR.

A. Blockchain

The blockchain is a distributed peer-to-peer (P2P) system
protected by cryptographic methods to allow only those who
have permission to get access to the data. The blockchain is a
chain of blocks, it is always dependent on the previous block.
It is considered the existence of three types of blockchains,
public, consortium and private, that could be also known
as permissonless (public) or permissioned (consortium and
private) blockchain2 [1] [2].

In general, the blockchain protocol works as follows [1]:
1) The node creates new information and broadcasts it to

all nodes of the network.

2https://blog.ethereum.org/2015/08/07/on-public-and-private-blockchains/
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2) A node creates a new block when it receives correct
information and has enough information stored to create
a block with a minimum number of transaction.

3) The nodes execute the consensus algorithm on the block.
If consensus is successful, the block will be added to the
chain.

Due to the security requeriments a Consortium Blockchain
is the type of blockchain that could help to achieve the goal of
this project. The consortium blockchain allows the definition
of access permission types that restrict the access to the
medical records of each user.

Transactions are digitally signed, leading to a non-
repudiation of the data. All entities keep a copy of the
transactions [3]. This characteristic will solve the problem of
data preservation because the immutablility of the blockchain.

A smart contract is a program where is defined the bussiness
logic and access control policies, that is executed on the
blockchain and has its correct execution enforced by the
consensus protocol [4].

B. Consensus
Consensus algorithms aim to make a uniform decision [5]. A

consensus protocol ensures agreement, that is, all honest nodes
will agree on which transaction are selected, termination in
which all honest nodes eventually learn the chosen transaction,
and validity which guarantees that the selected transactions
were actually proposed by some node [6].

There are many consensus protocols that can be applied
to the blockchain, such as Proof of Work (PoW), Proof
of Stake (PoS), Practical Byzantine Fault Tolerance, Ripple,
Tendermint, among many others [5].

Table I demonstrates that in a permissioned blockchain the
main consensus algorithms used are the Practical Byzantine
Fault Tolerance (PBFT) and the Tendermint algorithms. It
is illustrated that only PBFT, Ripple and Tendermint are
consensus algorithms that are energy savers. In the third
column of this table is represented the percentage of fault
tolerated by the algorithms to finalize the consensus with
success.

TABLE I: Consensus Algorithms [7]

Node identity
management

Energy
Saving

Tolerated
power

of adversary
Example

PoW Open No
<51%

computing
power

Bitcoin/
Etheruem

PoS Open Partial <51% stake Peercoin

PBFT Permissioned Yes <33.3% faulty
replicas —

Ripple Open Yes <20% faulty
nodes in UNL Ripple

Tendermint Permissioned Yes
<33.3%
byzantine

voting power
Tendermint

C. Platforms
For the purpose of this study, several platforms that enable

the development of decentralized applications were analyzed.

This analysis focuses on characterising these platforms acord-
ing to its transaction flow and consensus mechanisms in
order to decide which platform is most appropriate for the
development of the proposed application. These platforms are
described in greater detail in Table II, but Hyperledger Fabric
(HLF) is the most appropriate platform to achieve the goals
of the project. This way, will focus on Hyperledger.

Hyperledger Fabric3 was designed to be modular and al-
low pluggable and custom components such as consensus
and membership services. The Membership Service Provider
(MSP) abstracts the cryptographic mechanisms and protocols
behind issuing and validating certificates, and authentication
for participants within the blockchain network. Only partici-
pants who are part of the same MSP are able to communicate.
Hyperledger Fabric created the concept of Chaincode, which
corresponds to smart contracts [4]. The chaincode will be
responsible for the business logic and solely this code can
read or manipulate the data on the chain.

The ledger is a blockchain to store the immutable and
sequenced records in blocks, as well as a state database to
maintain the current state. Each block can contain one or more
transactions. Each transaction results in a set of asset key-value
pairs that are committed to the ledger as creates, updates or
deletes4. The four main components of this framework are:

1) Fabric CA generates certificates for the users;
2) Peer stores the blockchain;
3) Endorsing Peer receives and simulates the transaction

and executes the chaincode;
4) Ordering Service guarantees the transactions order, cre-

ates the block and sends it to the peers.

Consensus is achieved when the order and results of the
blocks’ transactions are verified. The ordering mechanism used
is Apache Kafka5. The Apache Kafka-based ordering service
is a distributed streaming platform with publish-subscribe
interface, aimed at high throughput and low latency.

The Apache Kafka instance provides the functions of atomic
broadcast, which offers scalable publish-subscribe messag-
ing and strong consistency despite node crashes, based on
Zookeeper [8].

The ordering service publishes transactions to Kafka topics
and leverages the ordered and immutable nature of records
in kafka topic to generate a unique ordered sequence of
transactions in a block [9]. It will be verified if one of this
three conditions to create a block is met:

1) The block contains the specified maximum number of
transactions;

2) The block has reached a maximal size (in bytes);
3) An amount of time has elapsed since the first transac-

tions of a new block was received.

Each channel maps to a separate single-partition topic
in Kafka. When an ordering service receives a transaction

3https://hyperledger-fabric.readthedocs.io/en/latest/blockchain.html
4https://hyperledger-fabric.readthedocs.io/en/release-1.1/ledger.html
5https://hyperledger-fabric.readthedocs.io/en/release-1.1/kafka.html
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through a RPC broadcast, it checks if the client has permis-
sions to write in that channel, then publishes the transaction
to the appropriate Kafka partition. This partition is also con-
sumed by the ordering service which will group the received
transactions into blocks locally, stores them in its ledger and
serves them to receiving clients via the deliver RPC6.

The orderer is a special node that ensures that every peers
ledger is kept consistent. These nodes establish the total order
of all transactions in HLF. An orderer is entirely unaware of
the application state and does not participate in the execution
nor in the validation of transactions [10].

In this framework exists the concept of Channels. A Chan-
nel is a private blockchain overlay that allows for data isolation
and confidentiality7. Peers can be part of one or more channels.
Each peer has is own identity when they join the channel, this
identity is given by the MSP and will authenticate each peer
to its channel peers and services. Each channel has associated
at least one chaincode which is responsible for that channel’s
ledger.

TABLE II: Platforms

Transaction Flow Consensus
mechanism

Quorum
Private transactions propagated

in a subset of nodes, while public
transactions are network-wide

Raft-based or
Istanbul BFT

Chain Core
Transactions are propagated and

validated by all members of
the network.

Federated
consensus
protocol

Corda
Transactions are sent to the

consensus mechanism, blocks
are then propagated in the network.

Validity and
Uniqueness
consensus

Hyperledger
Burrow

Transactions are sent to the
consensus mechanism, blocks

are then propagated in the network.
Tendermint

Hyperledger
Iroha

Transactions are proposed to the
peers, then is applied the consensus

mechanism, and finally the block
is sent to the peers.

Yet
Another

Consensus

Hyperledger
Sawtooth

Transactions are propagated and
validated by all members of

the network.

PoET
or

Dev mode

Hyperledger
Fabric

Transactions are proposed to the
endorsing service, then is applied

the consensus mechanism,
and finally the block is
sent to the other peers

Apache
Kafka or

Solo Orderer

D. Health Applications

Many authors and companies created applications to apply
blockchain as the technology used in healthcare systems. It is
presented in the Table III four examples of architectures that
used blockchain to create a Health Information System.

To try to solve the problems existing in healthcare services
the type of blockchain used by the majority of the applications
studied is permissioned, more specifically Hyperledger Fabric.

MedRec’s architecture uses Ethereum to implement the
Blockchain, however it uses PoW as a consensus algorithm

6https://hyperledger-fabric.readthedocs.io/en/release-1.1/kafka.html
7https://hyperledger-fabric.readthedocs.io/en/release-1.1/glossary.html

so it will consume many resources. Oncology’s architec-
ture was designed to only store Oncological data. Finally,
HealthChain’s architecture is similar to the architecture from
Oncology but it stores all types of medical data but, like
MedicalChain, it also stores the date in the Cloud, this way
decreasing system’s availability.

TABLE III: Summary of the Health Applications

Platform Consensus Data
MedRec Ethereum PoW Database

Oncology Hyperledger
Fabric PBFT Database and

Cloud

HealthChain Hyperledger
Fabric PBFT Cloud

MedicalChain Hyperledger
Fabric — Cloud

III. SYSTEM MODEL

In this chapter, it will be introduced the necessary compo-
nents to create an application that uses Blockchain technology
for a Healthcare system. The name chosen for this application
is HyperMedical. The most important decision of this project
was to choose a platform that implements a permissioned
blockchain. Taking into account the platforms and Health
applications studied we chose Hyperledger Fabric.

Fig. 1: HyperMedical Components

A. Users Roles

The patient owns the data and is able to modify or
delete data that he/she created. Patients may withdraw access
permissions at any time. Doctors have access to the same
functionalities that a patient has, except the functionality of
modifying and deleting a medical record. Health Aides, like
nurses, can only view and insert new medical records. All
the healthcare providers that are working in the emergency
service can only share data with a healthcare provider if the
patient authorizes. The authorization for emergency services
to share data with a healthcare provider has to be defined by
the patient when he/she registers on the system and it can
be changed anytime. Insurance Companies are only able to
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visualize medical records that were shared with them by the
patients. All users also have one more functionality which is
the right to oblivion, they are able to, at anytime, to delete their
account and all the information would become inaccessible.

In order to enable the definition of user types, there will be a
Back-office to register and authenticate users. To authenticate
a user it is necessary the username and the password. The
username is used as the unique identifier and the password is
generated in the registration phase. For patients, the unique
identifier is the patients’ number. For doctors, health aids and
emergency services the unique identifier is the medical license
number. For insurance companies, it will be considered the
insurances’ code.

B. Data Model

All the user information and medical records will be stored
in the blockchain. For that purpose, we created four chain-
codes to define different business assets: (1) User information;
(2) Patient Medical Record; (3) Healthcare Entity Medical
Record; (4) Emergency Medical Record.

The User information asset defines the User, representing
all the information about a user. This information includes
the personal information and the diseases of the user, this
information is only necessary for the Patient’s registration.

The Patient’s medical record contains all the medical infor-
mation related to the diagnosis in that medical appointment.
To be possible to share a medical record, it was created an
Access Control List (ACL), this is, the list of users with which
a specific medical record was shared with.

The Healthcare Entity medical record has the same at-
tributes as the patient medical record, except the ACL. The
ACL does not exist in the healthcare entity medical record,
because this type of data can only be accessed by doctors,
health aides, insurance companies or emergency service.

The Emergency medical record contains the same data
model as the Patient’s medical record and the Patient’s per-
sonal information. In the case of the emergency service, it is
important to have an ACL to register the medical staff with
which that information was shared.

IV. IMPLEMENTATION

In this chapter, it will be technically explained the essential
components to create an application that uses Blockchain
technology for a Healthcare system. Figure 1 demonstrates
HyperMedical’s four main technical components.

A. Implementation overview

HyperMedical network is the core technical infrastructure
that provides ledger services to the develop Back-office com-
ponent. The network components are simulated using Docker
containers. The data structure stored in the blockchain and all
the business requirements are defined using Go programming
language8.

8https://golang.org

The second component is the Back-office which receives
requests from the user application and sends it to the Hy-
perledger Fabric network. This application is divided in two
components as demonstrated in Figure 1. The REST API,
which is invoked by the user application, was implemented
using Spring Boot framework9. It was also created a document
RESTful APIs using SwaggerUI framework10. The second
component of the Back-office was created using the Java SDK
for Hyperledger Fabric version 1.111, this second component
was implemented to communicate with Hyperledger Fabric’s
network.

HyperMedical’s last component is the user application
which was created as a proof-of-concept of the proposed
architecture, providing all the functionalities. This application
was implemented using Ionic framework12 which allows the
creation of cross-platform application.

B. Hyperledger Fabric Network

The Hyperledger Fabric network is composed by five main
elements, as demonstrated in the Figure 2.

The Certificate Authority used was the Hyperledger Fabric
CA 13. In the user registration process, the Back-office will
comunicate with Fabric CA to register the user and retrieve
the cryptographic material, including the password used for
the login functionality. The Hyperledger Fabric CA uses a
PostgreSQL database to save users identities and certificates.
The communication between PostgreSQL and Fabric CA is
done through TLS.

Each peer of the network is associated to an organization.
Peers are the network entities responsible for maintaining a
ledger and running chaincode containers to perform read/write
operations to the ledger. Each peer maintains the state data in a
state database for efficient reads and queries from chaincode14.

The ledgers current state data represents the latest values for
all keys ever included in the chain transaction log. The state
database chosen is a CouchDB database. CouchDB provides
addition queries support when chaincode data is modelled as
a JSON15, permitting rich queries of the JSON content16.

The ordering service publishes transactions to Kafka topics
and leverages the ordered and immutable nature of records
in kafka topic to generate a unique ordered sequence of
transactions in a block [9].

C. Back-office

The Back-office was designed to communicate with the HLF
network using Java SDK created by Hyperledger Fabric.

To accomplish this goal, it was defined a Java network
configuration file to set as the default properties used by the
client application to communicate with the network entities.

9https://spring.io
10https://swagger.io/tools/swagger-ui/
11https://github.com/hyperledger/fabric-sdk-java
12https://ionicframework.com
13http://hyperledger-fabric-ca.readthedocs.io/en/latest/users-guide.html
14https://hyperledger-fabric.readthedocs.io/en/release-1.1/glossary.html
15http://json.org
16https://hyperledger-fabric.readthedocs.io/en/release-1.1/ledger.html
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Fig. 2: Network

The communications with the Fabric CA are done using
HTTPS, and with the peers and orderer are done through
GRPCS17.

In the Back-office, it was created a REST API using Spring
Boot Framework and it was used Swagger UI to create a visual
and interactive API Documentation.

The AdminController is used for the personal information
and administration proposes. The EmergencyController that
is used only by healthcare providers that are working in the
emergency service. MedicalRecordController that is used by
all the other users of the system for the features related to the
medical record.

The Back-office provides data preservation guarantees. All
the data needed to reconstruct the application is serialized and
saved in a MongoDB18 database.

D. Chaincode

In the chaincode, it is also performed a validation about the
type of user that is performing the request. This validation is
done using the attribute inserted in the certificate when the user
is created. It was used the Client Identity Chaincode Library19

which enables access control decisions based on the identity
of the chaincodes invoker using attributes defined in the users’

17https://grpc.io
18https://www.mongodb.com
19https://github.com/hyperledger/fabric/tree/release-

1.1/core/chaincode/lib/cid

X509 certificate. The following list demonstrates which types
of users are allowed to invoke specific functionalities. The
emergency service includes all the healthcare providers that
are working in the emergency service.

1) Administrator: (a) User registration; (b) User Login; (c)
System monitoring.

2) Patient: (a) Insert / View patient’s personal information;
(b) Insert/ View/ Share/ Medical Record; (c) Modify pa-
tient’s personal information; (d) Delete Medical Record
created by the patient; (e) Share Medical Records on
Emergency State; (f) Withdraw access privileges; (g)
Delete account; (h) Notify the user when an operation
is executed on his/her Medical Record.

3) Medical Staff: (a) Insert/View Medical Record; (b) Share
Medical Record with other medical staff.

4) Emergency Service: (a) Insert/ View Emergency Medical
Record; (b) Share Emergency Medical Record with
other medical staff; (c)View/ Share Patients’ personal
information;

5) Insurance Companies: (a) View Medical Records.

E. User application

The last component of this project, is an application that
can be used by all types of users of this application. The
application was developed using Ionic Framework to allow
the creation of a cross-platform mobile application.

Only registered users can access this application, the HLF
will generate a password. After the registration, users have to
use their unique ID and password to login in the application. It
was defined that only patients are required to fill the biometric
and background information.

The unique ID and the user type is stored in the Storage20

functionality existing in the Ionic Framework. The Storage is
an easy way to store key/value pairs. It was decided to store
these two variables to smooth the usage of the application.
The REST API always receives the unique ID, this way, it
was decided to store this value, so the user does not have to
insert it every time that he wants to do an action. The user
type was stored so only users with permission to use certain
functionalities will be able to do so.

In the application, it was not considered the security and
design issues that should be taken into account when designing
a cross-platform mobile application, since it is out of scope of
this project.

F. Transaction Flow

HyperMedical has many entities involved in the processing
of a transaction, as illustrated in the Figure 3.

Figure 3 illustrates how a transactions is processed in
HyperMedical [10] [11].

1) User fills the necessary information presented in the
mobile application and this informations is sent through
a REST request to the Back-office;

20https://ionicframework.com/docs/storage/
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Fig. 3: HyperMedical Transaction Flow

2) The Back-office creates the transaction. The transaction
are digitally signed using the User certificate (generated
by the HLF CA). Then, the transactions are sent to the
endorsing peers;

3) The endorsing peers simulate the transaction and pro-
duce an endorsement signature. Endorsing peers will
transmit to the client the result of this execution (the read
and write set associated with the current state) alongside
with the endorsing peer’s signature. In this point the
ledger is not updated.

4) The Back-office will collect and assemble endorsements
into a transaction, verifying whether the endorsing peers
signatures are valid or not. Then is created the transac-
tion proposal. After the transaction proposal is created, it
is broadcast to the ordering service. The ordering service
does not read the envelope’s contents, it only gathers
envelopes from all channels in the network, orders them
using atomic broadcast and finally creates signed chain
blocks containing these envelopes.

5) The blocks, after being created, are sent to all the peers,
including endorsing peers. When the block is received
by the peers, it is verified again whether the endorsing
policies were fulfilled and it is checked if the read set
were not changed since the transaction execution. If this
validations are met, the transaction proposal contained
in envelopes is marked as valid or invalid.

6) Peers append the received block to the channel’s
blockchain. An event is triggered to notify the Back-
office that the transaction has been immutably appended
to the channel’s blockchain.

7) Finally, the User application is alerted that a new trans-
action was committed.

V. RESULTS

For HyperMedical’s evaluation it were considered two test-
ing environments: The first is a dedicated server with a CPU
Intel Xeon D-1520 4/8t 2.2 GHz and 128GB DDR4 of
memory running Debian 9. This dedicated server (HLF Server)
was used to test different configurations of the Hyperledger
Fabric network, emulating a higher number of entities in the
network. The second environment is a Macintosh (Back-office

Server) with 2,6 GHz Intel Core i5 and 8 GB 1600 MHz DDR3
of memory. The Back-office Server was used to deploy the
Back-office and also to test HyperMedical’s functionalities.

For the evaluation of this project, 3 types of tests were made:
• Performance tests with the goal to find the optimal

network configuration. The main objective was to test the
variations of block size in bytes and number of transac-
tions per block that would maximize the throughput and
minimize the latency. The variations done in this test are
related to the way blocks are constructed in Hyperledger
Fabric. Next, it was tested the impact of the variations
of the number of peers and orderers. In this section, it
were also tested the overhead of ciphering the data. The
values of throughput and latency were extracted from
proposing four types of transactions, a write, a read, an
update and a delete operations. The user functionalities
are also compared in terms of performance with running
the Hyperledger Fabric network in the HLF Server and
in the Back-office Server.

• Fault tolerance tests relate to the impact in throughput
and latency in increasing the number of Kafka brokers
and, consequently, increasing the number of faults toler-
ated by the system.

• Functional tests focus on testing every provided function-
ality.

In all the executed tests, when the network configuration is
omitted, the default network configuration is 2 peers, where
one of the peers is the endorsing peer, one ordering service,
4 kafka brokers and 3 zookeeper servers.

For the Hyperledger Fabric Network benchmark and per-
formance tests were used Hyperledger Caliper 21 that is a
blockchain benchmark tool that allows users to get perfor-
mance indicators like Transactions per Second and Latency.
This platform is in development so there are still some
limitations, one of the main limitation is that this tool does not
support more than one ordering service node in the network
configuration.

A. Performance Tests

1) Hyperledger Fabric Network benchmark: According to
[10] the block size is a configuration parameter that impacts
the throughput and the latency of the HLF. To assign the block
size for the following tests and to evaluate the block size’s
impact in HyperMedical, it were tested different values, as
illustrated in Figure 4. The block sizes tested were 0.5, 1, 2,
4, 6 and 8MB.

As both graphics demonstrate, latency and throughput do
not improve after 6MB, instead it worsens. Therefore, it was
adopted 6MB as the block size for the following experiments
to maximize the throughput.

After assigning the block size, it was evaluated the impact
that the number of messages has on the throughput and latency.
As both graphics represented in Figure 5 demonstrate, the
value that has the minimum latency and highest throughput

21https://www.hyperledger.org/projects/caliper
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Fig. 4: Impact of the block size

is 50 transactions per block, for a block with a preferred size
of 6MB.

Fig. 5: Impact of the number of messages on the block

After discovering the ideal block size and the number of
transactions per block it was tested to send 1 transaction to
define which should be values to be considered as baseline
for the next tests as acceptable latency is between 2,69s and
2,79s, depending on the functionality.

In [10], the authors performed tests, in order to discover the
block size that would maximize the throughput and minimize
the latency. In these tests, it was obtained the best results for
2MB block size, performing transactions with 0.5s of latency.
These results show an observable difference to the obtained
results for this project. This difference can be justified by the
fact that in the referenced article the network entities were
running in different Virtual Machines and the used chaincode
performs less complex operations, this way, taking less time
to execute.

2) Impact of peers and ordering service nodes: After
finding the optimal value for the blocksize and the number
of messages on a block was tested the impact of increasing
the HLF network size in the throughput and latency. Figure
6, represents the impact in throughput and latency when the
number of peers increase. The network was deployed in the
HLF Server and it was executed Hyperledger Caliper from the
computer to simulate the communication latency.

The HLF Server is the reason why the throughput is de-
creasing, because this is the unique computing intance. Using
htop22, which is a real-time resource consumption monitoring
tool, it was concluded that when the number of containers is
bigger than 15 the CPU is always around 100%. Using the
HLF Server, where all the components of the Hyperledger
Fabric network are running in the same computing instance,
independently of the provided resources is a considerable
degradation factor. In this case, all the components are running

22https://hisham.hm/htop/

in a single machine, the communication between the peers and
the nodes involved in the ordering service will be faster.

Fig. 6: Peers variation impact

Due to the limitations of Hyperledger Caliper, it was de-
veloped a Java application to calculate the throughput and
latency when increasing the number of orderers in the network
when using the create user functionality. After testing with a
different number of peers (p) and orderers, it was concluded
that the throughput is maximized if the number of orderers (n)
is n = p + 1. Figure 7, illustrates the throughput and latency
impact when varying the number of orderers in comparison
when the same number of peers only has one orderer associ-
ated. This test has also proven that the ordering service is not
the blottleneck of performance in the network.

This way, all the other tests performed using Hyperledger
Caliper will not be impacted by the use of only one orderer.

Fig. 7: Peers and orderers variation

In [9], the authors studied the performance of Hyperledger
Fabric V1.0 and identified potential performance bottlenecks,
with the purpose of understanding better the system and
promote possible optimizations. The three main performance
bottlenecks that the authors found are the cryptographic op-
erations, the serial validation of transactions in a block and
multiple REST API calls to CouchDB [9]. The same authors
also found a significant impact when the endorsement process
executes different endorsement policies, different number of
channels, as well as a impact on the transaction arrival rates
and block sizes

3) Encryption Impact: In this section is tested the impact
of ciphering the data and, as expected, the throughput is higher
without ciphering the data. As demonstrated by Figure 8 the
Create User operation and Get User Information operation
the throughput is 11% higher when the data is stored without
ciphering. As Figure 9 shows in Update User the operation
the throughput 12% higher and for Delete User is 10% higher.

B. Fault Tolerance Tests
In this section it is shown the results of the performance

impact when the system is exposed to failures. For these tests,
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Fig. 8: Create and Get User

Fig. 9: Update User Initial Information and Delete User

it was varied the number of Kafka brokers for supporting an
increasing number of broker failures. The configuration used
was 4, 7, 10 and 13 Kafka brokers, where 1, 2, 3 and 4
faults are tolerated, respectively. As illustrated in Figure 10
the impact in latency when we use a variable number of
brokers in a failure free and fail stop environment is higher
in a failure free envrionment. This is given to the fact that a
less number of follower brokers have to be in-sync with the
leader broker, consequentially, causing less internal messages
to be exchanged, during the consensus processing functions.

Fig. 10: Fail-stop comparison

C. Functional Tests

To validate HyperMedical’s requirements, it were defined
nine use-cases to simulate all system’s functionalities. These
tests were executed using JUnit. Before the execution of
JUnit tests, it were created four Doctors and one Patient. The
following list details each use-case defined.

1) Create medical record (US1);
2) Share medical record (US2);
3) Share Initial information with emergency service (US3);
4) Share medical record with Emergency service (US4);
5) Patient delete medical record (US5);

6) Patient try to delete medical record (US6);
7) Withdraw access privileges (US7);
8) Delete Patient Account (US8);
9) Create emergency medical record (US9).
It were compared the latency values recorded that a user

takes to finish when the network is running in the Back-office
Server, JUnit tests were also executed in the computer with
the network running on the HLF Server.

As Figure 11 illustrates, the total time to execute each
use case is lower when the HLF network is running in the
dedicated server. This way, it is possible to conclude that by
running the HLF network in the HLF Server it is possible to
obtain a decrease in latency of about 8% when compared to
running the network and the back-office in a single machine.

Fig. 11: Back-office Server vs HLF Server

VI. CONCLUSION

Although HyperMedical is lacking in terms of performance
results when compared to other promising solutions, we
found interesting results. These results indicate that using
Blockchain technology in order to provide a solution for
the data fragmentation problem in Healthcare is a viable
option. The immutability and logging characteristics of the
blockchain provide a platform for users to know the operations
done over their data and solves trustability concerns related
to decentralized environments. Given the developed mobile
application, it was provided the means for all entities related
to the Healthcare providers to use the system in such way
that services, data and users are not fragmented across several
platforms and environments.
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