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Resumo

O discurso indirecto é uma parte crucial em artigos de not́ıcias, que frequentemente depen-

dem de citações para relatar as perspectivas e opiniões dos participantes nos eventos narrados.

A capacidade de extrair e organizar com precisão estas citações é altamente relevante para

aplicações de prospecção de texto com o objetivo de reduzir a intervenção humana na monitor-

ização dos media, ajudar os jornalistas a verificar factos, ou ajudar exploradores dos media e

usuários em geral a procurar not́ıcias. Estudos anteriores abordaram a extração de discurso indi-

recto em artigos de not́ıcias, embora muitas vezes tivessem limitado o estudo apenas a citações

diretas e/ou utilizando métodos relativamente simples fortemente dependentes de regras pré-

definidas. Este trabalho extende estudos anteriores em várias direções, avaliando a aplicação

de métodos modernos de aprendizagem profunda para extração de citações (i.e., para delim-

itar ocorrências de citações diretas, indirectas, ou combinadas), atribuição (i.e., para atribuir

citações aos seu autores correspondentes, mencionados nas vizinhanças do texto), e classificação

(i.e., para atribuir às citações pontuações numéricas que codificam a valência e intensidade emo-

cional). Aspectos particularmente inovadores incluem o uso de Nested-LSTMs, em oposição a

Redes Neuronais Recorrentes (RNRs) mais comuns, ou a associação de citações aos seus valores

de valência e intensidade emocional. Resultados experimentais mostram que arquiteturas neu-

ronais relativamente simples, baseadas em RNRs, podem obter resultados muito positivos em

todas as três tarefas acima mencionadas, superando resultados anteriormente relatados.





Abstract

Reported speech is a crucial part of news articles, which frequently rely on quotations to

report on the perspectives and opinions of direct participants in the narrated events. The ability

to accurately extract and organize these quotations is highly relevant for text mining applications

aiming to reduce human intervention in media monitoring, help journalists in fact-checking, or

aid media scholars and general users to browse the news. Several previous studies have addressed

the extraction of reported speech from news articles, although often addressing only direct

quotations and/or using relatively simple methods relying heavily on hand-crafted features.

This article extends these previous studies in several directions, evaluating the application of

modern deep learning methods for quotation extraction (i.e., for delimiting occurrences of direct,

indirect, and mixed quotations), attribution (i.e., for assigning quotations to the corresponding

authors, as mentioned in the surrounding text), and classification (i.e., for assigning quotations

to numerical scores encoding emotional valence and intensity). Particularly innovative aspects

include the use of Nested-LSTMs, as opposed to more common Recurrent Neural Networks

(RNNs), or the association of quotations to emotional valence and intensity. Experimental

results show that relatively simple neural architectures, based on RNNs, can achieve very good

results in all three aforementioned tasks, outperforming previously reported results.
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1Introduction
Reported speech is a crucial part of news articles, which commonly make use of quotations

to support the claims and perspectives identified by the journalists. Through the inclusion of

quotations from experts and/or observers (i.e., witnesses or individuals involved in the reported

events), news articles are made more concrete and more personal. Given the ubiquity in the

use of reported speech, the ability to accurately extract and organize quotations in newspaper

articles is highly relevant for text mining applications aiming to reduce human intervention in

media monitoring, help journalists in fact-checking, or aid media scholars and general users

to browse and keep track of relevant news (e.g., in the context of applications supporting the

analysis of what politicians say about particular issues, and how this changes over time).

This thesis extends previous studies in several directions, evaluating the application of mod-

ern deep learning methods for quotation extraction (i.e., for delimiting the occurrences of direct,

indirect, and mixed quotations), attribution (i.e., for assigning quotations to the corresponding

authors, as referenced in the surrounding text), and classification (i.e., for assigning quotations

to numerical scores encoding emotional valence and intensity).

1.1 Motivation

Over the last few years, many authors have already proposed Natural Language Processing

(NLP) methods for extracting quotations and attributing them to the corresponding individu-

als (O’Keefe, 2014; Almeida et al., 2014; Scheible et al., 2016; Jurafsky et al., 2017). However,

most previous studies considered only direct quotations, and have relied on relatively simple

approaches (e.g., previous efforts relied mostly on rule-based methods (Pouliquen et al., 2007;

Liang et al., 2010), for instance based on searching for text between quotation marks, and at-

tributing the quotation to the nearest person name reference, if a reporting verb such as say

occurs in between). Also, most of the previous studies rely heavily on sets of hand-crafted

features requiring domain expertise and great effort from the programmer to design the models.

Complex instances of reported speech, such as indirect quotations (i.e., not involving the



orthographic cue of quotation marks, such as in the example Despite this loss, First Chicago

said it does not need to sell stock to raise capital.1) or mixed quotations (i.e., combining charac-

teristics of both direct and indirect quotations, such as in the example White House officials said

Bush is “fully satisfied” with CIA Director Webster and the agency’s performance during the

coup in Panama2), have mostly been ignored in previous text mining efforts. Moreover, apart

from few exceptions (Balahur et al., 2009; O’Keefe et al., 2013; O’Keefe, 2014), most previous

studies have ignored tasks related to the classification of the extracted quotations.

Given that quotations are used in news articles as evidence of a person’s opinions with re-

spect to particular subjects, it may be interesting to classify quotations according to the opinions

that they express. The task of manually extracting these emotions poses some challenges: the

engaging process needed to classify text in terms of transmitted emotion is very time-consuming

and most of the time requires human labor, making it a costly process. Adding to these dif-

ficulties, there is also the underlying subjectivity problem associated with the classification of

emotions, where factors such as genre, mood, and empathy can change the way a person perceives

an emotion in a given text (Imbir, 2016; Pinheiro et al., 2017). All these obstacles have been

motivating researchers to seek new models that are independent of these factors and capable of

automatically detecting emotions in a given text (Seyeditabari et al., 2018).

1.2 Thesis Proposal

In recent years, in the area of NLP, we have witnessed an evolution from rule-based methods

and linear systems to new methods based on deep neural network models (Abdul-Mageed and

Ungar, 2017; Tripathi et al., 2017; Kratzwald et al., 2018). These deep learning methods allow a

developer to build complex systems with little effort not requiring domain expertise to establish

linguistic rules. With this dissertation, I propose to go beyond previous studies by building

multiple models using deep learning architectures which will focus on the tasks of extraction,

attribution, and classification of quotations in newspaper articles.

Namely, quotation extraction is specifically modeled as a sequence labeling problem (i.e.,

each word in a sentence is labeled according to whether it belongs to a quotation), and I propose

to address the task through Recurrent Neural Network (RNN) architectures similar to those

used in other NLP problems, for instance by combining bidirectional Long Short-Term Memory

(LSTM) networks with Conditional Random Fields (CRF) (Huang et al., 2015).

1Quotation wsj 2430 set 1 from PARC3
2Quotation wsj 2278 set 5 from PARC3
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Quotation attribution and classification are, in turn, modeled as classification problems

that take sequences of words as input. In the case of quotation attribution, I start by gathering

candidate authors (i.e., the three person references, in the surrounding text, that appear closer

to the quotation) and take the sequences of words encompassing the reference and the quotation,

with all words in between, as input to a RNN that decides if the person reference corresponds

to the author that should be attributed. The highest scoring reference is finally assigned.

As for quotation classification, my approach takes inspiration on recent studies using deep

learning to assign short texts to numeric ratings for emotional valence and arousal (Kratzwald

et al., 2018; Akhtar et al., 2018; Abdul-Mageed and Ungar, 2017), as defined in Russel’s circum-

plex model (Russell, 1980). I specifically leverage an RNN, similar to that used for quotation

attribution, to assign quotations to two numerical scores, respectively encoding the dimensions

of emotional valence and intensity. Despite not being the focus of this work, but since there

are also datasets and previous work which classified words in terms of valence and arousal, I

also extended this study to classify words in the same emotion dimensions. Inspired by Transfer

Learning, this last model was later used to possibly enhance the performance of the complete

sentence model.

The results from an extensive set of experiments, leveraging collections used in previous

studies focused on mining quotations (Pareti, 2016) or quantifying emotions (Preoţiuc-Pietro

et al., 2016; Buechel and Hahn, 2017a; Bradley and Lang, 2007; Warriner et al., 2013; Mo-

hammad, 2018; Bradley and Lang, 1999) from textual contents, show that relatively simple

neural architectures can achieve very good results in all aforementioned tasks, outperforming

previously reported results. Particularly innovative aspects in this work, include the use of

Nested-LSTMs (Moniz and Krueger, 2018) as opposed to more common RNN architectures, or

the association of quotations to emotional valence and intensity.

The absence of datasets joining all three tasks together precludes the evaluation of the

complete pipeline system (i.e., extraction, attribution, and classification of quotations). To

overcome this problem, I also propose to design a website where users can test and visualize the

entire work by submitting their own news articles for analysis.

1.3 Contributions

Throughout this dissertation, I was able to present the following contributions:

• A similar architecture based on deep learning neural networks to address the tasks of

3



extraction and attribution of quotations, and classification of text regarding valence and

arousal dimensions. For each of the tasks, multiple models were tested using different

layers. These layers consisted not only in the main types of recurrent neural networks (i.e.,

Gated Recurrent Unit (GRU) and LSTM) but also in multiple summarization layers (e.g.,

Max-pooling and Attention layers). By testing these model variations, it was possible to

assess which combination brought the most significant improvements for each of the tasks.

• To the best of my knowledge, I present a novel method that extracts quotations from a

given text by using deep learning methods alongside word embeddings. I extended the

related work by focusing on all quotation types (i.e., direct, indirect and mixed). The

aforementioned model has been tested over PARC3 (Pareti, 2016) dataset and the results

confirm that deep learning methods can surpass or at least stay competitive to works which

require domain-expertise knowledge by heavily relying on hand-crafted rules.

• Development of a method capable of attributing gold-quotations to its correct speaker in

PARC3 dataset. For this task, I followed a slightly different approach when compared to

the often used in literature: initially, the three closest speaker candidates to the quotation

are extracted based on the dataset’s annotations, and for each, the text encompassing the

candidate and the quotation is used as the input of the neural network architecture. The

goal of this model is to correctly disambiguate between a false candidate and the true

speaker of the quotation. Even though deep learning methods have already been applied

to similar tasks (e.g., co-reference resolution), it was the first time these methods were

used to assign quotations to the correct speaker.

• An extensive research regarding the classification of fine-grained emotions in textual in-

formation. Initially, a model to extract emotions regarding valence and arousal in short

texts was designed. The second part of this task involved the design of a model capable

of classifying emotions in words. Inspired by Transfer Learning, it could be used to im-

prove the performance of the main model (i.e., short texts model). For both models, I

conducted an extensive set of experiments over multiple datasets (Preoţiuc-Pietro et al.,

2016; Buechel and Hahn, 2017a; Bradley and Lang, 2007; Warriner et al., 2013; Moham-

mad, 2018; Bradley and Lang, 1999) and presented a fair comparison with previous works

which focused on these tasks (i.e., word and text classification).

• Since there are no datasets that join the three proposed tasks (i.e., extraction, attribution,

and classification of quotations) it becomes impossible to verify the performance of the

complete system when applied to a real-life scenario. For this, one of my contributions is a

4



web application where users can attest to the performance of the full pipeline by analyzing

their own newspaper articles. I also made this contribution publicly available3.

During the development of this thesis, I have prepared two documents. These are still work-

in-progress, requiring minor reviews before publishing. A small description of each is presented

as follows:

• In an early stage of this thesis, an article was written entitled ”Deep Learning Methods for

Predicting Valence and Arousal in Short Texts” (Godinho et al., 2018). This document

depicts all the experiences involved in the classification of emotions in textual information.

It extends the initial idea of classifying solely sentences regarding valence and arousal scores

by extracting also the same dimensions in words. Since it was written in a preliminary

phase of the thesis, it does not include tests that involved the use of Nested-LSTMs as an

alternative to RNN stacking.

• In a later phase of the thesis, another document was written that extends the first article by

presenting the experiments regarding the extraction and attribution of quotations. Having

the same name as this thesis, i.e. ”Extraction, Attribution, and Classification of Quotations

in Newspaper Articles”, it summarizes all the work which was executed throughout this

dissertation and later used as extended abstract.

1.4 Structure of the Document

The rest of this article is organized as follows: Section 2 introduces fundamental concepts

related to deep learning for natural language processing and presents previous work related to

the proposed tasks (i.e., extraction and attribution of quotations, and emotion classification).

Section 3 describes the proposed methods for addressing the quotation extraction, attribution,

and emotion classification tasks, detailing also their implementation. Section 4 presents the

evaluation methodology, including the resources supporting the experiments and the metrics used

for assessing the quality of the results, as well as discussing the obtained results in comparison

with previous work in the area. This section also presents the prototype which was designed to

visualize the complete work as a pipeline. Finally, Section 5 summarizes the main conclusions

from this research and presents possible ideas for future work.

3http://emw.duckdns.org/∼quotations/
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2Concepts and Related

Work

This chapter presents the fundamental concepts and the related work which has already

focused on the multiple proposed tasks (i.e., extraction and attribution of quotations, and clas-

sification of emotion in textual information).

2.1 Fundamental Concepts

This section provides all the fundamental concepts that the reader will need to have in order

to fully understand the rest of the document. First, in Section 2.1.1 there is an introduction to

the different methods which are used to represent textual information. Section 2.1.2 presents

the fundamental concepts regarding neural network architectures. In Section 2.1.3 there is a

formalization of the Conditional Random Fields (CRF) algorithm which is later used.

2.1.1 Text Documents Representation

Statistical methods for Natural Language Processing (NLP) typically involve representing

textual information in the form of vectors.

One way of representing a document is based on representing each word as a V dimensional

vector, where V is the size of the vocabulary. This vector would have all positions set to 0,

except the one which represents the word, that will be equal to 1. This is called a one-hot

representation. If order is ignored, a document can then be represented as the sum of all the

word vectors. The characteristics of this representation limit the scope of its applications because

the vocabulary V can be very large and two different words never share any information.

Another way of representing textual information is using a dense representation, where

words are represented as a smaller dimensional vector. After training the model responsible

for this representation, words with similar meanings will present correlated vectors. With these

new vectors, words with less appearance can share statistical information with others which

appeared more often. These vectors are generally called embeddings and can be found in most

of the state-of-the-art models used for NLP.



Figure 2.1: Graphical comparison between CBOW and skip-gram architectures (Mikolov et al.,
2013a).

Comparing both representations, at a semantic level, using one-hot representation, words like

“pen” and “pencil” will have completely independent vectors, while using dense representation

these vectors will be similar.

Different methods for producing word embeddings have been proposed, including

word2vec1 (Mikolov et al., 2013a), GloVe2 (Pennington et al., 2014) or FastText3 (Bojanowski

et al., 2016). The word2vec approach is perhaps the most used among these three, and the

original paper describes, in fact, two ways of training the embeddings: using a Continuous Bag

of Words (CBOW) or using the Skip-Gram approach - see Figure 2.1.

The CBOW approach aims to predict a word given its context. Given a sequence of words

w1, w2, ... , wT−1, wT , the goal of this model is to find the target word, wt, using the c words

in front and before the central word, maximizing the following function:

1

T

T∑
t=1

log p(wt|wt−c, ..., wt−1, wt+1, ..., wt+c) (2.1)

In the previous equation, T refers to the total number of words in the sequence and c refers

to the used context size.

On the other hand, the Skip-Gram approach aims to predict the context given a central word.

1http://code.google.com/p/word2vec
2http://nlp.stanford.edu/projects/glove
3http://fasttext.cc/
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Given the same sequence of words used in the previous model, this model tries to maximize the

average log probability:

1

T

T∑
t=1

∑
−c≤j≤c,j 6=0

log p(wt+j |wt) (2.2)

In Equation 2.2, c is again the length of the used window. The basic skip-gram calculates

the probability p(wt+j |wt) using the softmax function:

p(wO|wI) =
exp(v′wO

TvwI )∑V
w=1 exp(v′w

TvwI )
(2.3)

In the previous equation, V represents the vocabulary size, vw refers to the vector represen-

tation of an input word and v′w represents the representation of an output word (i.e., within the

context length). Most of the times, using this equation is impractical since it is dependent on the

vocabulary size V , which for most of the cases is extensive. One way of overcoming this problem

is to use efficient approximations such as the Hierarchical Softmax or Negative Sampling also

presented by Mikolov et al. (2013b).

Now, instead of having a variable-sized vector for each word using a one-hot representation

that does not represent anything of the word’s meaning, we can now have a fixed-size vector

for each word with its encoded context. With a way of representing words within a document,

we can easily represent a document D with n words, by simply averaging all the embedding

representations, v, of each word, wi:

D =
1

n

n∑
i=1

v(wi) (2.4)

However, there are other alternatives, such as using the weighted version of the previous

equation, which uses an auxiliary weight, ai, for each word-embedding, v(wi). One possible

auxiliary weight would be to use the word’s TF-IDF score (i.e., algorithm used to find the

relevance of a word in a set of documents). The weighted version can be defined as follows:

1∑k
i=1 ai

n∑
i=1

aiv(wi) (2.5)

9



2.1.2 Neural Network Models for Natural Language Processing

Neural network architectures have been largely applied to several tasks. Tasks like sentiment

analysis, text translation and computer vision have benefited from the application of these

architectures in relation to classical approaches (Goldberg, 2016; Otter et al., 2018).

The simplest neural network, often called a perceptron, can be mathematically formalized

as follows:

NNperceptron(x) = g(x ·w + b) (2.6)

Such an artificial neuron receives its inputs, x and multiplies them by their corresponding

weight, w. These values are then passed through an operation (usually a sum) and an offset

is added, named bias, b. An activation function, g, is applied to the result. Originally, this

activation function would be represented as a binary step classifier, returning 1 if (x·w+b) > 0 or

returning 0 otherwise; however, it is now common to observe the use of more complex activation

functions, such as Rectified Linear Unit (ReLU), sigmoid or softmax activation functions.

Recently, there has been great progress in the area of deep learning and the use of neural

networks. Among the various types of neural networks, there are feed-forward networks and

recurrent/recursive networks. In a feed-forward network architecture, information only flows

in one direction (i.e., neurons from one layer are only connected to the neurons of the next

layer), not creating cycles/loops. A recurrent/recursive architecture represents an extension to

the previous architecture allowing these loops to exist.

A simple feed-forward neural network can be seen in Figure 2.2. The presented network is

constituted by two hidden layers, an input layer, and an output layer. The symbol inside each

circle represents the used activation function which in this case, is a sigmoid function that can

be defined as follows:

F(x) =
1

1 + e−x
(2.7)

Analogously, the neural network represented in Figure 2.2 is a Multi-Layer Perceptron

(MLP) and can be defined as:

NNMLP(x) = g3(g2(g1(xW1 + b1)W2 + b2))W3 + b3) (2.8)
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Figure 2.2: Feed-forward neural network with two hidden layers, adapted from Goldberg (2016)
and not considering the bias terms.

In the previous equation, W represents the weights matrix, b is used for the bias vector,

and the indices represent the depth of the layer (i.e., 1 for the first hidden layer, 2 for the second

and 3 for the last layer).

To train this type of models, a loss function needs to be defined. After feeding the network

with data which has been annotated with the true output, the goal of supervised learning is to

automatically set the weights and biases in order to minimize the loss function. This is done

using the backpropagation algorithm.

The backpropagation algorithm can be divided into three phases: forward pass, backward

pass, and parameters update. On the first phase, the algorithm receives the input and goes

forward through the network until reaching the output where the error is calculated (e.g.,

|expected− observed|2 when using a loss function corresponding to the mean squared error).

On the second phase, it goes backward through the network, propagating the error using the

derivative of the cost function in each step. Lastly, usually using gradient descent, weights and

biases are readjusted, depending on the calculated gradients on the previous step.

When dealing with sequential data such as sequences of words, one type of network which

is advised to use is the Recurrent Neural Network (RNN) architecture. Not only do RNNs allow

the use of arbitrarily size-structured inputs, but they also have the characteristic of preserving

the input’s order.

This architecture takes an ordered list of vectors, x1, ..., xn together with an initial hidden

state vector s1, and returns an ordered list of vectors y1, ..., yn and a list of hidden states, s1,

..., sn. These hidden states work as the memory of the network, and each is calculated based
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Figure 2.3: Graphical representation of a recurrent neural network (Goldberg, 2016).

on the previous hidden state, st−1 and the current input, xt, being t the index of the current

input. A graphical representation of this type of neural network can be seen in Figure 2.3.

The simplest recurrent architecture is the Elman Network or SimpleRNN, proposed by

Elman (1990) and can be defined as follows:

si = g(xiW
x + si−1Ws + b)

yi = si (2.9)

While this model can in theory work with all past information, in practice it suffers from

the problem of vanishing gradients, which hinders the training process. The vanishing gradients

problem occurs with the increase of levels of recurrent processing when the gradients start getting

very close to zero making it hard to back-propagate the error to the first layers of the network.

Due to this problem, two new types of recurrent architectures have been proposed, namely the

Long Short-Term Memory (LSTM) and the Gated Recurrent Unit (GRU).

The LSTM architecture, created by Hochreiter and Schmidhuber (1997), was conceived with

the goal of solving the vanishing gradients problem, and can be formalized as follows:
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sj = [cj; hj]

cj = cj−1 � f + g � i

hj = tanh(cj)� o

i = σ(xjW
xi + hj−1Whi)

f = σ(xjW
xf + hj−1Whf )

o = σ(xjW
xo + hj−1Who)

g = tanh(xjW
xg + hj−1Whg)

yj = hj (2.10)

This architecture, at time t, takes two vectors for processing, namely the memory component

cj and the hidden state component hj. It also has one element which was not introduced until

now, namely a gate. The LSTM has three gates, namely input i, forget f, and output o gates.

Each one of these gates has its own properties: the forget gate is the one controlling how much

of the previous memory is kept; the input gate decides how much of the proposed update g is

maintained; the output gate controls the value of hj, which is dependent on cj (tanh(cj)� o).

With the insertion of memory cells, controlled by gating components, at each time step, the

network decides how much of the information of the memory cell should be kept or forgotten.

This architecture, although very effective, requires high computational power. As an alter-

native to this problem the GRU was created by Cho et al. (2014), which does not present a

separate memory and has fewer gates:

sj = (1− z)� sj−1 + z� s̃j

z = σ(xjW
xz + sj−1Wsz)

r = σ(xjW
xr + sj−1Wsr)

s̃j = tanh(xjW
xs + (sj−1 � r)Wsg)

yj = sj (2.11)

The main difference between the GRU and the LSTM architectures, is the gate r, responsible

for controlling the access to the previous state, sj−1 and for the computation of a new state
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proposal, s̃j. At time j, the updated state sj is obtained by the interpolation of s̃j and the

previous state, sj−1, with the gate z deciding how much of the result will be used.

There has been an extensive research (e.g., reported by Chung et al. (2014)) about which

one of these architectures presents the best results, although no definitive conclusions have been

taken. GRUs are in fact easier to train, but none of the architectures clearly outperforms the

other, being the performance dependent of the dataset.

Recurrent neural networks have a limitation by only considering past information from the

beginning of the input to the current token. Sometimes it can be useful to use future information

that is available in front of the token. One architecture named bidirectional RNN (BiRNN) was

created in order to overcome this issue. This architecture is composed of two independent RNN

(i.e., with no connection between them), being one responsible for the forward pass (i.e., starting

at the beginning of the input until the current token), and the other responsible for the backward

pass (i.e., starting at the end of the input until reaching the current token). This way, the output

of the BiRNN is represented as the concatenation of the forward and backward passes, using

past and future information. Analogously, a BiRNN which uses an LSTM or a GRU architecture

is called BiLSTM and BiGRU, respectively.

Throughout this document, I will refer some of the layers that are used in conjunction with

these recurrent neural networks. A brief introduction is presented as follows:

• Embeddings Layer: This layer receives the corresponding index of each token and outputs

its representative vector. In this work, I will make use of already pre-trained vectors and

there is no possibility of being re-adjusted during the training step. There is, however, the

possibility of allowing these vectors to be trainable.

• Dense Layer: Represents a fully connected layer that implements the following operation:

output = g(W · x + b)

• Attention Layer: Summarization layer capable of assigning a weight to each of the input’s

constituents. It may be important for text analysis, where a token may have a higher

influence to the prediction, or for image analysis to know which part of the image presented

the most weight to the final result.

Considering the example where there is an Attention layer after an RNN layer. Formally,

given the matrix with the output vectors from the RNN layer, H, the goal is to find

the representation of the input, r, which will be the weighted sum of the outputs (i.e.,
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having each output a weight between 0 and 1). The following equations present the

formal implementation of Attention, where w is a trainable vector parameter, and α is the

normalized Attention weights vector:

M = tanh(H)

α = softmax(wTM)

r = HαT (2.12)

• Max-pooling Layer: Summarization layer used to reduce dimensionality and still retain

the most relevant information. In my case, the models will be using the special case of

Max-pooling, i.e. GlobalMaxPooling1D, which computes the maximum vector between

the temporal data (passed for instance by an RNN layer).

• Dropout Layer: This layer, at each update in the training phase, randomly drops a per-

centage of the input’s neurons (Hinton et al., 2012). This way, these neurons will not

be trained forcing the architecture to update the weight of others. Because of this, the

network generalizes better, not being always dependent on the same neurons. This is one

of the most used regularization techniques and helps to prevent overfitting of data.

• LSTM/GRU Layer: Implementations of each recurrent neural network architecture. This

layer can be used to represent a given sentence, and it can either output the last hidden

state of the RNN or output all the hidden states for each time-step. When returning all

hidden states, it is usually used alongside summarization operations like Max-pooling or

Attention layers.

2.1.3 Statistical Natural Language Processing

A Conditional Random Field is a statistical model which has been widely used for addressing

several NLP tasks, including Part-of-Speech (PoS) tagging and named entity recognition. A

small introduction will be presented, and for a more in-depth knowledge see for instance Sutton

and McCallum (2012).

CRF models can be used to address structured prediction problems, given that they do not

try to find the label for each input, but the best chain of labels for a certain input sequence.

This algorithm contrasts with Maximum Entropy Markov Models by finding the best possible

sequence instead of predicting the best label for each position t knowing the previous t−1 label.
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Consider an input sequence of tokens x1, ..., xn, an output sequence y1, ..., yn, and n the

length of the sequence. A CRF models the conditional probability P(y1, ..., yn|x1, ..., xn) using

a feature map responsible for mapping an entire sequence x to an entire output sequence y:

Φ(x1, ..., xn; y1, ..., yn) (2.13)

The score of the feature Φ(x,y) can be obtained by assigning a weight vector w, and can

be defined as follows:

score(x,y) = w ·Φ(x,y) (2.14)

The probability of P(y|x), can be obtained by exponentiating and normalizing the previously

defined score function:

P(y|x; w) =
exp(w ·Φ(x,y))∑
y′ exp(w ·Φ(x,y′))

(2.15)

In the previous equation, y′ defines all the possible label sequences. To train the model,

maximum likelihood estimation can be used. For a given pair (xi, yi), the goal is to train the

parameters in order to maximize the following likelihood:

L(w) =
∑
i

log P(y|x; w) (2.16)

After having the trained model, the decoding can be obtained by calculating P(y,x; w) for

every possible label sequences, choosing the one that presents the highest conditional probability:

y∗ = argmax
y∈γ

P(y|x; w) (2.17)

However, most of the times the text is still extensive and finding the possible label sequences

can be exhausting (i.e., presenting an exponential complexity). One way of overcoming this

problem is by using the Viterbi algorithm that is useful for finding the optimal label sequence

with polynomial time complexity.

Recently, CRFs have been used together with RNNs to achieve state-of-the-art results in a

variety of NLP tasks. Most of the authors who follow this approach into their neural network
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models, use them as the final layer being this responsible for finding the label (Ma and Hovy,

2016; Huang et al., 2015). To transpose this approach to a neural network architecture, instead of

having a linear score function, the function is now defined as follows (for an LSTM architecture):

score(x,y) =

n∑
i=0

Wyi−1,yi
·LSTM(x)i + byi−1,yi

(2.18)

In the previous equation, W and b refer to the weight matrix and the bias term vector,

associated to the transition from yi−1 to yi. These parameters can now be trained the same

way we train neural network architectures, optimizing the conditional probability P(y|x; W; b),

by using backpropagation algorithm with gradient descent.

2.2 Related Work

This section overviews previous studies that I found to be relevant to the context of this

work. It is divided as follows: Section 2.2.1 introduces meaningful work for the extraction and

attribution of quotations and Section 2.2.2 presents related work that focused in classification

of texts regarding its emotion.

2.2.1 Quotation Extraction and Attribution

Most previous studies focused on the extraction of only direct quotations, leveraging rule-

based/regular expression approaches: if a reporting verb is present, search for quotation marks

and assign this quotation span to the closest entity (Liang et al., 2010; Pouliquen et al., 2007).

Pareti et al. (2013) presented one of the first studies that tried to extract all possible

quotation types (i.e., direct, indirect, and mixed quotations). The authors also presented a new

dataset (i.e., SMHC) which was used together with PARC (Pareti, 2012) dataset to support the

obtained results. In this study, there is also the definition of a quotation, or more formally an

Attribution Relation (AR). As defined in the work, this relation is composed of a source, a cue

and a content. The source is defined as the entity which is being attributed to the content of

the quotation, the cue (which most of the times is a verb) is the responsible for making the

bridge between the source and the content, and this last one, i.e. content, is the actual span

of text that is being attributed to the entity. This nomenclature will be used throughout this

dissertation to define the tasks of quotation extraction (i.e., content extraction) and quotation

attribution (i.e., source attribution).
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Initially, in Pareti et al. (2013) there was a preprocessing step, which included tokenization,

PoS tagging, and to prevent over-fitting they anonymized speaker candidates. In order to extract

the dependencies in the sentence structure, they used the Stanford dependency parser (Klein

and Manning, 2003).

Many of the works which focused on extraction and attribution of quotations depended on

a list of possible reporting verbs (e.g., say, ask, and tell) (Ralf Krestel and Witte, 2008). The

presence of these verbs might indicate the introduction to a quotation. Therefore, it makes

its detection an important step to improve the results of works involving the extraction and

attribution of quotations. Instead of relying on a set of pre-defined lists, Pareti et al. (2013)

first designed a verb-cue classifier responsible for classifying verbs into attributional and non-

attributional groups. For this, they used the k -nearest neighbour algorithm, with k defined to 3.

To train this model, they used multiple features, among them: lexical features that used token,

lemma and adjacent tokens; syntactic features that used the depth of the verb in relation to the

sentence, to the parent node and to the siblings (i.e., extracted from the parser); and sentence

features that used the size of the text span within quotation marks. Evaluating this classifier,

they achieved a precision of 88.9% and a recall of 72.6%.

For the task of quotation extraction, they presented two supervised methods. Both based

on the same set of features: lexical, sentence, dependency, external knowledge, and others such

as if the target is inside quotation marks or if a verb-cue is near the end of the sentence. In

the lexical features, they used the unigrams, bigrams, and lemma of the token and also used

the PoS tags of the surrounding tokens within a distance of 5 positions. For the sentence, they

defined features such as the length of the sentence and if the phrase contains elements suspicious

of a quotation (i.e., quotation marks, verb-cue, pronoun or named entity). Again, they also use

features of dependencies between parent nodes, and relations between dependents. Finally, there

is some disambiguation, using WordNet (Fellbaum, 1998) to lookup for tokens that might be a

known role, an organization, or a possible title.

In the first approach (i.e., token-based approach), the system tries to label each token as

inside, outside, or at the beginning of a quotation. For training, CRF was used. Regarding

the features, some more were added to the common features. First, they added features related

to the verb-cue: whether the token is dependent, or is at the beginning of an element that is

dependent on a verb-cue. They also added features related to their ancestors, using the labels of

each constituent that have the token in their span. Finally, they added more syntactic features,

e.g. the label, depth and span size of the parent and the highest constituent if the token is at

the leftmost position. They also had a feature to see if any of these contain a verb-cue.
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For their last approach (i.e., constituent-based approach), they try to label a whole sentence

structure as being a quotation or not. If the system can not exactly match a span, it labels, as

a quotation, all the constituents that are subspan of the quotation. For training this approach,

the system uses a maximum entropy classifier with `1 regularization. And the added features

include the length of the span, and if contains a verb or a noun, the label, number of descendants,

ancestors, and children of the target. For context features, they used the dependency, node, and

span of the parent and siblings of the target.

For the evaluation, they used a strict measure which only counts a predicted quotation if it

exactly matches the gold standard and the partial measure which uses the proportion of corrected

tokens comparing with the overlapped gold standard quotations. The method that presented

the best results was the token-based approach achieving an overall F-score of 87% in PARC and

89% in SMHC, for the partial measure. For the strict measure, their model was able to obtain

a score of 73% and 78% in all quotation types for the PARC and SMHC datasets respectively.

These results show that while direct quotation extraction is relatively easy, the other two types

of quotations can be quite challenging and there is still a large margin for improvement.

Even though the identification of the speaker was not their main focus, they also showed

results on this task, however, these methods are not deeply explained and later, O’Keefe (2014)

also addressed these two tasks (i.e., extracting and attributing quotations) in a more complete

way. For the task of quotation detection, the methods were the same and thus the results.

For the task of attributing quotations, O’Keefe (2014) built two models: a binary class model

where each candidate is labeled as either speaker or ¬speaker, and a positional class model that

labels each candidate as predist or postdist if it is before or after the quotation respectively, being

dist the absolute distance from the quotation to the candidate. He considers a token to be a

candidate if it is a proper noun, common noun, or pronoun and it is within the 6 candidates

before and the 6 candidates after the quotation. For learning, the models used a maximum

entropy classifier for the binary classification and a CRF for the positional. The used features

include distance, paragraph, sentences, context, quotation, candidate, category, dependency,

pattern, source, and conversation features.

For decoding the sequence of possible attributions of the quotations he implemented several

methods, including a greedy, a Viterbi and for the positional class model he also implemented a

CRF decoding method. The greedy method calculates the probability of each label using a fixed

history h of the previous set of predictions. In this case, h is defined as the last ten paragraphs.

The problem with this method is that it does not find every time the sequence that presents
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the highest joint probability. For this, the second method is using the Viterbi algorithm for

decoding, that is able to find the best sequences of probability. The last method uses a CRF

due to the fact that this algorithm is able to solve entire sequences of labels at one time. All

of these methods got very similar results and were tested in four datasets, however, only the

newswires datasets (i.e., SMHC and PARC) are relevant for my work. For each of these datasets,

they were able of achieving an F-score of 93 and 97 on the binary class model and 90 and 95 on

the positional class model, for SMHC and PARC datasets, respectively.

Later, Pareti (2015) also presented her work in the area of quotations (in part common

to the work of O’Keefe (2014)). In this work, she started by upgrading the previously used

dataset to a newer version (i.e., PARC3), which corrects some of the missing annotations, and

adds nested quotations. Then, she updated the pre-created models (with some adjustments) to

this new dataset, focusing on the same set of tasks (i.e., cue and content detection, and entity

attribution). She extended the previous work by adding two additional steps: (i) extraction of

the complete source span and (ii) identification of the complete AR by linking the content and

the source span to the correct cue span. For the task of quotation extraction, her model obtained

an F-score of 71% and 82% in a strict and partial measure, respectively for all the quotations.

In the task of entity attribution, it obtained an accuracy of 92% in all types of quotations.

Most previous work only focused on extracting quotations and allocating the speaker to these

quotations. In examples containing anaphoric expressions, these systems will have limitations,

by returning the speaker as the pronoun, presenting no attempt to find the entity which could

have been referenced elsewhere in the text (i.e., co-reference resolution). Almeida et al. (2014)

proposed to jointly address the task of assigning a speaker to a quotation and the task of resolving

co-references using a structure they defined as quotation-coreference tree. The aforementioned

tree structure contains nodes that can be one of two types: mention type or quotation type nodes.

Ideally, each tree path will be a cluster with all the mentions and quotations of a given entity.

To design this tree, they established some rules such as: arcs between quotation→quotation

and quotation→mention are not allowed, the leaves of the tree are always quotations, and their

parents are composed of the mentions.

Their basic model assigns a score for each of candidate arcs linking two mentions or a

mention to a quotation. This model builds the quotation-coreference tree by initially linking

the mention with the highest score to the quotation, and then building a standard coreference

tree with the mention nodes only. This base model is basically their own implementation of

the SURFACE model by Durrett and Klein (2013) which represented the state-of-the-art at the

time and solved both problems (i.e., attribution and coreference resolution) separately.
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Their joint system uses the base model, plus scoring not only the arcs but also the paths

in the tree. They also added other features that are responsible for finding when a mention is

inside the quotation (e.g., features for gender and number), and for consecutive quotations (e.g.,

the distance between quotations).

This tree is obtained using a variant of the Margin-Infused Relaxed Algorithm algorithm

proposed by Crammer et al. (2006). This online algorithm, at each step, tries to update a model

while minimizing the difference between the updated weight, wt, and the preceding weight, wt−1.

The training of the model used the same set of features inspired by O’Keefe et al. (2012) and

Durrett and Klein (2013), which included features on the child, parent and pair mention, and

features for the quotation-speaker pair and speaker. After the training, the system was able to

obtain the best possible tree at time t consistent with the gold clustering. The results obtained at

the CoNLL4 showed improvement over the SURFACE model. Compared to previous work, they

achieved an average improvement of 0.3%. For the attribution results, their joint system was

able to present an average score of about 80%. These results show that the task of co-reference

resolution can benefit from being joined together with the quotation attribution task.

Scheible et al. (2016) tried to show that the Markov assumptions used in previous studies

that use CRFs (Pareti et al., 2013; O’Keefe, 2014; Pareti, 2015), do not take into account joint

decisions over the whole sentence, proposing an algorithm based on a more flexible version of

the Markov model. The CRF algorithm tries to find the quotation classifying each of the tokens

as being at the beginning, at the end, inside or outside. The problem stems from the size of the

quotation, which may be too high for this algorithm. What they do in this paper is simplify

this problem to a boundary detection task, where the goal is to find the begin and end token.

As well as previous works, they initially detected cues, and modeled the three tasks (i.e., cue,

begin and end detection) with the following score function:

scorex(t) = wxfx(t) (2.19)

Where in the last equation, t represents the token, class x ∈ {c, b, e}, f(t) is the feature

extractor and w is the weight vector which is estimated using perceptron algorithm.

After designing this classifier capable of finding the boundaries, they designed three different

approaches. The first is a greedy approach that for each cue, adds all spans within a maximum

distance (from the cue), which length is less than a certain limit. Spans that overlap others are

4http://www.conll.org/
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thrown away. The features used in this model were mostly derived from Pareti (2015). The

second approach is their own re-implementation of the CRF model described in Pareti (2015).

Lastly, the SemiMarkov approach was implemented. This approach uses a relaxed Markov

architecture, able of handling global features regarding the complete span. It begins by using

possible spans (constituted by beginning and end tokens) that are given by two probability

distributions: Pb and Pe. Using Equation 2.19 to calculate the score, these distributions are

defined as:

Px(t) ∝ exp

(
scorex(t)

Tx

)
(2.20)

Where in the previous equation, x can be either the begin or end token, and Tx represents a

temperature hyperparameter used to encourage the selection of lower score tokens. Having now

a candidate, (tb, te), they can use global features (e.g., is there a token that is classified as a cue

in a 5 token window and distance to the previous and next cue). The next step of the algorithm

is to verify if the candidate’s score is greater than the sum of scores of all spans overlapping

it. If yes, it accepts the candidate and removes overlapping spans. Otherwise, the candidate is

simply rejected. This model is again trained using the perceptron algorithm.

They tested their system in the PARC3 dataset, where it outperformed the state-of-the-

art on every type of quotations with an overall F-score of 75% and 84% for strict and partial

measures, respectively. They also verified that their own re-implementation of the state-of-

the-art was in some cases (i.e., detecting mixed quotations) better than their own SemiMarkov

implementation, so they also combined both approaches using the SemiMarkov to detect indirect

quotations and CRF for the direct and mixed quotations. Another interesting result was that

the greedy approach presented a similar overall performance compared to their implementation

of the previous state-of-the-art model (Pareti, 2015), confirming their initial expectations.

Jurafsky et al. (2017) focused on the task of assigning a speaker to a quotation (i.e., quota-

tion attribution). They do not state which type of quotation is used but from the examples, in

the paper, I assume they only handled direct quotations. A major problem with the quotation

attribution task is that most of the existing datasets are not standardized. Some present the

linking between quotation and mention (e.g., pronoun) while others present the link between

quotation and entity. One of the contributions of this work was, with the help of expert anno-

tators and an annotation tool, the construction of a unified dataset, QuoteLi35, consisting in a

5http://nlp.stanford.edu/∼muzny/quoteli.html
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total of 6206 mention→entity links, extracted from 3103 quotations from the novels Pride and

Justice, Emma, and The Steppe.

The method from Jurafsky et al. (2017) consists of two steps: first, it identifies the mention

to which a certain quotation is attributed to, and then it resolves the mention to the correct

entity. For the first step (i.e., quotation→mention) the authors used multiple rule-based sieves:

The first sieve, i.e. the trigram matching, tries to find one of the patterns Quotation-Mention-

Verb, Quotation-Verb-Mention, Mention-Verb-Quotation, and Verb-Mention-Quotation in order

to link a quotation to a mention. If no match is found, the next sieve uses the dependency parser

from Schuster and Manning (2016) to obtain the dependencies surrounding the quotation. If

one of the extracted verbs is a speech verb and is linked to either a character name (from the

novel), a pronoun or an animate noun, the sieve assigns this mention to the quotation. The

next sieve is the vocative detection, that assigns the mention to the quotation if the previous

quotation contains a vocative pattern. Another sieve links a quotation to the final mention of the

preceding sentence if the quotation is at the end of the paragraph. There is also one sieve that

links an unattributed quotation, q, to a mention which has been already linked to a quotation

qm in paragraph n, if the quotation q is in the paragraph n+ 2 and in the same conversation as

qm. Being in the same conversation means that the paragraph between is a quotation and the

paragraph n+2 contains nothing but a quotation. The last sieve considers that if a quotation in

paragraph n was linked to a mention, any quotation in paragraph n+2 is linked to this mention.

For the step where the system finds the link between a mention and the correct entity, they

used the same approach using multiples sieves with an addition of a list of top speakers that

keeps track of proper names and pronouns around the quotation (i.e., a window of 2000 tokens

before and 500 after). The first sieve for this component links a mention to a speaker if this

mention completely matches a known character name or alias (from the novel). The second

sieve tries to disambiguate the mention if it is a pronoun by using coreference labels (Bamman

et al., 2014). Similarly to the first step (i.e., quotation →mention step), there is also one sieve

responsible for attributing a mention to a speaker if they are in the same conversation. The next

sieve tries to disambiguate the mention if it belongs to the list of family relations, by looking

for the first element in the list of top speakers that matches the last name of the quotation’s

speaker. The last sieve just links the quotation with the first element of top speakers list.

Testing their basic system in the novel datasets, it obtained in the test set an accu-

racy of 83.6%. Another experiment they performed was to add a supervised sieve to the

quotation→mention component, right before the conversation pattern detection sieve. In or-

der to build this sieve, a binary classifier was trained with a Maximum Entropy capable of
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differentiating between a correct and an incorrect candidate. This candidate list is populated

with the names, pronouns, and animate nouns encountered within a one paragraph-length before

and after the quotation. For each of the elements (i.e., quotation, mention, and speaker) the

distance to the others is extracted. With the possible candidates and the extracted features, the

system makes a prediction choosing the one that presents the highest confidence level. With

this component, they were able to go one step further, increasing the accuracy to 85.2%, rising

1.6 points compared to the basic system. Finally, and using the capabilities of these sieve-based

systems, the authors decided to create a system that focused on maximizing precision. For this,

they tested multiple combinations of sieves until obtaining a precision of 95.6%.

One of the improvements that can be implemented to most of the works which focused on

tasks similar to quotation attribution, is to take into account co-reference resolution (i.e., group

all mentions that belong to the same real-world entity). Works like Lee et al. (2017) and Zhang

et al. (2018) have focused solely on this task, by applying neural network architectures.

For instance, Lee et al. (2017) addresses this task in two steps. The first step receives a text

span as input and returns a set of possible candidates for mentions. This part uses word and

character embeddings to represent each token and make use of a Bi-LSTM layer in conjunction

with Attention mechanisms to create a representation of the span. From this representation,

the model computes a mention score. These candidates have up to a maximum length and

candidates with low scores are ignored. In a second step, the model groups pairs of spans, and

computes the co-reference score for each pair. This score between span i and j is given by the

sum of the mentions scores of each span plus the score of j being an antecedent of span i. This

score is then passed to a layer with a softmax activation function that outputs the probability

of each j being an antecedent of i. The model also outputs the probability of s(i, ε). This

dummy antecedent, ε, is used in cases where the span is not an entity mention or when none

of the previous spans co-reference the span. The resolution of these co-references can be used

to increase the performance of many of the systems that try to assign a speaker to a quotation,

however, this will not be part of this work.

One of the challenges when using supervised machine learning approaches is the dependency

on large amount of labeled training data. A recent work presents an unsupervised technique

using a bootstrapping paradigm to extract quotation-speaker pairs (Q-S) from text (Pavllo et al.,

2018). The basic principle of this work is: iteratively, start with a simple pattern that is certain

to find a given pair (e.g., S said that Q). Then the following step is to use this new pair (i.e.,

Q-S) to detect new patterns. One can easily see some of the adjacent challenges when using

this approach: (i) it will generate at the same time, very specific and very general patterns;
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(ii) A quotation might be attributed to multiple speakers. To overcome these problems they

first do a preprocessing step which includes tokenization, recognition, and clustering of speakers

and quotations. In this step, the authors also define the initial seed patterns to be used. After

finding the pairs Q-S that match one of the patterns, there is a conflict resolution step that

forces a quotation to have a single speaker. Of the whole set of recognized patterns, the system

clusters them by specificity and discards the patterns that are too general. When tested over

the ICWSM 2011 Spinn3r dataset, the model was able to obtain 90% of precision and 40% of

recall. Despite being an interesting work from the point of view of being totally unsupervised

(with the exception of the initial seed) the results were not that positive. The model presents a

good precision score, however, the recall score fall relatively short. Additionally, it also lacks the

detection of other types of quotations (i.e., indirect and mixed). However, this could be easily

overcome by detecting also these quotations in the initial clustering step.

2.2.2 Classifying Text with basis on Emotion Analysis

The task of sentiment analysis has been widely studied in recent times. Differences between

works which focused in this area include for example the chosen emotion model (i.e., fine-grained

and coarse-grained emotions) and/or contexts (e.g., words, sentences/short texts and videos).

For instance, Tripathi et al. (2017) tries to predict the values of valence and arousal in

videos. For this, they used the DEAP dataset (Koelstra et al., 2012) where 32 participants

rated their emotions when visualizing one-minute length videos. During the visualization, other

physical signals such as temperature and respiration were also extracted. The study compares the

performance of two types of neural networks architectures (i.e., Convolutional Neural Network

(CNN) and a deep neural network with 4 fully connected dense layers) to predict valence and

arousal into three groups (i.e., Low, Normal and High), or into two groups (i..e, Low and High).

The type of architecture which presented the best results was the CNN, with an accuracy when

predicting valence and arousal values of 81.4% and 73.36% for 2 classes and 66.79% and 57.78%

for 3 classes.

The following sections describe previous work that focused on the extraction of emotions in

textual information. Section 2.2.2.1 presents works that aimed to classify words regarding its

emotion. On the other hand, Section 2.2.2.2 introduces previous work that classified emotions

in sentences/short texts.
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2.2.2.1 Word Classification

In the work of Recchia and Louwerse (2015) they extend this work’s emotional dimensions

by incorporating the dominance dimension. Even though dominance is not used in the context

of this dissertation, it can be seen as the amount of control the reader felt when reading a given

text. Initially, there was an experiment that involved the use of Pointwise Mutual Information

(PMI) along with k-nearest neighbors to predict the scores of the dependent variables (i.e.,

valence, arousal, and dominance). PMI for each pair of words, w1 and w2, is defined as follows:

log2

P(w1, w2)

P(w1)P(w2)
(2.21)

Where in the previous equation, P(w1, w2) is the frequency of co-occurrence of both words

and P(w) is the number of times the word w appears in the document. To train the model, it uses

all words that simultaneously appear in both ANEW (Bradley and Lang, 1999) and Warriner

et al. (2013) datasets. To test the model, it uses the words that appear in Warriner et al. (2013)

dataset but do not appear in the ANEW dataset. For this experiment, they achieved Pearson

correlations of 0.74, 0.57 and 0.62 for values of valence, arousal, and dominance, respectively.

In a second experiment they added information from other variables that may be correlated

with these dimensions, such as: word frequency and contextual diversity (both extracted from

SUBTLEX-us6 corpus), word length and mean value of valence, arousal and dominance of the

nearest neighbors. Another variable consisted of using the first common letters of a given word,

with the goal of linking words such as happy and happiness that share the same beginning

characters. By using these variables the performance increased, obtaining a Pearson correlation

for valence, arousal, and dominance values of 0.80, 0.60, and 0.66 for ANEW and 0.82, 0.64, and

0.72 for the Warriner et al. (2013) dataset, respectively.

Later Sedoc et al. (2017) also tried to predict the values of valence and arousal in the

circumplex model of emotion. To do this, they used word embeddings (in this case word2vec)

to represent a given word. Given that these vectors are dependent on the context where words

appear, one problem that arises is that antonym words are represented with similar vectors. They

tackle this problem by applying a Signed Spectral Clustering technique to avoid that words such

as happy and sad are represented with similar vectors, thus presenting similar emotion scores.

With this approach, they were able to obtain for the English datasets (i.e., composed by ANEW

and Warriner et al. (2013) datasets) a Pearson correlation of 0.768 and 0.582 and a Root Mean

6http://www.ugent.be/pp/experimentele-psychologie/en/research/documents/subtlexus
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Squared Error (RMSE) of 0.803 and 0.713 for the dimension of valence and arousal, respectively.

Adding to the English language, they also predicted these emotions for Spanish and Dutch words.

The work of Hollis et al. (2017) focuses on the classification of words in terms of several

dimensions, i.e. valence, arousal, dominance, and concreteness. To automatically predict these

scores, they designed a linear regression model using pre-trained word vectors embeddings (i.e.,

word2vec) as features. For training and validation, they used the subset of vectors that occur in

both word2vec and in a list of available sets of human judgments (e.g., ANEW and Warriner et al.

(2013) dataset). An interesting part of the work is that they initially use the 300 dimensions of

the embeddings vectors, and after the train, there is a backward stepwise regression to eliminate

dimensions that did not contribute to the result. After this, an inverse step (i.e., forward) is

performed, resulting in a trained model that only makes use of dimensions which contributed

to the reduction of the loss function. With this model, they were able to obtain the following

correlations for the dimensions of valence, arousal, dominance, and concreteness respectively,

0.786, 0.611, 0.685 and 0.829. Later on, in a second experiment, they added the training and

validation subsets in a combined model and managed to slightly improve the results to 0.799,

0.620, 0.704 and 0.833 for the same dimensions. In a third experiment, they added some lexical

variables, e.g. word length and logarithmic frequency, in order to better predict these scores.

This experiment was the one which presented the best results, obtaining a Pearson correlation

for valence, arousal, dominance, and concreteness of 0.801, 0.631, 0.708 and 0.861, respectively.

2.2.2.2 Sentence Classification

In a study addressing the analysis of emotions expressed in Facebook posts, Preoţiuc-Pietro

et al. (2016) followed the emotion model of Russell (1980), which defines emotion as being a

combination of different scales, opposing to models that define emotion as belonging to a discrete

and finite set of basic emotions (e.g. anger, disgust, fear, joy, sadness, and surprise, according

to the Ekman (1992) model). The authors aimed to create a dataset7 that could be used in

the future for tasks related to emotion analysis in textual information. With the help of two

annotators with a psychology background, they built an annotated dataset consisting of 2895

Facebook posts. After labeling the dataset regarding the quantification of valence and arousal,

they built a Bag-of-Words (BoW) prediction model using two linear regression models with `2

regularization (i.e., technique used to avoid overfitting of the model by adding a penalty to

the loss function), and managed to obtain a Pearson correlation of 0.85 between predicted and

7http://mypersonality.org/wiki/doku.php?id=download databases
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real value for the arousal and 0.65 for the valence dimension. They compared their method

against other sentiment analysis lexicons (e.g., ANEW, Warriner et al. (2013) dataset, MPQA

(Barbosa-Santillán et al., 2014), and NRC Hashtag Sentiment Lexicon (Mohammad et al., 2013))

by calculating the valence and arousal score based on the weighted sum of the individual word

classification (i.e., valence and arousal). Compared to these methods, their system was able to

outperform them, however, this is partly explained by differences between data domains.

There are other works which used the available word classification lexicons in order to

predict the score of a given text (Buechel and Hahn, 2016). In this work, they designed models

consisting of a BoW approach with TF and TF-IDF. The used lexicons were the three variants

of the ANEW dataset (i.e., extended, bootstrapped and Warriner et al. (2013) versions) and the

evaluation was done in the ANET dataset (Bradley and Lang, 2007). In a first experiment, the

lexicon which presented the best results was the Warriner et al. (2013) lexicon where it obtained

a Pearson correlation of 0.71 and 0.64 for valence and arousal, respectively. When tested over

Facebook posts dataset (Preoţiuc-Pietro et al., 2016), they achieved correlations of 0.70 and 0.65

for the same dimensions. They also extracted the RMSE metric, where curiously the lexicons

that previously obtained the best correlations were the ones which presented the greatest errors.

To improve these results, they trained linear regression models in the ANET dataset and passed

as input the previously predicted values. With this approach they were able to maintain the

correlations, and improved the error metric, obtaining for the best lexicon (i.e., Warriner et al.

(2013) lexicon) 1.87 and 1.32 in the valence and arousal scores, respectively.

Later on, the same authors, in Buechel and Hahn (2017b) applied k-NN regression models

to create a mapping between the two main emotion models (i.e., dimensional and discrete). For

their experiments they used 10-fold cross validation and a grid-search for the range [1, 100] in

order to obtain the best k. They evaluated how their models generalize over different languages

(i.e., English and Spanish) and datasets. When tested and trained over a subset of the EmoBank

dataset (i.e., composed of news headlines), the model achieved correlations for valence, arousal,

and dominance of 0.788, 0.227, and 0.412, respectively.

Abdul-Mageed and Ungar (2017) instead considered the Plutchik (1980) emotion model,

which upgrades the basic model of Ekman (1992) by considering 8 primary emotions (i.e., joy,

trust, fear, surprise, sadness, disgust, anger, and anticipation) and 3 dimensions depending

on the intensity of the primary emotion (e.g., for the joy emotion, the three dimensions are:

serenity, joy, and ecstasy), totaling 24 emotions. Given the lack of labeled datasets, the authors

followed an approach called distant supervision. This technique allows the use of information

which is accessible but without the intention of being used as a dataset for supervised training,
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and from which the data that might be important for the task is extracted. The context used

in this work was the Twitter website, where posts containing hashtags belonging to the list of

emotions in Plutchik’s model were extracted. This way they were able to infer a post with a

certain emotion, creating an annotated dataset. Searching for hashtags within a small set of

possibilities would consequently reduce the amount of extracted posts. In order to overcome this

issue, the authors used online dictionaries of synonyms, expanding the search of the emotions

to their synonyms as well, thus considering a total of 665 emotion hashtags. In order to predict

these emotions, they designed a deep neural network that used a GRU architecture because of

their ease and simplicity in training compared to the LSTM architecture. In conjunction with

this architecture, they used word embeddings trained directly from the training data. In order

to avoid overfitting, they applied a dropout, to randomly drop a rate of units from the training

phase. For their loss function, they used categorical cross-entropy.

They compared the model with 4 other classification approaches, i.e. Stochastic Gradient

Descent, Multinomial Naive Bayes, Perceptron, and the Passive Aggressive Classifier. The

approach which presented the best results was Passive Aggressive Classifier with an F-score

of 62.10%, while their system was able to overcome all the other approaches with an overall

score of 87.47%. Finally, an experiment was performed where the different dimension levels of

each emotion were reduced to only one level (e.g., terror, fear, apprehension → fear), where the

obtained score was 95.68% for the 8 primary types of emotions.

Another work by Kratzwald et al. (2018) did not limit the study to predict emotions solely

in the circumplex model (i.e., in terms of valence and arousal scores), but also ranks emotion

in several categories (e.g., anger, fear, and joy). To do this, they use deep learning models con-

sisting of a layer of embeddings (i.e., either pre-trained GloVe or randomly-initialized trainable

embeddings), followed by a recurrent layer (e.g., LSTM or BiLSTM), then passes through a layer

of dropout, and finally there is a layer responsible for forecasting the output (that can either be

a category or a continuous numerical score). An interesting point in this work is the use of a

technique called Transfer Learning, that consists of using other datasets (different from the one

used for the problem) which are in some way related to the problem in question. Initially, the

models are trained with these datasets, and the weights are then transferred to the new model

(i.e., with the correct output layer), expecting an increase in performance. The results show

that this model was able to outperform classic machine learning approaches, such as random

forests, support vector machines, and BoW approaches in several datasets.

One recent work joined similar tasks of emotion detection to create a model capable of

learning combined representations (Akhtar et al., 2018). This work focused on predicting fine-
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grained and coarse-grained emotions using deep learning methods. For this, they used CNNs,

LSTMs and GRUs architectures alongside a set of hand-crafted features (e.g., TF-IDF, lexicon,

and Vader sentiment extraction tool) with GloVe embeddings. They first trained each model

independently in a multi-task scenario. For each model, they extracted an intermediate layer

which was concatenated together with the previously created hand-crafted feature vector. To

handle every task, these hidden layers go through a Multi-layer perceptron before forecasting

the output for a given task. With this model, they took advantage of similar, but independent

tasks to learn combined representations. The obtained results attest to the improvement of the

use of a combined model over single models. In the experiments related to fine-grained emotions,

this model obtained for the EmoBank dataset a Pearson correlation of 0.635 and 0.375, and in

the Facebook posts dataset, it obtained correlations of 0.727 and 0.355 for the dimensions of

valences and arousal, respectively.

Other works focused on classifying sentences in dimensions other than valence and arousal

scores. One example of these works is Kolhatkar and Taboada (2017) where the authors apply

neural networks with the purpose of identifying if a certain news comment is constructive or not.

In order to train and evaluate the work, the authors created a dataset where the participants

classified news comments according to constructiveness as well as the toxicity it presented in

one of the following categories: very toxic, toxic, mildly toxic and not toxic. In addition to the

dataset, they also designed a model to classify constructiveness. This model consists of a word

embeddings layer (using GloVe embeddings), followed by a bidirectional LSTM (BiLSTM) with

a softmax layer responsible for predicting the final probabilities. With this model, they were

able to correctly predict if a given news comment was constructive with an accuracy of 72.59%.

2.3 Overview

This chapter started by presenting the fundamental concepts of this work. This included

techniques to represent textual information in NLP tasks, an introduction to neural networks

architectures and the presentation of the CRF algorithm which is later used in the task of

quotation extraction. In a second section, there was an overview of the literature which is

relevant to this work. From the literature review, one can note that apart from the task of

emotion classification, the other tasks have not yet benefited from the use of neural network

architectures. Most of them are still dependent on more classical approaches which require

hand-crafted rules and features, and consequently domain expertise.

The next chapter presents the proposal for this thesis and the different architectures that
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will be used for each of the tasks. With the use of these neural networks architectures, I aim to

improve some of the obtained results in previous work.
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3The Proposed Approach

Throughout this dissertation, I propose to use deep learning to address the tasks of extrac-

tion and attribution of quotations, and classification of text regarding its emotion (i.e., ranking

valence and arousal dimensions). For this, I developed models to address the different tasks

based on different recurrent neural networks architectures (e.g., LSTMs and GRUs) and using

multiple summarization layers (e.g., Max-pooling and Attention layers). This chapter presents

the whole process behind the implementation of the models which were used during this work.

When using neural networks, we first need a way to represent text so that it is perceptible by the

different architectures. The explanation of the method which was used to represent textual in-

formation is presented in Section 3.1. Afterward, Section 3.2 presents the designed architectures

for each of the models.

3.1 Representing Textual Information

Since all models receive textual information as input (i.e., sentences or tokens), we need

a way to represent this information so that it can be interpreted. As explained in Section 2.1

(Fundamental Concepts), there are several ways to encode a token to a dense representation

vector, such as using word2vec, FastText, or GloVe embeddings.

Initially, some preliminary experiments were executed using FastText, as it introduced an

interesting way of representing a token (i.e., by the sum of its n-grams vectors). However, the

obtained results were not promising and the approach was changed to GloVe embeddings. For

this, each token is represented as a 300-dimensional vector using the pre-trained GloVe vectors.

These vectors were trained in the Common Crawl1 data using 840B tokens. When pre-trained

embeddings are used, there is a dependency on the context where these tokens have been trained.

As a consequence, it also limits the available vocabulary. For this, rather than representing an

out-of-vocabulary token as a random vector, all models make use of Jaro-Winkler’s similarity

distance (Winkler, 1990) to compute the average vector between the 2 closest tokens.

1http://commoncrawl.org/



3.2 Implemented Models

All models have been designed using Python2 as the main programming language, alongside

packages like keras.io3 deep learning library. Due to compatibility issues, both Tensorflow and

Theano backends were used during the work.

For training, all models use Amsgrad optimizer (Reddi et al. (2018)) (i.e., variant of Adam

optimizer) with the default keras hyperparameters. These optimizers improve the gradient

descent by allowing it to quickly converge to an optimal solution by choosing the correct learning

rate, automatically adjust it during the train, and choosing different learning rates depending

on the updates.

In order to prevent over-fitting of the data and to better generalize, all models make use of

a dropout layer with a rate of 0.2 prior to the forecasting of the prediction. By dropping some

neurons from the training phase, the models will better generalize because they are not always

dependent on the same set of units.

I opted to train each model over a fixed-size number of epochs (10 epochs). This way the

variants of each model could be fairly compared because there are no architectures being trained

for longer than others.

The next sections introduce and describe the different models that have been designed for

each task (i.e., quotation extraction, quotation attribution, and emotion classification).

3.2.1 Quotation Extraction

With this work, the goal was to demonstrate that by applying deep learning techniques

it would not require any linguistic experience from the programmer. For this, the only pre-

processing that was done was the normalization of the quotations marks for a single character.

No other type of normalization is done, like lemmatization, lower-casing, or anonymization of

entities or quotations. There is also no use of any hand-crafted features.

Initially, I intended to feed individual sentences to the model as input. However, looking

carefully at the dataset one can notice the existence of multi-sentence quotations as the following:

“The other is that we see another major disaster, like two years ago. I think that’s less likely.”

(wsj 2413 set 3 from PARC3)

2http://www.python.org/
3http://www.keras.io/
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Figure 3.1: Graphical representation of the quotation extraction model architecture.

As it can be seen, the AR’s source contains two sentences inside and in the dataset this

quotation is split into two different sentences. Not treating this problem could contaminate the

results, i.e. quotations would be divided into several and would consequently consider quotations

with incorrect types. For this, while parsing the dataset, the system verifies if a quotation still

continues in the next sentence and when this occurs it concatenates both sentences.

The complete model is represented in Figure 3.1 and it receives sentences that have been

previously encoded to word embeddings (using GloVe with Jaro-Winkler distance). After that,

there is a dense layer with a ReLU activation function. This layer has the goal of reducing the

dimensionality of the vectors coming from the embedding layer.

Then, to create a representation of the sentence the system allows the use of three variants

of a single bidirectional recurrent layer:

• Two stacks of bidirectional RNNs: In order to improve the results obtained with the use

of a single-layer RNN, it is usual to increase the depth of the architecture using multiple

stacks of RNN layers. The intuition behind increasing the depth is that models might be

able to capture higher-level abstract information.

• Two stacks of bidirectional RNNs with a shortcut: this architecture makes use of a shortcut

connection between the dense layer and the second BiRNN layer. This could improve the
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Figure 3.2: Graphical representation of the architecture used in quotation attribution and sen-
tence classification tasks.

results by facilitating the training of the architecture allowing the gradients to flow through

the network without passing by some layers (as represented in Figure 3.1).

• Nested-LSTM (Moniz and Krueger, 2018): Recently, one variation of the LSTM stack has

been proposed, and it focuses on nesting instead of multi-layer stacking. The big difference

between the use of this architecture in relation to stacked approaches is that the value of

the cell is computed by one LSTM cell, which in turn has its own inner memory cell. Using

one inner and one outer cell, the layer is capable of keeping an inner memory between both

cells, creating a temporal hierarchy.

Taking inspiration from works like Huang et al. (2015), the final layer is a CRF layer that

classifies tokens as belonging (i.e., classifying as 1) or not (i.e., classifying as 0) to a quotation.

For the training, the model uses the default loss function of the CRF layer.
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3.2.2 Quotation Attribution

While the first task (i.e., extraction of quotations) is already well-defined, the task of at-

tributing quotations to the correct speaker is somewhat ambiguous in the existing literature.

Based on the following example:

In an interview Thursday, Claude Bebear, chairman and chief executive officer of Axa, said ...

(wsj 2403 set 12 from PARC3)

Some works define this task as the process of finding the entity that is associated with

this AR (i.e., Claude Bebear), others consider that this task still presupposes some work, such

as co-reference resolution or disambiguation to a knowledge-base (e.g., if it is a pronoun or a

nickname), while others handle this task by extracting the full span of text that defines the

entity (i.e., Claude Bebear, chairman and chief executive officer of Axa). The used dataset (i.e.,

PARC3) annotates the speaker of the AR as the full source span, so my attribution model has

the goal of correctly attributing the speaker to its complete source span.

Briefly, the goal of this task is having a set of candidates which can be the real speaker

of the AR, and correctly assign the candidate that presents the highest probability. For this,

I initially need to generate candidates. Looking at the dataset’s ARs, it is possible to verify

that most of the quotations are attributed to chunks annotated as either Subject Noun Phrase

(NP-SBJ) or Noun Phrase (NP). This is confirmed in Pareti (2015) where it is stated that most

of the source span are noun phrases, being 83% noun phrases in the subject position. Because

of this, the set of candidates contains all chunks of tokens classified as one of these types.

Given this set of candidates, the system chooses the three closest to the gold quotation

(either ahead or behind) and that are within a maximum distance of 40 tokens. To these

candidates, the true quotation speaker is added (if within the maximum distance and not inside

the quotation span). The final goal of the model is to correctly disambiguate between a false

candidate and the true speaker.

Figure 3.2 represents this architecture. For each entity, the model receives as input the

span of text that goes from the candidate to the gold quotation. This span of text is then

encoded using the same type of embeddings of the previous model (i.e., GloVe with Jaro-Winkler

distance). After that, it passes through a dense layer with a ReLU activation function.

To capture the relations between words in a sentence, the model uses a bidirectional layer of

recurrent neural networks (e.g., LSTM, GRU, and Nested-LSTM). After this, there is the choice
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of using two summarization layers, i.e. Max-pooling or Attention layer, the concatenation of

both, or not using any of the previous choices. If none of the previous was used, the last state

from the bidirectional layer is returned.

The final vector passes through a dense layer with a softmax activation function that fore-

casts the probability of that candidate being the source of the quotation (i.e., the complete span

of text that represents the entity). The 2-dimension output vector represented in Figure 3.2 is

due to the fact that this model uses categorical cross-entropy as the loss function. Meaning that

the vector has both the probability of the candidate being the speaker and not (summing to 1).

3.2.3 Emotion Classification

With previous explained models (i.e., attribution and extraction) there is already a way of

extracting quotations and assigning them to the correct speaker. The model that is missing is

one capable of classifying textual information regarding valence and arousal dimensions. Having

this model, there is the possibility of inferring the speaker’s opinion regarding a certain topic.

The main goal of this section is to design a model capable of detecting these emotions in a

given text. However, since there are also datasets that provide the classification of words/tokens

regarding valence and arousal scores, I also designed a model to predict these dimensions in

words. This last model is later used to possibly enhance the performance of the complete sentence

classification model. This word model is presented in the first section, while the complete

sentence model is explained in a second section.

A similarity between both models is that prior to the training, there is a pre-processing step

to normalize the values of valence and arousal to the range [0, 1]. Both models use Mean Squared

Error (MSE) as the loss function. To evaluate the results, there is another normalization step

to put the scores into the original scale of the dataset.

3.2.3.1 Word Classification

Given that there are also accessible datasets that classify words regarding the valence and

arousal scores, these datasets were used to train a simple model that could be used to improve

the performance of the complete sentence classification model.

This model is represented in Figure 3.3. The model takes a word as input, which is encoded

as an embedding vector. This vector goes through a dense layer with a ReLU activation function.

The next layer is a dense layer with a sigmoid activation function which will generate a vector
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Figure 3.3: Graphical representation of the word classification model architecture.

with 2 elements. Each position of the last vector outputs the dimensions score (i.e., either

valence or arousal) for a given word.

After training this model, the ReLU dense layer is saved to be later used in the sentence

classification model. This way before feeding sequences of words to the complete model, the

word-level weights will already be trained, possibly enhancing the performance of the sentence

classification model. This is inspired by Transfer Learning where the necessary knowledge to

solve one problem is transferred to a related but distinct problem.

3.2.3.2 Sentence classification

The complete sentence classification model is represented in Figure 3.2 and it is very similar

to the used to attribute quotations to the correct speaker.

It receives sentences as input, which were tokenized using nltk toolkit. I decided to keep

punctuation since I believe it can play a key role when predicting arousal and/or valence scores,

e.g. exclamation marks (!) and ellipses (...).

The next dense layer represented in the figure can either be extracted from the word clas-

sification model or created a new one using the same activation function (i.e., ReLU). The next

layers (i.e., BiRNN, Attention, and Max-pooling) are the same as the attribution task and the

final vector is then passed through a dense layer using a sigmoid activation function responsible

for forecasting the values of valence and arousal.

3.3 Overview

This chapter started by presenting the way of representing textual information so it can be

interpreted by the models. The next section introduces the models that were created for each

of the proposed tasks (i.e., extraction and attribution of quotations, and classification of short

texts regarding valence and arousal dimensions). The emotion detection task was extended by

designing a model to classify also works in the same emotion dimensions. Later on, this word

model was used with the goal of improving the complete emotion detection model.
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In each of the proposed tasks, several variations of architectures were used which included not

only different recurrent neural networks (e.g., LSTM, GRU, and Nested-LSTM) but also multiple

summarization layers (e.g., Attention and Max-pooling). The use of different alternatives of

architectures allows, in the next chapter, to test which one brought the best results.
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4ExperimentalMethodology and Results

This chapter presents all the process behind the evaluation of the designed models. Sec-

tion 4.1 introduces the datasets that were used for each proposed task. In this section, there

is also a statistical analysis of the datasets used for the task of emotion detection. Section 4.2

introduces the metrics that were extracted to fairly compare this study with previous work.

Section 4.3 describes all the conducted experiments throughout this dissertation on the different

tasks. This last section, also reports the obtained results and comparison with previous related

work. Finally, Section 4.4 presents the designed website which was created with the goal of

providing an informal way of testing the complete pipeline of this project.

4.1 Datasets

For the extraction and attribution of quotations, the models will use the newest version

of PARC dataset (i.e., third version). The Penn Discourse Tree Bank Attribution Relations

Corpus 3.0 (PARC3), described by Pareti (2016) is the 3rd version of the PARC dataset (Pareti,

2012) that corresponds to an extension to the Penn Discourse TreeBank by Prasad et al. (2008),

which contains about 20k retrieved and annotated attribution relations. Its annotation consists

on defining the constituents of an attribution relation (i.e., content, source, and cue) and the

properties of each token (e.g., lemma and PoS tag). Additionally, it also contains the annotation

for nested quotations (i.e., attribution relations inside others), however, this will not be part of

this study. The original dataset is already pre-divided into train (folders 00-22), test (folder 23)

and development (folder 24) folders, and my models will respect this organization.

For evaluating the emotion detection task, the following datasets will be used:

• EmoBank by Buechel and Hahn (2017a,c) is a dataset consisting of 10 thousand sentences

that were manually annotated according to values of valence and arousal that were per-

ceptible not only by the reader but also by the writer of the sentence. The ranges of values

go from 1 to 5 points.

• Dataset encoding valence and arousal on Facebook posts as described in Preoţiuc-Pietro



Figure 4.1: Density maps with valence and arousal scores for the emotion detection datasets
used in the evaluation experiment.

et al. (2016), which contains 2895 Facebook posts ranked according to valence and arousal

dimensions on a 9-point scale.

• The Affective Norms for English Text (ANET) dataset by Bradley and Lang (2007) con-

tains 120 English sentences regarding its rating of emotion (i.e., pleasure, arousal, and

dominance dimensions) in a 9-point scale. Given its size, it will not be used for training.

• Affective ratings for English words (WKB) by Warriner et al. (2013). This dataset contains

13915 affective ratings of English lemmas, classifying each word in terms of valence, arousal,

and dominance from 1 to 9 points.

• The NRC Valence, Arousal, and Dominance Lexicon dataset by Mohammad (2018) con-

tains about 20000 words classified regarding the valence, arousal, and dominance, rated

from 0 to 1 points.

• The Affective Norms for English Words (ANEW) dataset by Bradley and Lang (1999)

contains the mean and standard deviation for 1030 words classified regarding valence,

arousal, and dominance in a 9-point scale. The authors also have another experiment

where they divided the dataset by the genre of the classifier.

Figure 4.1 and Figure 4.2 show a brief analysis of the datasets differences, such as distribu-

tion, range, and density of valence and arousal scores.
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Figure 4.2: Distribution for valence and arousal scores in the emotion detection datasets used in
the evaluation experiment (Red color represents valence and blue represents arousal dimension).

4.2 Evaluation Metrics

This section presents the chosen metrics to correctly evaluate my work with previous studies.

For the quotation extraction task, I will be using the same evaluation metrics as in O’Keefe

(2014) and Pareti (2015), which consider strict and partial matches. For the strict measure, the

predicted value is only correct if it fully matches the gold standard. The precision and recall are

defined as:

P =
tp

tp + fp
(4.1)

R =
tp

tp + fn
(4.2)

In the previous equations, tp stands for the correct predictions (i.e., that fully match the

gold standard), fp represents the incorrect predictions, and fn is the number of gold standard

quotations that were not matched by any predicted span. For the partial measure, using the

proportion of correct tokens, the precision, recall, and F-score can be defined as follows:

P =

∑
g∈gold

∑
p∈predoverlap(g, p)

|pred|
(4.3)
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R =

∑
g∈gold

∑
p∈predoverlap(p, g)

|gold|
(4.4)

F =
2PR

(P + R)
(4.5)

In the previous equations p refers to the predicted quotation span, g the gold standard span,

and overlap(x, y) is the proportion of tokens in y that are overlapped by x. This can be defined

as follows:

overlap(x, y) =
|x ∩ y|
|y|

(4.6)

For the quotation attribution task, I will apply the same strict measure, where the speaker

is set to correct if it completely matches the gold standard, otherwise is marked as incorrect. For

this task, it only makes sense to calculate the accuracy of the system, that is given by the correct

predictions divided by the total number of predictions. Inspired by O’Keefe (2014) and Pareti

(2015), individual metrics for each of the quotation status (i.e., direct, indirect, and mixed) are

also extracted by following the heuristic:

Algorithm 1 Quotation Type Heuristic

1: procedure QuotationType(quotation,mark)
2: if quotation[0] == mark and quotation[−1] == mark then
3: return “Direct”
4: else if mark in quotation then
5: return “Mixed”
6: else
7: return “Indirect”

For the last task (i.e., emotion detection) I will evaluate the results using Mean Absolute

Error (MAE) and MSE metrics for each dimension. Considering that n is the number of spans,

these metrics can be defined as follows:

MAE =

∑n
i=1 |g − p|

n
(4.7)

MSE =

∑n
i=1 (g − p)2

n
(4.8)

To better evaluate this task with previous work, Pearson correlation, r, which measures the
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degree of correlation between two variables, will also be used and is defined as follows:

covariance(g, p)√
var(g) · var(p)

=

∑n
i=1 (gi − ḡ)(pi − p̄)√∑n

i=1 (gi − ḡ)2 ·
√∑n

i=1 (pi − p̄)2
(4.9)

In the previous equation, g refers to the gold standard value, p the predicted value, and ḡ

and p̄ refer to the mean value of the corresponding variable (i.e., valence or arousal dimensions).

4.3 Experimental Results

This section presents the obtained results according to the metrics defined in the previous

section. For each task, multiple architectures variations were tested. This way there is the possi-

bility of finding which combination brought the best results for each task. Initially, Section 4.3.1

presents the results of the quotation extraction task. Then, Section 4.3.2 displays the results

concerning the quotation attribution task. Section 4.3.3 describes the experiments involving the

models created to classify emotions in textual information. Within each previous sections, there

is a comparison with past work which focused on the same tasks. Finally, Section 4.3.4 exposes

the advantages of using Attention mechanisms that allow more interpretability of the results.

4.3.1 Quotation Extraction

This experiment had the goal of testing the quotation extraction model in PARC3 dataset.

For this, I started by drawing a baseline that consists of recognizing the entire text between

quotation marks as a quotation if its length is higher than 5 tokens. With this baseline, I intend

to demonstrate not only the ease of recognizing direct quotations with a high precision, but also

show that works which focus solely on detecting this type are ignoring a large percentage of the

total amount of quotations.

Table 4.1 presents the obtained results for the variants of my model. At first, the two types

of RNN (i.e., GRU and LSTM) were tested. After this, some complexity was added, by using

another bidirectional RNN stack with and without the shortcut step. The last line represents

the experiment using the Nested-LSTM architecture as an alternative to layer-stacking. The

table is divided into strict and partial metric results, reporting for each one the precision, recall,

and F-score. Finally, the previous work which focused on this task is also visible in the last lines

of each metric.
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Quotations

Direct Mixed Indirect Overall

Strict P R F P R F P R F P R F

Baseline - - - - - - - - - 45.85 17.84 25.69

Bi-GRU 94.35 91.56 92.93 80.81 45.45 68.18 78.15 45.07 57.17 83.47 54.77 66.14

Bi-LSTM 92.46 98.31 95.30 79.33 67.61 73.01 79.24 59.99 66.29 82.85 67.19 74.20

2 * Bi-LSTM with shortcut 94.19 95.78 94.98 80.14 64.20 71.29 83.12 53.97 65.45 85.75 64.22 73.44

2 * Bi-LSTM without shortcut 93.85 96.62 95.22 86.57 65.91 74.84 82.80 52.74 64.44 86.60 63.87 73.51

Bi-NestedLSTM 92.62 95.36 93.97 75.59 54.55 63.37 80.37 42.05 55.22 83.53 55.03 66.35

Pareti (2015) 94 88 91 67 60 63 78 56 65 80 63 71

Model Architectures (Scheible et al., 2016) 93 94 94 81 66 73 73 65 69 79 71 75

Partial P R F P R F P R F P R F

Baseline - - - - - - - - - 80.02 27.79 41.26

Bi-GRU 96.90 92.64 94.72 96.54 57.36 71.96 88.93 52.67 66.16 92.38 61.68 73.97

Bi-LSTM 96.24 99.58 97.88 96.55 86.28 91.13 87.61 67.44 76.22 91.40 77.01 83.59

2 * Bi-LSTM with shortcut 96.82 98.31 97.56 95.64 78.63 86.30 92.37 62.84 74.79 94.16 72.62 82.00

2 * Bi-LSTM without shortcut 97.01 98.44 97.72 96.17 77.11 85.59 90.88 61.54 73.38 93.50 71.59 81.09

Bi-NestedLSTM 96.60 97.39 96.99 96.48 73.11 83.18 92.33 52.85 67.22 94.42 65.20 77.14

Pareti (2015) 99 93 96 91 81 86 91 66 77 93 73 82

Model Architectures (Scheible et al., 2016) 97 95 96 92 81 86 83 75 79 88 80 84

Table 4.1: Performance of alternative models and related work when extracting quotations.

Similarly to previous studies, single-token content spans have been ignored, removing them

both from the set of gold and predicted spans (Pareti, 2015; Scheible et al., 2016).

By analyzing the baseline results one can note that even though the precision is quite high,

the low recall demonstrates that the other two types of quotations (i.e., indirect and mixed)

should not be ignored. This baseline was designed to focus solely on direct quotations, but by

applying a partial measure it is also capable of extracting the direct type of mixed quotations

(hence the high precision in the partial measure).

Overall, the LSTM architecture outperformed the GRU architecture. Looking at the lines

which represent the use of two stacks of Bi-LSTM with and without shortcut connection, we can

also see that adding more complexity did not bring an increase of performance over the use of a

single Bi-LSTM. Additionally, when using the Nested-LSTM layer, it did not bring the expected

improvements over the use of multiple stacks. Concluding that, for this task, the architecture

that presented the best results made use of a single Bi-LSTM layer.

By the analysis of the table, one can also verify that it is crucial to remove metrics for all

types of quotations since there is a discrepancy of results when recognizing the different types.

The obtained results are in agreement with previous work considering the indirect type the most

difficult to extract.

Comparing with Pareti (2015), my model generally obtained better results, being able to
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Conditionally Assigning Speakers Always Assigning Speakers

Direct Mixed Indirect Overall Direct Mixed Indirect Overall

Baseline 38.82 36.16 44.69 42.23 39.32 38.32 51.75 46.89

Bi-GRU 91.98 88.70 84.27 86.49 96.58 93.41 94.69 94.91

Bi-LSTM 95.78 88.70 85.85 88.28 98.29 92.81 94.39 95.00

Bi-LSTM + Max-pooling (MP) 93.67 91.53 85.71 88.19 97.86 97.60 94.54 95.75

Bi-LSTM + Attention 92.41 87.01 85.85 87.34 96.15 94.61 94.54 94.91

Bi-LSTM + MP + Attention 93.25 86.44 84.14 86.32 97.44 94.61 95.14 95.57

Bi-NestedLSTM + MP 93.25 90.40 85.06 87.51 96.15 95.81 95.14 95.47

Pareti (Pareti, 2015) - - - - 98 97 90 92

Table 4.2: Performance of alternative models and related work when attributing quotations.

extract all types of quotations with an improvement of 3 points in the strict measure and 2

points in the partial measure.

When looking at the work by Scheible et al. (2016), my model obtained very similar results:

in the strict metric, it obtained 1 less point on the F-score for all the quotation types. The

only type where my model was outperformed was over indirect type quotations. In the partial

metric, my best model has generally obtained the same results as the compared work. It was,

however, able to obtain better results in the first two types of quotations (i.e., direct and mixed)

and only presented worse results when extracting indirect quotations.

4.3.2 Quotation Attribution

Similarly to the experiment regarding the extraction of quotations, in this experiment the

goal is to test if the increase of complexity of the attribution model would improve the results.

It was then tested for all types of RNNs (e.g., LSTM, GRU, and Nested-LSTM) with the option

of using either a Max-pooling layer, an Attention layer, the concatenation of both or none of

the previous.

For this, I conducted two different experiments: (i) One of the experiments (i.e., Condition-

ally Assigning Speakers) tests whether the model is capable of not only attributing the correct

speaker but also not assigning a candidate when the quotation contains no annotated source.

In this experiment, I considered all quotations (even those without a source) and only returning

the maximum probability candidate if it presents a probability greater than 0.5; (ii) Equally to

Pareti (2015), in a second experiment (i.e., Always Assigning Speakers), the quotations with no

annotated source are ignored, and the system always returns the maximum probability candi-
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date, i.e. even if it presents a probability lower than 0.5.

Table 4.2 shows the obtained results, reporting for each type of quotation the obtained

accuracy. The presented baseline consists of a simple heuristic which assigns each gold quotation

to the closest candidate (also inserting the true speaker in the candidates set).

As can be seen from Table 4.2, the results were very positive, obtaining 88.28% of accuracy

when quotations without speaker are considered, and 95.75% when these are ignored.

From the table, we can also conclude that: (i) attributing quotations to the nearest can-

didate, as represented in the baseline, is not enough to obtain good results; (ii) the LSTM

architecture got slightly better results than the GRU; (iii) overall, the model which used a single

Max-pooling layer was the one that brought the most significant improvements; (iv) the use of

an Attention Layer did not bring advantages over not using it; (v) the concatenation of both

summarization layers also did not improved the results when compared to a single Max-pooling

layer; (vi) the use of a Nested-LSTM layer only brought improvements over the use of a simple

LSTM, when attributing indirect quotations in the Always Assigning Speakers experiment; (vii)

it is evident the difficulties in working with the distinct types of quotations, being the indirect

type the hardest one to handle.

The only result which could be comparable is the work by Pareti (2015), where she obtained

an overall accuracy of 92% in the task of entity attribution (against my 96% accuracy in all

quotations). However, in my work, I am not differentiating the tasks of entity attribution and

source identification as she does. In her work, she starts by attributing the quotation to the

correct entity and in the next step, she extends the entity to the complete source span, while I

explicitly use the gold-standard source as a candidate. Even though the related work also uses

gold-standard features and candidates, it is not fair to draw any comparison, since both works

handle the task of quotation attribution in distinct ways.

4.3.3 Emotion Classification

This section describes the experiments related to assigning textual information to numerical

scores encoding emotional valence and arousal dimensions. The first two sections evaluate the

models responsible for the classification of words and sentences/short texts, respectively. Finally,

there is an experiment that tests whether the last model (i.e., sentence model) is capable of

generalizing when tested in a dataset different from the one used for training.
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Pearson (r) MAE MSE

Valence Arousal Valence Arousal Valence Arousal

Kernel Regression - WKB 0.803 0.605 0.570 0.508 0.590 0.566

Deep neural network - WKB 0.834 0.619 0.492 0.506 0.546 0.564

Kernel Regression - ANEW 0.848 0.614 1.140 0.769 0.849 0.705

Deep neural network - ANEW 0.892 0.681 0.811 0.621 0.692 0.628

Kernel Regression - Combination 0.799 0.686 0.819 0.716 0.699 0.662

Deep neural network - Combination 0.836 0.734 0.693 0.628 0.635 0.614

Kernel Regression - w/o ANEW 0.879 0.758 0.784 0.650 1.002 0.676

Deep neural network - w/o ANEW 0.943 0.859 0.526 0.509 0.473 0.419

Affective Norms (Recchia and Louwerse, 2015) - WKB 0.820 0.640 - - - -

Affective Norms (Recchia and Louwerse, 2015) - ANEW 0.800 0.620 - - - -

Signed Clustering (Sedoc et al., 2017) - ANEW 0.804 0.800 - - - -

Signed Clustering (Sedoc et al., 2017) - Combination 0.768 0.713 - - 0.645 0.508

Extrapolating Human Judgment (Hollis et al., 2017) - Combination 0.801 0.631 - - - -

Table 4.3: Performance when inferring valence and arousal scores to words from word embed-
dings.

4.3.3.1 Word Model Performance

This first experiment aims to evaluate the performance of the word classifier. For this, I

initially designed a baseline to serve as a comparison using the sklearn1 library. This baseline

model consists of a Kernel Regression that receives as input the representation of each word

using the same type of embeddings of previous models (i.e., GloVe with Jaro-Winkler distance).

In this experiment several results were taken: first, the model was trained and tested using

the WKB dataset and then using the ANEW dataset. Finally, there was a combination of

the accessible word classification datasets (i.e., WKB, ANEW, and NRC). Before joining the

datasets, each one was normalized to the same range of valence and arousal values. To merge

these datasets all words were considered, and for words appearing in multiple datasets, the mean

value of valence and arousal scores is reported.

The training and evaluation of the models were done using cross-validation with k equal

to 10. Table 4.3 shows the results of this experiment, reporting for each model the Pearson

correlation, MAE, and MSE metrics. The previous work that already focused on this task is

also shown in the last lines of the table.

Looking at the table, it is visible that the deep neural network model was capable of out-

performing the Kernel Regression baseline in all the testing metrics.

1http://scikit-learn.org/
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The purpose of combining all words datasets was to create a new one with the same range

of values and with a larger dimension. Due to these reasons, an increase in performance was

expected. Looking at the experiment’s table, it is visible that by combining all the datasets

generally brought an increase of performance, with the exception of the model trained and

tested over WKB dataset in the error metrics (i.e., MAE and MSE).

Analyzing the related work it is possible to make a comparison between the results. De-

spite the experiments not being rigidly equal, this comparison still shows how well the model

performed over previous works.

When compared to the work of Recchia and Louwerse (2015), my model obtained the best

results in both datasets (i.e., ANEW and WKB), with a single exception when predicting the

arousal dimension in the WKB dataset, where my model obtained worse results.

When opposed to the work of Sedoc et al. (2017), even though my model presented a higher

correlation in the valence dimension, overall their model presented the best results. The authors

made a similar experiment where they also combined multiple datasets (i.e., WKB and ANEW)

into a single one. In the experiment where my model applies a combination of datasets, it

achieved better results (however, this is a rough comparison since my model uses an additional

dataset, i.e., NRC). In the same way, the work of Hollis et al. (2017) also makes use of combined

datasets and my model was also capable of presenting higher correlations.

The last experiment (i.e., w/o ANEW), aims to evaluate if the model could also be gener-

alized to other datasets. To train this model, the system uses the same combination of datasets

(i.e., WKB, NRC, and ANEW), however, all words belonging to the ANEW dataset have been

removed from the training phase. The system evaluation is done using solely the complete

ANEW dataset. The results show that the neural network model was also capable of outper-

forming the Kernel Regression-based approach in all of the evaluated metrics. In addition to the

comparison with the baseline, the results are very positive, predicting the score of valence with a

correlation of 0.943 and 0.859 for the arousal dimension. The absolute and quadratic errors also

present interesting results, being able to predict both dimensions scores with an approximate

error of 0.5. The results for this experiment show a substantial increase in performance over

the previous experiment (i.e., train and test over ANEW) where all metrics improved. With

this new experiment, my model was capable of outperforming both previous related works that

evaluated their models over ANEW dataset (Recchia and Louwerse, 2015; Sedoc et al., 2017).

Despite being a very simple model, these results support the goal of this experiment showing

that this model can generalize well for a dataset which was not used for the training of the model
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EmoBank Facebook posts

Pearson (r) MAE MSE Pearson (r) MAE MSE

V A V A V A V A V A V A

Average Word Baseline 0.387 0.164 0.475 0.312 0.359 0.161 0.394 0.014 1.174 2.013 2.086 5.464

SVM 0.268 0.241 0.295 0.243 0.168 0.102 0.442 0.783 0.807 0.999 1.152 1.625

Average Embedding + SVM 0.422 0.261 0.329 0.296 0.185 0.144 0.568 0.845 0.894 0.884 1.312 1.274

Bi-GRU 0.504 0.305 0.288 0.262 0.145 0.114 0.694 0.918 0.692 0.637 0.804 0.689

Bi-LSTM 0.525 0.313 0.277 0.259 0.135 0.111 0.702 0.919 0.673 0.634 0.781 0.698

Bi-LSTM+Attention 0.535 0.335 0.274 0.253 0.134 0.107 0.713 0.918 0.666 0.654 0.771 0.739

Bi-LSTM+Max-pooling (MP) 0.566 0.361 0.265 0.245 0.124 0.100 0.725 0.926 0.657 0.619 0.739 0.658

Bi-LSTM+MP+Attention 0.553 0.348 0.268 0.251 0.127 0.104 0.725 0.925 0.659 0.613 0.743 0.650

Bi-LSTM+MP+Attention+Pre-train 0.548 0.348 0.273 0.250 0.132 0.103 0.722 0.926 0.649 0.612 0.736 0.647

Bi-NestedLSTM+MP 0.559 0.346 0.260 0.248 0.123 0.102 0.712 0.931 0.650 0.577 0.734 0.583

Inter-annotator agreement (Buechel and Hahn, 2017a) 0.738 0.595 0.349 0.441 - - - - - - - -

Flexible Mapping Scheme (Buechel and Hahn, 2017b) 0.788 0.227 - - - - - - - - - -

Facebook Posts (Preoţiuc-Pietro et al., 2016) - - - - - - 0.650 0.850 - - - -

Affective Computing (Kratzwald et al., 2018) - - - - - - - - - - 0.901* 3.346*

Regression Problem (Buechel and Hahn, 2016) - - - - - - 0.700 0.650 - - - -

Multi-task Framework (Akhtar et al., 2018) 0.635 0.375 - - - - 0.727 0.355 - - - -

Table 4.4: Performance of alternative models to infer valence and arousal scores from textual
sentences.

and that experiments that use small datasets can benefit from combining multiple datasets.

When compared to previous works, it was capable of outperforming some of them or at least

stay very competitive. Nevertheless, this comparison could be fairer if all studies presented some

way of evaluating the obtained error (e.g., using MAE or MSE metrics).

4.3.3.2 Sentence Model Performance

This experiment presents the obtained results when inferring valence and arousal scores

from textual sentences. For this, I started by designing some simpler models that served as

comparison baselines. One first greedy approach was designing a model that would use the

available word classification datasets to predict the emotion scores of a sentence. This way I

first designed a non-machine learning baseline that simply averages the score of valences and

arousals for each word in the sentence. The values of valence and arousal for sentences composed

solely of out-of-vocabulary words are given by the global mean of valence and arousal of the

sentences’ dataset. I also created two extra baselines that use machine learning approaches, both

based on Support Vector Machines: one that uses as encoding of the sentence a BoW and the

other encodes a sentence as the average of all the embedding vectors belonging to the sentence.

This experiment had the goal to measure the importance of each component, and if the

performance of the model gained with the increase of complexity. In order to test this, new

components were progressively added (e.g., Attention and Max-pooling layer). The complete
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Figure 4.3: Graphical distribution of the evaluated metrics. Results are shown for the best
models in each dataset. Facebook posts dataset is represented in the upper figures, and Emobank
dataset is in the bottom figures (Red color for valence and blue color for arousal dimensions).

model (i.e., Bi-LSTM + Max-pooling + Attention + Pre-train) uses the descendant layer from

the word classification model trained over the combination of the datasets explained previously

in Experiment 4.3.3.1. Another experiment evaluated if the use of a Nested-LSTM layer would

improve the results when compared to a simple LSTM layer.

Table 4.4 shows the results regarding this experiment. Apart from the system results, it

also shows the performance of related works that in the past have already focused on the task

of sentence classification regarding valence and arousal dimensions. For each of the models, I

show the results independent of the dataset used for training and testing (e.g., EmoBank on

the first column and Facebook posts in the right). All the models represented in Table 4.4 use

cross-validation with k equal to 10. To complement this table, Figure 4.3 shows the distribution

of metrics obtained in the best models for each dataset between the 10 folds.

Looking at the Table, some conclusions can be drawn:

• Despite its simplicity, the first baseline (i.e., Average Word Baseline) is able to present

decent results in predicting the values of valence. However, it fails considerably when

predicting arousal values.

• Comparing both SVM approaches, it is noticeable the improvement when using word em-
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beddings over a BoW approach. These results support the importance of word embeddings

for sentence classification models.

• Analyzing both architectures of recurrent neural networks used (i.e., GRU and LSTM),

the LSTM architecture presented the best results in both datasets.

• Looking at the lines that represent the models composed of Attention and Max-pooling

layers, one can verify that the Max-pooling layer outperformed the Attention layer in both

datasets. Also, the concatenation of both layers (i.e., Attention and Max-pooling) did not

bring great improvements over the use of a single Max-pooling layer.

• Regarding the experiment which combined all components, including the pre-trained layer

coming from the word classification model, it is observable that it slightly improved the

results over the model that does not use this layer in the Facebook dataset.

• The last line indicates the experiments related to the use of a Nested-LSTM layer. One

can see that in the EmoBank dataset, it still enhanced the results in some of the metrics.

(i.e., MAE and MSE when ranking valence scores). Regarding the Facebook posts dataset,

it significantly improved the results in almost all metrics.

To measure the results in the EmoBank dataset, I compared them against the obtained inter-

annotator agreement when creating the dataset. Although they obtained better correlations,

my model is capable of predicting the different dimensions with a lower error.

Compared to the work by Buechel and Hahn (2017b) (which used a subset of the EmoBank

dataset), my model presents the worst correlation in the valence dimension, but a better corre-

lation when predicting arousal values. Looking at the mean of both dimensions, my model also

performed slightly worst (0.492 cf. 0.448).

Comparing the results in Facebook posts dataset with the work of Preoţiuc-Pietro et al.

(2016) and Buechel and Hahn (2016) my model was able to outperform their reported results.

The work by Kratzwald et al. (2018) also uses the same dataset from the previous works.

However, their work involved some pre-processing steps that I did not execute, such as nor-

malizing the value range of valence and arousal to 0-10 and removing the punctuation (which

I decided to keep since it is crucial when predicting arousal scores). By reproducing a similar

experiment with the normalization of the values to the same range, I obtained an MSE of 1.291

and 1.004 for valence and arousal dimensions. My model presents a higher MSE when predicting

valence, however, given that this is a squared metric, the error is not that significant. Regarding
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EmoBank/Facebook ANET

Pearson (r) MAE MSE Pearson (r) MAE MSE

V A V A V A V A V A V A

Basic model - Facebook 0.461 0.241 0.606 2.903 0.612 9.191 0.697 0.209 1.947 4.488 4.681 24.372

Model w/o Pre-train - Facebook 0.470 0.254 0.619 3.011 0.632 9.821 0.682 0.231 2.022 4.463 4.986 24.074

Complete model - Facebook 0.481 0.271 0.590 2.918 0.585 9.253 0.706 0.299 1.963 4.575 4.777 25.008

Basic model - EmoBank 0.588 0.729 0.442 0.856 0.341 0.960 0.655 0.528 1.023 0.709 1.333 0.656

Model w/o Pre-train - EmoBank 0.626 0.776 0.421 0.918 0.296 1.069 0.592 0.522 1.074 0.718 1.415 0.675

Complete model - EmoBank 0.601 0.758 0.404 0.809 0.286 0.870 0.631 0.548 1.082 0.732 1.431 0.682

Regression Problem (Buechel and Hahn, 2016) - - - - - - 0.710 0.640 - - 3.497* 1.742*

Table 4.5: Performance of main models when being evaluated in different datasets than the ones
used for training.

the arousal dimension, my model predicts with a significantly lower error, however, it is not fair

to draw any conclusion since both works handle punctuation in a distinct way.

Comparing with the work by Akhtar et al. (2018), in the EmoBank dataset, their system

achieved slightly better correlations when compared to mine. When tested in the Facebook

dataset, my model had a lower, yet minimal correlation in the valence dimension (0.727 cf. to

0.725). When predicting arousal, my model presented much higher results (0.931 cf. 0.355).

In this experiment, I showed the performance of my model when trained and evaluated in

different datasets (i.e., Facebook posts and EmoBank). In the EmoBank dataset, the perfor-

mance of my model was significantly lower when compared to the obtained results in Facebook

Posts dataset. However, this difference can be partly explained by the fact that both have dis-

tinct annotation rules (by analyzing the related works, it is noted that EmoBank always presents

lower results). Regarding the dataset of Facebook posts, my model obtained very positive re-

sults, surpassing almost all the works that used the same dataset. Nevertheless, similarly to the

work classification task, it would be interesting to observe in all related works, some metrics to

measure the error (e.g., MAE or MSE). This would allow a fairer comparison of results.

4.3.3.3 Sentence Model Generalization

In this experiment, I tested whether the sentence model was capable of generalizing well

when tested in a dataset different from the used for training.

To test this, three models were used: (i) the simplest model consisting of one Bi-LSTM

layer, (ii) one model that represents the complete sentence classification model (i.e., containing

one Bi-LSTM, concatenation of Max-pooling with Attention layers and made use of the word

classification model), (iii) and one model similar to the previous that does not uses the word

classification model layer. Each of these models was trained using either EmoBank or Facebook
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posts dataset. If the model was trained over EmoBank, it was evaluated using Facebook posts,

otherwise, it is evaluated on EmoBank dataset. In addition to these datasets, I also made use

of ANET dataset for the evaluation of these models. The values of valence and arousal of the

test dataset were normalized to the same range used in the training.

The results of the experiment, are represented in Table 4.5. I expected to see an increase

in performance with the use of the trained layer coming from the word classification model.

With the word-level weights being already trained, it would be normal for the model to better

generalize for other datasets. However, after analyzing the results the use of this layer only

brought significant improvements when trained in Facebook posts dataset and predicting for

both EmoBank and ANET dataset. This non-increasing of performance might be explained by

the natural differences of the used datasets (as seen in Figure 4.1 and Figure 4.2). Not only the

difference in sizes and ranges but also the used guidelines in each on, make it difficult to use one

dataset for training and another for testing.

Nonetheless, some of the results were satisfactory. For example by analyzing the second

column (i.e., referring to the ANET dataset), it is possible to verify that training in a larger

dataset (i.e., EmoBank), brought advantages over training in a smaller dataset (i.e., Facebook

posts), predicting the valence and arousal values in the ANET dataset with a relatively high

correlation (∼ 0.6). Also, the model that was trained in EmoBank and tested on Facebook

posts presents good results with a correlation of around 0.6 and 0.75 when predicting valence

and arousal scores respectively, and an interesting MAE and MSE in the valence dimension

(0.404 and 0.286 respectively).

These results show that the model can be generalized to other datasets, and the increase

of complexity brings most of the times improvements over a basic model (i.e., only using a Bi-

LSTM). However, the use of the layer from the word classification model did not bring great

advantages compared to the non-use of this trained layer.

The model that was trained in EmoBank was the one that presented better results when

evaluated in the ANET dataset. Comparing with Buechel and Hahn (2016), my best model

obtained the worst correlations, yet very similar. This work is characterized by a normalization

of the values for the interval [-4, 4]. In order to fairly compare both works, I recreated the same

test conditions, i.e. normalizing both training (i.e., EmoBank) and testing (i.e., ANET) values

to the same range. Repeated the experiment, my model obtained an MSE of 2.184 and 1.823

for the dimensions of valence and arousal respectively. In conclusion, my model is capable of

better predicting these dimensions.
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is all packed to go to France

tonight ! Woohoo !

(a)

is happy camp is over . Thanks all

for the birthday wishes ! ! !

(b)

Figure 4.4: Graphical representation of Attention weights when classifying emotion.

the Japanese have denied making any

such promise

(a)

Salomon Brothers International Ltd.

, a British subsidiary of Salomon

Inc. , announced it will issue

warrants on shares of Hong Kong

Telecommunications Ltd

(b)

Figure 4.5: Graphical representation of Attention weights when attributing a quotation.

4.3.4 Visualization of Attention Weights

In the previous sections, I presented all the experiments that were performed in order to

test the performance of the different models for each of the tasks. Namely, in the task of

quotation attribution and emotion classification, I tested multiple layers of summarization (e.g.,

Max-pooling and Attention layers). Even though the Attention layer was outperformed by the

Max-pooling layer in both tasks, this layer allows the visualization of magnitude that each token

had for the final result, allowing a greater interpretability of the results.

Figure 4.4 and Figure 4.5 present, for each of the tasks, the Attention weights for two

examples of sentences which were extracted from the test data. Within each sentence, Attention

weights were divided into 5 buckets, considering the minimum and maximum values. Each color

represents one bucket, and the strongest the color, the highest the weight.

In the examples of the emotion classification task (Figure 4.4), we can conclude that: (i)

tokens such as Woohoo, happy, Thanks and wishes obtained the greatest weights; (ii) the punctu-

ation (e.g., exclamation marks) played a key role in the classification of emotions, obtaining very

significant weights (confirming the value of these tokens and that they should not be removed

when classifying emotions in text).

Regarding the quotation attribution task (Figure 4.5), in the first example, the model at-

tributed The Japanese as the speaker with a 79% confidence level. In the second example, the

model assigns the complete source span, i.e. Salomon Brothers International Ltd., a British sub-

sidiary of Salomon Inc., with a 99% confidence level. Visualizing the graphical representations,

we can verify that the tokens which obtained the highest weights were related to the entity (e.g.,

The Japanese) or to the complete source span (e.g., the British subsidiary of Salomon Inc.).
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Figure 4.6: Graphical representation of Attention weights distribution for the tokens happy,
thanks, birthday and “...” .

Another experiment was carried out to verify if words that humans might consider relevant

for the computation of valence and/or arousal scores would also present high Attention values.

For this, four words/tokens were chosen: happy, thanks, birthday and “...”. Figure 4.6 shows

the obtained distribution of the Attention weights for each of these tokens, showing also the

average value of the Attention vector where these tokens appear. In the figure, we can see that

all chosen tokens present higher Attention scores when compared to the average weights of the

sentences where they appear. Also, it is visible the importance of punctuation tokens (e.g., ...)

for the computation of valence and/or arousal scores.

4.4 A Prototype Integrating the Components

During this dissertation, I presented independent models for three different tasks (i.e., ex-

tracting and attributing quotations and emotion classification). However, it would be interesting

to combine all these models in order to evaluate the performance of the complete pipeline. To

surpass the absence of datasets joining all three tasks together, a website was designed where

users can informally test the performance of this work by submitting their own newspaper arti-

cles. The final result can be tested at http://emw.duckdns.org/∼quotations/.

In order to implement this pipeline, I decided to use the framework Flask2 together with

2http://flask.pocoo.org/
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HTML+CSS for this task. In this simple interface, the user can either analyze its own text or

load pre-filtered samples (mostly derived from the PARC3 testing folder).

In order to decrease the number of out-of-vocabulary tokens, I created a new vocabulary

consisting of all tokens belonging to the datasets used throughout this dissertation. Then, the

models which presented the best results for each task have been re-trained using this vocabulary.

In the event of out-of-vocabulary tokens, the system swaps this token with the most similar in

the vocabulary (i.e., using Jaro-Winkler distance).

The designed attribution model cannot be immediately used in a real-world scenario since it

requires at start a set of possible candidates. Since it can not use gold-standard (as I did to train

and test the model), one way of overcoming this problem is by using the SpaCy3 python library

to recognize possible candidates. However, other alternatives such as the use of an external PoS

tagger is also viable.

SpaCy provides models to extract multiple linguistic features, e.g. named entities and noun-

chunks. These noun-chunks correspond to base noun phrases and can be seen as the aggregation

of a noun with its description. Since these noun-chunks are the closest to the candidates that

were used to train the attribution model (e.g., NP-SBJ and NP), I decided to use noun-chunks

over simple entities.

After receiving the text inserted by the user, the program makes all the necessary processing,

which includes encoding, tokenization, and padding of the text. After this, using the extraction

model, all the available quotations are retrieved, and for each, the value of valence and arousal is

predicted using the emotion detection model. Finally, the system uses the candidates returned

by SpaCy to attribute each of the found quotations, saving the obtained probability. This

information is then condensed and shown to the user, as it can be seen in Figure 4.7.

The performance of this pipeline cannot be formally evaluated (i.e., with the use of metrics),

however, when doing some experiments it can be observed that the results are very positive,

being in most cases able to correctly extract the quotations, attribute them to the correct speaker

and rank each quotation in terms of valence and arousal dimensions.

Nevertheless, this application also presents some limitations. Its main constraints are:

• Context Dependency: Since there are no datasets that join all the proposed tasks, the

training of the models also had to be executed using multiple datasets. The emotion

3http://spacy.io/
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Figure 4.7: Designed website for the visualization of the complete pipeline.

extraction model was trained in a social network context dataset (i.e., Facebook posts),

while the extraction and attribution models were trained in a journalistic context (i.e.,

PARC3). These informal context datasets (i.e., Facebook posts) often have the presence of

unexpected letter-casing, excessive punctuation, slang vocabulary and emoticons. Possibly,

the training of this emotion model was based on learning the previous characteristics to

classify text, rather than using the meaning of the words. As in formal contexts (i.e.,

newspaper articles) we find none of these peculiarities, it makes the task of classifying

emotions more challenging. Note that it is still possible to force the demo to identify a

direct quotation with these characteristics and we can notice a variation over valence and

arousal scores.

• Available Vocabulary: As previously stated, the available vocabulary to use in this demo

is limited to the vocabulary which was used to train the models. To overcome this problem

two steps were performed: (i) re-training all models with a new vocabulary composed of

tokens which appear in any of the datasets used in this dissertation; (ii) in an unlikely

out-of-vocabulary token, the system uses a string similarity metric to find the most similar

word in the vocabulary. With these steps, I am possibly mitigating the problem, however,

this still presents a limitation of the system.

• External Candidate Generator: The greatest limitation of the system is undoubtedly the

dependence on a generator of possible speaker candidates. An error in this external
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tool makes it impossible for my model to correctly attribute the quotation to the cor-

rect speaker. It is possible to verify that when the set of candidates contains the true

speaker, my model is most of the times capable of correctly attributing the quotation,

however, this not always happens. In addition to this, the used generator does not identify

the complete source span as a candidate (e.g., Mr. Davis, president of Ned Davis Research

Inc.). Since my model was trained to identify the complete source, it would be interesting

to visualize this feature.

With this system, the goal was to demonstrate how this thesis could be applied to a real-

life scenario, combining the three main models to extract, attribute, and classify quotations.

With this prototype, the work fulfills its initial motivation by being used in the context of a

news article and capable of finding and attributing all the quotations used by the journalist,

extracting also the emotion that the speaker expressed regarding a certain topic.

4.5 Overview

This chapter presents the experimental evaluation which was carried out to correctly test

the performance of the different models.

Initially, Section 4.1 introduces the datasets used for each task. Additionally, for the emo-

tion classification task, there is also a statistical analysis of each dataset showing its natural

differences, e.g. range, distributions, and densities.

Section 4.2 presents the different metrics that were used to evaluate my models and to fairly

compare them with previous work which focused on the same tasks.

Section 4.3 evaluates the models with the metrics defined in the previous section. For each

task, several variations of architectures were tested, this included not only different RNNs but

also different summarization layers. This allowed concluding which of these combinations yielded

the best results. The different models were also compared with designed baselines and previous

work which focused on the same tasks. Experimental evaluation shows that architectures based

on neural networks can achieve very positive results in all proposed tasks, outperforming some

of the previously reported results. One of the challenges in this comparison was, in the task of

emotion classification, many previous works do not report any error metrics, e.g. MAE, MSE or

RMSE. It would be interesting to look at these metrics in order to accurately compare different

works. This section closes with another way of evaluating results, consisting of the analysis of
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Attention weights to evaluate which words/tokens were the most relevant for the computation

of emotion scores and attribution of quotations.

Finally, Section 4.4 presents the website which was designed to (i) surpass the lack of

datasets joining the three main tasks together (i.e., extraction, attribution, and classification of

quotations) and (ii) confirm the possible use of this work in a real-life scenario. This website

provides an informal evaluation of the work, allowing users to submit their own newspaper

articles and observe the complete pipeline.
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5Conclusions
The goal of this dissertation was the use of deep learning methods based on neural network

architectures to improve previous work in the tasks of extraction and attribution of quotations

as well as classification of text regarding emotional valence and arousal dimensions. This chapter

concludes this dissertation, presenting in Section 5.1 a quick overview of the main contributions

of this work and in Section 5.2 a description of some possible ideas to extend and possibly

improve the results of this thesis.

5.1 Contributions

The main contribution of this work is a similar model based on neural network architectures

to address the tasks of extraction and attribution of quotations, and classification of emotions in

textual information. This model included multiple RNNs layers (e.g., GRU, LSTM, and Nested-

LSTM) and different summarization layers (e.g., Attention and Max-pooling). By testing several

combinations it was possible to conclude which one brought the best results. For each of the

tasks, a fair comparison was made with designed baselines and previous work. The obtained

results show that the aforementioned tasks can benefit from the use of these architectures.

Particularly in the task involving the extraction of quotations, and to the best of my knowl-

edge, it is the first time that a model based on neural networks was applied to extract all types

of quotations (i.e., direct, indirect, and mixed) in a newspaper article. The best model achieved,

in PARC3 dataset, an F-score of 74.20% and 83.59% for a partial and a strict measure, respec-

tively. These results were very close to the state-of-the-art results, confirming the advantages of

using these architectures in relation to rule-based approaches that require domain expertise.

For the speaker’s assignment task, this thesis follows a slightly different approach from the

one often used in the literature: possible candidates were initially generated using the dataset’s

annotations and to this set of candidates the true speaker was added. The designed model

receives as input the text encompassing each candidate and the gold quotation. The candidate

which presented the highest probability is set as the speaker. The final purpose of this model



is to correctly disambiguate between the candidates and the real speaker of the quotation. The

obtained results in PARC3 dataset were very positive, being the system able to assign the correct

speaker with a 96% accuracy for all types of quotations. Even though deep learning architectures

have already been applied to similar tasks (e.g., co-reference resolution) this was also the first

time that these architectures were used to attribute quotations in newspaper articles.

Having the possibility of extracting quotations and attributing them to the correct speaker,

the missing component is a model capable of assigning these quotations to numerical scores

of emotional valence and arousal dimensions. For this, in an early stage, an architecture was

designed to classify sentences/short texts in Russel’s circumplex model of emotion. Since there

were also works and datasets which focused on the classification of words/tokens in the same

dimensions, this work was extended accordingly by designing a simple architecture for this task.

This model was later used to improve the results of the complete model. In both models (i.e.,

sentence and word classification) the results were very positive, being able to overcome some of

the works which focused on the same tasks.

Finally, and considering that the three main models were already designed and trained, it

would be interesting to test the complete pipeline. The absence of datasets joining all three tasks

together precludes a formal way of evaluating the complete system. The last contribution of this

thesis was a website where the three main models (i.e., extraction and attribution of quotations,

and classification of short texts models) were put together to allow an informal assessment of the

complete work. This functional prototype also shows the possibility of using this dissertation in

a real-life scenario for analysis of news articles.

5.2 Future Work

For future work, it would be interesting to extend this study in other directions, by trying

out new ideas and possibly enhancing the obtained results.

One of the ideas that could be tried out in all tasks would be to experiment new state-of-the-

art representations. One possible choice for this could be the use of ElMo1 embeddings (Peters

et al., 2018). This work could also be applied to languages other than English. See for instance

Priberam Quotation Attribution Corpus2 for the quotation extraction/attribution task, and the

Affective Norms for Polish Short Texts dataset (Imbir, 2016) for the emotion detection task.

1http://allennlp.org/elmo
2http://labs.priberam.pt/Resources/QUAC.aspx
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Another interesting idea to extend this project would be to try out recently proposed ar-

chitectures such as the Transformer architecture (Vaswani et al., 2017). In the paper, they

show this architecture can be applied to NLP, and for tasks like language translation, it can

outperform RNN and CNN architectures. The main difference from the previous architectures

(i.e., RNN and CNN) is that Transformer architecture does not handle sentences sequentially.

Instead, it applies a self-attention mechanism that creates relationships between all words in a

sentence for a constant number of steps. Even though none of my proposed tasks can be mod-

eled as sequence-to-sequence problems, one can still use the encoding part of the Transformer

architecture to create a representation of a sentence. Another architecture that could make

sense applying is the Capsule network (Zhao et al., 2018). Recent work demonstrates how to

apply these architectures to text modeling tasks and how these works can benefit from the use

of this architecture over the use of RNNs and CNNs.

For the task of emotion detection, capitalization of the words presents a key role when

predicting emotional scores (especially arousal dimension). Depending on the word embeddings

training, these vectors may not be able to represent this type of information. An idea could be to

extract a set of hand-crafted features to represent letter casing (e.g., exactly 100% capitalization,

more than 50% capitalization, and first letter is capitalized). These features could then be

concatenated with the corresponding embedding vector.

In this work, I focused on the classification of fine-grained emotions in Russel’s circumplex

model regarding valence and arousal dimensions. In the future, the same models (with slight

adaptations) could be applied to the classification of coarse-grained emotions following Ekman’s

six basic emotions (Ekman, 1992) and/or Plutchik’s Wheel of Emotions (Plutchik, 1980) models.

Since most of the datasets that have been used throughout this dissertation have a small

dimension and deep learning methods require a large amount of training data, one way of

overcoming this (and possibly enhancing the results) is by using Transfer Learning. Similar to

Kratzwald et al. (2018), one could use a large-scale dataset which was designed for a different,

yet similar task to initially train the model. As used in the related work, one example could

be the Twitter sentiment analysis dataset3 which contains about 100.000 samples classified in

terms of positive and negative sentiment.

3https://www.kaggle.com/c/twitter-sentiment-analysis2/
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