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Resumo

Este trabalho teve como objectivo estudar o problema de aprender a classificar um conjunto de instâncias

usando para este fim um conjunto de treino e conhecimento de domínio, representando por meio de taxo-

nomias. A classificação é uma família de algoritmos supervisionados de machine learning que atribuiem

uma classe, de conjunto de classes pré-definidas, a cada instância de um conjunto de dados. Tradicional-

mente, os algoritmos de classificação pertencem a duas vertentes muito diferentes entre si: uma baseada

em lógica e outra baseada em estatística. As abordagens lógicas lidam melhor com a complexidade do

mundo real, enquanto as abordagens estatísticas se destacam ao lidar com a incerteza que está presente

em qualquer aplicação real. Como o mundo real é complexo e incerto, pensamos que é importante ex-

plorar métodos que possam ambranger ambas as características. As Markov Logic Networks (MLNs) são

uma abordagem que combina lógica de primeira ordem e métodos estatísticos adicionando para tal um

peso a cada cláusula de primeira ordem. Combinando lógica e estatística podemos usar a vantagem de

ambas as abordagens. As MLNs ganharam recentemente reconhecimento na comunidade de Inteligência

Artificial por causa desta capacidade de combinar a expressividade da lógica de primeira ordem com a ro-

bustez dos métodos probabilísticos. Propomos uma abordagem para adicionar conhecimento de domínio,

representado em taxonomias, em problemas de classificação usando MLNs para melhorar o desempenho

dos algoritmos.

Palavras-chave: machine learning, classificação, taxonomias, MLNs
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Abstract

In this work, we study the problem of learning to classify a set of instances based on an available training

set and domain knowledge represented through a taxonomy. Classification is a family of supervised

machine learning algorithms that assigns the input as belonging to one of several pre-defined classes.

Traditionally, classification approaches tended to fall into two largely separate strands: one focused on

logical representations, and one focused on statistical ones. Logical approaches deal better with the

complexity of the real world while the statistical approaches excel on dealing with the uncertainty that

is present in any real applications. As the real world is complex and uncertain, we think is important to

explore methods that can have both characteristics. MLNs combine logic and probability by attaching

weights to first-order clauses. By combining First-order Logic (FOL) and probability we can use the

advantages of both. MLNs have gained traction in the AI community in recent years because of this

ability to combine the expressiveness of FOL with the robustness of probabilistic representations. We

propose an approach to add domain knowledge, represented in taxonomies, in classification problems

using MLNs to improve the performance of the algorithms.

Keywords: machine learning, classification, taxonomies, MLNs
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Chapter 1

Introduction

Existing mining algorithms, particularly in classification, reached considerable levels of efficiency, and

their extension to deal with more demanding data, such as data streams and big data, show their incon-

testable quality and adequacy to the problem. Despite their efficiency, their effectiveness on identifying

useful information is somehow impaired, not allowing for making use of existing domain knowledge to

focus the discovery [Antunes and Silva, 2014].

Data mining tasks are data-oriented, in which domain models are induced from data. The bulk of

research in these field concentrates on inducing models from data. However, in some domains, human

expertise forms an essential part of the corpus of knowledge needed to construct models of the domain.

The discipline of knowledge engineering has focused on encoding the knowledge of experts in a form

that can be encoded into computational models of a domain. Nowadays, knowledge engineering and

machine learning remain largely separate disciplines, yet, in many fields, substantial human expertise

exists alongside data. When both data and domain knowledge are available, why not use these two

resources to improve the effectiveness of the classification [Dybowski et al., 2004]? The use of domain

knowledge can bring significant benefits to machine learning applications, by resulting in simpler and

more interesting and usable models. However, most of existing approaches are concerned with being able

to mine specific domains, and therefore are not easily reusable, instead of building general algorithms

that are able to incorporate domain knowledge, independently of the domain [Cao et al., 2007; Cao, 2008,

2010].

Classification algorithms are the most commonly used machine learning methods [Dogan and Tan-

rikulu, 2013]. Classification represents the family of supervised learning techniques where a set of de-

pendent variables needs to be predicted based on another set of input attributes [Maimon and Rokach,

2005].

One problem that we can encounter in classification is, for building classifiers with good accuracy, we

need a sufficiently large and representative training dataset. Because such data is not always available,

this can be partially countered by domain knowledge. Domain knowledge may be related to examples not

present in the available domain dataset and thus may improve the generality and robustness of classifiers

induced on such datasets [Mirchevska et al., 2014].
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Another, and more frequent problem encountered in the automatic induction of classification rules

from examples is the overfitting of the rules to the training data. In some cases resulting in excessively

large models with low predictive power for unseen data [Bramer, 2002]. Following the Ockham’s razor

principle, the model should generalize the training data giving preference for the simplest hypothesis

[ Lawrynowicz and Tresp, 2014].

It is our belief that with the introduction of domain knowledge we can built simpler classification

models and at the same time, generalize better. However, to use these models, it is fundamental that

we can understand the reasoning beyond the predictions, for this reason it is important to use human

interpretable models.

Markov Logic Networks (MLNs) are a simple approach to combine first-order logic and probabilistic

graphical models in a single representation. A Markov Logic Network (MLN) is a first-order knowledge

base with a weight attached to each formula. Together with a set of constants representing objects in

the domain, it specifies a ground Markov Network containing one feature for each possible grounding of

a first-order formula in the Knowledge Base (KB), with the corresponding weight.

In this work we propose an approach that introduces domain knowledge, represented as a taxonomy, in

the process of learning a model in the context of classification using MLNs. The main contribution of this

work is a methodology that enables a MLN to take advantage of user supplied feature (attribute value)

taxonomies and learn a model that is able to deal with data specified at different levels of abstraction

(or in other words, at different levels in the attribute taxonomies). Our results have shown that this

methodology improves the performance of the algorithm. We called the resulting MLN model, that can

take advantage of user supplied feature (attribute value) taxonomies, Hierarchy based Markov Logic

Network (HMLN).

In addition to an approach to add domain knowledge as taxonomies we also propose an approach to

add domain knowledge as rules extracted from a tree obtained with a Decision Tree (DT) algorithm. In

cases where it is easy to extract rules with good support, our results have shown that this methodology

also improves the performance of the algorithm. However, as observed in our work, this is not always the

case. In cases where it is not easy to extract rules with good support from a tree, using the best rules

found in the literature, does not lead to better results.

This document is organized as follows: chapter 2 reviews some of the work that has attempted to

incorporate some form of domain knowledge in classification problems. This chapter begins covering what

is a classification problem (section 2.1) before reviewing examples from the literature that use classifi-

cation with domain knowledge (section 2.2). Sections 2.2.1 and 2.2.2 address classification with domain

knowledge using taxonomies and ontologies, respectively. Chapter 3 begins by addresses a particular

approach, mentioned earlier, called MLN. In this chapter, sections 3.3 and 3.4, describe the software

used and how to transform a tabular dataset to be used with MLNs, respectively. Chapter 4 begins by

describing our approach, the HMLN. In this chapter, section 4.1, describes the approach of extract rules

from a DT and used them as formulas in the KB. Chapter 5 presents and discuss the results obtained.

Finally, section 6 presents the conclusions of this work and some ideas for future work.
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Chapter 2

Literature Review

From the earliest days, Artificial intelligence (AI) research tended to fall into two largely separate strands:

one focused on logical representations, and one focused on statistical ones. The first includes approaches

like logic programming, description logics, classical planning, symbolic parsing and rule induction. The

second includes approaches like Bayesian networks, hidden Markov models, Markov decision processes,

statistical parsing and neural networks. Logical approaches tend to emphasize handling complexity, and

statistical ones uncertainty [Domingos et al., 2006].

In a data analysis task, a machine learning algorithm is usually applied to the data and the ending

result is a model or a set of patterns that can be further interpreted and visualized. Standard machine

learning algorithms do not “understand” the data: the data is treated as meaningless numbers and

statistics are computed on them to build models, the interpretation of the results is left to human

domain experts [Novak et al., 2009].

The first effort to use domain knowledge in machine learning was undoubtedly made through Inductive

Logic Programming (ILP for short), in this kind of approach, in addition to the training set, an encoding

of the known background knowledge is also provided. An ILP system will then derive a logic program as

an hypothesis, which entails all the positive and none of negative examples. The fact that all information

must be written in declarative languages (like Prolog and Datalog) is one of the drawbacks of ILP, and

one of the reasons for not being widely used. Nevertheless, its structure promotes the representation and

use of domain knowledge. ILP techniques must also deal with the tradeoff between expressiveness and

efficiency of the used representations. Studies show that current algorithms would scale relatively well

as the amount of background knowledge increases. But they would not scale, at all, with the number of

relations involved, and in some cases, with the complexity of the patterns being searched [Antunes and

Silva, 2014]. Further, traditional ILP is unable to cope with the uncertainty of real-world applications

such as missing or noisy data, a known drawback when compared to the statistical approach [Vieira and

Antunes, 2014].

In conclusion, pure logical approaches handle with complexity but they don’t scale very well and can’t

deal with the uncertainty in its original form. On the other hand, pure statistical approaches can scale

very well and deal with uncertainty but in some cases produce models that can’t be represented in a way
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that is easy for humans to understand [Domingos et al., 2006]. For automated classification methods

to be adopted in practice, it is crucial that a relationship of trust may be established between domain

experts and the models generated. When the cost of making mistakes is very high, numerical validation is

usually not enough. This is why it is so important that the generated models are simple, understandable,

and somewhat aligned with certain facts that are known to be true in the domain. Statistical approaches

also ignore the complexities of the real world. First, it is not possible to express or make use of existing

domain knowledge, to explicitate relationships between attributes or hierarchies of features. And second,

it does not allow for constraining the results according to facts which are known to be true, even if not

represented in the subset of data being fed to the learning algorithm. As the real world is complex and

uncertain the idea is to reach a middle ground and use logic to handle the complexity of existing domain

knowledge and statistics to handle the uncertainty and noise in the observations [Vieira and Antunes,

2014].

2.1 Classification

Classification algorithms are the most commonly used machine learning methods and are widely used

to extract valuable information from huge amounts of data [Dogan and Tanrikulu, 2013]. Classification

represents the family of supervised learning techniques where a set of dependent variables needs to be

predicted based on another set of input attributes [Maimon and Rokach, 2005]. Classification can be

defined as the process of finding a model (or function) that describes and distinguishes data classes or

concepts. The model is derived based on the analysis of a set of training data (i.e., data objects for which

the class labels are known). The model is then used to predict the class label of objects for which the

class label is unknown [Han et al., 2011].

The five main families of algorithms in machine learning

Domingos [2015] in his book “The master algorithm: How the quest for the ultimate learning machine

will remake our world”, describes five schools of thought that exist within machine learning: symbolists,

connectionists, evolutionaries, Bayesians, and analogizers. Each of these groups has a set of core beliefs,

and a particular problem that cares the most about.

For symbolists, all intelligence can be reduced to manipulating symbols, in the same way that a

mathematician solves equations by replacing expressions by other expressions. Symbolists understand

that we can’t learn from scratch: we need some initial knowledge to go with the data. They’ve figured out

how to incorporate preexisting knowledge into learning, and how to combine different pieces of knowledge

on the fly in order to solve new problems. The principal algorithm of this “school” is inverse deduction

which figures out what knowledge is missing in order to make a deduction go through, and then makes

it as general as possible.

For connectionists, learning is what the brain does, and so what we need to do is reverse engineer

it. The brain learns by adjusting the strengths of connections between neurons, and the crucial problem

is figuring out which connections are to blame for which errors and changing them accordingly. The
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connectionists’ representative algorithm is backpropagation, which compares a system’s output with the

desired one and them successively changes the connections in layer after layer of neurons so as to bring

the output closer to what it should be.

Evolutionaries believe that the mother of all learning is natural selection. If it made us, it can make

anything, and all we need to do is simulate it on the computer. The key problem that evolutionaries

solve is learning structure: create the brain itself not just adjusting his parameters, like backpropagation

does. The evolutionaries’ principal algorithm is genetic programming, which mates and evolves computer

programs in a way that mimics nature mates and evolves organisms.

Bayesians are concerned above all with uncertainty. All learned knowledge is uncertain, and learning

itself is a form of uncertain inference. The problem then becomes how to deal with noisy, incomplete,

an even contradictory information without falling apart. The solution is probabilistic inference, and the

principal algorithm is Bayes’ theorem and its derivates. Bayes’ theorem tells us how to incorporate new

evidence into our beliefs, and probabilistic inference algorithms do that as efficiently as possible.

And finally, for analogizers, the key to learning is recognizing similarities between situations and

thereby inferring other similarities. If two patients have similar symptoms, perhaps they have the same

disease. The key problem is judging how similar two things are. The analogizers’ representative algorithm

is the support vector machine, which figures out which experiences to remember and how to combine

them to make new predictions.

2.2 Classification with domain knowledge

There is not a lot of research on the use of domain knowledge in machine learning tasks, particularly

in classification problems. In this section, we present some of the existing works from the literature.

One example of a work related to the use of domain knowledge in learning is the work of Nazeri and

Bloedorn [2004]. The authors presented a method to improve the quality of discovered rules by A-priori

[Agrawal et al., 1994] (associations) and C4.5/J48 [Quinlan, 2014] (decision Tree) algorithms applied to

data from aviation safety and intrusion detection domains, incorporating available domain knowledge

into the learning techniques, by reducing the number of uninteresting rules. The authors have developed

a grammar for representing two types of domain knowledge: 1) Facts - knowledge that is known and

accepted by all domain experts, and 2) Beliefs/Preferences - knowledge that the expert has gained by

experience. The facts and preferences were then used in one of two ways: 1) Reduction of “uninteresting”

rules, or 2) Encouragement of “interesting” ones. To allow direct use of domain knowledge within the

A-Priori algorithm, the authors introduced a step in the algorithm that, from the domain knowledge,

check if the present itemset is “interesting” and if is not, skip it. To allow direct use of domain knowledge

within the C4.5/J48 algorithm, the authors modified the attribute selection method so that lower scoring

attributes may be chosen if the domain knowledge indicates such a preference. The authors used two

different domains, aviation safety and intrusion detection domains, to validate the modified versions of A-

Priori and C4.5/J48 algorithms, respectively. In both domains data and domain knowledge were available

and the knowledge for both domains was obtained from domain experts at MITRE Corporation and the
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collaborating airlines.

Barracosa and Antunes [2011] proposed a new methodology to anticipate teachers performance based

on past survey results. In their approach they demonstrate that they could improve classification accuracy

by identify a set of meta-patterns, that are useful for introducing some knowledge to enrich the source

data. The authors represented each teacher as a sequence of survey results along curricular years and

each survey result is an itemset containing the different questions. With teachers represented as temporal

sequences is then possible to apply sequential pattern mining to identify frequent performances. At first,

the proposed approach apply sequential pattern mining algorithm to the data, in order to discover frequent

patterns. The patterns discovered are just frequent results revealed by teachers in the past. From the

set of the identified patterns is then possible to define a set of meta-patterns, useful for introducing some

knowledge to enrich the training step. A meta-pattern is just a generalization of a set of patterns, and can

be seen as the trend that those patterns follow. The last step is just to incorporate acquired knowledge

and train a classifier for anticipating the performance of each teacher in the following semester. The

dataset used in their experiments was collected from pedagogical surveys taken place at a Portuguese

university, along 8 years, corresponding to sequences with 15 events. Each tuple (teacher, semester) is

represented as an itemset. Classification was done with decision trees and the algorithm C4.5/J48 and

the identification of meta-patterns was done manually.

Dahan et al. [2014] proposed an approach that involves intervention in the distribution of the input

data, with the aim of maximizing an economic utility measure. This intervention requires the consid-

eration of domain-knowledge, which is exogenous to the typical classification task. More precisely, the

authors described a proactive approach to machine learning using decision trees and propose a split-

ting rule that is driven by the proactive agenda. The shift from classification to optimization requires

to consider additional knowledge about the business domain, which is exogenous to the actual training

records. The additional knowledge is intended to cover various aspects of the business case, and the

potential of changing the input values. In this work, the authors considered a certain form of additional

knowledge, which consists of an attribute-change cost and a benefit function. In the first phase of their

approach they trained a classifier, and in the second phase used that classifier to find the optimal change.

In their experiments, the authors used a toy dataset of 160 historical observations: 68 churners and 92

non-churning customers, of a wireless operator.

Bochare et al. [2014] proposed an approach to incorporate domain knowledge into a model for predict-

ing risk of breast cancer in post menopausal women using genomic data, family history, and age. Cancer

is a complex and a deadly disease, and its detection in early stages could help to improve the probability

of survival. Therefore, it is important to research the contribution of single nucleotide polymorphisms

(SNPs) in early disease prediction [Bochare et al., 2014]. This will assist doctors in assessing the likeli-

hood of developing breast cancer and in deciding whether to order further testing. Hence, the authors

designed an algorithm to incorporate the risk associated with each SNP into the training set. To do this

11 SNPs were selected from SNPedia [Cariaso, 2007] which have risk associated values. SNPedia provides

references to different studies conducted by researchers on breast cancer patients and SNPs associated

with breast cancer. The proposed algorithm automatically combines the examples from the dataset with
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the information about the risk associated for a given SNP. This enriched dataset was used with four

different classifiers (C4.5/J48 decision tree algorithm, Näıve Bayes [Domingos and Pazzani, 1997], SVM

[Cortes and Vapnik, 1995] and Bayesian networks [Pearl, 2011]) and compared with the results using the

original dataset.

Pardel et al. [2015] proposed an approach for automatically identifying organs from medical CT

images using domain knowledge. More specifically, they proposed an algorithm for the classification of

chest organs (trachea, lungs, bronchus). The proposed approach is based on a two-level classifier. On the

lower level, a classifier is constructed using as input the features extracted from the images. The classifier

is based on a decision tree that is calculated on the basis of the local discretization (information about

local discretization can be found in Bazan et al. [2000]). The authors used standard features such as

surface area, width, height, cover regions and more advanced such as circuit of the object, the coefficient

of thickness or shape. In total, for the purposes of their experiment they defined 18 features. At a higher

level of their two-level classifier, a collection of advisers is able to verify the actions performed earlier

by the lower-level classifier. This is possible by using domain knowledge injected to advisers. To use

the domain knowledge, the authors defined additional features to define the acquired domain knowledge

from experts. As an example, they define features used to describe domain knowledge about the number

of objects that surround an analyzed object. Each of the advisers is constructed as a simple algorithm

based on a logical formula that, on input receives selected information extracted from a tested image

and a decision returned by the lower-level classifier. The output returns confirmation or negation for

the suggestion generated by the lower-level classifier. Using the additional features mentioned above, the

advisers suggest decisions based on domain knowledge like for example “Left lung is located on the left

side of medical image”, “Object located on the left side of medical image is probably not a right lunge”.

2.2.1 Classification with domain knowledge using taxonomies

In today’s information age, individuals have to cope with an huge amount of data, and it is almost

impossible for anyone except those who have stored information to be able to retrieve it. The advent

of the internet, while contributing to the dramatic increase of available data and information, has also

generated an increased interest in using taxonomies to structure information for easier management

and retrieval. In its basic definition, a taxonomy is a structured set of names and descriptions used to

organize information and documents in a consistent way [Lambe, 2014]. Whittaker and Breininger [2008]

define a taxonomy as a controlled vocabulary, in which each term usually has hierarchical relationships,

which means that a taxonomy imposes a topical structure on information. Plangprasopchok and Lerman

[2009] defines a taxonomy as a classification system that helps people organize their knowledge of the

world hierarchically through broader-narrower (superclass-subclass) relations between concepts. This

hierarchical relationships are called IS-A (sub-class-of) relationship which represents a relation between

a generalized concept and a specialized one [Kozaki et al., 2011]. The IS-A hierarchies are widely used

to classify and represent domain concepts. In its tree structure, the root represents the most general

concept an its child nodes represent more specific concepts [Cheung et al., 2006].

There are some works in classification with domain knowledge using taxonomies. One example is
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the work of Zhang et al. [2006]. In which the authors proposed an algorithm, AVT-NBL, that is a

generalization of the Näıve Bayes Learner (NBL) for learning classifiers from Attribute Value Taxonomies

(AVT) and data, in which different instances may have attribute values specified at different levels of

abstraction. We mentioned before that a taxonomy has a tree structure, so in the majority of the cases,

have a root, branches and leaves. Every time that we talk about levels of abstraction in this work, we

are talking about different levels in the taxonomy. A higher level of abstraction is a level up in the

taxonomy, more close to the root, and a low level of abstraction is more close to the leaves being the

leaves the lowest level of abstraction. An Attribute Value Taxonomy associated with an attribute A,

AVT(A), is a tree rooted at A. The set of leaves of the tree corresponds to the set of possible primitive

values of A. The internal nodes of the tree correspond to abstract values of attribute A. The arcs of the

tree correspond to IS-A relationships between attribute values that appear in adjacent levels in the tree

[Zhang et al., 2006]. AVT-NBL starts with the Näıve Bayes classifier that is based on the most abstract

value of each attribute (the most general hypothesis) and successively refines the classifier (hypothesis)

using a criterion that is designed to trade off between the accuracy of classification and the complexity

of the resulting Näıve Bayes classifier. The authors experimented their approach on 37 datasets from the

UC Irvine Machine Learning Repository. For only three of these datasets (i.e. Mushroom, Soybean, and

Nursery), AVTs were supplied by domain experts, for the remaining datasets no expert-generated AVTs

were readily available. The AVTs for these datasets were generated using AVT-Learner a hierarchical

agglomerative clustering algorithm to construct AVTs for learning proposed by Kang et al. [2004]. In

addiction to compare the performance of their approach with the standard Näıve Bayes Learner, the

authors also explored the performance of the algorithm on datasets with different percentages of totally

missing and partially missing attribute values.

2.2.1.1 Hierarchy-based Decision Tree

In this section we discuss a particular work, proposed by Vieira and Antunes [2014], a hierarchy guided

decision tree learning algorithm, an extension of standard decision tree learning algorithm, that is able

to take advantage of user supplied feature (or attribute value) hierarchies and learn a model that is able

to deal with data specified at different levels of abstraction.

Hierarchy Based Decision Tree Learner An hierarchy based decision tree learner is an algorithm

that given a training set, and a set of axioms describing a concept hierarchy, a decision tree model where

each node is an attribute at a possible level of abstraction, each branch is a feature of that attribute at

that same level of abstraction and each leaf is the class being predicted.

The results of using the decision tree algorithm is a tree that is learned from a training data set and

once constructed can be used to classify, previously unseen, unlabeled instances. A decision tree learner

algorithm starts with the original set of labeled instances T as the root node and on each iteration

calculates for example the information gain IE(Ai) for each attribute Ai ∈ T . The attributed Al with

the largest information gain is then used to split T in various partitions, each corresponding to a feature

fi ∈ F (Al) and containing the instances of the training set T where the value of the attribute Al is the
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feature fi. The attribute Al is not present in these partitions. The algorithm continues recursively on

each subset until every element belongs to the same class; there are no attributes left; or there are no

training instances left.

The criterion that determines which attribute is picked at each step of the tree building process ends

up determining much of the tree structure and consequently its complexity, and can boost or hinder the

accuracy of the model.

Using the hierarchy based decision tree learner we add extra dimensions (or attributes) corresponding

to the different levels of abstraction available for each variable. As we climb up in the feature hierarchy,

more features will be aggregated an the attribute representing that level of abstraction will consequently

have less possible values. By using information gain this attribute will never be preferred. Since the goal

of this algorithm is to use the information of the feature hierarchy instead of information gain the authors

used the metric called gain ration [Quinlan, 1986].

Hierarchy Based Decision Tree Classifier Commonly the distinction between learner, model and

classifier is somewhat nebulous. Once the model is built the nodes in the tree correspond directly to

the attributes of every new instance that one might have to classify and it is common to call the model

itself, a classifier. However in Vieira and Antunes [2014] approach it is convenient to make the distinction

clear because the decision tree model itself may not hold all the information needed to classify all the

instances that we can. This happens because each node represents an attribute at a certain level of

abstraction but their model do not require the instances we wish to classify to have these attributes at

the same level of abstraction. They can be formed only by concrete attribute values or by a mix between

concrete and abstract features. Given a hierarchy based decision tree model, a model produced by a

decision tree learner that is aware of the different levels of abstraction that may exist for some or all

attributes. Some domain knowledge and an instance to be classified, a hierarchy based decision tree

classifier (algorithm 1) will start at the root node and if the node is at a higher level of abstraction than

the instances corresponding attribute value, it will use the domain knowledge to climb up the abstraction

tree until the right level of abstraction is reached. It will then follow the appropriate branch. This is

done recursively until a leaf is reached at which point the class is returned.

In their experiments, the authors used the ID3 algorithm [Quinlan, 1986] and the mushroom and

nursery datasets from the UCI Machine Learning Repository. Domain knowledge was obtained from the

book “The Mushroom Hunter’s Field Guide” [Smith and Weber, 1980].

The nursery data set corresponds to 12960 observations with 8 attributes and a target attribute with 5

possible values. The mushroom data set includes descriptions of 8124 samples corresponding to 23 species

of gilled mushrooms in the Agaricus and Lepiota family (although no information is present about the

species of each observation). There are 22 attributes and the target attribute has two possible values:

poisonous or edible. The results obtained show that their approach outperforms both ID3 and C4.5/J48

decision tree algorithms in all the tested subsets of both data sets. The difference is more pronounced

in the smaller training sets, becoming less noticeable as the size of the training set increases. On smaller

training sets it is more likely that not all possible attribute values are present. As Hierarchy Based
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Algorithm 1 A hierarchy based decision tree classifier
1: function Classify(instance, decisionTree, domainKnowledge)
2: r ← root(decisionTree)
3: if children(r) = ∅ then
4: return r
5: end if
6: f ← feature(instance, r)
7: if f = ∅ then
8: f ← feature(instance, concrete(r, domainKnowledge))
9: while f /∈ features(r) do

10: f ← superClassOf(f, domainKnowledge)
11: end while
12: end if
13: subTreechild(r, f) ▷ Tree rooted by the node obtained by following the branch f of node r.
14: return Classify(instance, subTree, domainKnowledge)
15: end function

Decision Tree tries to build a more general model, with some nodes corresponding to abstract attributes,

it is still able to predict the class of instances containing features that were not present in the training

set, while ID3 and C4.5/J48 fail. When the size of the training set grows and all attribute values become

present, ID3 and C4.5/J48 catch up.

2.2.2 Classification with domain knowledge using ontologies

Ontologies and taxonomies provide a structure to the concepts and language used to organize knowledge.

Without them, the knowledge will inevitably be difficult to find and reuse as people have very different

perspectives on how the knowledge is related in the context of their situations. Ontologies specify the

primary concepts and the relationships among the concepts in a particular domain. The term “ontology”

comes from the field of philosophy that is concerned with the study of being or existence. This term

means several things depending on the field in which it is used. In philosophy, ontology is concerned with

the metaphysical nature and relationships of being [Malafsky and Newman, 2009]. In, computer science,

ontologies are used to describe specific conceptual terms and relationships in a standardized machine

readable format [Malafsky and Newman, 2009].

The relationship between two concepts in an ontology can be of any kind, such as “is a part of”, “is

an instance of”, “is a type of”, “is a product of” and so on. In this sense it’s more expressive than a tree

structure taxonomy, because it can specify the exact nature of the relationship between the two concepts

being described. In an ontology any concept can have any relationship (within the set of relationship

types specified by the ontology language) with any other concepts. So an ontology is like a dense network

of interconnected concepts, expressing a wide range of relationships [Lambe, 2014]. Machine readable

ontologies require a computer language to define the concepts and associated relationships [Malafsky and

Newman, 2009]. One standard language is the OWL Web Ontology Language developed by the World

Wide Web Consortium (W3C) [W3C, 2004].

There are some works in the literature of the use of ontologies as a domain knowledge source to assist

on a classification problem. One example is the work by Zhang et al. [2002]. They presented an ontology-

driven decision tree learning algorithm to learn classification rules at multiple levels of abstraction. Since,
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most learning algorithms for data-driven induction of pattern classifiers (e.g., the decision tree algorithm),

typically represent input patterns at a single level of abstraction, usually in the form of an ordered tuple

of attribute values. They typically assume that each pattern belongs to one of a set of disjoint classes.

Thus, any relationships might exist between the different values of an attribute or relationships between

classes (e.g, a hierarchically nested class structure) are ignored. The authors considered a decision tree

learning in a scenario in which each attribute has a single hierarchically structured ontology, or more

precisely hierarchically structured taxonomy over possible values of the attribute, associated with it.

Thus, their learning algorithm has to choose not just a particular attribute, but also an appropriate

level of abstraction in the taxonomy. The basic idea behind their algorithm is to start with abstract

attributes (i.e., groupings of attribute values that correspond to nodes that appear at higher levels of a

hierarchically structured attribute value taxonomy). Thus, each node of a partially constructed decision

tree has associated with it, a set of candidate attributes drawn from the taxonomies associated with

each of the individual attributes. The algorithm maintains for each node in the partially constructed

decision tree, a set of pointers to nodes on the frontier, computes information gain for the corresponding

attributes, and selects from the set of candidate attributes under consideration, one with the largest

information gain. The authors used, in their experiments, a dataset from [Taylor et al., 1997]. Each of

the attributes used to describe instances in this dataset has a taxonomy associated with it. The two

taxonomies are IS-A hierarchies for Beverage and Snack.

 Lukaszewski and Wilk [2016] proposed an approach to the problem of the classification with test costs

understood as the cost of obtaining attribute values of classified examples. On medical diagnosis, it is

not viable to experiment all tests to decide which tests should be carried out in order to control the

tradeoff between the cost of these tests and the accuracy of a classifier. So the appropriate approach may

be reducing the cost of the required tests while maintaining the prediction accuracy of a classifier. The

authors assumed that attribute values are represented at different levels of abstraction. These levels model

domain background knowledge and in order to formally represent this the authors introduced an Attribute

Value Ontology (AVO). In general, AVO can be a directed acyclic graph. For the simplicity reasons they

restrict the definition of AVO by assuming that each concept has at most one direct superconcept (a

parent) and direct subconcepts (children) of each concept are mutually exclusive. Such AVO has a

tree-like hierarchy. In such a tree the root represents a missing value, leaves represent specific attribute

values, and the remaining nodes represent abstract attribute values. Assuming that the cost of obtaining

an abstract value is less than the cost of obtaining a precise value that is a refinement of this abstract

value, the authors introduced levels of abstraction to allow to further reduce test costs. Their approach

sequentially explores these levels during classification in each iteration it selects and conducts a test

that precises the representation of a classified example (i.e., acquires an attribute value), invokes a Näıve

Bayes classifier for this new representation and checks the classifier’s outcome to decide whether this

iterative process can be stopped. The selection of the test in each iteration takes into account the

possible improvement of the prediction accuracy and the cost of this test. The authors also introduced

an approach to extend the Näıve Bayes classifier to handle AVO. In their experiments the authors used

8 from the 37 data sets considered by Zhang et al. [2006] in their studies on applying attribute value
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taxonomies (AVT) in Näıve Bayes, mentioned earlier in this work. Three datasets among the selected

ones (Mushroom, Soybean and Nursery) have attribute value taxonomies (AVTs) supplied by domain

experts. For the remaining five datasets (Audiology, Breast Cancer, Car Evaluation, Dermatology, Zoo)

the authors, like Zhang et al. [2006] have considered AVTs generated by AVT-Learner tool proposed by

Kang et al. [2004]. AVT is the simplest form of AVO.

2.2.2.1 Ontology Aware Decision Tree

The works presented earlier in this section, introduced domain knowledge in the classification process but

only deals with tree-like hierarchy ontologies or in another words - taxonomies, which are a fraction of the

expressive power of true ontologies. Vieira and Antunes [2014] in their work also proposed a method that

adds domain knowledge, represented in Web Ontology Language (OWL for short) 2, to a purely statistical

decision tree learner. This enables a standard way of expressing domain knowledge, so it can be shared

and reused. The authors used the Web Ontology Language, OWL 2 that satisfies this criterion and also

offers plenty expressive power to use in the context of classification. The OWL 2 Web Ontology Language,

informally OWL 2, is an ontology language for the Semantic Web with formally defined meaning. OWL 2

ontologies provide classes, properties, individuals, and data values [Motik et al., 2009]. More specifically,

the proposed algorithm tries to find the best attributes to test in the decision tree, considering both

existing attributes and new ones that can be inferred from the ontology. By exploring the set of axioms

in the ontology, the algorithm is then able to determine in run-time the best level of abstraction for each

attribute, inferring new attributes and select the ones to be used in the tree.

Ontology Aware Decision Tree Learner First, their algorithm makes a bridge between instances in

the data set and domain knowledge in the ontology, so the algorithm can leverage the available domain

knowledge and the labeled instances in the data set. As we can see in Algorithm 2, their approach creates

an individual in the ontology for each instance in the dataset, and makes object property assertions

corresponding to the instance attribute values.

Algorithm 2 Projects data set instances into the ontology as individuals
1: procedure ProjectToOntology(instances, ontology)
2: for all i ∈ instances do
3: j ← individual(i) ▷ create individual for instance
4: ontology ← ontology + j ▷ add individual to ontology
5: for all a ∈ attributes(i) do
6: v ← value(i, a)
7: if hasProperty(a, ontology) ∧ hasIndividual(v, ontology) then
8: objectPropertyAssertion(j, a, v, ontology)
9: end if

10: end for
11: end for
12: end procedure

Then each instance in the data set is enriched with what can be inferred from the ontology. In

Algorithm 3, for each new attribute (as defined in the ontology), the algorithm fetch the individuals for

each possible attribute value.
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Algorithm 3 Obtains attribute values for the new generated attributes
1: procedure GetAttributeValues(ontology)
2: for all a ∈ subClassOf(′Attribute′, ontology, direct = True) do
3: if hasProperty(a, ontology) then ▷ higher levels of abstraction for a
4: for all ah ∈ subClassOf(a, ontology, direct = True) do
5: for all v ∈ subClassOf(ah, ontology, direct = True) do
6: instances(ah, v)← individuals(v, ontology)
7: end for
8: end for
9: else ▷ a is not an abstraction of an existing attribute

10: for all v ∈ subClassOf(a, ontology, direct = True) do
11: instances(a, v)← individuals(v, ontology)
12: end for
13: end if
14: end for
15: end procedure

Summarising, attribute values in the dataset that we want to use while defining axioms are added as

Individuals to the ontology. After this, we can proceed to attribute selection as we usually would in a

normal decision tree algorithm.

Ontology Aware Decision Tree Classifier

The model produced can be used to classify instances where most of the attributes are missing as long

as there is enough information to infer the value of the new attributes and together with the existing

ones they are enough to reach a leaf of the decision tree. As one can see in Algorithm 4, the classifier

works as follows: given an instance I with some possible missing values, an ontology O and a model T

the proposed approach infer additional attribute values for I by applying the axioms in O to the existing

attribute values of I. Then this extended version is used to navigate the decision tree as usually.

Algorithm 4 An ontology based decision tree classifier
1: function Classify(instance, decisionTree, ontology)
2: O ← ProjectToOntology(instance, ontology)
3: IE ← GetAttributeV alues(O)
4: return GetLeaf(IE , decisionTree)
5: end function

6: function GetLeaf(extendedInstance, decisionTree)
7: r ← root(decisionTree)
8: if children(r) = ∅ then
9: return r

10: end if
11: f ← feature(extendedInstance, r)
12: subTree← child(r, f)
13: return GetLeaf(extendedInstance, subTree)
14: end function

In their experiments, as already mentioned in section 2.2.1.1, the authors used the ID3 algorithm

[Quinlan, 1986] and the Mushroom dataset from the UCI Machine Learning Repository. Domain knowl-

edge obtained from the book “The Mushroom Hunter’s Field Guide” [Smith and Weber, 1980] was made

explicit in an OWL 2 ontology. The experimental results showed that their method produces smaller

13



and more accurate trees even on datasets where all features are concrete, but specially on those where

some features are only specified at higher levels of abstraction. They also show that their method per-

forms substantially better than traditional decision tree classifiers in cases where only a small number of

labeled instances are available, and describe how to change the classifier to leverage available knowledge

to classify instances with values not seen in the training set, by inferring values from the ontology. This

is useful to classify instances where the concrete value of some attributes is not known but the abstract

class is, e.g., not knowing the exact phylum of a bacteria, but knowing it is Gram positive.

2.2.3 Classification with domain knowledge with Neural Networks

The literature presented up until now were mostly conducted using a decision tree classifier or a Näıve

Bayes classifier. Classification using domain knowledge in algorithms more complex than this, like Neural

Networks, were mostly done by indirect uses of domain knowledge. Indirect use of domain knowledge is

referred to the use of domain knowledge prior to the classifier to, e.g., select variables and features or

to reduce the amount of search required. Direct use of domain knowledge is when one inserts domain

knowledge directly into the learning process. An example of indirect uses of domain knowledge in neural

networks includes the work of Dugas et al. [2009], where the authors motivated by prior knowledge on the

positivity of the derivatives of the function that gives the price of stock options, introduced new classes

of functions similar to multi-layer neural networks that have those properties, and generalized better

than standard artificial neural networks. Examples of direct use of domain knowledge in neural networks

includes the work of Tan [1997], where the authors proposed a hybrid system termed cascade adaptive res-

onance theory mapping (ARTMAP) that incorporates symbolic knowledge into neural-network learning

and recognition. Cascade ARTMAP represents intermediate attributes and rule cascades of rule-based

knowledge explicitly and performs multistep inferencing. A rule insertion algorithm translates if-then

symbolic rules into cascade ARTMAP architecture.

To the best of our knowledge since this approach, works on the use of direct domain knowledge in

neural networks had not been proposed. However, it seems that new approaches on this are recently

appearing. For example, Teng et al. [2015] proposed an approach to integrate domain knowledge with

Reinforcement Learning (RL) using a self-organizing neural network. Self-organizing neural networks can

be seen as a unsupervised neural network model [Serrano-Cinca, 1996]. Symbol-based domain knowledge

is translated into numeric patterns and represented as propositional rules before inserting into the self-

organizing neural networks. The inserted domain knowledge, represented as propositional rules is used

for action selection and learning. In addition, the authors proposed the greedy exploitation and reward

vigilance adaptation strategies to make better use of domain knowledge to improve learning efficiency.

Using such an approach, exploration is triggered only when no effective cognitive node can be exploited

for the states. It is shown that the appropriate cognitive nodes can be selected as the reward vigilance is

adapted during RL.

Shu et al. [2015] developed a deep network structure, capable of transferring labelling information

across heterogeneous domains, especially from text domain to image domain. This weakly-shared Deep

Transfer Networks (DTNs) can adequately mitigate the problem of insufficient image training data by
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bringing in rich labels from the text domain. The dataset used on their experiments were composed by

648 Flickr images and the associated text parts containing the user tags and comments annotated on

each image. In their experiments, they used ten categories to evaluate the effectiveness on the image

classification task, including birds, building, cars, cats, dogs, fishes, flowers, horses, mountains and planes.

To train DTNs, they collect 1,500 co-occurrence pairs of text and image for each category. These text

labels are transferred by the trained DTNs to label the images.

Zhou et al. [2014] proposed a framework for event trigger identification. Event trigger identification is

the detection of the words describing the event types, and is a crucial and prerequisite step in the pipeline

process of biomedical event extraction. Biomedical event extraction is the process of automatically

detecting description of molecular interactions in research articles. Taking the event types as classes,

event trigger identification can be viewed as a classification task. For each word in a sentence, a trained

classifier predicts whether the word corresponds to an event type and which event type based on the

context features. The proposed framework works as follows: first, scientific publications from Medline

are crawled to form a corpus where domain knowledge can be obtained. Then a neural language model

is built from such a corpus using unsupervised learning. The distributional representation for each word

is induced as the feature of the word (word embedding). Then, for sentences in the training and testing

datasets, protein name identification, syntactic parsing and dependency parsing are performed and local

context features are extracted from the parsing results. After that, features induced by neural language

model and features extracted from syntactic and dependency parsing results are combined. Finally,

training and testing are conducted on the combined feature in a Support Vector Machine classifier.
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Chapter 3

Markov Logic Networks

In this chapter we discuss the Markov Logic Networks (MLNs). We begin by defining what is a Markov

Logic Network (MLN) and, in sections 3.1 and 3.2, we discuss about inference and training in MLNs,

respectively. In section 3.3 we present the software used in this work and finally, in section 3.4, we

describe the methodology followed so that we can use tabular datasets with MLNs.

MLNs were proposed by Richardson and Domingos [2006] and are an approach to combine first-order

logic and probabilistic graphical models in a single representation. Before MLNs, the approaches to do

this, typically focused on combining probability with restricted subsets of first-order logic, like Horn

clauses, frame-based systems or database query languages but, were often quite complex [Richardson and

Domingos, 2006]. In contrary, the approach proposed by Richardson and Domingos [2006] is simple and

yet combines probability and first-order logic with no restrictions other than finiteness of the domain.

MLN is a first-order knowledge base with a weight attached to each formula and can be viewed as a

template for construct Markov Networks, because, once those formulas are grounded to the constants this

becomes a Markov Network. Formally, a Markov network can be defined as [Richardson and Domingos,

2006]:

Definition 1 (Markov network) A Markov network (also known as Markov random field) is a model for

the joint distribution of a set of variables X = (X1, X2, . . . , Xn) ∈ X. It is composed of an undirected

graph G and a set of potential functions ϕk. The graph has a node for each variable, and the model has a

potential function for each clique in the graph. A potential function is a non-negative real-valued function

of the state of the corresponding clique. The joint distribution represented by a Markov network is given

by

P (X = x) = 1
Z

∏
k

ϕk

(
x{k}

)
(3.1)

where xk is the state of the kth clique (i.e., the state of the variables that appear in that clique). Z, known

as the partition function, is given by Z =
∑

x∈X

∏
k ϕk(x{k}). Markov networks are often conveniently

represented as log-linear models, with each clique potential replaced by an exponentiated weighted sum of
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features of the state, leading to

P (X = x) = 1
Z

exp

∑
j

wjfj(x)

 (3.2)

a feature may be any real-valued function of the state.

Domingos et al. [2008] stated that all discrete probabilistic models expressible as products of potentials,

including Markov networks and Bayesian networks, are expressible in Markov Logic. In particular, many

of the models frequently used in Artificial Intelligence can be stated quite concisely as MLNs, combined

and extended simply by adding the corresponding formulas, showing the potential of this approach

[Domingos et al., 2008].

A first-order knowledge base can be seen as a set of hard constraints on the set of possible worlds: i.e.,

if a world violates even one formula, it has zero probability. The basic idea in MLNs is to soften these

constraints: when a world violates one formula in the Knowledge Base (KB) it is less probable, but not

impossible. The fewer formulas a world violates, the more probable it is. Each formula has an associated

weight that reflects how strong a constraint is: the higher the weight, the greater the difference in log

probability between a world that satisfies the formula and one that does not, other things being equal.

From the point of view of probability, MLNs provide a compact language to specify very large Markov

networks, and the ability to flexibly and modularly incorporate a wide range of domain knowledge into

them [Richardson and Domingos, 2006]. More formally, as described in Richardson and Domingos [2006]:

Definition 2 (Markov Logic Network) A Markov logic network L is a set of pairs (Fi, wi), where Fi

is a formula in first-order logic and wi is a real number. Together with a finite set of constants C =

{c1, c2, . . . , c|C|}, it defines a Markov network ML,C as follows:

1. ML,C contains one binary node for each possible grounding of each predicate appearing in L. The

value of the node is 1 if the ground atom is true, and 0 otherwise.

2. ML,C contains one feature for each possible grounding of each formula Fi in L. The value of this

feature is 1 if the ground formula is true, and 0 otherwise. The weight of the feature is the wi

associated with Fi in L.

The graphical structure of ML,C follows from definition 2: there is an edge between two nodes of

ML,C iff the corresponding ground atoms appear together in at least one grounding of some formula in L

[Richardson and Domingos, 2006]. To better visualise this, consider the follow example: we want to build

a model to classify if a mushroom is poisonous or not. And we have a first-order KB that, for simplicity,

has only the two formulas presented in (3.3), and adapted from [Duch et al., 2001].

SporePrintColor(x, green)⇒ Class(x, poisonous)

Habitat(x, leaves) ∧ CapColor(x, white)⇒ Class(x, poisonous) (3.3)
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SporePrintColor(A, green)

CapColor(A, white) Habitat(A, leaves)

Class(A, poisonous)

SporePrintColor(B, green)

CapColor(B, white) Habitat(B, leaves)

Class(B, poisonous)

Figure 3.1: Ground Markov Network obtained by applying the formulas in (3.3), to the constants Mush-
room A (A) and Mushroom B (B).

The first step in a MLN is the grounding of the formulas presented in the KB. Figure 3.1 shows the

graph of the ground Markov network defined by the formulas in (3.3) and the constants mushroom A (A)

and mushroom B (B). Each node in this graph is a ground atom (e.g., CapColor(Mushroom A, white)).

The graph contains an arc between each pair of atoms that appear together in some grounding of one

of the formulas. ML,C can now be used to infer the probability that Mushroom A and Mushroom B are

poisonous given their Cap color, their Spore print color and their Habitat.

Each state of ML,C represents a possible world. A possible world is a set of objects, a set of functions

(mapping from tuples of objects to objects), and a set of relations that hold between those objects;

together with an interpretation, they determine the truth value of each ground atom. The following

assumptions ensure that the set of possible worlds for (L, C) is finite, and that ML,C represents a unique,

well-defined probability distribution over those worlds, irrespective of the interpretation and domain.

These assumptions are: Unique names - Different constants refer to different objects; Domain closure

- The only objects in the domain are those representable using the constant and function symbols in

(L, C); Known functions - For each function appearing in L, the value of that function applied to every

possible tuple of arguments is known, and is an element of C [Richardson and Domingos, 2006].

The possible groundings of a predicate in Definition 2 are obtained simply by replacing each variable

in the predicate with each constant in C, and replacing each function term in the predicate by the

corresponding constant. Algorithm 5 shows how the groundings of a formula are obtained given the

assumptions discussed earlier.
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Algorithm 5 Construction of all groundings of a first-order formula in Markov Logic Networks
Inputs: F - a formula in first-order logic and C - a set of constants
Output: GF - a set of ground formulas
Call: CNF (F, C) - which converts F to conjunctive normal form, replacing existentially quantified

formulas by disjunctions of their groundings over C
1: function Ground(F, C)
2: F ← CNF (F, C)
3: GF = ∅
4: for each clause Fj ∈ F do
5: Gj = Fj

6: for each variable x ∈ Fj do
7: for each clause Fk(x) ∈ Gj do
8: Gj ← (Gj\Fk(x))∪

{
Fk(c1), Fk(c2), . . . , Fk(c|C|)

}
, where Fk(ci) is Fk(x) with x replaced

by ci ∈ C
9: end for

10: end for
11: GF ← GF ∪Gj

12: end for
13: for each ground clause Fj ∈ GF do
14: repeat
15: for each function f(a1, a2, . . . ) all of whose arguments are constants do
16: Fj ← Fj with f(a1, a2, . . . ) replaced by c, where c = f(a1, a2, . . . )
17: end for
18: until Fj contains no functions
19: end for
20: return GF

21: end function

3.1 Inference

In a inference problem, we want to find the most probable state of the world given some evidence. This

is known as Maximum A Posteriori Probability (MAP) inference in the Markov network literature, and

MPE (Most Probable Explanation) inference in the Bayesian network literature [Domingos et al., 2008].

In Markov logic this reduces to finding the truth assignment that maximizes the sum of weights of satisfied

clauses. This can be done using any weighted satisfiability solver. Domingos et al. [2008] have successfully

used MaxWalkSAT, a weighted variant of the WalkSAT local-search satisfiability solver, which can solve

hard problems with hundreds of thousands of variables in minutes. MaxWalkSAT performs this stochastic

search by picking an unsatisfied clause at random and flipping the truth value of one of the atoms in

it. With a certain probability, the atom is chosen randomly; otherwise, the atom is chosen to maximize

the sum of satisfied clause weights when flipped. This combination of random and greedy steps allows

MaxWalkSAT to avoid getting stuck in local optima while searching [Domingos et al., 2008]. Pseudocode

for MaxWalkSAT is shown in Algorithm 6. DeltaCost(v) computes the change in the sum of weights of

unsatisfied clauses that results from flipping variable v in the current solution. Uniform(0,1) returns a

uniform deviate from the interval [0, 1].

One problem with this approach is that it requires propositionalizing the domain (i.e., grounding all

atoms and clauses in all possible ways), which consumes memory exponentially to the arity of the clauses.

The authors overcome this by developing LazySAT, a lazy version of MaxWalkSAT which grounds atoms

and clauses only as needed [Domingos et al., 2008]. This takes advantage of the sparseness of the domain,
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Algorithm 6 MaxWalkSAT algorithm
1: function MaxWalkSAT(weighted clauses, max flips, max tries, target, p)
2: vars← variables in weighted clauses
3: for i← 1 to max tries do
4: soln← a random truth assignment to vars
5: cost← sum of weights of unsatisfied clauses in soln
6: for i← 1 to max flips do
7: if cost ≤ target then
8: return “Success, solution is”, soln
9: end if

10: c← a randomly chosen unsatisfied clause
11: if Uniform(0,1) < p then
12: vf ← a randomly chosen variable from c
13: else
14: for each variable v in c do
15: compute DeltaCost(v)
16: end for
17: vf ← v with lowest DeltaCost(v)
18: end if
19: soln← soln with vf flipped
20: cost← cost + DeltaCost(vf)
21: end for
22: end for
23: return “Failure, bet assignment is”, best soln found
24: end function

where in the majority of the cases, most atoms are false and most clauses are trivially satisfied. In

LazySAT, the memory cost does not scale with the number of possible clause groundings, but only with

the number of groundings that are potentially unsatisfied at some point in the search. Pseudocode for

LazySAT is shown in Algorithm 7.

LazySAT maintains a set of active atoms and a set of active clauses. A clause is active if it can be

made unsatisfied by flipping zero or more of its active atoms. (Thus, by definition, an unsatisfied clause is

always active.) An atom is active if it is in the initial set of active atoms, or if it was flipped at some point

in the search. The initial active atoms are all those appearing in clauses that are unsatisfied if only the

atoms in the database are true, and all others are false. The unsatisfied clauses are obtained by simply

going through each possible grounding of all the first-order clauses and materializing the groundings that

are unsatisfied; search is pruned as soon as the partial grounding of a clause is satisfied. Given the

initial active atoms, the definition of active clause requires that some clauses become active, and these

are found using a similar process (with the difference that, instead of checking whether a ground clause

is unsatisfied, we check whether it should be active). Each run of LazySAT is initialized by assigning

random trueth values to the active atoms. This differs from MaxWalkSAT, which assigns random values

to all atoms [Domingos et al., 2008].

At each step in the search, the variable that is flipped is activated, as are any clauses that by definition

should become active as a result. When evaluating the effect on cost of flipping a variable v, if v is active

then all of the relevant clauses are already active, and DeltaCost(v) can be computed as in MaxWalkSAT.

If v is inactive, DeltaCost(v) needs to be computed using the knowledge base. This is done by retrieving

from the KB all first-order clauses containing the atom that v is a grounding of, and grounding each
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Algorithm 7 LazySAT Algorithm
1: function LazySAT(weighted KB, D, max flips, max tries, target, p)
2: for i← 1 to max tries do
3: active atoms← atoms in clauses not satisfied by DB
4: active clauses← clauses activated by active atoms
5: soln← random truth assignment to active atoms
6: for i← 1 to max flips do
7: if cost ≤ target then
8: return “Success, solution is”, soln
9: end if

10: c← a randomly chosen unsatisfied clause
11: if Uniform(0,1) < p then
12: vf ← a randomly chosen variable from c
13: else
14: for each variable v in c do
15: compute DeltaCost(v), using weighted KB if v /∈ active atoms
16: end for
17: vf ← v with lowest DeltaCost(v)
18: end if
19: if vf /∈ active atoms then
20: add vf to active atoms
21: add clauses activated by vf to active clauses
22: end if
23: soln← soln with vf flipped
24: cost← cost + DeltaCost(vf)
25: end for
26: end for
27: return “Failure, bet assignment is”, best soln found
28: end function
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such clause with the constants in v and all possible groundings of the remaining variables. As before, we

prune search as soon as a partial grounding is satisfied, and add the appropriate multiple of the clause

weight to DeltaCost(v). (A similar process is used to activate clauses.)

At each step, LazySAT flips the same variable that MaxWalkSAT would, and hence the result of the

search is the same. The memory cost of LazySAT is on the order of the maximum number of clauses

active at the end of a run of flips. (The memory required to store the active atoms is dominated by the

memory required to store the active clauses, since each active atom appears in at least one active clause.)

Algorithms more efficient for MAP inference in MLNs were proposed, like Cutting Plane Inference

(CPI) algorithm proposed by Riedel [2012]. However, we considered out of the scope of this work to

discussed those algorithms in detail.

3.2 Training

Once the grounded Markov Network is constructed, the next step in a MLN, is to calculate the weights

associated to each formula in the KB. There are two approaches to weight learning in MLNs: generative

and discriminative. In generative learning, there is no separate notion of query or evidence atoms. The

weights are learned by maximizing the log-likelihood of the entire set of ground atoms [Mittal et al.,

2015]. In particularly, given a set of formulas and a database of atoms, a training set, we wish to

find the formulas’ maximum a posteriori (MAP) weights, i.e., the weights that maximize the product

of their prior probability (prior probability represent what we originally believed before new evidence is

uncovered) and the data likelihood. Since optimization is typically posed as error function minimization,

we will equivalently minimize the negative log-likelihood [Lowd and Domingos, 2007]. One approach to

generative weight learning was proposed by [Singla and Domingos, 2005] and is called pseudo-likelihood.

If x is a possible world and xl is the lth ground atoms’ truth value, the pseudo-log-likelihood of x given

weights w is:

log P ∗
w(X = x) =

n∑
l=1

Pw(Xl = xl|MBx(Xl)) (3.4)

where MBx(Xl) is the state of the Markov blanket of Xl in the data (i.e., the truth values of the

ground atoms it appears in some ground formula with or, in another words, the state of the Xl direct

neighbours). The gradient of the pseudo-log-likelihood is:

∂

∂wi
log P ∗

w(X = x) =
n∑

l=1

[
ni(x)− Pw(Xl = 0|MBx(Xl))ni(x|Xl=0|)

− Pw(Xl = 1|MBx(Xl))ni(x|Xl=1|)
] (3.5)

where ni(x|Xl=0|) is the number of true grounding of the ith formula when we force Xl = 0 and

leave the remaining data unchanged, and similarly for ni(x|Xl=1|). Computing this expression or (3.4)

does not require inference over the model, the algorithms used to learn the weights previously to this
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approach required inference over the model, which can be very expensive [Richardson and Domingos,

2006]. Pseudo-likelihood can been seen as the product of the conditional likelihood of each variable given

the values of its neighbours in the data. While efficient for learning, pseudo-likelihood parameters may

lead to poor results when inference across non-neighbouring variables is required [Singla and Domingos,

2005].

As already mentioned, there is another weight learning approach called discriminative learning. In

discriminative learning, we know a priori which predicates will be used to supply evidence and which

ones will be queried [Mittal et al., 2015]. In many applications, like in classification problems, we know

a priori which atoms will be evidence and which ones will be queried, and the goal is to correctly predict

the latter given the former. If we partition the ground atoms in the domain into a set of evidence atoms

X and a set of query atoms Y, the conditional likelihood of Y given X is [Singla and Domingos, 2005]:

P (y|x) = 1
Zx

exp

(∑
i∈FY

wini(x, y)

)
= 1

Zx
exp

∑
j∈GY

wjgj(x, y)

 (3.6)

where FY is the set of all MLN clauses with at least one grounding involving a query atom, ni(x, y) is

the number of true groundings of the ith clause involving query atoms, GY is the set of ground clauses in

ML,C involving query atoms, and gj(x, y) = 1 if the jth ground clause is true in the data and 0 otherwise.

The gradient of the conditional log-likelihood is

∂

∂wi
log Pw(y|x) = ni(x, y)−

∑
y′

Pw(y′|x)ni(x, y′)

= ni(x, y)− Ew

[
ni(x, y)

] (3.7)

Computing the expected counts Ew[ni(x, y)] is however intractable in all but the smallest domains,

since counting the number of true groundings of a first-order clause in a database is #P-complete Singla

and Domingos [2005]. In large domains, the number of true groundings of a formula may be counted

approximately, by uniformly sampling groundings of the formula and checking whether they are true in

the data [Domingos and Lowd, 2009].

3.2.1 Voted perceptron

We can approximate the expected counts Ew[ni(x, y)] using MAP state (i.e., the most probable state of

y given x) [Singla and Domingos, 2005]. The MAP approximation is inspired by the voted perceptron

algorithm proposed by [Collins, 2002] for discriminatively learning hidden Markov models. The basic idea

of the voted perceptron algorithm is to approximate the intractable expectations Ew[ni] with the counts

in the most probable state (MAP) of y given x. Collins [2002] voted perceptron algorithm initializes

all weights to zero, performs T iterations of gradient descent using the MAP approximation. The MAP

state can be found in polynomial time using the Viterbi algorithm, a form of dynamic programming.

To combat overfitting, instead of returning the final weights, the voted perceptron returns the average
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of the weights from all iterations of gradient descent. Gradient descent algorithms use the gradient, g

from equation (3.7), scaled by a learning rate, η, to update the weight vector w in each step [Lowd and

Domingos, 2007]:

wt+1 = wt − ηg (3.8)

T is chosen using a validation subset of the training data. Generalizing this solution to arbitrary

MLNs requires replacing the Viterbi algorithm with a general-purpose algorithm for MAP inference in

MLNs. Since y∗
w(x) is the state that maximizes the sum of the weights of the satisfied ground clauses,

it can be found using the MaxWalkSat solver (see Algorithm 6). Given an MLN and set of evidence

atoms, the KB to be passed to MaxWalkSat is formed by constructing all groundings of clauses in the

MLN involving query atoms, replacing the evidence atoms in those groundings by their truth values, and

simplifying.

3.2.2 Contrastive Divergence

Unlike the Viterbi algorithm, MaxWalkSat is not guaranteed to find the global MAP state. This is a

potential additional source of error in the weight estimates produced [Collins, 2002]. The quality of the

estimates can be improved by running a Gibbs sampler starting at the state returned by MaxWalkSat,

and averaging counts over the samples. In statistics, Gibbs sampling or a Gibbs sampler is a Markov

chain Monte Carlo (MCMC) algorithm for obtaining a sequence of observations which are approximated

from a specified multivariate probability distribution, when direct sampling is difficult.

MCMC is essentially a Monte Carlo integration, a technique for numerical integration using random

numbers that draws samples from the required distribution and then forms sample averages to estimate

the desired probability [Gilks et al., 1995], using Markov Chains. A Markov chain X is a discrete time

stochastic process {X0, X1, ...} with the property that the distribution of Xt given all previous values of

the process, X0, X1, ..., Xt−1 only depends upon Xt−1 [Roberts, 1996]. MCMC draws samples by running

a cleverly constructed Markov chain for a long time [Gilks et al., 1995].

The sequence obtained using Gibbs sampling can be used to approximate the joint distribution (e.g.,

to generate a histogram of the distribution); to approximate the marginal distribution of one of the

variables, or some subset of the variables (for example, the unknown parameters or latent variables); or

to compute an integral (such as the expected value of one of the variables) [Casella and George, 1992]. In

the limit, this is equivalent to computing the expected counts exactly, which gives us a straightforward

way of trading off computational cost and accuracy of estimates [Singla and Domingos, 2005]. This is

essentially what the contrastive divergence algorithm does.

The contrastive divergence algorithm is identical to voted perceptron algorithm, except that it approx-

imates the expectations Ew[ni(x, y)] from a small number of MCMC samples instead of using the MAP

state. Using MCMC is presumably more accurate and stable, since it converges to the true expectations

in the limit. While running an MCMC algorithm to convergence at each iteration of gradient descent is in-
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feasibly slow, Hinton [2006] has shown that a few iterations of MCMC yield enough information to choose

a good direction for gradient descent. Hinton [2006] named this method contrastive divergence, because

it can be interpreted as optimizing a difference of Kullback-Leibler divergences. The Kullback-Leibler

Divergence is a widely used tool in statistics and pattern recognition. The Kullback-Leibler divergence

between two Gaussian Mixture Models is frequently needed in the fields of speech and image recognition.

Kullback-Leibler divergence is an information-based measure of disparity among probability distributions

[Hershey and Olsen, 2007]. Contrastive divergence can also be seen as an efficient way to approximately

optimize log-likelihood. The MCMC algorithm typically used with contrastive divergence is Gibbs sam-

pling, but for MLNs the much faster alternative of MC-SAT is available [Lowd and Domingos, 2007]. In

the next section we discussed in more detail the MC-SAT algorithm because this is the default algorithm

to compute the expected counts in the software that we used in this work (discussed in section 3.3).

3.2.2.1 MC-SAT algorithm

Many real-world problems require the use of both probabilistic and deterministic information. For ex-

ample, entity resolution (the problem of determining which observations correspond to the same object)

involves both probabilistic inferences (e.g., observations with similar properties are more likely to be the

same object) and deterministic ones (e.g., transitive closure: if x = y and y = z, then x = z). Deter-

ministic dependencies break the support of a probability distribution into disconnected regions, making

it difficult to design ergodic Markov chains for MCMC inference. An ergodic Markov chain is a Markov

chain in which it is possible to go from every state to every state (not necessarily in one move). Gibbs

sampling is trapped in a single region, and never converges to the correct answers. Running multiple

chains with random starting points does not solve this problem, because it does not guarantee that dif-

ferent regions will be sampled with frequency proportional to their probability, and there may be a very

large number of regions. MC-SAT is an MCMC algorithm proposed by Poon and Domingos [2006] that is

able to handle deterministic and near-deterministic dependencies by using Wei et al. [2004] SampleSAT

as a subroutine to efficiently jump between isolated or near-isolated regions of non-zero probability, while

preserving detailed balance [Poon and Domingos, 2006].

MC-SAT applies slice sampling to Markov logic. Slice sampling is an alternative to Gibbs sampling

that is often easier to implement than Gibbs sampling and more efficient (more information about slice

sampling can be found in Neal [2003]). Using SampleSAT a hybrid strategy proposed by Wei et al. [2004]

which interleaves simulated annealing steps and WalkSAT (a local-search satisfiability solver) steps, to

sample a new state given the auxiliary variables. Simulated annealing is a probabilistic technique for

approximating the global optimum of a given function and can also be used as a method for sampling

[Wei et al., 2004].

In the Markov network obtained by applying an MLN to a set of constants, each ground clause ck

corresponds to the potential function ϕk(x) = ewk∗fk(x), which has value ewk if ck is satisfied, and 1

otherwise. MC-SAT algorithm introduces an auxiliary variable uk for each ck. Assuming for the moment

that all weights are non-negative, on the ith iteration of MC-SAT, if ck is not satisfied by the current state

x(i), uk is drawn uniformly from [0, 1]; therefore uk ≤ 1 and uk ≤ ewi , and there is no requirement that
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it be satisfied in the next sate. If ck is satisfied, uk is drawn uniformly from [0,ewi ], and with probability

1 − e−wi it will be greater than 1, in which case the next state must satisfy ck. Thus, sampling all the

auxiliary variables determines a random subset M of the currently satisfied clauses that must also be

satisfied in the next sate. We then take as the next state a uniform sample from the set of states SAT (M)

that satisfy M . (Notice that SAT (M) is never empty, because it always contains at least the current

state.) The initial state is found by applying a satisfiability solver to the set of all hard clauses in the

network (i.e., all clauses with infinite weight). A hard clause is one in which worlds that violate it should

have zero or negligible probability. If this set is unsatisfiable, the output of MC-SAT is undefined.

Algorithm 8 gives pseudo-code for MC-SAT. US is the uniform distribution over set S. At each step,

all hard clauses are selected with probability 1, and thus all sampled states satisfy them. For brevity, the

code ignores the case of negative weights. These are handled by noting that a clause with weight w < 0

is equivalent to its negation with weight w, and a clauses negation is the conjunction of the negations of

all of its literals. Thus, instead of checking whether the clause is satisfied, we check whether its negation

is satisfied; if it is, with probability 1ew we select all of its negated literals, and with probability ew we

select none.

Algorithm 8 MC-SAT algorithm
1: function MC-SAT(clauses, weights, num samples)
2: x(0) ← Satisfy(hard clauses)
3: for i← 1 to num samples do
4: M ← ∅
5: for all ck ∈ clauses satisfied by x(i−1) do
6: With probability 1− e−wk add ck to M
7: end for
8: Sample x(i) ∼ USAT (M)
9: end for

10: end function

Because successive samples in MC-SAT are much less correlated than successive sweeps in Gibbs

sampling, they carry more information and are likely to yield a better descent direction. In particular,

the different samples are likely to be from different modes, reducing the error and potential instability

associated with choosing a single mode [Lowd and Domingos, 2007].

More recent algorithms for weight learning can be found in MLNs Lowd and Domingos [2007], we

considered out of the scope of this work to discuss them in detail.

Applications of Markov Logic Networks

MLNs had been successfully applied in a variety of areas since they were proposed. For example, they

were applied in Object Recognition, Robotics, Modelling Home Systems, Information Extraction, Social

Analysis and Web, and also in Natural Language Processing. For a more detailed reading about the

application of MLNs see appendix A.
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3.3 Software and libraries used

In this work we use Python using the matplolib, pandas and numpy libraries. Particularly to run the

MLNs we used the Alchemy 2.0 Software.

Alchemy 2.0 is a open-source software package for inference and learning in MLNs [Domingos et al.,

2012]. Alchemy was developed by the same research group that proposed the MLNs and can perform

three basic tasks: structure learning, weight learning, and inference. The former two involve learning

the structure or parameters of a model given a training database consisting of ground atoms. The latter

involves inferring the probability or most likely state of query atoms given a test database consisting of

evidence ground atoms. In this work we are interested in weight learning and inference.

We run our work on one core of an Intel(R) Xeon(R) CPU E5-2680 v2 @ 2.80GHz.

3.4 Transforming the dataset to First-Order Logic

As previous discussed, a MLN is a first-order KB with a weight attached to each formula. To use MLN

in our work, we need to have a KB, in other words, predicates and formulas. Since the datasets that

we used are tabular we have to have a way to convert them into predicates and formulas. We used

the methodology presented by Silva and Cozman [2008]. The same methodology is used in one of the

examples in the Alchemy website [Domingos et al., 2012]. In this methodology, first we convert the

attributes (including the class attribute) into representative FOL predicates.

Cap Color Habitat Odor Class

0 brown urban pungent poisonous

Predicates:
CapColor(row, value capcolor!)

Habitat(row, value habitat!)
Odor(row, value odor!)
Class(row, value class!)

Formulas:
Class(row, +value class) ∧ CapColor(row, +value capcolor)

Class(row, +value class) ∧Habitat(row, +value habitat)
Class(row, +value class) ∧Odor(row, +value odor)

New training set:
CapColor(0, brown)
Habitat(0, urban)
Odor(0, pungent)

Class(0, poisonous)

Figure 3.2: This figure exemplifies how we can obtain the KB and the transformed training set having
a tabular dataset containing only one row. Note that the “!” operator in the Alchemy Software, is to
indicate that each row as only one value for the predicate in question and the “+” operator allows us to
learn a weight for each combination of values for the predicate in question.

Observing figure 3.2 for example, for the attribute Cap color, we can see how to do this: we create a

predicate called CapColor(row, value capcolor!). The “!” operator in the Alchemy Software allows one

to specify variables that have mutually exclusive and exhaustive values. In this case, it means that any

row has exactly one value for the Cap color attribute.
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After converting the attributes to representative FOL predicates, we need to build conjunctions be-

tween pairs of the class predicate and attribute predicates. Again, observing figure 3.2, we can observe

what we meant by conjunctions between pairs of class predicate and attribute predicates. For the at-

tribute Cap color, we create a conjunction between this attribute and the class attribute resulting in

the following formula: Class(row, +value class) ∧ CapColor(row, +value capcolor). The meaning of

the “+” operator in the Alchemy Software is as following: a weight is learned for each combination of

the values in the ground formulas for the variables preceded by this operator. With this we will have a

formula for all of the combinations between all the possible values for the attributes Cap color and Class.
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Chapter 4

Hierarchy based Markov Logic

Network

As mentioned in chapter 1, two key challenges in most machine learning applications are uncertainty

and complexity. Logic, especially, first-order logic (FOL) provides a expressive, compact and elegant way

to express domain knowledge. Probabilistic methods are better at handling the uncertainty and noise

in real data. However, both of these are necessary to build intelligent systems and handle real-world

applications [Domingos et al., 2008]. Markov Logic Networks (MLNs) combine logic and probability by

attaching weights to first-order clauses. By combining FOL and probability we can use the advantages

of both [Domingos et al., 2008]. MLNs have gained traction in the Artificial intelligence (AI) community

in recent years because of this ability to combine the expressiveness of FOL with the robustness of

probabilistic representations [Kok and Domingos, 2010]. In our work, we are interested on studying

the problem of learning to classify a set of instances based on an available training set and domain

knowledge. By having the robustness of probabilistic representations and the FOL expressive power to

express domain knowledge, we consider MLNs as the most promising tool to go further on incorporating

background knowledge in the classification process, as proposed above.

In this chapter, we begin by presenting our method of adding the taxonomies to a MLN model. We

called this MLN model, that can take advantage of user supplied feature (attribute value) taxonomies,

Hierarchy based Markov Logic Network (HMLN).

In addition to an approach to add domain knowledge as taxonomies we also propose an approach, in

section 4.1, to add domain knowledge as rules extracted from a tree obtained with a DT algorithm.

As already mentioned, the goal of our work is to add domain knowledge to our model to improve

it’s performance using MLNs and so, we need to develop a method to do it. For simplicity reasons, we

decided to use taxonomies as the representation of the domain knowledge. In figure 4.1 we an example

on how to deal with each attribute/predicate.

The strategy is to iterate over all ground predicates in the training set and, if the corresponding

attribute related to that predicate has a taxonomy, add to the training set a new ground predicate that

have as the constant value, the value of its parent in the taxonomy. For example, in figure 4.1, we
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Cap Color Odor Class

0 brown pungent poisonous

New training set:
CapColor(0, brown)

Odor(0, pungent)
Class(0, poisonous)

CapColor(0, darkcap)
Odor(0, bad)

Cap color

Dark cap

brown cinnamon

Dim cap

grey red

Light cap

white pink buff yellow

Odor

Bad

musty foul pungent creosote

none Pleasant

almond anise

Figure 4.1: The methodology used to add the domain knowledge represented as taxonomies to our models
was as follow: iterate over each ground predicate in the training set and if the predicate have a taxonomy
add a new predicate ground to the value of the parent in the taxonomy.

begin with the ground predicate CapColor(0, brown). We can observe that in Cap color taxonomy the

parent for “brown” value is “Dark cap”, so the new ground predicate that we add to the training set

is CapColor(0, darkcap). With algorithm 9 we formalize our strategy of adding the taxonomies to the

training set.

Algorithm 9 Add the taxonomies to the training set
Inputs: T - attributes taxonomies and G - training set that is a set of ground predicates

1: function ADD TAXONOMIES(T, G)
2: GT ← G
3: for each predicate P ∈ G do
4: attribute name← get predicate name(P )
5: row number ← get predicate row(P )
6: attribute current value← get predicate value(P )
7: TP ← get attribute taxonomy(T, attribute name)
8: attribute new value← get parent value(attribute name, attribute current value, TP )
9:

10: PT ← create predicate(attribute name, row number, attribute new value)
11: GT ← GT + PT

12: end for
13: return GT

14: end function

After adding the taxonomies, we train a MLN with the modified training set. When we introduced
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in section 3.4 how to transform our tabular data to FOL we said that the predicates will have a “!”

operator. This tells the Alchemy that each row as only one value for the predicate in question. In our

methodology, to add the taxonomies to the training set we are basically adding a new predicate with the

exact same row but a different value. What we actually do is remove the “!” operator before doing the

training and add this operator again before performing the inference process.

Observing figure 4.1 while keeping in mind the method to transform the tabular dataset to predicates

and formulas presented in section 3.4 if we train a MLN with this training set it will result in these four

weighted formulas presented in table 4.1.

Table 4.1: Clauses that appear in the Knowledge Base after the learning step with the training set from
figure 4.1.

w1 Class(row, poisonous) ∧ CapColor(row, brown)
w2 Class(row, poisonous) ∧ CapColor(row, darkcap)

w3 Class(row, poisonous) ∧Odor(row, pungent)
w4 Class(row, poisonous) ∧Odor(row, bad)

Now we have to decided if we want to abstract or not before performing inference. In Markov Logic

each formula has an associated weight that reflects how strong a constraint it is: the higher the weight,

the greater the difference in log probability between a world that satisfies the formula and one that does

not, other things being equal [Richardson and Domingos, 2006]. The weight of a formula may also be

negative, which effectively means that the negation of the formula is likely to hold [Niu et al., 2011].

Or in other words, negative weights correspond to rules that are usually wrong, zero weights correspond

to rules that have no influence and positive weights correspond to rules that are usually true [Beedkar

et al., 2013]. The negative weights are handled by the propriety that a clause with weight w < 0 is

equivalent to its negation with weight −w, and a clauses negation is the conjunction of the negations of

all of its literals. Thus, instead of checking whether the clause is satisfied, we check whether it’s negation

is satisfied [Poon and Domingos, 2006].

Having this in mind our criterion to choose if we abstract or not is to compare the average weight value

for each level (leaves, level 1, level 2, etc) and choose the level that have the highest average weight value.

We do this for each attribute so attributes can and probably will be, at different levels of abstraction.

Initially, we thought about building different MLNs for each level of the taxonomies and return the best

value. However, we decided to built only one MLN giving as input all the values for all the levels of the

taxonomies. It is not guaranteed that if we abstract attribute Cap color at level one, for example, and

this led to better results the same will happening with attribute Odor. Besides, by comparing all the

levels at the same time the case of the attributes being at the same abstract level is included. Algorithm

10 formalizes our strategy to choose to abstract or not.

We can observe from algorithm 10 that if we decide to abstract an attribute we remove the formulas

with concrete values and increase the weights of the formulas with abstract values (formulas with values

corresponding to the parents of the attribute taxonomy), according to the information gain [Kent, 1983]

for the attribute in question. Initially we simply removed the formulas with concrete values but would

not always produce better results than the standard MLN.
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The approach that worked the best was when we abstract an attribute that has a high information

gain (we considered a value higher than 0.6), in this case, we need to adjust the weight to reflect it’s

importance. The way we do this is by multiplying the weight of the formula with abstract value by the

number of formulas with values that corresponds to its children in the taxonomy. To better explain this,

let’s assume that we decide to abstract the attribute Odor and we have the following formulas:

w1 Class(row, poisonous) ∧Odor(row, bad)

w2 Class(row, poisonous) ∧Odor(row, musty)

w3 Class(row, poisonous) ∧Odor(row, pungent)

“Bad” is the parent of both “pungent” and “musty” in the Odor taxonomy. Since we decide to

abstract the attribute Odor we are going to remove w2 Class(row, poisonous) ∧ Odor(row, musty) and

w3 Class(row, poisonous) ∧ Odor(row, pungent) from the KB that we are going to use to perform the

inference step. Let’s also assume that Odor has a information gain value higher than 0.6 in our training

set. What we do is multiply the weight of the formula with the abstract value “bad” by two, i.e. the

number of formulas that have as values children of the value “bad” in the Odor taxonomy. Thus, in the

KB only one formula will remain: w∗
1 Class(row, poisonous) ∧Odor(row, bad) with w∗

1 = w1 × 2.

For us to use this KB in the inference task we have to transform the ground predicates in the test set,

in the this example, we need to replace the values for the predicates with values “pungent” and “musty”

for “bad”. And that’s why algorithm 10 also returns a dictionary that have the chosen level for each

attribute.

Before performing inference, as mentioned before, we need to transform the test set because we have

the value at leaves’s level of the attributes taxonomies. We iterate over each ground predicate and look

at the dictionary that have the chosen levels of abstraction for each attribute and replace the value of

the predicate accordingly. Observing figure 4.2, we can see how to do this more clearly. In this example

we don’t change the predicates related to the attribute Cap color because we choose not to abstract for

this attribute. But for the attribute Odor we are going to abstract to level 1. So we replace the value of

the predicates related to the attribute odor with the corresponding parent value.

Algorithm 11 is a summary of all steps to work with MLN when adding taxonomies. First, we add the

predicates with the values for all levels of the attributes taxonomies to the training set. Then, we learn

the weights for the resulting formulas. After the learning step, for the attributes that have a taxonomy

we have formulas with both concrete and abstract values. Next, for each attribute we choose the level

with highest average weight value and remove the formulas for the others levels from the KB. After this,

and before performing inference, we transform the test set replacing the values with the value of the

chosen level of abstraction for each attribute and then perform inference to get the results.

The taxonomies used in this work were kindly provided by Vieira and Antunes [2014] and they are the

same used in their work. In table 4.2 we can see for how many of the attributes, in both of the datasets

used in this work, we have a corresponding taxonomy.
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Algorithm 10 Get the best abstract level for each attribute in the dataset
Inputs: T - attributes taxonomies, KBW - KB with weighted formulas and the predicates and the dataset

attributes.
1: function CHOOSE ABSTRACTION LEVEL(T , KBW , dataset attributes)
2: KB pruned = ϕ
3: abstractions ← {}
4: for each attribute ∈ dataset attributes do
5: FA ← get formulas that have the attribute(KBW , attribute)
6: if attribute ∈ T then:
7: TP ← get attribute taxonomy(T, attribute)
8: WL ← {}
9: for each level ∈ TP do

10: FL ← get formulas by level(FA, level)
11: WL[level]← get average weight value(FL)
12: end for
13: chosen level← get level that have max weight value(WL)
14: FW ← get formulas by level(FA, chosen level)
15: for each formula ∈ FW do
16: if information gain(attribute) > 0.6 then:
17: NC ← get formulas values children(formula)
18: w∗ ← get formula weight(formula) ∗NC

19: update formula weight(formula, w∗)
20: end if
21: end for
22: KB pruned ← KB pruned + FW

23: abstractions[attribute]← chosen level
24: else
25: KB pruned ← KB pruned + FA

26: end if
27: end for
28: return (KB pruned, abstractions)
29: end function

Algorithm 11 Hierarchy based Markov Logic Network
Inputs: T - attributes taxonomies, KB - KB, dataset attributes and a training set - Gtraining - and test

set - Gtest

1: function RUN MLN WITH TAXONOMIES(T , KB, Gtraining, Gtest, dataset attributes)
2: Gtraining ← ADD TAXONOMIES(T, Gtraining)
3: KBW ← training MLN(KB, Gtraining)
4: KB pruned, abstractions← CHOOSE ABSTRACTION LEV EL(T, KBW , dataset attributes)
5: Gtest ← replace value by level in the taxonomy(Gtest, abstractions)
6: results← inference MLN(KB pruned, Gtest)
7: return results
8: end function

Table 4.2: Number of attributes and number of the attributes that have a corresponding taxonomy for
the Mushroom and Nursery Datasets. The number of attributes is except the class (the attribute that
we want to predict).

Dataset Number of attributes Number of attributes with taxonomy
Mushroom 21 14

Nursery 8 6
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Best Level by attribute::
CapColor : Leaves

Odor : Level1

Test set:
CapColor(0, brown)

Odor(0, pungent)
CapColor(1, white)

Odor(1, almond)

Transformed test set:
CapColor(0, brown)

Odor(0, bad)
CapColor(1, white)
Odor(1, pleasant)

Cap color

Dark cap

brown cinnamon

Dim cap

grey red

Light cap

white pink buff yellow

Odor

Bad

musty foul pungent creosote

none Pleasant

almond anise

Figure 4.2: The methodology used to transform the test set for inference when using taxonomies in our
proposed model.
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4.1 Knowledge Base consisting of rules extracted from Decision

Trees

Previously in this chapter, we presented our approach, which we called HMLN, to add the attributes

taxonomies to MLNs models to improve their performance and showed the effectiveness of our approach.

In this approach, the KB is composed by formulas which are conjunctions between the input attributes

and the class attribute. After training what we will have is a formula for each possible combination

of values for the input attribute and class attribute that is present in the training set. The number of

formulas in our KB grows exponentially with the possible values of the attributes. And thus, we could

end up with a MLN that have a lot of formulas in the KB for which we need to learn a weight and in

return will take much more time to compute. So, ideally we would like to have a KB with a fixed number

of formulas made by domain experts. Since we don’t have such KB, we decided to mimic this by using

the Decision Tree (DT) algorithm and extract two or three rules for the Mushroom Dataset. In our

experiments we used two datasets: the Mushroom Dataset and the Nursery Dataset both available in UC

Irvine Machine Learning Repository [Lichman, 2013]. In section 5.1 we discussed this datasets in more

detail. We used two different DT implementations to test this approach: the C4.5/J48 implementation

using the Weka Software [Frank et al., 2009] and the CART implementation using the machine learning

library for Python scikit-learn [Pedregosa et al., 2011].

This kind of strategy of, obtaining a set of rules by using a DT learner and then using these rules to

augment the training set that is fed to the MLN learner, known as an ensemble that is one of the most

active areas of research in machine learning [Dietterich et al., 2000]. An ensemble of classifiers is a set

of classifiers whose individual decisions are combined in some way to classify new examples [Dietterich

et al., 2000].

In figure 4.3 we can observe the tree obtained using the DT C4.5/J48 implementation. The highlighted

leaves in this figure cover 97% instances of the dataset. We used this information to make the rules

presented in table 4.3, that are going to be used as formulas in our KB.

Table 4.3: Rules extracted from a decision tree for the Mushroom Dataset using the DT C4.5/J48
implementation from Weka Software [Frank et al., 2009].

Odor(row, anise) ∨Odor(row, almond)→ Class(row, edible)
Odor(row, creosote) ∨Odor(row, foul) ∨Odor(row, pungent)→ Class(row, poisonous)

Odor(row, none) ∧RingNumber(row, one) ∧ V eilColor(row, white) ∧GillSize(row, broad)→
Class(row, edible)

The first step in both train and inference in MLN is to convert all the formulas to the clausal normal

form (information about how to convert a formula to clausal normal form can be found in [Brachman

et al., 1992]). In table 4.4 we can observe that when we convert the formulas presented in 4.3 to clausal

normal form in our KB, in total, we have six formulas. This number is independent of the training set

size.

As already mentioned, we test this approach not only with the DT C4.5/J48 implementation but also

with the CART implementation. In figure 4.4, we can observe the tree obtained using the DT CART
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Odor

poisonous (36)

musty

poisonous (192)

creosote

poisonous (1584)

foul

RingNumber

SporePrintColor

poisonous (72)

green

edible (48)

white

two

VeilColor

GillSize

Bruises

poisonous (8)

bruises

edible (144)

no

narrow

edible (2496)

broad

white

poisonous (8)

yellow

one

none

edible (400)

anise

edible (400)

almond
poisonous (256)

pungent

Figure 4.3: Resulted tree using the DT C4.5/J48 implementation for the Mushroom Dataset. The
highlighted leaves are the ones used to make the formulas for the KB to be used with MLNs.

Table 4.4: Formulas resulting from converting the rules extracted from a decision tree using the im-
plementation C4.5/J48 from Weka Software [Frank et al., 2009] to clausal normal for the Mushroom
Dataset.

Class(row, edible) ∨ ¬Odor(row, anise)
Class(row, edible) ∨ ¬Odor(row, almond)

Class(row, poisonous) ∨ ¬Odor(row, pungent)
Class(row, poisonous) ∨ ¬Odor(row, foul)

Class(row, poisonous) ∨ ¬Odor(row, creosote)
Class(row, edible) ∨ ¬Odor(row, none) ∨ ¬GillSize(row, broad) ∨ ¬V eilColor(row, white) ∨

¬RingNumber(row, one)

implementation. The highlighted leaves in this figure cover 98% of the instances of the dataset. We used

this information to make the rules presented in table 4.5, that are going to be used as formulas in our

KB.

Table 4.5: Rules extracted from a decision tree for the Mushroom Dataset using the DT CART imple-
mentation from Scikit-learn library in Python [Pedregosa et al., 2011].

Odor(row, pungent) ∨Odor(row, creosote) ∨Odor(row, foul) ∨Odor(row, musty)→
Class(row, poisonous)

¬Population(row, clustered) ∧RingNumber(row, one) ∧ (Odor(row, none) ∨Odor(row, anise) ∨
Odor(row, almond))→ Class(row, edible)

In table 4.6 we can observe that when we convert the formulas presented in 4.5 to clausal normal

form, in our KB, in total, we have seven formulas.

We used the same approach with the Nursery Dataset. In figure 4.5 we can observe the tree obtained

with C4.5/J48 DT implementation for the Nursery Dataset. We can see that with this dataset we have
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Odor

poisonous (1812)

musty,foul,creosote

Odor

poisonous (256)

pungent

RingNumber

Population

poisonous (16)

clustered

edible (3440)

scattered,numerous,abundant,several,solitary

one
SporePrintColor

edible (48)

white

poisonous 72

black,brown,purple,chocolate,green

two,none

anise,almond,none

pungent,anise,almond,none

Figure 4.4: Resulted tree using the DT CART implementation for the Mushroom Dataset. The high-
lighted leaves are the ones used to make the formulas for the KB to be used with MLNs.

Table 4.6: Formulas resulting from converting the rules extracted from a decision tree using the imple-
mentation CART from Scikit-learn library in Python [Pedregosa et al., 2011] for the Mushroom Dataset.

Class(row, poisonous) ∨ ¬Odor(row, pungent)
Class(row, poisonous) ∨ ¬Odor(row, foul)

Class(row, poisonous) ∨ ¬Odor(row, creosote)
Class(row, poisonous) ∨ ¬Odor(row, musty)

Class(row, edible) ∨ ¬Odor(row, anise) ∨ ¬RingNumber(row, one) ∨ Population(row, clustered)
Class(row, edible) ∨ ¬Odor(row, almond) ∨ ¬RingNumber(row, one) ∨ Population(row, clustered)

Class(row, edible) ∨ ¬Odor(row, none) ∨ ¬RingNumber(row, one) ∨ Population(row, clustered)

a much more complex tree. With the Mushroom Dataset we obtained a tree that has 12 leaves but with

the Nursery Dataset the tree has 359 leaves. It is a lot more difficult to extract rules with good support.

We observed the same thing with the tree obtained with CART DT implementation for this dataset.

For this reason, we decided to use rules for the Nursery Dataset present in the literature as formulas in

the KB. We use a combination of rules adapted from [Noda et al., 1999], [Alatas and Akin, 2009] and

[Ferdaus and Khan, 2014] that can be found in appendix B.
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Figure 4.5: Resulted tree using the DT C4.5/J48 implementation for the Nursery Dataset. Since the
tree has a lot of branches we present a simplification of the tree, in total, the tree has 359 leaves and a
maximum depth of 8.
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Chapter 5

Experimental results

In this chapter we present our experimental results. We begin, in section 5.1, by discussing the Alchemy

performance in terms of number of iterations and dataset size. Alchemy is the software that we used to

run our Markov Logic Networks (MLNs) models as mentioned in section 3.3.

We tested two approaches to add domain knowledge. In one of this approaches, that we called

Hierarchy based Markov Logic Network (HMLN), the Knowledge Base (KB) is built using conjunctions

between the input attributes and the class attribute as the formulas in the KB and, the attributes

taxonomies are added to the model. The results of this approach are presented in section 5.2.

In the other approach, the KB is built with rules extracted from a tree obtained using a Decision Tree

(DT) algorithm. The results of this approach are presented in section 5.3.

Finally, in sections 5.4.1 and 5.4.2 we compare our approaches with with Näıve Bayes and Decision

Tree algorithms and Vieira and Antunes [2014]’s work, respectively.

5.1 Study of the Alchemy software performance

There is a quite amount of research to improve the weight learning algorithms implemented in the

Alchemy Software. These studies present comparisons about learning time and precision when using

different weight learning algorithms, like in the work of Lowd and Domingos [2007]. However we did not

find research about the performance of the Alchemy Software without being in the context of comparing

weight learning algorithms. This was our motivation to start our work by studying the performance of

the Alchemy Software.

In our experiments we used the Mushroom and Nursery Datasets available in UC Irvine Machine

Learning Repository [Lichman, 2013]. In the Mushroom Dataset the goal is to classify if a mushroom is

edible or poisonous. As presented in table 5.1, this dataset has 22 attributes (one of this attributes is

called Class and is what we want to predict) and 5644 instances (after removing the rows with missing

values). The goal of the Nursery Dataset is to classify a application for a nursery school in one of these

values: not recommend, recommend, very recommend, priority or special priority. This dataset has 9

attributes (one of this attributes is called Class and is what we want to predict) and 12960 instances
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(there are no missing values).

Table 5.1: Number of attributes and instances for the Mushroom and Nursery Datasets. The number
of attributes is except the class (the attribute that we want to predict) and the number of rows is after
removing the rows with missing values.

Dataset Number of attributes Number of rows
Mushroom 21 5644

Nursery 8 12960

In our work we performed cross-validation using the random sub-sampling validation method. In this

method the dataset is randomly divided in two subsets called training set and test set. This is repeated

k times, and the accuracy is calculated by averaging the runs [Kohavi et al., 1995]. We used five for

the value of k and the dataset was divided in a proportion of 80%-20% for the training and test sets,

respectively.

5.1.1 Impact of the number of iterations

We start the study about the performance of the Alchemy using the Mushroom Dataset with the entire

dataset and without changing any of the parameters that is possible to tune in the Alchemy Software.

Without changing any parameter it took on average about 10 hours to run and the models had an

accuracy of 100%. At this point, this running time seemed very long to us, so we decided to search in the

literature about these metrics in similar works. In our research we find similar running times in existing

works from the literature when using MLNs and particular on the Alchemy Softwares like in the works

of Kok and Domingos [2010] and Sarkhel et al. [2016]. It is mentioned by Crane and McDowell [2012]

that it is known that to build MLNs the run time is usually dominated by learning, which is about one

or two orders of magnitude slower than the learning for the non-MLN algorithms, with discriminative

MLN learning being the slowest.

In this part of the work, we also encountered another limitation. Initially we wanted to use a k of

10 for performing cross validation but we encountered unexpected errors when using the Alchemy. Since

resolving these errors possibly would take much of our time and the run time is already so long, this was

the reason behind our decision to use the value of five for k to perform cross validation. We didn’t find in

the literature information about these errors, but we found some works also mentioning errors specially

in the learning phase like in the works of Bellodi [2013] and Sarkhel et al. [2016].

In this part of the work, we observed that the Alchemy have a parameter called maximum number of

iterations and it’s default value is 100. We decided to study the impact of the number of iterations on

the running time and accuracy since we didn’t find this kind of study in the literature. The results of

this study for the Mushroom and Nursery Datasets are presented in figures 5.1 and 5.2, respectively.

For the Mushroom Dataset, observing figure 5.1 a), if we compare the bars with same color (the bar

colors represent MLNs models built with different percentages of the original dataset) we can observe that

the relationship between running time and the number of iterations seems almost linear. Observing figure

5.1 b), we can observe that the relationship between accuracy and number of iterations seems logarithmic

and when using 10 or more iterations the models have 100% of accuracy. We were then interested in
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decreasing the time it takes to run the MLNs models. Observing figure 5.1, we can observe that using

only one iteration, for the case of the Mushroom Dataset, all the models have already a accuracy of

approximately 85% and in the worst scenario (when using the entire dataset) it takes on average 10

minutes. For this reason we fixed the number of iterations to one.

(a) (b)

Figure 5.1: a) Average running time b) Average accuracy in the test set versus number of iterations used
to build the MLNs models for the Mushroom Dataset. The white, grey and black bars are the results
when using 10%, 50% and 100% of the original dataset, respectively.

For the Nursery Dataset we decide, for simplicity reasons, to use only 10% of the dataset to chose

the best number of iterations. Observing figure 5.2 a), we can once again observe that the relationship

between running time and the number of iterations seems almost linear. Observing figure 5.2 b), we

can observe that the relationship between accuracy and number of iterations seems logarithmic, as we

observed with the Mushroom Dataset and, when using 10 or more iterations, the models have 80% or

more of accuracy. It seems that with the Nursery Dataset, using more than 10 iterations the accuracy

does not increase much more and since we interested in decreasing the time it takes to run the MLNs

models, for case of the Nursery Dataset, we fixed the number of iterations to ten.

(a) (b)

Figure 5.2: a) Average running time b) Average accuracy in the test set versus number of iterations used
to build the MLNs models for the Nursery Dataset. These results were obtained using 10% of the original
dataset.
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5.1.2 Impact of the dataset size

As discussed in the previous section, for reasons related to running time we fix the number of iterations

to one for the case of the Mushroom Dataset and ten for the case of the Nursery Dataset. In this section

we present our study about the impact of the dataset size on the accuracy and running time of MLNs

models. Again, we didn’t find in the literature this kind of study only a mention by Crane and McDowell

[2012] of their intention in their future work to consider the impact of training set size on MLN learning.

To do this study, we build different MLNs models with different percentages. We begin this study with

the Mushroom Dataset using 5, 10, 15, 20, 25, 30, 40, 50, 60, 70, 80, 90 and 100% of the original dataset.

We present the results obtained in figure 5.3. In figure 5.3 a), we can observe that to build a model

with the entire dataset takes about 10 minutes and suggests that the relationship between the size of the

dataset and the running time seems exponential. In the Figure 5.3 b), we can observe that it seems the

relationship between dataset size and accuracy is logarithmic.

(a) (b)

Figure 5.3: a) Average running time b) Average accuracy in the test set versus percentage of dataset used
to buidt the MLNs model for the Mushroom Dataset and using one iteration.

To run all the experiments presented in figure 5.3 took us five hours. For the case of the Nursery

Dataset, we observed that using only 40% of the dataset already took five hours so we decided to test

the Nursery Dataset with only 5, 10, 20, 30 and 40 % of the original dataset. Observing figure 5.4, we

can once again observed that relationship between the size of the dataset and the running time seems

exponential and the relationship between dataset size and accuracy seems logarithmic.

From this study, we can conclude that running time varies linearly with the number of iteration and

exponential with the dataset size and accuracy varies logarithmically both with the number of iteration

and dataset size.
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(a)
(b)

Figure 5.4: a) Average running time b) Average accuracy in the test set versus percentage of dataset used
to build the MLNs model for the Nursery Dataset and using ten iterations.

5.2 Hierarchy based Markov Logic Network

In this section we present the results for the approach, that we called Hierarchy based Markov Logic

Network (HMLN), in which the Knowledge Base (KB) is built using conjunctions between the input

attributes and the class attribute as the formulas in the KB and, the attributes taxonomies are added to

the model. The methodology to build these conjunctions from a tabular dataset was described in section

3.4 and the methodology chosen to add the taxonomies to our MLN models was described in chapter 4.

In figure 5.5 and 5.6 we present the results for both standard MLN and HMLN for the Mushroom

and Nursery Datasets, respectively. In both figures, we can observe that the average accuracy of the

models when we add the attribute taxonomies are always better. We can also observe that contrary to

our expectations, adding taxonomies results in a decrease of the total running time. Our intuition was

that adding the taxonomies would result in increased running times since we are adding more predicates

to our training set (as discussed in chapter 4) and this results in more formulas (conjunctions between

the attributes and the class attribute) that we have to learn the corresponding weight.

(a) (b)

Figure 5.5: a) Average running time b) Average accuracy in the test set versus percentage of dataset used
to build the MLN model for the Mushroom Dataset. The grey line is the results when adding taxonomies
(HMLN models) and the black line is the results without adding taxonomies (MLN models).

First, we went to assure that in the HMLN model we have more formulas in the train step to learn the

weights than with the standard MLN model. In figures 5.7 and 5.8 a) we can observe that as expected,
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(a) (b)

Figure 5.6: a) Average running time b) Average accuracy in the test set versus percentage of dataset used
to build the MLN model for the Nursery Dataset. The grey line is the results when adding taxonomies
(HMLN models) and the black line is the results without adding taxonomies (MLN models).

after the training step the resulting KB for the case of HMLN model have more formulas than the resulting

KB for the case of standard MLN model. In average, after training, the HMLN model have 257 formulas

in the KB and the standard MLN model 191 formulas for the Mushroom Dataset and 150 formulas for

the HMLN model and 115 formulas for the standard MLN in the case of the Nursery Dataset.

As described in chapter 4, after the training step and before the inference step, we select the attributes

that will be abstracted, or in other words, the attributes in which the values will be replaced by the values

of the corresponding parent in the attribute taxonomy. After selecting these attributes, we will remove

the formulas with concrete values and leave only the formulas that have the values for the corresponding

parents in the attribute taxonomy. As we go up in the taxonomy, we have less possible values and since

we have one formula per possible value, by having only the formulas that have the values of the parents

we will have less formulas. This can be observed in figures 5.7 and 5.8 b). In average, before performing

inference, the HMLN model have now 180 formulas in the KB and the standard MLN model have the

same number of formulas mentioned before, 191 formulas for the Mushroom Dataset. For the case of the

Nursery Dataset, the HMLN model have now, in average, 102 formulas in the KB and the standard MLN

model have the same number of formulas mentioned before, 115 formulas.

Since in the case of the HMLN model we have less formulas than the standard MLN in the KB to

perform inference we thought that the reason for the decreasing of the running time when we added the

taxonomies was that we were increasing the learning time for the weights but decreasing the inference

time such that in the end the total computing time decreases. However, we can observe in figures 5.9

and 5.10 that, this is not the case and, in fact for the case of the Mushroom Dataset the inference time

seems longer in the HMLN model than the standard MLN model. But we can observe that the inference

time does not have much impact in the total running time. In figures 5.9 and 5.10, the left bars (with

diagonal lines) corresponds to the computing times for the standard MLN model and the right bars (with

dots) corresponds to the computing times for the HMLN model. The grey part of a bar corresponds to

the training time and the white part to inference time. We can also observe that the training time for

the HMLN model in same cases is less than 50% of the training time for standard MLN models.

Next, we tried to verify if the running time was actually exponential on the number of predicates.
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(a) (b)

Figure 5.7: a) Average number of formulas after the train step b) Average number of formulas before the
inference step versus percentage of the dataset used to build the MLN model for the Mushroom Dataset.
The grey bar is the results when adding taxonomies (HMLN models) and the black bar is the results
without adding taxonomies (MLN models).

(a) (b)

Figure 5.8: a) Average number of formulas after the train step b) Average number of formulas before the
inference step versus percentage of the dataset used to build the MLN model for the Nursery Dataset.
The grey bar is the results when adding taxonomies (HMLN models) and the black bar is the results
without adding taxonomies (MLN models).

To do so we represented, in figures 5.11 and 5.12, the training time versus the number of predicates

instead of the percentage of the dataset as in figures 5.5 and 5.6 for the Mushroom and Nursery Datasets,

respectively. Again we can observe that the relation between training time and number of predicates

is exponential, if we have more predicates the time that the MLNs take to compute is longer. We can

observe again that when using all the dataset to build the models in the case of the HMLN we have the

double of predicates that exist in the standard MLN case, but the HMLN model takes about half of time

that the standard MLN uses to train.

To have more insights about MLNs, we represented the number of predicates versus percentage of the

dataset used to build the models, for both train and test sets, figures 5.13 and 5.14, for both Mushroom

and Nursery Datasets, respectively. In this figures, we can observe that, as expected, in the HMLN model

we have more predicates than in the case of the standard MLN model and the same number of predicates

in the test set.

In fact, we also have the same number of class predicates for both HMLN and standard MLN models,
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Figure 5.9: Average running time versus percentage of dataset used to build the MLN model for the
Mushroom Dataset. The left bars with diagonal lines corresponds to the computing times without using
taxonomies (MLN models) and the right bars with dots corresponds to the computing times adding
taxonomies (HMLN models). The grey part of a bar corresponds to the training time and the white part
of a bar corresponds to the inference time.

Figure 5.10: Average running time versus percentage of dataset used to build the MLN model for the
Nursery Dataset. The left bars with diagonal lines corresponds to the computing times without using
taxonomies (MLN models) and the right bars with dots corresponds to the computing times adding
taxonomies (HMLN models). The grey part of a bar corresponds to the training time and the white part
of a bar corresponds to the inference time.

in the train step. Remembering, in our train sets we have predicates related to the class attribute and

predicates related to the input attributes, attributes that we want to use to build a model to predict the

class attribute value. Also, in section 3, we discussed training in MLNs that is called learning because

in the train step we are learning the weights of the formulas. Particularly, we mentioned in this section

that in discriminative learning, we know a priori which predicates will be used to supply evidence and

which ones will be queried, like in our classification problem. And, in discriminative learning we partition

the ground predicates in the domain into a set of evidence predicates and a set of query predicates (in
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Figure 5.11: Average train time versus the number of predicates in the train sets used to build the MLN
model for the Mushroom Dataset. The grey line is the results when adding taxonomies (HMLN models)
and the black line is the results without adding taxonomies (MLN models).

Figure 5.12: Average train time versus the number of predicates in the train sets used to build the MLN
model for the Nursery Dataset. The grey line is the results when adding taxonomies (HMLN models)
and the black line is the results without adding taxonomies (MLN models).

our case this set have only one element the predicate Class). Our set of query predicates is the same for

both standard MLN and HMLN models but the set of evidence predicates is different because we add

predicates with values corresponding to the attribute parents in the attributes taxonomies. To learn the

weights, the default algorithm that the Alchemy is the MC-SAT (this algorithm is discussed in section

3.2.2 and the pseudo-code can be found in section 3.2.2.1). What we observe in our experiments is that

in the case of HMLN models the time that it takes to finish performing the MC-SAT is much less than

in the case of the MLN models. We believe that by having a greater number of evidence predicates while

maintaining the same query predicates allows MC-SAT algorithm to more quickly converge.

Finally, in this section we present the average number of attributes that the HMLN models choose to

abstract and which attributes. This information can be found in tables 5.2 and 5.3 for the Mushroom
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(a) (b)

Figure 5.13: a) Average number of predicates in the train b) average number of predicates in the test set
versus percentage of the dataset used to build the MLN model for the Mushroom Dataset. The grey bar
is the results when adding taxonomies (HMLN models) and the black bar is the results without adding
taxonomies (MLN models).

(a) (b)

Figure 5.14: a) Average number of predicates in the train b) average number of predicates in the test set
versus percentage of the dataset used to build the MLN model for the Nursery Dataset. The grey bar
is the results when adding taxonomies (HMLN models) and the black bar is the results without adding
taxonomies (MLN models).

and Nursery Datasets, respectively. In this tables we can observe that, in average, our HMLN models,

for both datasets, have two attributes abstracted even when we use all the dataset to build our model

(in the case of the Mushroom Dataset). The attributes that are chosen more frequently to be abstracted

in the Mushroom Dataset are Odor, Spore Print Color and Ring Number. And the attributes that are

chosen more frequently to be abstracted in the Nursery Dataset are HasNurs, Housing and Social.
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Table 5.2: Attributes that were chosen to be abstracted and average number of attributes abstracted per
dataset percentage used to build the HMLN models for the Mushroom Dataset. An attribute abstracted
is a attribute in witch the values were replaced by the values of the corresponding parent in the attribute
taxonomy.

Percentage
of the dataset

Average number
of attributes abstracted

Attributes chosen
to be abstracted

5 3

Odor
Population

Spore Print Color
Gill Color

Ring Number
Cap Surface

10 2

Odor
Ring Number

Spore Print Color
Population

Habitat

15 2

Odor
Ring Number

Spore Print Color
Cap Surface

20 3

Odor
Spore Print Color

Ring Number
Cap Surface
Population

25 3

Odor
Ring Number

Spore Print Color
Habitat

Population
Cap Surface

30 3

Odor
Ring Number

Spore Print Color
Cap Surface

40 2

Odor
Spore Print Color

Ring Number
Cap Surface

50 2
Odor

Spore Print Color
Ring Number

60 2

Odor
Ring Number

Spore Print Color
Cap Surface

70 2
Odor

Spore Print Color
Ring Number

80 2

Odor
Ring Number

Spore Print Color
Population

90 2
Odor

Ring Number
Spore Print Color

100 2 Odor
Ring Number
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Table 5.3: Attributes that were chosen to be abstracted and average number of attributes abstracted per
dataset percentage used to build the HMLN models for the Nursery Dataset. An attribute abstracted is
a attribute in witch the values were replaced by the values of the corresponding parent in the attribute
taxonomy.

Percentage
of the dataset

Average number
of attributes abstracted

Attributes chosen
to be abstracted

5 2

HasNurs
Housing
Children

Form

10 2
HasNurs

Social

20 1
HasNurs

Social
Children

30 2

HasNurs
Housing
Social

Children
Form

40 2

HasNurs
Housing
Social

Children

5.3 Knowledge Base consisting of rules extracted from Decision

Trees

In this section we present the results for the approach in which, the KB is built with rules extracted from

a tree obtained using a Decision Tree (DT) algorithm (both C4.5/J48 and CART implementations). This

approach was discussed in section 4.1.

The results of using rules extracted from a tree obtained with the DT and using the C4.5/J48 im-

plementation for the Mushroom Dataset, are presented in 5.15. In this figure, we can observe that the

results of this approach, that we called KB(C4.5/J48 rules)MLN, is always better than the standard

MLN in which the KB was built using conjunctions between the input attributes and the class. Also,

KB(C4.5/J48 rules)MLN model have slightly better results compared to HMLN model when using ten

or less percent of the dataset. In the case of using fifteen or more percent of the dataset the KB(C4.5/J48

rules)MLN is worse than the HMLN model.

In 4.1 we discussed that the KB(C4.5/J48 rules)MLN model has six formulas in the KB. In the

previous section, we discussed that the standard MLN and HMLN models, in average, have 257 and

191 formulas in the KB, respectively. So, we were expecting that since we have a lot less formulas the

KB(C4.5/J48 rules)MLN would be much faster than the standard MLN in which the KB was built using

conjunctions between the input attributes, and the class and also faster than HMLN but observing 5.15

a) this is not the case. The KB(C4.5/J48 rules)MLN model is slightly faster than the standard MLN,

but the HMLN is still much faster. It seems that the impact that the attribute’s taxonomies have in

helping the weight learning algorithm to converge faster is much more than the impact of having less

formulas.
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(a) (b)

Figure 5.15: a) Average running time b) Average accuracy in the test set versus percentage of dataset used
to build the MLN model for the Mushroom Dataset. The grey line is the results when adding taxonomies
and the formulas in the KB are conjunctions between attributes and the class attribute. The black line
with dots is the results without adding taxonomies and again the formulas of the KB are conjunctions.
The black line with squares are the results when using a DT C4.5/J48 implementation to generate rules
to use as formulas in the KB.

The results of using rules extracted from a tree obtained with the DT and using the CART im-

plementation for the Mushroom Dataset, are presented in 5.16. In this figure, we can observe that the

results of this approach, that we called KB(CART rules)MLN, is always better than the standard MLN in

which the KB was built using conjunctions between the input attributes and the class. Also, KB(CART

rules)MLN model have slightly better results compared to HMLN model especially in the case of using

twenty or less percent of the dataset. The results of the KB(CART rules)MLN model are better than

the results of the KB(C4.5/J48 rules)MLN model. The reason for this can be related to the fact that

the rules that we extract in the case of the DT CART implementation covers more 36 instance than the

rules extracted from the tree built using the DT C4.5/J48 implementation.

Once again, observing figure 5.16 a) we see that the KB(CART rules)MLN is only slightly faster than

the standard MLN in which the KB was built using conjunctions between the input attributes and the

class and also faster. And the HMLN once again is much faster than both KB(CART rules)MLN and

standard MLN.

As discussed in 4.1, using the CART and C4.5/J48 DT implementation with the Nursery Dataset,

results in a much more complex tree than the ones obtained for the Mushroom Dataset so, finding rules

with good support is more difficult. For this reason, we decided to use rules from the literature as formulas

in the KB. We use a combination of rules adapted from [Noda et al., 1999], [Alatas and Akin, 2009] and

[Ferdaus and Khan, 2014] that can be found in B. We can observe from figure 5.17, that using the these

rules as formulas in the KB model is worse than using conjunctions between input attributes and class

attribute being slightly better only when using 40% of the dataset. We can also observe that despite

with this approach we only have 20 formulas in the KB and in the standard MLN and HMLN we have

115 and 150, respectively, this approach takes much time.

We could think of the approach of, using a DT model to build a tree and extract rules to be used

as formulas in the KB of a MLN model, as another method of adding domain knowledge to improve

the performance of the algorithm because ideally the formulas would be made by a domain expert and
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(a) (b)

Figure 5.16: a) Average running time b) Average accuracy in the test set versus percentage of dataset used
to build the MLN model for the Mushroom Dataset. The grey line is the results when adding taxonomies
and the formulas in the KB are conjunctions between attributes and the class attribute. The black line
with dots is the results without adding taxonomies and again the formulas of the KB are conjunctions.
The black line with squares are the results when using a DT CART implementation to generate rules to
use as formulas in the KB.

(a) (b)

Figure 5.17: a) Average running time b) Average accuracy in the test set versus percentage of dataset used
to build the MLN model for the Nursery Dataset. The grey line is the results when adding taxonomies
and the formulas in the KB are conjunctions between attributes and the class attribute. The black line
with dots is the results without adding taxonomies and again the formulas of the KB are conjunctions.
The black line with squares are the results when using the interesting rules found in the literature for the
Nursery Dataset as formulas in the KB.

probably they would be very similar to the ones that we obtained.

In conclusion, we can observe for the Mushroom Dataset that, when using HMLN we had better

accuracy than when we used the KB(C4.5/J48 rules)MLN (when using fifteen or more percent of the

dataset) and we had very similar accuracy values when using HMLN and KB(CART rules)MLN for the

case of using twenty or more percent of the dataset. We can also observe that even using less formulas

in the KB the HMLN model is a more faster. For the Nursery Dataset since is more difficult to extract

rules we used rules from the literature. We observed that the models built with these rules had worse

results and are a lot more slow.

In general, it seems that HMLN approach is better than using a DT to extract some rules or rules

from the literature and use them as formulas in the KB because, there are cases like with the Nursery

Dataset where it is not easy to extract rules with good support from a tree.
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Relevant attributes and formulas

In table 5.4, we can observe the top five attributes and top ten formulas for both standard MLN and

HMLN models for the Mushroom Dataset. The top five attributes were obtained in the following way:

for each attribute average the weight of the formulas in which the attribute appears and choose the five

attributes with highest average weights. The top ten formulas were chosen by their weight. We can

observe that both MLN models select Odor, Ring Type, Spore Print Color, Stalk Color Above Ring and

Stalk Color Below Ring as the more relevant attributes. In the top ten formulas we don’t find exact

matches and we can see that the weights of the top ten formulas in the HMLN are higher.

Table 5.4: Relevant attributes and the ten formulas that have the highest weight value, for both MLN
and HMLN models for the Mushroom Dataset. Both models were built using 80% of the total Mushroom
Dataset for train and the remaining instances for inference. The relevant attributes were obtained in the
following way: for each attribute average the weight of the formulas in which the attribute appears and
choose the five attribute with highest average weight.

Model Top five attributes Top ten formulas

MLN

0.137 Class(row, edible) ∧ CapColor(row, red)

0.124 Class(row, edible) ∧ P opulation(row, abundant)

Odor 0.124 Class(row, edible) ∧ CapShape(row, sunken)

Ring Type 0.123 Class(row, edible) ∧ Odor(row, anise)

Spore Print Color 0.122 Class(row, poisonous) ∧ StalkColorBelowRing(row, cinnamon)

Stalk Color Above Ring 0.122 Class(row, poisonous) ∧ StalkColorAboveRing(row, cinnamon)

Stalk Color Below Ring 0.122 Class(row, poisonous) ∧ RingT ype(row, none)

0.122 Class(row, poisonous) ∧ RingNumber(row, none)

0.122 Class(row, poisonous) ∧ Odor(row, musty)

0.118 Class(row, poisonous) ∧ StalkColorAboveRing(row, pink)

HMLN

1.725 Class(row, poisonous) ∧ Odor(row, bad)*

0.750 Class(row, edible) ∧ Odor(row, pleasant)*

Odor 0.430 Class(row, edible) ∧ SporeP rintColor(row,dark 1 spore)*

Ring Type 0.345 Class(row, edible) ∧ Odor(row, none)

Spore Print Color 0.240 Class(row, poisonous) ∧ SporeP rintColor(row,dark 2 spore) *

Stalk Color Above Ring 0.214 Class(row, poisonous) ∧ StalkSurfaceBelowRing(row, silky)

Stalk Color Below Ring 0.214 Class(row, poisonous) ∧ RingT ype(row, large)

0.203 Class(row, poisonous) ∧ StalkSurfaceAboveRing(row, silky)

0.200 Class(row, poisonous) ∧ CapColor(row, buff)

0.197 Class(row, poisonous) ∧ StalkColorAboveRing(row, buff)
*The value of this predicate is a parent from the predicate taxonomy

In table 5.5 we present the relevant attributes for both standard MLN and HMLN and also for

the MLN models built using rules extracted from a decision tree using the DT C4.5/J48 and CART

implementations. The method to choose the relevant attributes in standard MLN and HMLN was already
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discussed and the relevant attributes for both DT models are the attributes chosen to be the nodes of

the tree. We can observe that all the four models agree that Odor is the most relevant attribute. All

models also agree that Spore Print Color attribute is relevant. Both DT models find as relevant, the

Ring Number attribute, but not the MLN models. And the opposite happens with the attributes Ring

Type, Stalk Color Above Ring and Stalk Color Below Ring that both MLN modes find important, but

not the DT models.

In conclusion Odor and Spore Print Color are the attributes that all four models agree being important

to predict the class in the Mushroom Dataset. In section 5.2 we commented that the attributes chosen

more frequently to be abstracted are Odor, Spore Print Color and Ring Number.

Table 5.5: Relevant attributes in DT (both C4.5/J48 and CART implementations), MLN and HMLN
models for the Mushroom Dataset. All models were built using 80% of the total Mushroom Dataset for
train and the remaining instances for testing. The relevant attributes for the DT models are the nodes
of the trees obtained. The relevant attributes for both MLN and HMLN were obtained in the following
way: for each attribute average the weight of the formulas in which the attribute appears and choose the
five attribute with highest average weight.

DT (C4.5/J48) DT (CART) MLN HMLN

Odor Odor Odor Odor

Ring Number Ring Number Ring Type Ring Type

Spore Print Color Spore Print Color Spore Print Color Spore Print Color

Veil Color Population Stalk Surface Above Ring Stalk Surface Above Ring

Gill Size Stalk Surface Below Ring Stalk Surface Below Ring

Bruises

In table 5.6, we can observe the top five attributes and top ten formulas for both standard MLN and

HMLN models for the Nursery Dataset. We can observe that both MLN models select Children, HasNurs,

Health and Housing as the more relevant attributes only diverging in Parents and Form attributes for

MLN and HMLN, respectively. In the top ten formulas, we have seven matches between MLN and HMLN

models. We can observed that except one of this formulas all the others in the HMLN model have a

higher weight value.
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Table 5.6: Relevant attributes and the ten formulas that have the highest weight value, for both MLN
and HMLN models for the Nursery Dataset. Both models were built using 80% of the total Nursery
Dataset for train and the remaining instances for inference. The relevant attributes were obtained in the
following way: for each attribute average the weight of the formulas in which the attribute appears and
choose the five attribute with highest average weight. In the HMLN the first seven formulas are formulas
that also appear in the top formulas for the MLN model, they are order by the order they appear in the
top formulas for the MLN.

Model Top five attributes Top ten formulas

MLN

3.842 Class(row, not recommended) ∧ Health(row, not recommended)

1.609 Class(row, spec priority) ∧ HasNurs(row, very critical)

Children 1.338 Class(row, spec priority) ∧ Health(row, priority)

HasNurs 1.225 Class(row, very recommended) ∧ Health(row, recommended)

Health 1.194 Class(row, spec priority) ∧ HasNurs(row, critical)

Housing 1.142 Class(row, very recommended) ∧ HasNurs(row, less proper)

Parents 1.091 Class(row, very recommended) ∧ HasNurs(row, proper)

1.002 Class(row, priority) ∧ HasNurs(row, proper)

1.017 Class(row, spec priority) ∧ P arents(row, great pret)

0.118 Class(row, priority) ∧ Health(row, recommended)

HMLN

4.759 Class(row, not recommended) ∧ Health(row, not recommended)

1.134 Class(row, spec priority) ∧ HasNurs(row, very critical)

Children 1.766 Class(row, spec priority) ∧ Health(row, priority)

HasNurs 1.247 Class(row, very recommended) ∧ Health(row, recommended)

Health 0.726 Class(row, spec priority) ∧ HasNurs(row, critical)

Housing 1.152 Class(row, spec priority) ∧ P arents(row, great pret)

Form 1.422 Class(row, priority) ∧ Health(row, recommended)

0.767 Class(row, very recommended) ∧ F orm(row, complete)

0.680 Class(row, priority) ∧ Health(row, priority)

0.654 Class(row, priority) ∧ HasNurs(row, less proper)

5.4 Comparisons

In this section we compare our approach with Näıve Bayes and Decision Trees algorithms (section 5.4.1)

and Vieira and Antunes [2014]’s work (section 5.4.2).

5.4.1 Comparison with Näıve Bayes and Decision Trees

To evaluate our models we decided to compare them with standard Decision Trees and Näıve Bayes

(NB) algorithms, or in other words, Decision Trees and NB algorithms without the information about

the attribute taxonomies. In section 2.2.1.1 we discussed Vieira and Antunes [2014]’s work. They

concluded that their approach outperforms the standard DT and NB algorithms but the difference is

more pronounced in the smaller training sets, becoming less noticeable as the size of the training set

increases. Having this in mind, six subsets were randomly selected from the original data sets, with sizes
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of 800, 400, 200, 100, 50 and 15 instances to be used as training sets. From the remaining instances,

1000 instances were randomly selected as the test set. The entire process was repeated five times and

the mean accuracy was computed.

In figures 5.18 and 5.19 we can observe the results for the DT C4.5/J48 and CART implementations

and MLNs in which the KB was built using conjunctions between the input attribute and the class,

both for the standard MLN model and for the model built using the attribute taxonomies that we called

HMLN. Figure 5.18 is the results for the Mushroom Dataset and 5.19 is the results for the Nursery

Dataset. We can observe, in figure 5.18, for the Mushroom Dataset, that HMLN model is always slightly

better than the DT models specially when having only 15 instances in the training set. We observe that,

as in Vieira and Antunes [2014]’s work, the difference between HMLN and decision tree models is more

significant in smaller training sets, becoming less pronounced as the size of the training set increases. In

figure 5.19, for the Nursery Dataset, we can observe that HMLN model is always slightly better than

the DT models (specially when using the DT C4.5/J48 implementation) when using small dataset sizes

(200 or less instances). As observed with the Mushroom Dataset, the difference between HMLN and

decision tree models is more significant in smaller training sets, becoming less pronounced as the size of

the training set increases.

On smaller training sets it is more likely that not all possible attribute values are present. HMLN

model can use the attribute taxonomies to get relevant information and is still able to predict the class

of instances containing features that were not present in the training set, while C4.5/J48, CART and

the standard MLN fail. When the size of the training set grows and all attribute values become present,

C4.5/J48 and CART catch up. We can observe once again that HMLN is always better than the standard

MLN.

(a) (b)

Figure 5.18: a) Average accuracy in the test set with decision tree C4.5/J48 implementation (black
line with square points), MLNs without taxonomies (black line with dots) and with taxonomies, called
HMLN (gray line with dots), versus size of the training set b) Average accuracy with decision tree CART
implementation (black line with square points), MLNs without taxonomies (black line with dots) and
with taxonomies, called HMLN (gray line with dots), versus size of the training set. In both of the MLNs
the formulas of their KB are conjunctions between the input attributes and the class attribute. These
models were built using the Mushroom Dataset.

In figure 5.20 we can observe the results when using NB model and MLNs in which the KB was built

using conjunctions between the input attribute and the class, both for the standard MLN and HMLN

models. We can observe that for both Mushroom and Nursery Datasets, figure 5.20 a) and b) respectively,
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(a) (b)

Figure 5.19: a) Average accuracy in the test set with decision tree C4.5/J48 implementation (black
line with square points), MLNs without taxonomies (black line with dots) and with taxonomies, called
HMLN (gray line with dots), versus size of the training set b) Average accuracy with decision tree CART
implementation (black line with square points), MLNs without taxonomies (black line with dots) and
with taxonomies, called HMLN (gray line with dots), versus size of the training set. In both of the MLNs
the formulas of their KB are conjunctions between the input attributes and the class attribute. These
models were built using the Nursery Dataset.

once again the HMLN model outperforms the other models. We can observe that the NB model is worse

than both MLNs for training set size larger than 250 instances in the Mushroom Dataset and for training

set size larger than 100 instances in the Nursery Dataset.

(a) (b)

Figure 5.20: Average accuracy in the test set with NB algorithm (black line with square points), MLNs
without taxonomies (black line with dots) and with taxonomies, called HMLN (gray line with dots),
versus size of the training set. In both of the MLNs the formulas of their KB are conjunctions between
the input attributes and the class attribute. The models were built using a) Mushroom Dataset and b)
Nursery Dataset.

In figure 5.21 a) and b) we can observe the results, for the Mushroom Dataset, when using decision

tree C4.5/J48 and CART implementations (black line with square points), respectively, the NB model

(grey line with square points) and MLNs in which the KB was built using rules extracted from a tree

obtained with decision tree C4.5/J48 implementation in figure a) and rules extracted from a tree obtained

with decision tree CART implementation b) (black line with dots). We can observe that the both

KB(rules C4.5/J48)MLN and KB(rules CART)MLN models outperforms the standard decision tree and

NB models. We can see that NB model is once again the model with worse results. Additionally, as

before, the difference between KB(rules C4.5/J48)MLN and KB(rules CART)MLN models and decision

tree models is more significant in smaller training sets, becoming less pronounced as the size of the
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training set increases.

(a) (b)

Figure 5.21: a) Average accuracy in the test set for the NB algorithm (gray line with square points),
the decision tree C4.5/J48 implementation (black line with square points) and MLN which the KB was
built using rules extracted from a tree obtained using the decision tree C4.5/J48 implementation (gray
line with dots). b) Average accuracy for the NB algorithm (gray line with square points), the decision
tree CART implementation (black line with square points) and MLN which the KB was built using rules
extracted from a tree obtained using the decision tree CART implementation (gray line with dots). These
models were built using the Mushroom Dataset.

In figure 5.22 a) and b) we can observe the results, for the Nursery Dataset, when using decision

tree C4.5/J48 and CART implementations (black line with square points), respectively, the NB model

(grey line with square points) and MLNs in which the KB was built using rules from the literature.

We can observe that the KB(rules from literature)MLN model is better than DT an dNB models when

using only 15 instances as training set but when using 100 or more instances is worse than the DT

models. The opposite happens with the NB model, using 100 instances as training set the KB(rules from

literature)MLN model is better.

(a) (b)

Figure 5.22: a) Average accuracy in the test set for the NB algorithm (gray line with square points),
the decision tree C4.5/J48 implementation (black line with square points) and MLN which the KB was
built using rules extracted from a tree obtained using the decision tree C4.5/J48 implementation (gray
line with dots). b) Average accuracy for the NB algorithm (gray line with square points), the decision
tree CART implementation (black line with square points) and MLN which the KB was built using using
rules from the literature (gray line with dots). These models were built using the Nursery Dataset.

In conclusion, for small training set sizes we observed that the HMLN model is always slightly better

than the standard DT models and always better than the NB model. We also observed that both KB(rules

C4.5/J48)MLN and KB(rules CART)MLN models outperforms the standard DT and NB models. The
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difference between these models and decision tree models is more significant in smaller training sets,

becoming less pronounced as the size of the training set increases.

However we also observe that for the KB(rules from literature)MLN model despite this model was

better for small training set sizes when using 100 or more instances as training set is worse than the DT

models but, better than NB model.

5.4.2 Comparison with Vieira and Antunes [2014]’s work

In this section we compare our work with the results of Vieira and Antunes [2014]’s work since the present

work was inspired by it. In figures 5.23 a) and 5.24 a) we can observe the results for the Decision Tree

algorithm for Vieira and Antunes [2014]’s work, for both Mushroom and Nursery Datasets, respectively.

We can see that the algorithm they proposed, a Decision Tree model built in the presence of domain

knowledge (called Hierarchy Based Decision Tree (HDT)), is always better than the standard Decision

Tree models (ID3 and C4.5/J48). The difference is more pronounced in the smaller training sets, becoming

less noticeable as the size of the training set increases, as mentioned previously.

The plots b) and c) in figures 5.23 and 5.24 were already present and discussed in section 5.4.1.

Although the difference is not so pronounced, our MLN model built in the presence of domain knowl-

edge, outperforms both standard MLN and standard Decision Tree models (C4.5/J48 and CART). As

expected, the difference between HMLN and decision tree models is more significant in smaller training

sets, becoming less pronounced as the size of the training set increases.

In figures 5.25 a) and 5.26 a) we can observe the results for the NB algorithm for Vieira and Antunes

[2014]’s work, for both Mushroom and Nursery Datasets, respectively. We can see that the algorithm

they proposed, a NB model built in the presence of domain knowledge (called Hierarchy Based Näıve

Bayes (HNB)) is always better than the standard NB.

The plots b) in figures 5.25 and 5.25 were already present and discussed in section 5.4.1. We can

observe that the NB model results for our datasets are little different from the results in 5.25 a) and 5.26

a). Nevertheless we can see that our approach (HMLN) outperforms the NB model.

In conclusion, we can observe that the same pattern that Vieira and Antunes [2014] observed in their

work with DT and NB models - a model built in the presence of domain knowledge can generalize better

and by doing this we can improve the model’s accuracy - can also be observed when using MLN.
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(a) (b)

(c)

Figure 5.23: a) Average accuracy for ID3 Decision Tree algorithm (ID3) and C4.5/J48 Decision Tree
algorithm (C4.5/J48) and for the algorithm proposed by Vieira and Antunes [2014] called Hierarchy-
based Decision Tree (HDT) b) Average accuracy with decision tree C4.5/J48 implementation (black
line with square points) average accuracy, MLNs without taxonomies (black line with dots) and with
taxonomies, called HMLN (gray line with dots), versus size of the training set c) Average accuracy with
decision tree CART implementation (black line with square points), MLNs without taxonomies (black
line with dots) and with taxonomies, called HMLN (gray line with dots), versus size of the training set.
In both of the MLNs the formulas of their KB are conjunctions between the input attributes and the
class attribute. All of these models were built using the Mushroom Dataset.
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(a) (b)

(c)

Figure 5.24: a) Average accuracy for ID3 Decision Tree algorithm (ID3) and C4.5/J48 Decision Tree
algorithm (C4.5/J48) and for the algorithm proposed by Vieira and Antunes [2014] called Hierarchy-
based Decision Tree (HDT) b) Average accuracy with decision tree C4.5/J48 implementation (black
line with square points) average accuracy, MLNs without taxonomies (black line with dots) and with
taxonomies, called HMLN (gray line with dots), versus size of the training set c) Average accuracy with
decision tree CART implementation (black line with square points), MLNs without taxonomies (black
line with dots) and with taxonomies, called HMLN (gray line with dots), versus size of the training set.
In both of the MLNs the formulas of their KB are conjunctions between the input attributes and the
class attribute. All of these models were built using the Nursery Dataset.

(a) (b)

Figure 5.25: a) Average accuracy for ID3 Decision Tree algorithm (ID3) and C4.5 or J4.8 Decision Tree
algorithm (C4.5/J4.8) and for the algorithm proposed by Vieira and Antunes [2014] called Hierarchy-
based Decision Tree (HDT) b) Average accuracy for NB algorithm and the algorithm proposed by Vieira
and Antunes [2014] called Hierarchy-based Näıve Bayes (HBN) c) Average accuracy for MLN and MLN
built in the presence of domain knowledge called Hierarchy-based Markov Logic Network (HMLN)
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(a) (b)

Figure 5.26: a) Average accuracy for ID3 Decision Tree algorithm (ID3) and C4.5 or J4.8 Decision Tree
algorithm (C4.5/J4.8) and for the algorithm proposed by Vieira and Antunes [2014] called Hierarchy-
based Decision Tree (HDT) b) Average accuracy for NB algorithm and the algorithm proposed by Vieira
and Antunes [2014] called Hierarchy-based Näıve Bayes (HBN) c) Average accuracy for MLN and MLN
built in the presence of domain knowledge called Hierarchy-based Markov Logic Network (HMLN)
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Chapter 6

Conclusions and Future Work

Two key challenges in most machine learning applications are uncertainty and complexity. Logic, es-

pecially, first-order logic (FOL) provides an expressive, compact and elegant way to express domain

knowledge. Probabilistic methods are better at handling the uncertainty and noise in real data. How-

ever, both of these are necessary to build intelligent systems and handle real-world applications. Markov

Logic Networks (MLNs) combine logic and probability by attaching weights to first-order clauses. By

combining FOL and probability we can use the advantages of both. MLNs have gained traction in the

AI community in recent years because of this ability to combine the expressiveness of FOL with the

robustness of probabilistic representations.

6.1 Conclusions

The goal of this work was to extend the work by Vieira and Antunes [2014], by introducing domain

knowledge, represented through taxonomies, in the process of learning a set of MLNs to improve the

models performance. The use of domain knowledge can bring significant benefits to machine learning

applications, by resulting in simpler and more interesting and usable models.

In this work we proposed an approach, an extension of the works of Vieira and Antunes [2014] and

Richardson and Domingos [2006], that introduces domain knowledge, represented as a taxonomy, in the

process of learning a model in the context of classification using MLNs. We called this MLN model, that

can take advantage of user supplied feature (attribute value) taxonomies, Hierarchy based Markov Logic

Network (HMLN).

In addition to an approach to add domain knowledge as taxonomies we also propose an approach to

add domain knowledge as rules extracted from a tree obtained with a Decision Tree (DT) algorithm.

Our results have shown that HMLN, outperforms the standard MLN model and is in fact a lot more

faster. The approach add domain knowledge as rules extracted from a tree obtained with a Decision Tree

(DT) algorithm, in cases where it is easy to extract rules with good support, our results have shown that

this models also outperforms the standard MLN model. However, as observed in our work, this is not

always the case. In cases where it is not easy to extract rules with good support from a tree, using the
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best rules found in the literature, does not lead to better results.

We also concluded that, despite the fact than when we can extract rules from a DT, with good support,

using ten or less percent of the dataset the approach of using rules extracted from tree to populate the

Knowledge Base (KB) is better than the HMLN, in general, there isn’t much difference in the accuracy

for both approaches. And being the HMLN more faster we can conclude that HMLN approach is better

than using a DT to extract some rules and use them as formulas in the KB.

We validate our work using the datasets Mushroom and Nursery, available in UC Irvine Machine

Learning Repository since we already had the attributes taxonomies that Vieira and Antunes [2014] used

in their work. Since these datasets are both tabular and in MLNs we work with formulas and predicates

in FOL we also presented an approach to extracted from a tabular dataset formulas and predicates for

to be possible to use a tabular dataset with our approach.

To conclude, we can observe in our work that using domain knowledge with MLNs improves the

model’s accuracy.

6.2 Future Work

Although the results presented have demonstrated the effectiveness of our approach, it can, of course, be

further developed in a number of ways.

One of the things that would be interesting to explore is the use of FOL, that allows greater ex-

pressiveness, to add domain knowledge to the MLN. In Vieira and Antunes [2014]’s work they also use

ontologies as the domain knowledge representation and this can be good starting point to explore adding

domain knowledge that cannot be represented simply as taxonomies to MLNs.

Another important work to be done is to explore in more detail why adding the attributes taxonomies

helps the model converge much faster.

Finally, it would be interesting to test our approach on problems with a richer, more expressive domain

than the tabular datasets we used here.
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Appendices

A Applications of Markov Logic Networks

MLNs had been successfully applied in a variety of areas since they were proposed. For example, they

were applied in Object Recognition, Robotics, Modelling Home Systems, Information Extraction, Social

Analysis and Web, and also in Natural Language Processing.

Object Recognition

One example of the use of MLNs applied to Object Recognition is the work done by Ferryman et al.

[2013]. Ferryman et al. [2013] presented a video surveillance framework that detects abandoned objects in

surveillance scenes, containing multiple interacting individuals. The framework is based on an algorithm

that combines the concept of ownership with automatic understanding of social relations in order to infer

abandonment of objects. The authors used MLNs to enabled the introduction of the notion of a group

to account for generic interaction between people. The scores for possible associations were calculated

using both spatial-temporal constraints and appearance information. Oliveira and Nunes [2010] proposed

a change in a specific sensor used in intelligent transportation systems. This particular sensor is usually

meant to provide spatial information of the objects in the scene when employed in a single mode, or

along with vision to have redundant and complementary information in object detection. The authors

proposed a way of detecting objects by means of not only a featureless approach, but also inferring context-

aware relations of object parts using MLNs. Their approach aims at building a pedestrian detector to

be employed in highly dynamic environments, where objects are frequently crossing. Zhu et al. [2014]

presented a knowledge-based representation to reason about objects, and their affordances in human-

object interactions. The authors presented an unified framework without the need to training separate

classifiers. In their approach diverse information of objects are first harvested from images and other

meta-data sources and then a knowledge base (KB) is learn using a MLN. Another example of a work

about object recognition is the work done by Kembhavi et al. [2010]. Kembhavi et al. [2010] developed

a video understanding system for scene elements, such as bus stops, crosswalks, and intersections, that

are characterized more by qualitative activities and geometry than by intrinsic appearance. The domain

models for scene elements were not learned from a corpus of video, but instead, naturally elicited by

humans, and represented as probabilistic logic rules within a MLN framework.
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Robotics

In Robotics field there is also a quite amount of research on object recognition. Skočaj et al. [2011]

presented an approach to facilitate continuous learning of visual concepts in dialogue with a tutor on a

robot system. The beliefs about the world were created by processing visual and linguistic information and

were used for planning system behaviour with the aim of extend its knowledge. Each unit of information

describing an entity (e.g., an object) was expressed as a probability distribution over a space of alternative

values (e.g., different colours, or different shapes). These values were formally expressed as propositional

logical formulae. The resulting system is given formal semantics by translating the units of information

into formulae in Markov Logic. Blodow et al. [2010] presented a complex framework that deals with many

of the harder problems found in current 3D robotics perception systems. Their framework enable a robot

to detect a wide variety of objects of daily use in human living environments and keep track of cluster-

object associations over time based on a probabilistic first-order model that considers all the relevant

aspects collectively in order to achieve globally consistent beliefs even in the presence of ambiguity and

partial observability. Particularly, in their framework, object identity resolution, i.e. inferring which

observations refer to which entities in the real world, is based on Markov Logic. Knowing precisely

where objects are located enables a robot to perform its tasks both more efficiently and more reliably.

Specifically, the robot has to become environment-aware by keeping track of where objects of interest are

located and explicitly represent their geometrical properties. Another example of a work about object

recognition in robotics field is the work done by Nyga et al. [2014]. Nyga et al. [2014] presented an

approach to perception system for robots acting in everyday human environments. They proposed a

combination method, which structures perception in a two-step process, and apply this method in their

object perception system. The proposed system makes use of MLNs, which allows to consider object-

interactions like they are encountered very frequently in real-world scenarios.

MLNs were also applied to Goal Recognition. Goal recognition is the task of inferring users goals from

sequences of observed actions. Ha et al. [2011] presented a goal recognition framework based on MLNs.

The model parameters were directly learned from a corpus of actions that was collected through player

interactions with a non-linear educational game. Lester et al. [2013] discussed some problems and possible

improvements to an intelligent game-based learning environment for middle grade science education. In

particular, to address the problem of goal recognition with exploratory goals in game environments, the

authors devised a Markov Logic goal-recognition framework.

Modelling Home Systems

In the field of modeling Home Systems MLN were also used. Wu and Aghajan [2009] presented an

approach to object recognition from images in a home environment. This is challenging since the object

usually has low resolution in the image and the scene is usually cluttered. However, many objects

have specific functions to the user and the interactions between the user and the object provides useful

contextual information to recognize the object. This involves modeling prior knowledge of the relationship

between the user activity and objects. The authors used MLNs to model such context information as
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relationship between the objects and user activities. In their experiment, objects in the living room and

kitchen in a home were recognized based on only user activity. The user activity is analyzed from images

of cameras installed in the home. Relationship between user activity and objects is defined in a knowledge

base with MLN. Chahuara et al. [2013] presented an approach to the issue of building home automation

systems reactive to voice for improved comfort and autonomy at home. This approach use MLN to benefit

from the formal logical representation of domain knowledge as well as the ability to handle uncertain

facts inferred from real sensor data. Bercher et al. [2014] presented domain-independent approach that

combines a number of planning and interaction components to realize advanced user assistance using

Markov Logic. It integrates planning capabilities with advanced dialog and interaction management

components, which enable multi-modal communication skills of such systems. The approach offers a

high degree of flexibility by involving plan repair mechanisms to assist users in cases where unexpected

execution failures occur. The authors demonstrated the approach by means of a system that aims to

assist users in the assembly of their home theater.

Information/Knowledge Extraction

MLNs were also used in the field of Information Extraction. Poon and Domingos [2007] proposed a

joint approach to information extraction, where segmentation of all records and entity resolution are

performed together in a single integrated inference process. Citation matching is the problem of extracting

bibliographic records from citation lists in technical papers, and merging records that represent the same

publication. Poon and Domingos [2007] used citation matching as a testbed for joint inference with MLNs.

In particular, they focused on extracting titles, authors and venues from citation strings. By using MLNs

and the existing algorithms for it, their solution consisted mainly of writing the appropriate logical

formulas. Ling and Weld [2010] presented a information extraction system which extract facts from text

while inducing as much temporal information as possible. In addition to recognizing temporal relations

between times and events, their system performs global inference, enforcing transitivity to bound the

start and ending times for each event. In the inference part of their system, they use MLNs to identify

the ordering relation for each pair of elements. UzZaman and Allen [2010] presented two systems for

extracting temporal information from raw text. The systems use a combination of deep semantic parsing

(information about deep parsing can be found in [Baldwin et al., 2007]), MLNs and Conditional Random

Field classifiers (CRFs). CRFs are based on exponential models in which probabilities are computed based

on the values of a set of features induced from both the observation and label sequences [UzZaman and

Allen, 2010]. Their system does deep semantic parsing and use hand-coded rules to extract events, features

and temporal expressions from the logical forms produced by the parser. In parallel, their system, filter

events, extract event features, temporal expressions, classify temporal relations using machine-learning

classifiers. For their different classification tasks, they used different classifiers based on MLNs. Riedel

et al. [2009] presented an approach to the problem of biomolecular event extraction. Their approach used

MLNs as a general purpose Statistical Relation Learning language to implement their joint probabilistic

model over events in a sentence.

In the fields of Entity Resolution, Entity Recognition, Entity Relation Extraction and Entity Linking
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MLNs have also been applied. Singla and Domingos [2006] proposed a approach to the problem of entity

resolution using MLNs. Entity resolution is the problem of determining which records in a database

refer to the same entities. When data from multiple databases is merged into a single database, many

duplicate records often result. These are records that, while not syntactically identical, represent the

same real-world entity. Yu [2007] proposed a hybrid model for Chinese Named Entity Recognition (NER).

Firstly, the authors used Boosting, a standard and theoretically well-founded machine learning method

to combine a set of weak classifiers together into a base system. Secondly, the authors introduced various

types of heuristic human knowledge into MLN, to validate Boosting NER hypotheses. All the validated

Boosting results were accepted as new NE candidates (or common nouns) and then a MLN were trained

to recognize them. Zhu et al. [2009] presented a statistical entity relation extraction system. The task of

this system is to identify relation tuples, and each relation tuple can be among several entities. In their

system framework MLNs are used to perform joint inference. Humans manage and resolve ambiguity

in natural language by unified, simultaneous consideration of morphology, syntax, semantics, pragmatics

and other contextual information. In statistical modeling such unified consideration is known as joint

inference [McCallum, 2009]. Dai et al. [2011] presented an approach that employs MLN to model the

constraints and decisions in the Entity linking (EL) task. Entity linking (EL) is the task of linking a

textual named entity mention to a knowledge base entry. The model captures the contextual information

of the recognized entities for entity disambiguation as well as the constraints when linking an entity

mention to a KB entry.

Another interesting field in which MLNs have been used is in the field of Recognition of Activities or

Events. Tran and Davis [2008] addressed the problem of visual event recognition in surveillance where

noise and missing observations are serious problems. In particular, the authors studied the surveillance

problem of monitoring a parking lot and determining which people enter or leave in which cars. Common

sense domain knowledge was exploited, this knowledge was represented as first-order logic production

rules with associated weights to indicate their confidence using MLNs. The network was used to per-

form probabilistic inference for input queries about events of interest. The system’s performance was

demonstrated on a number of videos from a parking lot domain that contains complex interactions of

people and vehicles. Biswas et al. [2007] introduced a first-order probabilistic model that combines mul-

tiple cues to classify human activities from video data. Their system works in a realistic office setting

with background clutter, natural illumination, different people, and partial occlusion. The model they

present is compact, requires only fifteen sentences of first-order logic grouped as a Dynamic Markov Logic

Network (DMLNs) to implement the probabilistic model in pose detection and object recognition. In a

stochastic logical process, the truth values of relations depend on the time step t, to account for this,

Markov Logic Networks were extended by allowing the modeling of time. The resulting framework is

called Dynamic Markov Logic Networks (DMLNs) [Kersting et al., 2009]. Helaoui et al. [2011] proposed

an approach for recognizing interleaved and concurrent activities incorporating both input from pervasive

light-weight sensor technology and common-sense background knowledge using Markov Logic. In partic-

ular, the authors assess the ability of the models to learn statistical-temporal from training data and to

combine these models with background knowledge to improve the overall recognition accuracy of human
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activities. To this end, they proposed two Markov Logic formulations for inferring the foreground activity

as well as each activities start and end times. Riboni et al. [2015] presented a system for recognition of

abnormal behaviors in the home of an elderly person with a diagnosis of mild cognitive impairment. The

activity recognition module implemented in their system relies on MLNs. Ha et al. [2010] presented a

system related to the task of temporal event order recognition. Their approach consists of four related

subtasks and take a supervised machine-learning technique using Markov Logic in combination with rich

lexical relations beyond basic and syntactic features. More specifically, their system consists of four in-

dependently trained MLNs, one for each task. Each MLN is defined by a set of local formulae that are

conjunctions of predicates representing the features.

MLN have also been used in works related with Ontologies and Taxonomies. MLN were used in works

related with ontologies and taxonomies. Zhang et al. [2012] presented an approach to the problem of

relation extraction, the process of converting natural language text into structured knowledge. More

specifically, the authors proposed an ontological smoothing, a semi-supervised technique that learns

extractors for a set of minimally-labeled relations. Ontological smoothing has three phases. First, it

generates a mapping between the target relations and a background knowledge-base. Second, it uses

distant supervision to heuristically generate new training examples for the target relations. Finally, it

learns an extractor from a combination of the original and newly-generated examples. In particular,

in the first step, to do the mapping construction, by defining a set of candidate mappings for each

of the target entities, MLNs were used. Wu and Weld [2008] introduced an autonomous system for

refining Wikipedia infobox-class ontology towards accurately extracting even more semantic knowledge

from natural language text by combining, Wikipedia infoboxes with WordNet and using statistical-

relational learning. Each infobox template is treated as a class, and the slots of the template are considered

as attributes/slots. They cast the problem of ontology refinement as a machine learning problem and

solve it using both SVMs (Support Vector Machines) and a more powerful joint-inference approach

expressed in MLNs. Applying a MLNs model, their system uses joint inference to predict subsumption

relationships between infobox classes while simultaneously mapping the classes to WordNet nodes. This

system also maps attributes between related classes, allowing property inheritance. Niepert et al. [2010]

presented a Markov Logic based framework for ontology matching. Ontology matching is the problem

of determining correspondences between concepts, properties, and individuals of different heterogeneous

ontologies. Drumond and Girardi [2010] presented an approach for extracting concept hierarchies from

text that uses statistical relational learning and natural language processing for combining cues, using

MLNs.

Social Analysis and Web

In works in Social Analysis MLNs have also been applied. Domingos [2005] described the use of MLNs

to build social network models, using data from the Epinions knowledge-sharing site, the EachMovie

collaborative filtering system, and others. These models allowed the design of “viral marketing” plans

that maximize positive word-of-mouth among customers. In their experiments, this makes it possible

to achieve much higher profits than if they ignore interactions among customers and the corresponding
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network effects, as traditional marketing does. Singla et al. [2008] proposed an approach to the problem

of identifying the social relationships between individuals in consumer photos using MLN. Consumer

photos generally do not contain a random gathering of strangers but rather groups of friends and fami-

lies. Detecting and identifying these relationships are important steps towards understanding consumer

image collections. Similar to the approach that a human might use, the authors used a rule-based sys-

tem to quantify the domain knowledge (e.g. children tend to be photographed more often than adults;

parents tend to appear with their kids) and the weight of each rule reflects its importance in the overall

prediction model. Zhang et al. [2014] presented a network opinion leader recognition method based on

relational data. The designed network opinion leader recognition system includes three modules: pub-

lic opinion data acquisition module, data characteristic selection and fusion module, and opinion leader

discovery module based on Markov Logic Networks. The public opinion data acquisition module is for

data collection concerning specific public opinion event. Data characteristic selection and fusion module

is for processing and analyzing collected data to disclose the relationship between core characteristics

and attributes. The opinion leader discovery module based on Markov Logic Networks is to design predi-

cates, build the knowledge base, and establish the MLN model according to the relationship between core

characteristics and attributes. Li et al. [2014] proposed a framework for applying probabilistic logical

reasoning to inference problems on on social networks. Their two-step procedure first extracts logical

predicates, each associated with a probability, from social networks, and then performs logical reasoning.

The authors evaluated their system on predicting user attributes (gender, education, location), user re-

lations (friend, spouse, same-location), and user preferences (liking or disliking different entities). This

attributes and relations were fed into relational reasoning frameworks, including MLN and Probabilistic

Soft Logic (PSL), to infer the relational rules among users, attributes and user relations that allowed the

prediction of user preferences. Dierkes et al. [2011] proposed an approach to improve models for predicting

churn and buying decisions by leveraging network information. A churn refers to contractual customers

or subscribers who leave a service provider during a given time period. They built their model by using

call detail records represented as a weighted graph. In contrast to traditional classification methods, they

took into account the information about who a customer calls i.e., a customer’s neighbours in the com-

munication graph derived from the call detail record data. They interpret these graphs as social networks.

These networks can be stored in a relational data model. While propositional learners find patterns in

a given single relation, statistical relational learning algorithms (also called multi-relational data mining

[Dierkes et al., 2011]) aim at finding patterns. Markov Logic Networks were used in conjunction with

logistic regression based on lagged neighbourhood variables, to develop the predictive model.

MLNs were used also in works related to the Web. Yang et al. [2009] presented a template-independent

approach to the problem of extract structured data from web forum sites. Web forums have become an

important data resource for many web applications, but extracting structured data from unstructured

web forum pages is still a challenging task due to both complex page layout designs and unrestricted

user created posts. Most existing methods to this work date basically depend on features inside an

individual page and ignore site-level information. The authors incorporate both page-level and site-level

knowledge and employ MLNs to effectively integrate all useful evidence by learning their importance
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automatically. In their work, they focus on extracting the following six objects: list record, list title,

post record, post author, post time, and post content. The atomic extraction units are HTML elements.

They defined formulas in MLNs, such as the post record element must contains post author, post time

and post content nodes, etc. These formulas represent some kinds of relations among HTML elements.

With these formulas, the resultant MLN can effectively capture the mutual dependencies among different

extractions and thus achieve globally consistent joint inference. The experimental results of their approach

on 20 forums, showed very encouraging performance of information extraction, and demonstrate the

generalization ability of the their proposed approach on various forums. Mihalkova and Mooney [2009]

presented an approach to Web query disambiguation. Most existing work in query disambiguation for

Web searches relies on search engine log data in which the search activities of that particular user, as

well as other users, are recorded over long periods of time. Such approaches may raise privacy concerns

and may be difficult to implement for pragmatic reasons [Mihalkova and Mooney, 2009]. The authors

approach bases its predictions only on a short glimpse of user search activity, captured in a brief session

of 4-6 previous searches on average. Their method exploits the relations of the current search session

to previous similarly short sessions of other users in order to predict the user intentions and is based

on Markov Logic. Kok and Domingos [2008] presented an unsupervised approach to the problem of

extracting semantic networks from what is arguably the largest and most accessible text resource - the

Web. The authors used the TextRunner system (more information about this system can be found in

Banko et al. [2007]) to extract tuples from text. And then induce general concepts and relations from

them by jointly clustering the objects and relational strings in the tuples. Their system uses a bottom-up

agglomerative clustering algorithm to jointly cluster relation symbols and object symbols, and allows

information to propagate between the clusters as they are formed. Their approach is defined in Markov

Logic using four simple rules.

Natural Language Processing

In the field of Natural Language Processing MLN have been quite used. Poon and Domingos [2008]

proposed the first unsupervised coreference resolution system that is as accurate as supervised systems.

The goal of coreference resolution is to identify mentions (typically noun phrases) that refer to the same

entities. This is a key subtask in many Natural Language Processing (NLP) applications, including

information extraction, question answering, machine translation, and others. The unsupervised approach

proposed by Poon and Domingos [2008], performs joint inference across mentions, in contrast to the

pairwise classification typically used in supervised methods, and use MLNs as a representation language,

allows it to be easily extended to incorporate additional linguistic and world knowledge. Poon and

Domingos [2009] also presented the first unsupervised approach to the problem of learning a semantic

parser, using MLNs. Semantic parsing maps text to formal meaning representations. Their system

transforms dependency trees (a dependency tree is a tree where nodes are words and edges are dependency

labels), into quasi-logical forms (QLFs), i.e., in a first order logic conjunction. Where every node in the

dependency tree becomes a constant and every edge becomes a binary predicate. Their system then

recursively induces lambda forms from quasi-logical forms (QLFs) and the cluster them. QLFs can be
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generalized to sub-formulas where some constants are replace by variables. Conceptually, a lambda-form

cluster is a set of semantically interchangeable lambda forms. This approach was evaluated by using it to

extract a knowledge base from biomedical abstracts and answer questions. Meza-Ruiz and Riedel [2009]

presented a MLNs system for Semantic Role Labelling that jointly models all predicate identification,

argument identification and classification and sense disambiguation decisions for a sentence. Beltagy

et al. [2013] presented an approach that combines logic-based and distributional representations for

natural language meaning. It uses logic as the primary representation, transforms distributional similarity

judgments to weighted inference rules, and uses MLNs to perform inferences over the weighted clauses.

Distributional similarity is the distribution of co-occurrence of words in similar linguistic contexts. Their

approach views textual entailment and sentence similarity as degrees of logical entailment, while at the

same time using distributional similarity as an indicator of entailment at the word and short phrase level.

Meza-Ruiz et al. [2008] presented an approach to Robust Spoken Language Understanding using MLNs

from simple corpora annotated only with slot values. Garrette et al. [2014] used MLN to infer word

sense so that inferences involving correct word sense were assessed as being highly probable, inferences

involving incorrect word sense were determined to be low probability, and inferences that violate hard

logical rules were determined to have the lowest probability. Dutta et al. [2014] presented a probabilistic

approach to link terms from an Open Information Extraction (OIE) system to instances of a semantic

resource (like a structured ontological resource) in order to unambiguously determine the meaning of

terms occurring within triples generated by an OIE system using MLNs.

MLNs were also used on studies related to Knowledge Bases and Question Answering. Niu et al.

[2012] presented a end-to-end demonstration system that performs knowledge-base construction (KBC)

from hundreds of millions of web pages. Knowledge-base construction (KBC) is the process of populating

a knowledge base (KB) with facts (or assertions) extracted from text. Their system, employs statistical

learning and inference to combine diverse data resources and best-of-breed algorithms [Niu et al., 2012].

For statistical inference, their system employs Markov Logic. Jha and Suciu [2012] proposed an approach

for representing and querying probabilistic databases, which allows complex correlations to be defined

between the tuples in a database. Their model combines probabilistic databases with MLNs. It consists

of a collection of probabilistic (tuples are annotated with a probability) and deterministic tables, and a

collection of views, called MarkoViews. A MarkoView is expressed by a Union of Conjunctive Queries

(UCQ) over the probabilistic and deterministic tables, and associates a weight to each tuple in the answer

[Jha and Suciu, 2012]. Intuitively, it asserts a likelihood for that output tuple, and therefore introduces a

correlation between all contributing input tuples. Jiang et al. [2012] proposed a method for cleaning an

automatically extracted knowledge base using Markov Logic. Their method uses probabilistic inference

to simultaneously reason about the truth values of many related facts. This is an improvement since other

existing systems use logical inference and heuristics to update its knowledge base. Chen and Wang [2014]

presented an probabilistic knowledge base system to addresses the problem of knowledge expansion in

probabilistic knowledge bases. The authors designed a relational model, that allow an efficient SQL-based

inference algorithm for knowledge expansion that applies inference MLN rules in batches. Related to the

field of Question Answering, Bu et al. [2010] proposed a question classification method which included
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a question taxonomy suitable to the general QA (question answering) and a question classifier based

on MLN. He et al. [2014] presented a question answering system over Linked Data which translates

the natural language questions into structured queries automatically. More specifically, their system use

MLNs for phrase detection, phrases mapping to semantic items and semantic items grouping.

Other areas of application

In the field of Transfer Learning MLN were also used. Mihalkova et al. [2007] proposed an approach that

considers transfer learning with MLNs. Transfer learning is the problem of how to leverage knowledge

acquired in a source domain to improve the accuracy and speed of learning in a related target domain

[Mihalkova et al., 2007]. Their system first autonomously maps the predicates in the source MLN to

the target domain. The quality of a mapping is measured by the performance of the mapped MLN

on the target data. Then the system revises the mapped structure to further improve its accuracy.

In this step one of the things that the algorithm inspects is the source MLNs and determines for each

clause whether it should be shortened, lengthened, or left as is. Their results in several real-world domains

demonstrate that their approach successfully reduces the amount of time and training data needed to learn

an accurate model of a target domain over learning from scratch. Davis and Domingos [2009] proposed

an approach based on a form of second-order MLNs to the problem of transfer learning. Their algorithm

discovers structural regularities in the source domain in the form of Markov Logic formulas with predicate

variables, and instantiates these formulas with predicates from the target domain. Using this approach,

they have successfully demonstrated that can transferred learned knowledge from a molecular biology

domain to a Web domain. Empirically, knowledge learned in the molecular biology domain improved

their algorithm ability to assign class labels to web pages and predict whether one page contains a

hyperlink that points to a second page. Additionally, knowledge gleaned from the Web domain enhanced

the ability of their algorithm to predict a protein function. They also discovered patterns include broadly

useful properties of predicates, like symmetry and transitivity, and relations among predicates, like various

forms of homophily.

Also for action model and process model MLNs have been used. Action models can be defined as a

set of actions to achieve a certain goal and process models as the analytical representation or illustration

of an organization business processes. Zhuo et al. [2010] presented a algorithm to learn action models

with quantifiers and logical implications from a set of observed plan traces with only partially observed

intermediate state information. The algorithm generates candidate formulas that are passed to a MLN for

selecting the most likely subsets of candidate formulas. The selected subset of formulas is then transformed

into learned action models, which can then be tweaked by domain experts to arrive at the final models.

Leopold et al. [2012] proposed an approach based on semantic techniques and probabilistic optimization

using MLNs, for automatically matching process models. Their approach has been implemented as a

prototype and tested using a set of 36 model pairs derived from 9 university admission processes. Bellodi

et al. [2010] presented a logic-based approach for the induction of process models that are expressed

by means of a probabilistic logic by analyzing a log containing several traces (sequence of events) of a

process, labeled as compliant or non-compliant. The approach first uses the an algorithm to extract
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a set of integrity constraints from a collection of traces. Then, the learned constraints are translated

into Markov Logic formulas. The resulting theory allows to perform probabilistic classification of traces.

The authors performed experiments on process traces belonging to a real dataset of university students

careers.

There are also another interesting cases in which MLNs were used. For example, von Stülpnagel

et al. [2014] presented a solution for modeling the dependencies of an IT infrastructure and determine

the availability of components and services therein using MLNs. Their solution uses a combination of

a dependency network, measured availabilities and a new threat information as basis to calculate the

expected availabilities of infrastructure components and services. The authors obtained the evidence for

the MLN by constructing a dependency network and learning the weights for the measured availabilities.

By adding a new threat and using marginal inference, the model predict availabilities of IT components

under different threat conditions. Osman et al. [2015] presented a model which allows predicting the crop

grown on a field when the crops grown data for the previous 35 years are known. This kind of prediction

is useful for the production of crop maps at the field level at the beginning of the agricultural season.

Their model applies machine learning techniques using a Land Parcel Information System, or any other

kind of land cover maps from previous years, to model crop rotation patterns. The authors modeled each

rotation of interest as one rule and use a MLN for the inference. Snidaro et al. [2015] used MLNs to detect

two possible anomalous or suspicious conditions in maritime domain, a rendezvous at sea and a hazardous

combination of cargo ships in a harbor. Proper event detection and understanding facilitate situation

assessment and human decision making with applications to safety, security, consequence management

and recovery among others. The authors encoded uncertain a priori and contextual knowledge, fuse data

coming from multiple and heterogeneous sources of information and perform reasoning on incomplete

data. Sadilek and Kautz [2010] presented a framework for combining data denoising with higher-level

relational reasoning about a complex multi-agent domain. Their test domain was the game of capture

the flag - an outdoor game that involves many distinct cooperative and competitive joint activities.

By denoising, the authors mean, modifying the raw GPS trajectories of the players such that the final

trajectories satisfy constraints imposed by the geometry of the game area, the motion model of the

players, as well as by the rules and the dynamics of the game. The domain, was modeled using Markov

Logic, which allowed jointly denoising the data and inferring occurrences of high-level activities, such

as capturing a player. Blythe et al. [2011] described an approach that combines a probabilistic plan

recognition and risk communication to improve the usefulness of security tools. Attacks on computer

systems are rapidly becoming more numerous and more sophisticated, and current preventive techniques

do not seem able to keep pace. The authors hypothesize was that users are more likely to be persuaded by

messages that (1) leverage mental models to describe the dangers (2) describe particular vulnerabilities

that the user may be exposed to and (3) are delivered close in time before the danger may actually

be realized. So, their approach makes the warnings timely, specific, graphical and grounded in effective

mental models. Their system uses templates of user activities as input to a MLNs to recognize potentially

risky behaviors. This approach can identify likely next steps that can be used to predict immediate danger

and customize warnings. Ciocarlie et al. [2014] proposed a framework for Self-Organizing Networks
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verification that combines anomaly detection and diagnosis techniques. The design was implemented and

applied to a dataset consisting of Key Performance Indicators data collected from a real operational cell

network. Their approach is comprised of two main steps: 1) detecting anomalies for a group of entities

(i.e., cells) using topic modeling combined with 2) diagnosing any anomaly using MLN, which rely on

probabilistic rules to discern between different causes. Zirn et al. [2011] presented a fully automatic

framework for sentiment analysis by combining multiple sentiment lexicons and neighborhood as well

as discourse relations. The goal of their system is to label discourse segments of a review as positive

or negative, they used Markov Logic to integrate polarity scores from different sentiment lexicons with

information about relations between neighboring segments, and evaluate the approach on product reviews.

Sentiment analysis is the problem of determining the polarity of a text with respect to a particular topic.

For the evaluation of their approach, they first combine real-valued polarity scores derived from sentiment

lexicons using MLNs and classify all segments of a product review. Then, they investigated whether the

addition of certain structural features improves the performance of the system. Lippi and Frasconi [2009]

proposed an approach to the problem of prediction β-partners within a protein chain using MLNs. Their

framework was able to capture dependencies between contacts and constrain the solution according to

domain knowledge.

B Interesting rules for the Nursery Dataset

In table 1 are presented the rules that we using in our work and are adapted from [Noda et al., 1999],

[Alatas and Akin, 2009] and [Ferdaus and Khan, 2014]. In table 2 we present the rules from 1 converted

to clausal normal form.

Table 1: Rules adapted from [Noda et al., 1999], [Alatas and Akin, 2009] and [Ferdaus and Khan, 2014],
considered interesting rules for the Nursery Dataset.

Health(row, recommended)→ Class(row, priority)
(Health(row, priority) ∨Health(row, recommended)) ∧HasNurs(row, very crit)→

Class(row, spec prior)
Housing(row, convenient) ∧ Finance(row, inconv)→ Class(row, not recom)

Health(row, not recom)→ Class(row, not recom)
Health(row, priority)∧ (HasNurs(row, critical)∨HasNurs(row, very crit))→ Class(row, spec prior)

Health(row, priority) ∧HasNurs(row, improper) ∧ Parents(row, pretentious)→
Class(row, spec prior)

Health(row, recommended) ∧ (HasNurs(row, critical) ∨HasNurs(row, improper)) ∧
(Parents(row, great pret) ∨ Parents(row, pretentious))→ Class(row, spec prior)

Parents(row, usual) ∧ Form(row, foster) ∧Housing(row, less conv) ∧ Finance(row, inconv) ∧
Health(row, not recom)→ Class(row, not recom)

HasNurs(row, proper)→ Class(row, priority)
Health(row, recommended) ∧ (HasNurs(row, less proper) ∨HasNurs(row, proper))→

Class(row, priority)
Health(row, priority) ∧HasNurs(row, less proper) ∧ Parents(row, great pret)→

Class(row, spec prior)
Parents(row, pretentious) ∧ Children(row, 3) ∧Housing(row, convenient)→ Class(row, not recom)

Housing(row, less conv) ∧ Finance(row, inconv) ∧ Social(row, slightly prob) ∧
Health(row, recommended)→ Class(row, very recom)

Parents(row, great pret) ∧ Social(row, slightly prob) ∧Health(row, recommended)→
Class(row, priority)
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Table 2: Rules adapted from [Noda et al., 1999], [Alatas and Akin, 2009] and [Ferdaus and Khan, 2014],
considered interesting rules for the Nursery Dataset, converted to Clausal Normal Form.

¬Health(row, recommended) ∨ Class(row, priority)
¬HasNurs(row, very crit) ∨ ¬(Health(row, priority) ∨ Class(row, spec prior)

¬HasNurs(row, very crit) ∨ ¬(Health(row, recommended) ∨ Class(row, spec prior)
¬Housing(row, convenient) ∨ ¬Finance(row, inconv) ∨ Class(row, not recom)

¬Health(row, not recom) ∨ Class(row, not recom)
¬HasNurs(row, critical) ∨ ¬Health(row, priority) ∨ Class(row, spec prior
¬HasNurs(row, very crit) ∨ ¬Health(row, priority) ∨ Class(row, spec prior

¬Parents(row, pretentious) ∨ ¬HasNurs(row, improper) ∨ ¬Health(row, priority) ∨
Class(row, spec prior)

¬Parents(row, great pret) ∨ ¬HasNurs(row, critical) ∨ ¬Health(row, recommended) ∨
Class(row, spec prior)

¬Parents(row, great pret) ∨ ¬HasNurs(row, improper) ∨ ¬Health(row, recommended) ∨
Class(row, spec prior)

¬Parents(row, pretentious) ∨ ¬HasNurs(row, critical) ∨ ¬Health(row, recommended) ∨
Class(row, spec prior)

¬Parents(row, pretentious) ∨ ¬HasNurs(row, improper) ∨ ¬Health(row, recommended) ∨
Class(row, spec prior)

¬Parents(row, usual) ∨ ¬Form(row, foster) ∨ ¬Housing(row, less conv) ∨ ¬Finance(row, inconv) ∨
¬Health(row, not recom) ∨ Class(row, not recom)
¬HasNurs(row, proper) ∨ Class(row, priority)

¬HasNurs(row, less proper) ∨ ¬Health(row, recommended) ∨ Class(row, priority)
¬HasNurs(row, proper) ∨ ¬Health(row, recommended) ∨ Class(row, priority)

¬Parents(row, great pret) ∨ ¬HasNurs(row, less proper) ∨ ¬Health(row, priority) ∨
Class(row, spec prior)

¬Parents(row, pretentious)∨¬Children(row, 3)∨¬Housing(row, convenient)∨Class(row, not recom)
¬Housing(row, less conv) ∨ ¬Finance(row, inconv) ∨ ¬Social(row, slightly prob) ∨

¬Health(row, recommended) ∨ Class(row, very recom)
¬Parents(row, great pret) ∨ ¬Social(row, slightly prob) ∨ ¬Health(row, recommended) ∨

Class(row, priority)
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