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Abstract — Information available on Twitter about stock market 

is increasing. Through tweets, users express their predictions or 

opinions about companies or events. These tweets can influence the 

behavior of those who read them. With the cashtags creation, this 

information has become easier to identify and therefore to use. The 

main objective of this work is use this information to forecast stock 

market. For that purpose, it is suggested to characterize each user 

through several numerical features related to his Twitter account. 

A Genetic Algorithm is used to optimize and return values that 

best describe an influential user in the stock market. To check the 

impact of each user, the tweets sentiment is analyzed and 

compared to the change in the stock price of the mentioned 

company. In order to make this identification, a classifier was 

created using Naïve Bayes, with an accuracy of 60.65%. This 

classifier, when applied to a tweet already pre-processed and 

filtered by the system, returns whether the tweet is positive, 

negative or neutral. Based on these classifications an investment is 

made. The results indicate that the characteristics which best 

describe an influential user are the account time and the account 

activity, followed by the number of likes and retweets obtained by 

tweet and the low tendency of the user to talk to other users using 

tweets. The results were very interesting, since in the best case, a 

profit of 14.7% was obtained for a test period of 6 months. 

Keywords: Twitter, Influent Users, Genetic Algorithm, Naïve 

Bayes, Stock Market. 

I.  INTRODUCTION 

Due to the way transactions are made today in the financial 
market, making a transaction a fraction of second later than 
intended may represent huge costs. This has made it clear that 
there is a need to create and use tools that can access and analyze 
information as quickly as possible. With the technology 
advancement, this idea became real but eventually came up with 
a new problem: how to do this analysis.  

The solution may be through the use of extremely fast 
algorithms, capable of evaluating in different conditions the 
most varied situations and make the best possible decisions. 
Although, to do it, it is necessary to take into account also a great 
diversity of factors that can influence the decision success or 
failure. One of these factors may be the opinion of certain 
entities that may somehow, have access to inside information, 
have impact in the stock market or simply, have a more accurate 
predictive capability. 

Nowadays social networks are one of the best places to 
collect opinions. These online networks have been expanding 
increasingly and gaining tremendous importance in the everyday 
life of any ordinary individual, whether to voice an opinion, read 

news or simply to have a conversation. Created in 2006 and with 
319 million users at the end of 2017, Twitter is one of the 
examples of this type of online social network. As the other 
social networks, this one has its peculiarities such as restricting 
the number of characters to a maximum of 140 per publication. 
These publications are called tweets and may express feelings, 
opinions, moods or even irrelevant content. Although, collect 
old tweets can be a difficult task since Twitter has a lot of 
restrictions on them. 

One of the topics that has always attracted much attention is 
the financial market behavior, which has consequently made it 
one of the most popular topics on Twitter, with all kinds of 
entities to issue and to be influenced by other opinions and 
information. In this way, access to this type of information and 
its real-time analysis can be crucial to make a good decision in 
the financial market. Despite the high popularity of the subject 
and the huge amount of works in this area, it continues to be a 
topic of much discussion and with results that fall short of 
expectations. 

The main objective of this work is to develop a system 
capable of choosing among a group of Twitter users those with 
greater impact in the stock market, more specifically, in S&P 
500. This is an American stock market index based on the 
market capitalizations of 500 large companies having common 
stock listed on the NYSE and NASDAQ. The principle behind 
is that a tweet posted about a certain company will have an 
impact on its stock price, that is, a positive tweet opinion about 
that company will be spread across the community and will lead 
to an increase in its stock price while a negative, will result on a 
decrease.  

It is intended to choose users bases on their Twitter account 
features, understanding if it is possible to find their optimal 
values that claim that a user is influential. For that purpose, it 
will be necessary to collect tweets to train and test the system. 
However, in order to have free access to those tweets, it will be 
necessary to develop a tool that collects this data in another way, 
since Twitter does not allow the collection of tweets posted more 
than a week ago. These tweets will be processed, filtered and 
applied to a sentimental classifier to understand its opinion 
polarity. This sentiment classifier, created based on Naïve Bayes 
techniques, will be trained to classify each tweet as positive, 
neutral or negative.  

Finally, a Genetic Algorithm will be implemented in order 
to choose the optimal values for each feature and even which 
features are positively related with an influent user.  



This work presents a new approach in this area of data 
science, combining different other researches in other areas such 
as opinion mining, evolutionary computation and stock market 
analysis. The way tweets will be collected is completely 
innovator, fast and effective. 

II. RELATED WORK 

A. Twitter Basic Concepts 

Tweets are accessible by everyone, but only registered users 
can post them. Twitter has not strictly privacy rules as Facebook 
or Instagram. A user just have to “follow” another one to get 
access to his contents, without being required an approval. 
Another important feature of Twitter is “retweets”, which allows 
a user to share quickly another user’s tweet, making the 
information flow fast and efficiently. Users can mention other 
users too, using ‘@’ preceding their usernames in tweets or keep 
track of a certain topic by using ‘#’ preceding its name, which 
are commonly known as hashtags.  

In 2012, Twitter has announced via a tweet (see Figure 1), a 
new feature similar to hashtag called “cashtag”, which take users 
to the search results about the companies’ finances and stocks, 
that made them very used nowadays for tweets about stock 
market. To create a cashtag, user just need to put the “$” symbol 
before the topic name, which is usually the stock symbol of the 
company. 

 

Figure 1. Announcement of cashtags by Twitter. 

For developers, Twitter has released two different APIs for 
two different proposes. One of them, the Twitter Search API, 
allows developers to access to recent Tweets published in the 
last 7 days subject to a limit of 180 requests every 15 minutes, 
where each request can provide a maximum number of 100 
tweets or information about 100 users. The other one is the 
Twitter Streaming API that works under the same limits of the 
first one but allows real-time tweets collection, with Twitter’s 
documentation for this API promising 1% of all data. Another 
way to access Twitter data is using Twitter Firehose which 
guarantees 100% delivery of tweets but besides of being paid for 
the access, it is needed a great amount of disk space and 
computing power.   

B. Tweet Sentiment Analysis 

1) Data Pre-processing 
Since Twitter created cashtag, becomes much easier get 

more specific content from a company. Although, it is not 
certain that the content has the desired quality. Firstly, because 
it is not guaranteed that all collected tweets be about the intended 
company. For example, A, CAT, MMM and GAS are stock 
symbols but could be used in tweets with another connotation. 
Although, in [1], the approach used was just considering 

cashtags with the stock symbol as unique keyword in the search 
query. 

Another limitation is the great amount of spam tweets using 
a lot of well-known cashtags aiming to get public attention. This 
kind of tweets are posted generally by robot accounts. The 
authors mentioned in [2], that tweets’ content could vary 
drastically between excellent and spam.  

Therefore it is necessary to process data to apply to a 
sentiment analysis. Most of this data contains abbreviations, 
slang, emoticons, hashtags, cashtags, URLs, special characters, 
stopwords or it may have also been written in a language other 
than English. In [3], the authors converted some expressions as 
“lol” to “laughing out loud” and some negative expressions like 
“never” or “cannot” to “not”. Long sequences of repeated 
character were replaced by three characters sequences and URLs 
and usernames were eliminated. In [4], the authors just removed 
stop words and in [5], it was removed punctuation, symbols, 
stopwords, single characters and mentions. 

2) Sentiment Analysis 
Sometimes referred to as opinion mining, sentiment analysis 

has become a trend on computer science research area. The 
biggest challenge is to detect and summarize an overall 
sentiment relied not on facts but on subjective impressions, and 
in Twitter case, these subjective impressions must be obtained 
from a set composed by texts with 140 characters maximum 
length. This unique characteristic of Twitter leads to new 
problems for current sentiment analysis methods, which 
originally focused on large opinionated corpora [6]. 

A method often used in sentiment analysis is Naïve Bayes. 
In [7], the authors proposed a sentiment detection in a Spanish 
tweets’ data set. Their approach was based on polarity 
classification, classifying tweets into one of six different 
categories. They detected the tweet’s polarity searching for 
polarity words on it, resulting in an accuracy of 67%. This results 
were very satisfactory since when more categories are used the 
worse will be the accuracy 

A similar approach was used but for English tweets by 
Gamallo et al. in [8], implementing two different Naïve Bayes 
classifiers (baseline and binary) for three different categories: 
positive, negative or neutral. The baseline classifier was trained 
and then used to classify without any changes after the training. 
On the other hand, the binary classifier uses a polarity lexicon to 
train and then, classify tweets as positive or negative, only 
finding the polarity words in tweets. If no positive or negative 
word is found, the tweet is classified as neutral. The binary 
classifier obtained an accuracy of 80%, being the best of both. 

In [9] the authors proposed a sentiment classification using a 
Naïve Bayes classifier preceded by a pre-processing of the 
tweets data set, where they used a more complex lexicon, 
obtaining a F-score of 59.26.  

C. Influent Users on Twitter 

Nowadays there are so much data flooding Internet that 
became harder to distinguish clearly its credibility. An intuitive 
way to solve this problem is trust in some entities such as an 
ordinary Twitter user or even corporate Twitter accounts that, in 
some way, are considered influent and authoritarian. 



This approach might be relatively intuitive but the challenge 
is which criterions should be used to differentiate.  

In [10], influence on Twitter was defined as “the potential of 
an action of a user to initiate a further action by another user”.  
In [11], it was analyzed the ability of a user to cover several 
popular topics at same time and the authors concluded that it is 
possible that some users can extend their influence to many 
topics. 

A. Pal et al. [12], proposed an approach taking into account 
just the amount of retweets, tweets, likes and other general 
Twitter details like that. This new approach used these details to 
compute more complex features. Some of them were for 
example “Topical Signal” that estimated how much an author 
was involved with the topic irrespective of the types of tweets 
posted by her, “Retweet Impact” that indicated the impact of the 
content generated by the author or “Network Score”, that was 
the raw number of topically active users around the author, 
achieving very good results. 

III. METHODOLOGY AND ARCHITECTURE 

It is intended to develop a system that is capable of 
performing opinion mining on companies’ stocks. This process 
should be done automatically, monitoring identified users and 
new tweets about companies and interpreting its emotional 
content in order to predict the stock price variation.  

To achieve the system’s purpose, it is divided into different 
modules that individually handle each step. Despite of working 
individually, these modules are not isolated from each other, 
since they exchange data throughout the process. In Figure 2 is 
illustrated in more detail the data flow between the various  

 

Figure 2. Diagram of the detailed architecture with the 

modules present in the system. 

A. Tweets Data Module 

This module is responsible by the tweets acquisition. Using 
Twitter APIs, the best choice would be the Twitter Search API, 
once Twitter Firehose is payed and the Twitter Streaming API 
just gives access to tweets that are being posted in real-time. 
However, this solution just provides tweets posted in the last 7 
days, which is not enough data to train and test the system. In 
addition to that, the collection of tweets is subject to the Twitter 
rate limits which leads to large time constraints.  

To solve this issue, it is used the Python package 
“GetOldTweets” (GOT) [13]. Twitter website has a search box 
in the top right corner of the page. This box allows to insert 
keywords, as “$AAPL”, and search for tweets with them and the 
more scroll down the more old tweets are presented. Twitter also 
allows to insert search operators such as “lang:en” that present 
tweets written in English, “until:2016-01-01” or “since:2016-
01-01” presenting tweets posted until or since that date and even 
allows to combine all of them in a single query. 

What GOT does is act like a browser and use that search box, 
inserting the keywords and scrolling down automatically to get 
the old tweets. So, applying this procedure for each company, 
using it stock symbol as cashtag, the tweets about them are 
collect easily without time constraints  

However, Twitter prevents tweets from being collected by 
this way through security mechanisms. Therefore, it was 
developed a robot based on GOT to deal with this constraint. 
This robot basically checks, after the tweets collection for each 
company by GOT, if there are tweets posted in more than 50% 
of the period days, since there are a huge volume of tweets 
posted daily about each company. If there is not, the robot closes 
the connection and tries again to the company that was 
processing when the error occurred, every 20 minutes. When it 
is able again to get the tweets properly, the process continues 
normally for the companies that still need to be processed.  

B. User Details Data Module 

In addition to the acquisition of tweets, it is also relevant to 
collect information about the users that posted them. There are 
two types of details: the details that are calculated, analyzing the 
tweets content, and the details that are retrieved from the 
Twitter. 

One of the details that are retrieved by Twitter is the number 
of followings or in another words, the number of different 
Twitter accounts that a user is following to receive their content 
in his feed. In the opposite direction, is also acquired the number 
of followers, which is the number of different Twitter accounts 
that follows the user in order to receive his content in their feed. 
Other important details that are also acquired are the number of 
tweets posted so far by the user and the date when users created 
their account. 

To obtain these details from Twitter, it is used the Twitter 
Search API because the robot used in tweets acquisition does not 
allows the collection of specific parameters of the users, such as 
the number of followers or the number of tweets ever done.  

Essentially, the system makes requests to the Twitter Search 
API in order to access the details with the required search term, 
which is the account username. Since the tweets are collected by 



the robot, it is possible to use Twitter Search API to collect the 
user details in parallel with it. Thus, it makes possible a more 
efficient data collection.  

Additionally, there are also details that are calculated from 
the tweets content analyzes and are presented below. Some of 
them are calculated separately for each company and the others 
are calculated based on all the tweets in the dataset. 

One of these details that needs to be calculated is the number 
of tweets about the company during the period and it is the total 
amount of tweets that the user posted about the company in the 
period defined by the system’s user. It is also a user detail the 
total number of tweets posted by the user during the period. 

Other user details are the number of likes received during the 
period and the total number of likes made by the user during the 
period. The number of different cashtags used in the tweets is an 
important detail too, as the number of tweets that have been 
retweeted by other users and the number of different users who 
retweeted. Related to mentions, there are also some important 
details such as the number of mentions done to the user, the 
number of mentions done by the user, the number of different 
users that mentioned the user and the number of different users 
mentioned by the user. The last detail calculated is the number 
of conversational tweets done by the user. A conversational 
tweet is identified when the first word is a mention to another 
user account. 

These details about each user who posted a tweet within the 
specified period are stored according to the date they were 
collected.  

C. Financial Information Module 

The responsibilities of this module are to obtain and process 
the information about the S&P 500 index companies. This 
information is the companies open prices of each day of the time 
period defined. It is also acquired the S&P 500 index value for 
that time period from the Yahoo! Finance.  

To calculate the stock price variation in percentage terms of 
a company C in date d1, between that date and a date d2, for 
each way, is calculated through the formula (1).  

1 2
OP 1 2

2

OP(C,d ) OP(C,d )
%Var (C,d ,d ) 100.

OP(C,d )


            (1) 

D. Content Analysis Module 

The purpose of this module is to analyze the sentiment polarity 

of tweets. It is decomposed into two phases: Data Pre-

processing and Sentiment Analysis.  
After the tweets processing, they can be applied to the 

Sentiment Analysis, the second phase, which aims to determine 
the attitude of the tweets author with respect to a certain 
company. This analysis task requires the execution of many 
complex processes because tweets, or natural language texts, are 
a highly unstructured and meaningless set of words from the 
computer perspective. This second phase is an important part of 
the system since the output is used to identify the potential 
influent users. 

 

 

1) Data Pre-processing 
In this phase is where the tweets are processed in order to 

remove some content that would only represent noise and that 
could lead to less accuracy in the sentimental analysis task. The 
objective is to make this data suitable for a reliable analysis. 
Since there is a lot of meaningless content in tweets, some pre-
processing tasks have been created in order to remove it. 

The first pre-processing task is to remove any kind of URLs, 
pictures, words with numbers or mentioned users. These 
contents cannot be taken into account in a sentiment analysis 
since they do not add any kind of sentiment content to it. 

After this first filtering phase, the tweets are converted to be 
all lower case. Additionally, cashtags are removed since they are 
related to companies. The objective is that the sentiment analysis 
of a certain company be made through the analysis of tweets 
related to it and not through the classification of the company 
name, as a word. Withal, in the case of hashtags, only the special 
character “#” is removed because, unlike the cashtags, hashtags 
are often used to express personal feelings and emotions or the 
context around a given message. 

Then, aiming to remove stop-words and words that do not 
add sentimental information to the tweet, all words that have 3 
or less characters are removed from it, except for the words 
“sad”, ”mad”, “joy” and “lol”.  

Finally, special characters are removed, intending to exclude 
some words written in a different language other than English or 
spam tweets created by the “web-robots”, for example. 

This data pre-processing is not 100% accurate, since some 
meaningless content remains in tweets. Although, it is 
impossible to identify all content of this kind. Another issue is 
that it is not guaranteed that a tweet with a certain stock symbol 
gives information about that company, once many Twitter users 
post tweets about a certain company product using its cashtag. 

2) Sentiment Analysis 
This phase aims to determine the attitude of the tweets author 

with respect to a certain company. The purpose of this 
implementation is to can automatically classify each tweet, 
using Naïve Bayes to create a classifier to identify its 
sentimental polarity.  

a) Classifier Training 

To classify each tweet with the Naïve Bayes Classifier, it 
needs to be trained beforehand. Therefore, it is a set of sentences  
labelled as positive, negative or neutral. Since it takes a lot of 
time to classify manually a huge set of sentences, these kind of 
sets that are available for free on the Internet, are very few and 
are very small.  

Because a large sample is needed, the solution is to collect 
tweets that contain words associated with positive and negative 
feelings and use this set of tweets to train the classifier. For that 
purpose, it is picked 86 emotion hashtags and used as search 
terms to collect all the tweets in the period between 15 
November 2014 and 17 November 2016, using the robot based 
on GOT. Most of these hashtags were suggested in [14].  

After getting the tweets labelled, it is applied the pre-
processing to them and then with this set, it is created a list of 



words ordered by its frequency of appearance to initialize the 
classifier, because the Naïve Bayes Classifier uses the prior 
probability of each sentiment label and the contribution on it of 
each word.  

b) Classification 

With the classifier initialized, to classify the tweets it is 
necessary to apply them the pre-processing task, using in the 
classification only the words that remain of this process. It is 
defined that any word that the classifier does not know, is 
discarded of the analysis.  

After this, the classifier finds the log probability, in base 2, 
for each label. Then, for each label, the classifier go through the 
words that remains of the tweet and adds the log probability of 
each one to the log probability of that same label. In the end, 
there are two log probabilities and therefore, the sentiment 
coefficient of the tweet is calculated using (2).  

sent. coef. positive log prob. negative log prob.   (2) 

At this moment, this classifier only outputs a sentiment 

coefficient that if it is greater than 0, the tweet will be 

considered positive, and negative otherwise. In the following 

section, the classifier is improved to be able to classify neutral 

tweets also. 

c) Classification Improvement 

To improve the classifier accuracy and efficiency, it is 
removed 97% of the words set, which is the list ordered by its 
frequency of appearance. The 3% of words that remained are the 
most frequent ones and consequently the most representative. 
This removal is done since there are many tweets to initialize the 
classifier, its list of words would have many words that are not 
useful to the classification. The 3% value was chosen based on 
an empirical process illustrated in Figure 3 and Figure 4. In 
Figure 3 it is possible to verify the decrease of the classification 
time with the decrease of the number of words used by the 
classifier. In the Figure 4, it is verified that the best percentage 
of words to use is the top-3%, achieving an accuracy of 72.16% 
classifying the sentences only as positive or negative for the 
dataset available in [15]. 

 

Figure 3. Time elapsed by the classifier identifying the 

sentiment polarity of the tweet for different amounts of words. 

 

Figure 4. Classifier accuracy identifying the sentiment polarity 

of the tweet using different percentage amounts of words. 

In an investment strategy, it is important to consider a neutral 
sentiment which indicates that a certain tweet does not give any 
important information. As it is very unlikely that the output 
coefficient be exactly 0, it is necessary to define a limit value 
from which the tweet is considered neutral which is called the 
neutral boundary. For this purpose, by an empirical way and 
using the dataset available in [16], a neutral boundary was 
defined for the most accurate classifier, the one with only the 3% 
top words.  

In this approach, it was tested different values for the neutral 
boundary, proving that the most accurate value for it is 0.22. In 
Figure 5 is represented the accuracy achieved in the dataset 
classification for each neutral boundary tested value. The 
accuracy of the same classifier for the same dataset is also 
represented, but only using positive and negative sentences, i.e. 
not using the neutral sentiment as hypothesis. It was predictable 
that accuracy would drop once a new sentiment was introduced. 
Although, it is expected that the results on the stock market will 
be better. 

 

Figure 5. Accuracy achieved by the 3% top words classifier 
in the dataset classification for each neutral boundary tested 

value (blue) and accuracy achieved for the same dataset, 
without consider the neutral sentiment (red). 
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The content analysis task in illustrated in Figure 6. 

 

Figure 6. Content analysis diagram. 

E. User Features Module 

It is where the features that reveals a user influence are selected, 

as well as their ideal values. Based on these values, it is 

identified the influent users using the Genetic Algorithm. 

1) User Features 
The following features are the base of the approach to 

identify the influent users. They are calculated from the details 
obtained by the User Details Data Module. There are 11 features 
studied in this work, some of them inspired in a prior work of A. 
Pal et al. [12]. All features are scaled to have values starting at 0 
and the higher this value is the more influential the user is.  

Age of the Account: Measured in days, it is expected that a 
user that has an older account could spread his content further in 
the network than a recent user, reaching a bigger audience. 

Account Activity: How often a certain user post tweets since 
he creates his account. The expectation is that an influent user 
posts more tweets than a non influent and therefore, has a large 
feature value.  

Popularity: Relation between the number of followers and 
followees. A value nearly 1 on this feature means that the user 
has a lot of followers, or in another words, that there are many 
people interested in his content. Additionally, it also reveals that 
the user is following few people which can be associated to an 
influent user. If the value is nearly 0, then the user has few 
followers and it may be an indication that the account is a 
spammer one.  

Company Connection: How much the user is involved with 
a certain topic, which in this case is a cashtag related to a certain 
company. A value nearly 1 indicates that the user is interested in 
this company and may be related with an influent user in this 
topic. Otherwise, a small value means that the user, tweets much 
more about other topics and may not be influent on this one.  

Likes: Measure if a user receives a lot of likes, which may 
indicate that he is an influent user. A large value means that the 

user received many likes on his tweets during the period which 
is a sign of influence.  

Cashtags: Variety of cashtags that a certain user uses. A 
value nearly 0 means that the user post tweets with a lot of 
cashtags which could be a spammer account or a non-influent 
user. Although, an influent user may post about several topics 
too. 

Retweets by Tweet: Indicates if the user’s tweets are often 
retweeted by other users or not. A value nearly 1 indicates that 
all the tweets of the user were retweeted and this may be related 
to an influent user. Although if the value is nearly 0, then it 
means that no tweet has been retweeted. 

Retweets by User: Describes if the user’s tweets are often 
retweeted by many different users or not. If its value is large it 
means that there are many different users who retweeted the 
user’s content, which may be related to an influent user. A small 
value or nearly 0 means that no users retweet his contents. 

Mentions by Tweet: Measure whether the number of times 
the user is mentioned by the other users is greater than the 
number of times that he mentions them. In this case it has a large 
value larger than 1 but in an opposite scenario, it is nearly 0. It 
is expected that an influent user has many mentions done to him 
and a small amount of mentions done to other users. 

Mentions by User: Measure whether the number of times 
the user is mentioned by the different users is greater than the 
number of times that he mentions them. A large value means that 
there are many users mentioning the user account, which is a 
sign of influence. Otherwise, a value nearly 0 shows that the user 
mentions a lot of other users but it is not reciprocal. 

Talk: How much the user digresses into conversations with 
other users. A large value means that the user is more focused 
posting about the topic than in chat but a value nearly 0, shows 
the opposite. 

2) Genetic Algorithm 
The objective of using the Genetic Algorithm (GA) is to 

optimize the users’ features to find the values which better 
describes a Twitter influent user on the stock market.  

a) Representation of Individuals 

Each individual is constituted by 11 genes where each gene 
is a feature described in the previous section. Since each user 
have different values in each feature compared to other users, 
there is a great dispersion which causes some problems to the 
GA to find the best result. Thus, rather than associate each 
individual to each user, group several users and associate them 
to a single individual is the solution used. These groups are 
called ranks. 

The criterion used to do this association is the similarity of 
the features values between the users. Firstly, for each feature, 
all the values are sorted decreasingly by its value creating 11 sets 
where the users are ordered in each one by the value that they 
have on that specific feature. Then, each one of the 11 sets is 
divided in n ranks, with n being the number of ranks that the 
system’s user chosen, as illustrated in Figure 7Figure 7.  



 

Figure 7. Representation of the ranks for the various features, 
where each rank represents a set of users. 

By ranking the users, the GA is able to choose, for each 
feature, the rank subset that represent the best solution and that 
has more impact on the stock market. This approach allows GA 
to choose the fittest rank of each feature in an independent way, 
analyzing the features apart from one another, which is a great 
advantage. 

Therefore, the output of the GA is the optimal individual that 
have the best rank of each feature and then, each rank is 
translated into the range of values that it corresponds to, as 
shown in Figure 8.  

 

Figure 8. Translation process example of each rank into the 
range of values that they correspond to. 

b) Initial Generation 

The initial generation size is the number of ranks chosen by 
the system’s user, which is always kept the same throughout the 
process. This value must be between 10 and 50. It must be 
greater than 10 because it is pointless to have ranks with so many 
users, since the solution would be a great range of values. It must 
be less than 50 because if many ranks were used, it would lose 
its purpose of eliminating the dispersion, having ranks with few 
users and small value ranges. 

It is randomly initialized, creating individuals constituted by 
randomly assigned ranks. Each time the algorithm is executed 
from the beginning, its initial population is initialized again by 
the same process. The main idea is that after all iterations, the 
solution be the same if the input data was the same. For this 
purpose, the number of generations is 200, which allows the GA 
to find the best solution spending only a few seconds.  

 

 

c) Evaluation 

The evaluation is made by a fitness function that measures if 
the users of a certain rank, as a group, had an impact on the stock 
market and it is calculated through the formula: 

   

1 1 1

yx z

ind m tweet
user day tweet

fitness  %Var (C, dci, day) sent. coef.  .     (4)
  

 
  

 
 

  
          

with m being the opening price, C the company, dci the number 
of days after the day the tweet was posted for which the system’s 
user wants to check the impact of a user, x the number of users 
present in the rank, y the working days of the chosen period and 
z the number of tweets posted by the user in that day. 

The inner summation gives the user sentiment coefficient 
about the company C in the day d. This value is multiplied by 
the variation of the company C stock price between the day and 
the day+dci, obtaining the score of that individual user. This 
score allows to differentiate a user which tweets had an impact 
in the stock variation for a user who could not. These results also 
allow to differentiate two users whose tweets indicated the stock 
variation with different level of emphasis. If it is positive, it 
means that the user was in line with the stock variation. On the 
other hand, when it is negative, the user’s prediction about the 
company C was not according to the stock variation. This score 
is calculated for each day of the period defined by the system’s 
user and for all the users who are part of the part, obtaining the 
individual fitness of the rank.  

The calculated fitness allows the GA to choose a certain rank 
over the other, giving more chances to the rank with the group 
of users whose indications overall were more correct.  

F. Investment Strategy Module 

Since no limitation is considered in the budget for the buy of 
stocks and in the number of different stocks that can be held, all 
those that are suggested by influential users are bought. 
Although, it is only allowed to have in portfolio a stock of each 
company. For this purpose there are 2 long strategies and 3 short 
strategies that are all different from each other and are detailed 
below. 

1) Long Strategies 

a) Influent users 

This is the benchmark strategy to buy and it is applied to each 
company separately. For each company and for each day of the 
period, it is computed the average of the sentiment coefficient of 
all the tweets posted on that day by the influent users. If that 
value is greater than 0.22, as defined before, this company stock 
is bought since there is no stock of this company already in the 
portfolio. 

b) Most popular companies 

Instead of taking into account the sentiment of the influent 
users, long decisions are based on the public mood on Twitter 
about each company. For each day, it is computed the general 
sentiment coefficient about each company and are bought stocks 
of the top-20 companies. 

 

 



2) Short Strategies 

a) Influent users 

This is the benchmark strategy and it is also applied 
separately to each company. As the buy strategy based on 
influent users, it is applied for each company and for each day 
of the period. If that value is smaller than -0.22, this company 
stock is sold. 

b) After a certain number of days 

As alternative, it is possible to sell the stock after a certain 
number of working days. This strategy does not depend on any 
type of influence or decision because it is always triggered as 
soon as the number of days chosen has passed after the stock has 
been bought. 

c) Crossing the average of the last days 

The third sell strategy is triggered when the stock price is 
equal to or less than the average of a certain number of working 
days before.  

IV. SYSTEM VALIDATION 

A. Data Collection 

It was necessary to collect a large amount data to validate 
system results in a clear and unambiguous way. This collection 
was made in several modules according to the type of data 
required by the system. These outputs as well as their settings 
and specifications are detailed below.  

1) Tweets Collection 
Tweets about the companies present in S&P 500 index were 

collected in Tweets Data Module, using their stock symbols 
converted into cashtags as keywords input for the robot. It was 
collected tweets posted between July 1, 2016 and December 31, 
2016. However, this collection was executed in six distinct 
phases, each corresponding to one month of this period as shown 
in Table 1. 

Table 1. Tweets collection results. 

Period Nr. of Tweets 
Collected 

Data Volume 

July 2016 298536 49.7 MB 

August 2016 321943 54.1 MB 

September 2016 297425 50.5 MB 

October 2016 364529 62.1 MB 

November 2016 361356 61.4 MB 

December 2016 280653 47.9 MB 

Total 1924442 325.7 MB 

 

During six months, it was collected a total amount of 
1924442 tweets all related to the S&P 500 companies, leading 
to a total data volume of 325.7 MB. 

2) User Details Collection 
Using the tweets database created from the tweets collection, 

the details of each user who posted during this period were 

retrieved using the Twitter Search API in the User Details Data 
Module. Note that there are several details that are not possible 
to collect from Twitter Search API. Thus, the results of the 
details collection for those that are collectible are presented in 
Table 2, since the other details are computed on the local 
machine when they are needed. 

Table 2. User details collection results. 

Period Nr. of User Details 
Sets Collected 

Data Volume 

July 2016 97137 5.5 MB 

August 2016 97652 5.6 MB 

September 2016 90072 5.1 MB 

October 2016 116574 6.6 MB 

November 2016 109192 6.1 MB 

December 2016 86886 4.9 MB 

Total 597513 33.8 MB 

 

Since each company is individually processed, a user is 
allowed to be counted more than once because his details may 
differ from one company to another. 

3) Financial Information Collection 
Financial information was collected for the period between 

June 15, 2016 and January 15, 2017 in order to have a 15-day 
security margin regarding the tweets collection dates, which 
were collected between July 1, 2016 and December 31, 2016.  

It was collect the open values for each working day of this 
period for each company of S&P 500 as well as the S&P500 
index values during the period. 

4) Classifier Training Tweets Collection 
For the purpose of training the classifier, it was collected 

tweets for the period between November 15, 2014 and 
November 17, 2016, detailed in Table 3. 

Table 3. Tweets collection results for the classifier training. 

Label Nr. of Tweets Collected Data Volume 

Positive 204228 32.3 MB 

Negative 237169 37.1 MB 

Total 441397 69.4 MB 

 

B. Simulation Environment 

The simulations refer to the period going from July 1, 2016 
to December 31, 2016, which is imposed by the tweets dataset 
since it is constituted only by tweets posted during this period. 

In the simulation, it is assumed that there is purchase power 
to buy any stock at any time. Although, it is stablished that only 
a maximum of one stock per company is allowed at the same 
time in the portfolio and the minimum holding period for any 



stock is one day, that is, buy at open and sell at next day open 
time.  

It is only tested the possibility to buy and sell at market open 
time and price, not being tested to buy at the open time and sell 
at the close time or vice versa, neither buy and sell at market 
close. Since data processing takes a lot of time and there are 
many tweets posted during each trading session, acting only on 
the open time gives a lot of computing time to the system that 
allows it to make more complex decisions than if it acts at the 
close time. Furthermore, dividends are not included in the results 
calculation. 

C. Evaluation Metric 

In order to evaluate the performance of the proposed solution 
it is defined the Return of Investment (ROI) metric which 
relates, in percentage, the amount gained or lost to the total 
amount invested, as is shown in (2).  

exit price entry price
ROI (%) 100.

entry price


   (2) 

Then, the Profit (%) during the period is given by calculating 
the ROI average of all bought stocks in the period, as presented 
in (3).  

n
 k

k 1

ROI (%)
Profit (%) .

n

                  (3) 

D. Train and Test Sets 

The approach used in this study is to create a sliding window 
that allows to train and test the system for smaller and 
consecutive periods.  

In this system validation, 3 weeks are used to train the 
system, identifying potential influent users and the following 2 
weeks are used to test the system. After that, the 5-weeks 
window slides two weeks, including the previously test period 
on the new train period and defining a new 2-weeks testing set 
never used before.  

In Figure 9 is illustrated the sliding window approach used. 

 

Figure 9. Sliding window diagram for an example period of 
9 weeks. 

E. Case Study – Improving GA Using Statistics 

The case study uses the GA with some restrictions on the 
features used. 

Since features have a huge impact on the system 
performance, partially or totally irrelevant features can 

negatively impact the results. As the features were intuitively 
defined, it is made a feature selection to exclude those that do 
not contribute positively to the output results, hoping to improve 
the model accuracy due to the less misleading information 
inputted. Thus, the overfitting is reduced as well as the training 
time.  

Therefore, the objective is to reduce the number of features 
by half, selecting only the top-5 features that have the most 
positive relationship with the output results, using a statistical 
test called chi-square (chi2).  

Then, for each sliding window, this procedure is applied for 
each combination of investment strategies.  

There are 4 relevant features that were often selected in the 
process of identifying which users have the most impact on the 
Stock Market, which are Account Activity, Age of the Account, 
Talk and Likes. 

V. CONCLUSIONS 

In this work it was implemented an innovator system for the 
purpose of forecast stock market fluctuations, more precisely for 
the S&P 500 companies, using public mood collected from 
Twitter. To address this question, it was done an identification 
of influent users in each company of S&P 500 index to, based 
on them, predict those fluctuations.  

To make this possible, it was developed an innovator tool 
that allows its user to collect tweets without any kind of 
restriction. Using this tool, it was collected 6 months of posted 
tweets with S&P 500 companies’ cashtags, between July 1, 2016 
and December 31, 2016. 

After that, in order to process these tweets, a pre-processing task 

was done followed by a sentimental classification of each one. 

This classification was made using another tool, developed 

based on Naïve Bayes techniques, which classifies tweets as 

positive, negative or neutral. This classifier was applied to the 

datasets described in [15] and [16] to check its accuracy. In the 

first one, that has only positive and negative labeled tweets, the 

classifier achieves 72.16% of accuracy. In the second one, that 

has tweets labeled as positive, neutral and negative, this 

classifier achieves 75.45% classifying tweets only as positive 

and negative. When classifying tweets as positive, neutral and 

negative, it reaches an accuracy of 60.65%. These results were 

very satisfactory, since tweets analysis is very complicated due 

to the informal way that people writes it and also, due to its 

limited number of characters.  
Then, it was proposed to characterize each user through 

various numerical features related to his Twitter account, and 
use GA to optimize those values and return the optimal ones that 
better describes a user with impact in stock market. After the 
optimization, it was concluded that the characteristics which best 
describe an influential user are the account time and the account 
activity, followed by the number of likes and retweets obtained 
by posted tweet and the low tendency of the user to talk to other 
users using tweets. 

Finally, using a sliding window approach, the system was 
trained during 3 weeks and then tested during the following 2 
weeks. The main objective was take into account training 



information at that specific time in order to be able to adapt to 
the test moment trend, since the users with impact on a particular 
period of time may not be the same users at a different time. It 
were combined different long and short strategies. 

The best investment combination for the case study achieved 
a ROI of 14.7%, illustrated in Figure 10. This result was 
obtained using the long strategy that indicates a company stock 
buy whenever the influent users’ general opinion is positive 
about that company. The short strategy used in this case is to 
wait for the stock company price goes across its average of the 
last 5 days to short. Although it depends on the market behavior, 
profit has almost always been higher than the market. Despite of 
this strategy does not react well to the falls in the market, it 
always recovers very well, even ending up growing and 
increasing the difference to the market curve after a fall of it. 

 

Figure 10. Best results strategy. 

An interesting conclusion is that using the identified influent 
users’ opinion to go long on a company stock is more accurate 
than using general Twitter opinion about that company. 

A second one is that for the case study, regardless of the 
strategy used, the ROI is almost always higher than the market’s 
tendency. 

Another interesting conclusion is that, although the opinion 
of the influent users is the best way to go long, the same does 
not apply when it is to go short. This may happen because stock 
price declines usually happen due to events, which does not give 
time to users to tweet before the fall. 

There are some points that could be improved in future work: 

• Take into account the user who first tweeted indicating 
a possible variation in the price of a certain stock and give him 
more weight as an influential user than others who follow that 
trend; 

• Creation of a dictionary with terms related to the stock 
market in order to increase the accuracy of the content analyzer 
as well as the sentiment analyzer; 

• Increase the simulation duration to test the results 
consistency; 

• Test the users using a real portfolio, taking into account 
variables such as a limited available capital and trading taxes. 

• Use GA to optimize variables in the investment phase. 
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