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Abstract—Smart cards are ubiquitous devices used in many
critical areas. They offer some mechanisms against unauthorized
access, that protects the secret data in it. They can also offer
cryptographic operations such as data protection and authentication. However, power analysis offers non-intrusive techniques
to extract sensitive information. The most common attacks used
is the Differential Power Analysis (DPA), an attack class most
appropriate for symmetric ciphering like AES. Signal-to-noise
ratio was used as complementary analysis to assess the noise on
the recorded power traces respectively. Then this work presents
the fundamentals of CPA, the state of the art, and other statistical
analysis algorithms. Using this, an experimental setup is purposed
to perform this type of analysis, mainly on smart cards, but
also on FPGAs. Finally, an experimental evaluation is performed
to assess if the setup can improve with the use of external
amplification and different power supplies. The results shown
that this type of setup can benefit from external amplification,
but did not benefit as much when different power supplies were
used. Also, the secret key of an unprotected smart card, using
the best setup configuration, was fully recovered using 25 power
traces.

I. I NTRODUCTION
The smart card has become very popular over the years,
being used in many security systems. They can safely store
sensitive information, like secret keys, thanks to built in security mechanisms making them tamper-resistant. Smart cards
can also perform cryptographic operations using the secret key
they hold, meaning the secret key is never exposed.
Side-channel attacks [1], have proven to be a very effective
mean to attack cryptographic algorithms. Side-channel exploits
sensitive information leaked by a device during operation,
ultimately compromising the secret information of the cryptographic system.
Paul Kocher has proven in his pioneering work [2] that a
smart card can be compromised easily, if adequate protection
mechanisms against power analysis attacks are not deployed.
Power analysis is a type of side-channel attack, where the
instantaneous power consumption of a device can be used
to compromise the secret it holds. This is possible since the
consumption of a device depends on the data and operations
that are being processed.
The two main power analysis attacks used are Simple Power
Analysis (SPA) and Differential Power Analysis (DPA). SPA
relies on the direct interpretation of a power trace, used mainly
to retrieve information about the operations being performed,
but can also be used to retrieve sensitive information in
particular cases. CPA is a more elaborate attacker, relying on

the statistical analysis of multiple power traces. In general,
the attacker needs little to no implementation details about
the device under attack [3].
II. S MART CARD
A smart card is a card shaped device with an integrated
circuit that provides a way to store data securely. There are
two main smart card types: The memory and microcontroller
smart cards [4]. Both types of card can communicate with
the external world using physical contacts or electromagnetic
fields [4].
Memory cards include dedicated logic for security, providing access control to data, for example, a writing/erase
protection mechanism. This type of cards is designed for one
specific purpose which restricts their flexibility. However, this
makes them inexpensive to manufacture. They are used in
applications that need storage and minimal data protection,
being used in health insurance cards.
Microcontroller cards can be seen as a miniaturized computers with a O.S, a storage, memory and an I/O port. They also
have the ability to create, delete, manipulate files and process
data. This gives them the ability to execute applications
and perform functionalities dynamically, offering at the same
time secure application transactions and data protection. A
great security advantage they have is the ability to perform
cryptographic operations inside the card, meaning the secure
data is never exposed.
The internal components of a microcontroller smart card [4]
are: The Central Processing Unit (CPU), responsible for executing the device instructions; The RAM, the working memory
of the CPU; The ROM, which contains the Chip Operating
System (COS); The EEPROM, the non-volatile memory, used
to store data, programs and O.S routines; The I/O port, used to
communicate with the external world; and finally the sensors,
that monitor if the card is running on specified parameters.
Some smart cards also have a co-processor used in heavy
numeric calculations.
ISO/IEC 7816-3 specifies the physical characteristics, electronic signals and transmission protocols of a contact smart
card [5]. The contact pad is shown in figure 1 and each pin
function is described has the following:
The VCC is used to supply the smart card with power
and voltages can range from 5V, 3V or 1.8V; The RST is
used to reset the smart card microcontroller, to which the card
responds with an Answer-To-Reset (ATR); The CLK is used

to supply the microcontroller with a clock signal, usually at
3.5MHz; The SPU means standard or proprietary use (the
former programming voltage Vpp) and is optional; The I/O
is used to transfer data between the smart card and a terminal.
The RFU stands for ”reserved for future use” and is usually
denoted as the AUX pin used, for example, as an operation
trigger or as a second I/O communication channel.
Fig. 2: Smart card communication protocol structure.

Fig. 1: The smart card contact pad.
Smart cards use what is called Application Protocol Data
Unit (APDU) to exchange data between a terminal. The
communication is specified by ISO/IEC 7816-4 [5].
The two main components of a APDU are the header and
body. The header has a fixed size and is always present,
while the body can vary in size and is not required for some
instructions. The header can be divided into four elements, the
class byte (CLA), the instruction byte (INS) and two parameter
bytes (P1, P2). As for the body, it has three components, the
data length command Lc , the data field and the response length
expected Le .
The response APDU is composed of a response body and
trailer (SW1, SW2), with the body being optional and the
trailer being of fixed size. The body contains the data produced
by the previous command, which can be none if the previous
operation did not return anything. The SW1 and SW2 contain
the response code indicating if the processing status was
successful or not.
Smart card data communication is performed asynchronously using a half-duplex channel. This means the smart
card reader and the smart card share the same communication
line, the data pin seen in a previous section, so only one
device can communicate at a time. This communication can
use two protocols named T=0 and T1, were T=0 defines the
data transmission of one byte at time whereas T=1 defines a
data block transmission.
When transmitting one byte, there are a couple of extra
bits that ensure the sender and receiver are synchronized. At
the start, the line drops to from a high state to a low state
informing the receiver that there is one byte being transferred.
Then the data bits are transferred followed by 2 more bit fields.
Those bits are the data parity bit and the guard time, where the
parity bit is added to make the number of data bits either even
or odd, depending on the configuration, and the guard time bits
ensures the receiver sees the highest state before a new byte
transfer is performed. The most common configuration for data
transmission is 9600 bits/second, 8 data bits, even parity and
2 stop bits. Figure 2 illustrates this transmission structure.

One of the main features that make smart cards so desirable,
is their ability to protect the data in it. To achieve that,
tamper mechanisms are implemented to stand against physical
and logical attacks. Some of the countermeasures against
physical attacks [6] are: The programmable active shield,
that is a protective shield layer that covers the smart card
microcontroller, preventing the chip components from being
analysed/probed; the Memory Management Unit (MMU) that
acts like a firewall, preventing smart card application from
accessing privileged resources that should only be access by
the OS; The data bus encryption, that cipher data being passed
over the bus, preventing an attacker from knowing what values
are being transmitted; The sensors that are integrated with the
microcontroller to prevent abnormal operation of the smart
card, by monitoring things like the internal and external clock
frequency, voltage, temperature and others components; The
CRC that checks for data errors during transmission, reading
or writing; Finally, the current masking device is a security
mechanism against power analysis that operates by performing
random dummy accesses operations in memory, changing the
power consumption of a device during operation.
III. P OWER ANALYSIS
Most common modern digital circuits are build using complementary CMOS cells. This technology has the particularity
of having significant power consumptions when the internal
logic cell values change. This type of power consumption is
dynamic and occurs when logic cells change their internal
values from 0 → 1 or 1 → 0. Logic cells that maintain their
internal state have a static consumption, leading to very little
power consumptions. This happens because when there is a
state transition it is usually required to charge or discharge a
condenser, used to maintain the logical state.
The state of logic cells depends on the input and operations a
device is performing. An attacker can acquire knowledge about
operations and data being processed at a given moment. This
information leak can ultimately lead to the discovery of sensitive data, such as secret keys on a cryptographic device. This
type of analysis is called PAA where a correlation between
the power consumption and the key dependent operations
performed on the device is evaluated.
An attacker has, in most cases, limited to no knowledge
about a device implementation. So to simulate the power
consumption of a device, they make use of simple power
models. The most commonly used are the HD and HW [7].

The Hamming-Weight power model is a simple model that
considers the number of bits set to one, at a given moment,
to describe the power consumption of a device. This model
requires almost no knowledge about the device structure, and
only needs to know the value being processed at a given time.
The Hamming-Distance counts how many bits have changed
from 1 → 0 and 0 → 1 over a transition. This model requires
the attacker to know the predecessor and successor values at a
given time. It also requires some knowledge about the device
implementation which in most cases is not known.
These power models are then used on PAAs. PAAs are
divided into three types: SPA, DPA and High-Order DPA.
Later sections are going to be addressed the first two attacks.
IV. D IFFERENTIAL P OWER A NALYSIS
As mentioned before, DPA do not required detailed knowledge about the attacked device, being sufficient in most cases
to know the algorithm running on the device [7].
DPA requires many traces in order to be successful but
it’s effectiveness recovering the secret key is superior to SPA,
being able to recover keys even if power traces are noisy. The
attack looks for data dependencies at specific points of the
power trace, instead of patterns in a complete trace.
This type of analysis is performed in five steps [7] described
follow:
Step 1: Choosing an Intermediate Result of the
Executed Algorithm. In the first step, an intermediate
stage of the algorithm running on the attacked device
is chosen. This stage must be a function that depends
on a known value, the algorithm’s input or output data,
and a portion of the secret key.
Step 2: Measuring the Power Consumption. In the
second step, the power trace of the device is obtained
while performing several cryptographic operations with
known data as input. The data used on the operations
is stored in a vector d and the produced power trace is
stored in a vector t. Finally, a matrix T is build using
all the recorded t vectors, were every position of vector
d produces one line on the matrix T. The first position
of vector d produces the power trace on the first line
of matrix T and the same is done for the rest of the
elements. Note that the intermediary operation input
must be known to the attacker. Figure ?? illustrates the
process.
Step 3: Calculating Hypothetical Intermediate Values. In the third step, all possible keys used in the
intermediary operation are generated and stored in a
vector k. The elements of vector k are typically called
key hypotheses. Then we build a matrix V containing
all the possible intermediary values using vector k and
the data vector d. Each line of the matrix will have all
the possible intermediary values for one input data.
Since every column value depends on one hypothetical
key and the input data, one of columns will have the

same values as the attacked device. Figure ?? illustrates
the process.
Step 4: Mapping Intermediate Values to Power
Consumption Values. In the forth step, each element
of matrix V is mapped to a hypothetical power
consumption. The values calculated are then stored in
a matrix H. The function used to perform the mapping
between the intermediary values and the hypothetical
power consumption, is usually one of the power
models referred before, namely Hamming-weight or
Hamming-distance. Figure ?? illustrates the process.
Step 5: Comparing the Hypothetical Power
Consumption Values with Power Traces. In the final
step, each column of hypothetical power consumption
matrix H is compared with all the columns of matrix
T. These operation compares all hypothetical power
consumption of all key hypothesis with all the position
of the recorded traces. All results are then stored in
matrix R. These comparisons between matrices are
done using statistical analysis such as the correlation
coefficient or distance of means methods [3]. Figure ??
illustrates the process.
In the end, if the power model and the number of used
traces used are adequate, the key is found by searching the
row, on the resulting matrix R, that as the highest value.
It is worth mentioning that when in step 4, the correlation
coefficient is used, this attack is named Correlation Power
Analysis.
V. T HE A DVANCED E NCRYPTION S TANDARD
The AES [8] is an symmetric cryptographic algorithm used
to protect electronic data. Ciphering is performed in blocks of
128 bits using keys that range from 128, 196 and 256 bits,
being the algorithm slightly different depending on the key
size. The algorithm was adopted by the U.S government to
protect secret data.
AES performs 10, 12 or 14 transformation rounds, depending if the used key is 128, 192 or 256 bit, over a 4x4 byte
data matrix called the state. At the beginning, the state has
the original data block to be ciphered then, 4 operations are
performed in each round. The operations are addRoundKey,
subBytes, shiftRows and mixColumns, where each one either
replaces the values of the state with new ones or changes their
position. The result, after all the operations, is the ciphered
data. As for the deciphering operation, is the same process
with the same number of rounds and operations but in reverse
order. Next, the previous 4 mentioned operations are described
in more detail:
AddRoundKey operation performs an XOR between the
state and a round key. A round key is generated from the
secret key, via a key scheduler, and can be represented also in
a 4x4 matrix. Figure 3 illustrates the addRoundKey operation.

SubBytes operation performs a non-linear substitution on
each byte, meaning, every position of the state is replaced by
another value. The substitution function is named S-box and
works by replacing the state bytes either, by using a formula,
or by using a pre-computed table with all the possible values.
Figure 4 illustrates the subBytes operation.
ShiftRows operation performs a number of row rotations,
that depend on the row position. By shifting n − 1 times,
where n is the row position. This means that the first row
stays the same, the second is shifted one position, the third
two positions and the fourth is shifted three positions. Figure
5 illustrates the shiftRows operation.
MixColumns operation performs a column data mix independent of the other columns. To achieve that, each state column is multiplied with a fixed polynomial. Figure 6 illustrates
the mixColumns operation.
The only difference to this sequence is on the tenth round,
where the mixColumns is not performed and a extra addRoundKey is computed. The pseudocode of this algorithm
is shown bellow:

Fig. 3: AES AddRoundKey.

Fig. 4: AES SubBytes.

Fig. 5: AES ShiftRows.

Fig. 6: AES MixColumns.
VI. S TATE - OF - THE - ART
SCA platforms, in the context of this work, refers to software and hardware used to assess the security of cryptographic

devices against power analysis attacks. There are two platform
categories:
• Ad-hoc/home-made that can consist of an oscilloscope to
measure the power consumption, a resistor in series with
the device power supply and some scripts to analyse the
obtained data.
• Commercial tools and software developed by companies
or the academic community, with the purpose of testing
the security of an electronic devices.
The following presents some of the most used platforms,
both in software and hardware, with a brief introduction
describing their functionality as well some of its advantages
and disadvantages. For hardware, the SAKURA-G/W and
ChipWhisperer for in software the ChipWhisperer’s software
module.
A. SAKURA-G/W
SAKURA-G and SAKURA-W are both testing platforms to
evaluate the leakage and related security of the implemented
cryptographic modules. The are designed for research and
evaluate the side-channel leakage, such as SCA and FIA.
SAKURA-W is designed to serve as an adapter, that sits on
top of the SAKURA-G to enable smart card security tests.
SAKURA stands for Side-channel Attack User Reference
Architecture.
This platform is well known in the SCA community, being
the one chosen for the DPA contest [9], a website that
hosts a competition where people submit their power analysis
algorithms, and the best one is chosen.
SAKURA-G is a 140mm x 120mm board, composed of
two programmable FPGAs: A Xilinx Spartan-6 (C6SLX75)
for the cryptographic circuit (the main FPGA) and a Spartan6 (XC6SLX9) for the control circuit (controller FPGA). The
main clock oscillator for these FPGAs is clocked at 48Mhz,
but this value can be scaled up or down when programming
the FPGAs.
The board is designed to be low-noise, in terms of power
analysis, and comes with an on-board amplifier to facilitate
power analysis. The amplifier has a 360MHz bandwidth with
a +20dB gain. It has power sources, one via USB and the
other from an external power supply. Also, it comes with two
sets of 40 user I/O pins, where one set is controlled by the
main FPGA and the other by the controller FPGA.
SAKURA-W is an expansion board; it uses the SAKURAG’s FPGA controller to deliver the command on the smart
card. It has a smart card reader, no amplifier and only has a
set of 40 I/O pins.
The main disadvantage of this platform is its high cost, since
it can be a barrier for those wanting to start study the field of
power analysis.
B. ChipWhisperer
ChipWhisperer is an open-source toolchain that provides
both hardware and software for power analysis and glitch
attacks. The project started has a crowd funding project on
Kickstarter belonging to NewAE Technology Inc [10].

The project provides a board, to allow a user to configure
it with the desired algorithm, plug it into on the computer
and start experimenting on the field of side-channel attacks
using the provided software, while maintaining a low cost
when compared to other commercial products.
One of the first products, still in production is the
ChipWhisperer-lite that is formed by the measuring board and
a target board. Both boards come connected with each other,
needing to be break a way from each other and the connectors
needed to be soldered. There is also a more expensive version
that comes with the components already soldered.
VII. T EMPLATE ATTACKS
Template attacks [7], [11] are based on the characterization
of power traces using multivariate normal distributions. This
technique depends on the data being processed and can be
divided in two parts: the template building and the template
matching.
The main idea of this attack is to record the power trace of
a set of sequenced instructions, on a device equal to the one
under attack [7], using different data and secret keys. Then
the power consumption trace is recorded and the multivariate
normal distribution is computed. The result of this will be a
template for each pair of data and the key used on the profiling
device. The final step is the recording of the power trace on
the device under attack and compare it with the template built.
The result of this operation is a probability, measuring how
good a given template suites the power trace. For more detail
explanation on this topic refer to [7], [12] and [13].
VIII. C OLLISIONS ATTACKS
During encryptions using different plaint texts and an unknown key, it is possible that intermediary functions produce
the same values. When this event occurs, it is said that a
collision happened. The importance of a collision is that,
when it can only occur for a certain subset of the all possible
key values. For example: considering an intermediary function
f (di , kj ) where di , kj are the input data and the unknown key
respectively, if f (d1 , k1 ) = f (d2 , k1 ) and d1 6= d2 , k1 can
only assume a reduced number of values so the two functions
have the same value. This reduces the number of key guesses
to find the correct key. This type of attacks uses side channel
analysis to detect the internal collisions, in this case using
power analysis.
On AES, a collision attack can be performed on the Mix
Column Transformation, for example, the mix columns operation can be presented has a matrix multiplication, like the
following:
  
  
x0
02 03 01 01
a0
x1  01 02 03 01 a1 
 =
  
(1)
x2  01 01 02 03 × a2 
x3
03 01 01 02
a3
where an is the result of sbox(dn ⊕ kn ) and b0 is given by
b0 = 02 × sbox(d0 ⊕ k0 ) + 03 × sbox(d1 ⊕ k1 )+
01 × sbox(d2 ⊕ k2 ) + 01 × sbox(d3 ⊕ k3 )

(2)

For the attack to work, one must consider only plain text
values that would make booth d0 = d1 = 0 and d2 = d3 .
When two plaint texts producing d2 6= d02 and d3 6= d03 produce
the same output, information can be deducted from k2 and k3 .
For more information on this topic refer to [14].
IX. D EFENCE M ECHANISM
Until now, attacks against cryptographic devices were covered, where the power consumption of a device is correlated
with the values it processes. To reduce this correlation between
these values and the power consumption there are two main
methods used, namely hiding and masking.
Hiding tries to make the power consumption independent
from the operation being performed and the intermediary
values being processed, either in software or hardware. On
the software level, to make the power consumption appear
randomly, instruction delays, dummy operations, and instruction shuffling, inserted in the program. These operations are
controlled by random values that generates values that are then
used to decide how long the delays are, how many dummy
operations are performed and where the instructions are going
to be shuffled. This method has the disadvantage of increasing
the power consumption and the processing time.
On the hardware level, the device can be built to consume an
equal amount of power for every operation and data processed.
One way to do this is by using dual rail logic, logic cells
receive and output a value and their complement. This with a
precharged logic, which puts the output of a logic gate on a
specific value of either 1 or 0, which always produces the same
sequence of bit transitions. This method has the disadvantage
of, besides increasing the manufacturing cost, it is not possible
to make a device’s power consumption 100% independent of
each operation and data processed.
Masking has the same objective as hiding, making the
device consumption independent of its intermediary values, but
uses random values to mask the intermediary values, instead
of trying to change the device’s power consumption. This
requires only changes on the algorithm so it applies and takes
the random mask from its intermediary values. As an example,
consider v to be the intermediary value and m a random value
generated internally by the algorithm. The masked value is
the result of XORing the two values vm = v × m. This type
of defence mechanism works because the consumption of a
device depends on the values being processed. If something
random is added before the intermediary is processed, the
consumption of the masked value will appear to be random,
making the consumption independent from the processed
value.
X. P ROPOSED SOLUTION AND IMPLEMENTATION
This work intends to provide a setup that allows the assessment of an electronic device security, using power analysis.
The setup components can be divided in 3 main parts: the
device under test, the trace acquisition and the trace analysis.
The device under test is the equipment from where the power
traces are retrieved while performing cryptographic operations.

In this work the devices used were the smart card and FPGA,
both configured with an AES algorithm.
The component that gathers traces is the oscilloscope,
measuring the power consumption of the device being tested,
and a python program running on a PC that configures and
coordinates the trace collection both on the oscilloscope and
on the device under tests. The component that analyses the
traces is composed of the analysis scripts that are execute on
a PC, they perform various statistical analyses on the power
traces to not only retrieve the secret key, but also assess the
signal quality or find potential points that can be exploited.
Figure 7 illustrates the components and their relationship.

Fig. 7: A illustration of a power analysis setup.
It is important to understand how the components work
together, so the user can make the most of the setup. The following sections provide a deeper explanation of the setup. This
chapter presents some of the challenges encountered while
configuring and programming the setup and the decisions
made to overcome them. If a user wishes to use/understand the
setup, make improvement to it or is developing its own setup,
the following sections can help save time since many of the
discovering and problem solving was done while developing
this one.
A. Programming the Smart Card
The smart cards used an 8-bit atmega8515 microcontroller
and have 512 bytes of SRAM and EEPROM, 64K bytes
external memory. They are able to perform up to 16 MIPS
at 16MHz, operating at 4.5V - 5.5V and have a 10,000
write/erase cycles. To understand how the software components and the challenges encountered while developing the
setup, the next section details the encountered the issues.
The smart cards that came with the SAKURA board only
provided the compiled code and required a licence for the
source code. This prevented modifications to its behaviour
and implementation, like trigger positioning/duration, changes
to the AES algorithm, introduction of delays, modifying the
communication protocol and other changes. Because of this,
the decision was to implement the smart card software from
scratch, to have more control and flexibility of what could be
done with it.
Before starting to implement, the wb electronics website
named infinity USB, was checked for software examples of the

smart card. On the website, source code examples for the PC
side were available, but for the smart card only the compiled
code was provided. We reached out the company and asked if
it could provide the source code of the smart card, since was
for academic use and after some time they agreed and sent
the source code. The source code was of great help since it
provided the program structure and communication functions
to transfer data from/to the smart card.
After having the source code example, the program was
adapted to have the same smart card command structure as the
SAKURA smart cards (the APDUs), to ensure compatibility
with the software provided by the SAKURA’s website. After
this, a C implementation of the AES algorithm named tinyAES128-C [15] was used because of its small size and
simplicity, since the smart cards have limited resources. After
having the program finished, the code did not fit on the
internal memory of the smart card. The problem was that,
on microcontrollers, every variable and vector is stored on
RAM, and 512 bytes was not enough to store everything.
The solution was to use the pragma PROGMEM, to store the
constant variables and constant vector on the flash memory.
The only difference was that now to access the values stored in
these variables and vectors the function pgm read byte near
and pgm read byte need to be called.
When testing the smart card, it was noticed that there was a
frequency mismatch on the data transmissions functions delay
values and the SAKURA-W. The smart card software was
configured to work at 6MHz and the SAKURA-W’s smart
card reader was clocked at 3.571MHz. At first this should
not do any difference since the microcontroller could work at
lower frequency as well. The problem was on the receiving
and sending data functions, that were dependent of the CPU
frequency.
This send/receive functions used a delay that spent a certain
amount of time decrementing the value, and this duration
depends on that value passed to this function and the CPU
frequency. Higher CPU frequency’s mean faster instructions
processing and smaller delay times using the same function
value. The program came with a predefined value for the
6MHz CPU and for the bit rate of 9600 bits per second (bps).
To calculate the new value for the SAKURA-W frequency,
the following formula was inferred from the values already
calculated on the code:
delayv alue =

cpu f requency
3 × bps

(3)

The CPU frequency divided by three times the bps, gives the
number of decrement loops the function should perform. The
multiplication by 3 is because the function delay spends 3 CPU
instructions or clock cycles to perform the value decrement.
After the new delay values, have been calculated, the smart
card was tested again on the SAKURA-W and this time it
responded to the commands but it did not deliver the correct
result.
To confirm if the new delay values were compatible with
SAKURA-W frequency’s, and to check if the extra value

of the result could be observed on the communication bits,
the communication of the SAKURA smart cards and the
programmed one was compared. In order to do that, the
developed smart card software was programmed to have the
same command structure and received/sent the same data as
the card that came with the SAKURA board. This comparison
was done at the bit level, comparing the time between each bit
transmission, using the oscilloscope and its capturing software.
After comparing the two, it was observed that they had
a small difference, but not enough to cause problems in the
transmission, except in one case. When a call to the function
receive and then sent a byte, the protocol was not waiting the
time specified by the protocol on the stop bits.
After fixing the problem and checking the extra value was
not present on the low-level communication, the smart card
was tested again to confirm the extra value was still present
on the result. The conclusion was, the error did not come from
data transmission, i.e. the problem was not on the smart card,
and the extra value was being inserted by the PC side software.
To confirm this hypothesis, the PC side code was written from
scratch using also python to check if the problem persisted.
After having the python program finished, the extra value was
gone and the only thing left to do was the trigger.
The trigger was implemented by setting one of the auxiliary
pins of the card to serve as a trigger. First the desired port was
identified with the help of the atmega8515 datasheet, then the
pin was set to output by changing the 5th register from DDR
B to 1. Set the pin to high or low, was done by setting the 5th
bit of the register of PORTB to 1 or 0 respectively.
Having the trigger implemented and set to go ON during the
first AES round, a successful correlation analysis was possible
in order to confirm it was working properly.
B. Trace Acquisition
The oscilloscope used was the PicoScope, model 6404D,
which is a high-performance USB oscilloscope that, together
with its software, turns a computer into an oscilloscope and
spectrum analyser. It is configured and accessed via PC, using
the software that comes along with the device, or by making
use of the PicoScope device driver.
The main trace gathering program was based on an open
source program made by Colin O’Flynn, denoted as picopython [16]. This software works as a wrapper for the PicoScope ’s API, providing more robust functions to access
PicoScope’s functionalities. The program is divided in 3 parts:
PicoScope configuration, target device instrumentation and
storage.
On the PicoScope configuration, first the communication
driver is located and loaded. Then the parameters of the
PicoScope , such as the trace length, signal amplitude and
sampling frequency are sent to the PicoScope . Also, the
input channels that are not going to be used are turned off
(by omission PicoScope activates all channels) and the trigger
is configured. On the device instrumentation, the plain texts
can be loaded from a file or be generated randomly by the
program. Then the trigger is armed and the program sends the

plain text to the device, using an interface that is different for
SAKURA-G and SAKURA-W. After the trace is gathered, the
program receives the cipher text.
On the trace storage, the gathered trace is converted from
a raw type to a 32-float type, and then is stored in a Matlab
file format.
It is worth mentioning that because python 32-bit is used,
there is a limitation on the amount of memory that can be
allocated, meaning the program is not capable of supporting
large traces in memory. To overcome this problem, the program gathers a specified amount of traces, stores them on a
file, clears the memory and continue to gather new traces.
The interface to communicate with the SAKURA-G, used
by the trace gathering program, was based on the program
source code from the SAKURA website [17]. This program,
named SAKURA-G checker, communicates with the board to
verify if the board was working properly by sending plain texts
and checking their output.
After inspecting the SAKURA checker code, it was noticed
that the code used a DLL written in C# to communicate with
the SAKURA-G and it had a considerable amount of code to
perform the sending and receiving operations. The use of a C#
DLL in is relevant because the gathering script was written
in python and the implementation being used, the standard
python, did not support the load C# DLLs or programs. Also,
even if a C/C++ programmed DLL was found, the time that
would be spent rewriting and then debugging it, at the time,
was not worth it when a working example was available and
just needed some adaptations.
Taking these two points into account, the decision was to
strip the code from its graphical interface and adapt the code
to receive instructions via console, leaving the communication
with the SAKURA board as it was. The result was a console
program that can receive 3 types of commands: A command
to change the secret key and the other two to cipher data with
the difference one would return the result and the other would
not.
After having the communicator program working, the final
step was to integrate the program with the main gathering
script. This was achieved by calling the executable with some
parameters such as the command, the communication channel
number SAKURA was and the either the key or plain text.
The result of this calling would be the cipher text.
Then the SAKURA-W communicator, used by the trace
gathering program and base on the SAKURA-W checker
[18], was also programmed. In contrast with the SAKURA-G
checker, that used a C# DLL to communicate with the board,
SAKURA-W did not require any DLL since the communication was performed via virtual COM port. Also, the code
used to communicate was simpler when compared with the
SAKURA-G checker.
After finishing the python implementation of the SAKURAW communicator, the first tests were performed but the smart
card did not seem to answer back. After confirming the
commands were being delivered correctly with the use of the
oscilloscope, by observing the bits transmission to the smart

card, one of the smart card that came with the board was tested
instead and the result was the same.
Further analysis of the code revealed that in the configuration code, the one that configured the communication
parameters with the virtual COM port, the smart card received
a RST (Request to send) signal for 200ms, then waited for
500ms before requesting ATR. This served as hint that maybe
the python module used to communicate with the COM port,
named pyserial, was somehow stuck sending the RST signal
even after it was explicitly coded that it should not. After
trying all the commands that could possibly turn off, the
signal did not change the smart card state, it came the idea
of inspecting the COM lines to assess if indeed the problem
was the reset state. To do that the virtual COM lines were
inspected to check if the RST was still active when it should
not.
The possible fix was to try the latest version of the pyserial
the 3.2.1 instead of the 2.7, but that was only available for
python 3 and the one being used was python 2. Fortunately,
only small incompatibilities with the new version were raised,
but were easily corrected, and the flag state problem was
solved and the program started to communicate normally with
the smart card.
C. Signal Analysis
After the traces were collected and stored they need to
be processed so they can provide meaningful information.
The scripts developed during this work were: the correlation
power analysis, to extract the secret key from the traces; ttest analysis, to find points of interest with a low number
of traces; signal-to-noise ratio, to assess and compare the
setups that provide a better signal quality. The software used to
develop these scripts was Matlab, since it offered programming
flexibility and provided many of the functions needed by the
scripts, as well as tools to present the data such as in graphics.
The following presents and explains in more detail what the
scripts do and how they were developed.
The correlation script is used to correlate all power consumption of possible key’s with the measured power traces
using two power models, the Hamming-Height and HammingDistance. In terms of attackable AES rounds, the script can
attack the first and last rounds, which are the most common
targets, but can easily be extended to attack other rounds. This
script was based on exercises by rozvoj website [19].
In terms of the script structure, it can be divided in four
parts: The first is the data input, where the power traces are
loaded into memory and the script is adjusted for the trace
characteristics such as the number of samples, the number
of traces, the sample averaging and others. The second part
is the construction of the hypothetical power consumption,
where a matrix is built considering the pair text/cipher text,
generates all hypothetical values for one byte of the key,
using the Hamming-Weight or Hamming-Distance. Next is the
correlation attack, where the traces collected are compared
with the hypotheses matrix producing the correlation matrix
and finally, the analysis of the correlation matrix and the output

of the data, such as the key, the correlation coefficient of the
top 5 keys.
This script was later extended to also perform incremental
CPA, where the number of the traces being correlated, generating a picture that shows the evolution of the correlation
with the number of traces. The other extension was the
partial correlation, where only a certain number of traces were
correlated at the time, allowing to check if there was some
variance among the traces collected.
D. Signal-to-noise ratio
The SNR script was developed to efficiently measure a
signal quality and output a value that can use to compare, for
example, different trace gathering setups. The script was based
on the one used in the book ”Power Analysis Attacks: Revealing the Secrets of Smart Cards” [7] where they explained how
one can calculate the signal-to-noise ratio of one sample point
in a trace.
signal
noise
= 10 × log10 (SN R)

SN R =
SN Rdb

(4)
(5)

For the script to work, the user needs to know which values
are being processed at a given time, this case. To do that, some
pre-generated plain texts must be used to produce the desired
Hamming-Weights at a determined AES round operation, in
this case the S-box output. Then, this operation needs to be
found on the trace or during the device operation, with the use
of a trigger for example.
After having the plain texts and the operations located, the
traces are grouped into nine sets, according to their HammingWeight values, from 0 to 8, and each group processed individually. The operations performed on each trace group is the
average, to retrieve the signal, and then the standard deviation
to calculate the electronic noise. Finally, the signal is divided
by the noise retrieving the SNR. If the user desires to have
the value in decibels (dB), it must apply the base 10 logarithm
and multiply by 10.
E. The overall setup usage
A user wanting to use this setup has to do a couple of
steps before starting collecting traces. First, depending if the
SAKURA-G or SAKURA-W is used, the programming of the
FPGAs is different. For the SAKURA-G, the two FPGAs need
to be programmed using the Xilinx platform cable USB, for
the SAKURA-W only the controller is required. Note that the
main circuit FPGA only needs to be programmed once, even
when changing between SAKURA-G and SAKURA-W.
After that, one SMA cable needs to be connected on to
board and PicoScope, to measure the power consumption,
and a probing cable needs to go for the trigger pin. On the
SAKURA-G there are two options for power measurement:
If the user wants to use the integrated amplifier, it plugs the
cable on SMA J3, but if the user wants to use no amplifier or
its own amplifier SMA J2 is used. For the SAKURA-W the

measuring point is the SMA J2. For the trigger on SAKURAG, a probe cable is connected to pin 3 to gather all AES rounds
and for SAKURA-W, the 8th pin counting from left to right
on the second row of the 40 pins is the one used, because it
connects to smart card pad the AUX 1.
Next the user configures the main gathering script with
parameters such the number of traces, the signal amplitude,
recording duration and sampling frequency. One way to obtain
these parameters is to use the software that comes with the
PicoScope , that enables one to see in real-time the signal
being gathered and can adjust the parameters for optimal
results. Then, after the main program is configured, the trace
gathering starts and when it finishes the user chooses one of
the Matlab scripts to perform signal analysis or the attack.
Figure 8 illustrates the setup using the SAKURA-W.

Fig. 8: The complete setup using the laboratory power supply,
SAKURA-W on top of the SAKURA-G and picoscope.
XI. E XPERIMENTAL R ESULTS AND E VALUATIONS
This section evaluates the proposed setup, described in the
previous section. This evaluation will show how different setup
configurations affect the gathered smart card power traces. It
first analyses the traces SNR and the respective HammingWeight leakage. Following this, a CPA attack is performed,
increasing the number of traces progressively, and evaluating
how the results evolve with the increase of traces.
A. Different Setups Comparison
The setup has two main fixed physical components used
to gather traces, the target device and the oscilloscope, that
is in this case were the SAKURA-W (smart card) and the
PicoScope . Other components that can be used were also
considered, to improve the overall signal quality, namely an
external amplifier (Minicircuits ZFL-1000LN+) and a DC
blocker (API 8037), a device used to filter out the DC. To
assess the impact on the signal quality, three setups were
considered using these components:
• Setup 1 - Amplifier, DC blocker and oscilloscope in AC
mode.
• Setup 2 - DC blocker and oscilloscope in AC mode.
• Setup 3 - Only using oscilloscope in AC mode.

The oscilloscope also had a DC mode, but this one was not
considered since the DC component was being filtered out, by
the DC blocker, and using the DC mode or the AC mode was
equivalent.
For the SNR measurement, the oscilloscope was set to take
samples at a rate of 1.25 GS/s (Giga-samples per second)
for the duration of 5×10−6 , which lead to 6250 samples
and each power trace occupied 25 KB on file. For the other
measurements, the oscilloscope was set to take samples at a
rate of 1.25 GS/s for the duration of 3.38×10−4 , which lead
to 422500 samples and each power trace occupied 1.6 MB on
file.
B. Signal-to-noise Ratio Comparison
To compare the mentioned setups, the SNR is used as a
quantitative measure to assess the signal quality and noise
level of each setup. The proposed way to measure the SNR,
as mentioned in previous chapters, consists of measuring the
power consumption of 9 different Hamming-Weight at a given
moment, from 0 to 8 since one byte is can have values from
0 to 255. As a simplification, and for better result accuracy,
only one value per Hamming-Weight is considered. However,
one thing to keep in mind is that each bit position might
consume different amounts of power, i.e. the value 0x01 may
leak differently than 0x10.
The byte chosen for this measurement, was the first Sbox output byte on the first AES round. This was found
to have a considerable amount of leakage, mainly because
the S-box value is fetched from the EEPROM. This power
consumption contributes for noticeable distinction between
each hamming-weigh, improving the SNR values, since the
algorithm measures how distinguishable different signals from
the noise. Each 9 Hamming-Weights were measured 200 times,
to ensure the noise could be removed by averaging and the
noise characterized with the standard deviation.
The evaluation metric used to evaluate is the SNR average of
2 clock tick, where the Hamming-Weights have more stable
values, and the signal distinction by measuring the distance
between highest and minimum hamming weights (8 and 0
respectively). This distance will be measured in quantization
values, since the captured signals have different amplitudes
in terms of voltage, so an equal comparison can be made
in terms of signal distance. The average of the highest and
lowest Hamming-Weights (0x00 vs 0xFF) will be calculated
and the difference used to measure the distance between the
two signals.
The results obtained for the 3 setups depicted in Figures ??,
?? and ?? suggest that: setup 1 had a SNR average of 29.41
dB and a distance of 2.64, (Hamming-Weight 0 and 8), on
clock 1 (from sample 20 to 180) and a SNR average of 25.41
dB and a distance of 2.43 on clock 2 (from sample 200 to
360); setup 2 had a SNR average of 16.99 dB and a distance
of 1.54 on clock 1 and a SNR average of 13.55 dB and a
distance of 0.07 on clock 2; setup 3 had a SNR average of
18.95 dB and a distance of 1.21 on clock 1 and a SNR average
of 13.97 dB and a distance of 0.06 on clock 2.

From these results, it can be concluded that: Setup 1
provided both the highest SNR and distance between the
Hamming-Weight 0 and 8; Setup 2 and 3 had similar results,
whereas setup 2 had the lowest SNR but better distance when
compared with setup 3. Considering the metrics proposed, the
overall setup can benefit from an external amplifier with a
DC blocker, when capturing smart card traces. It is worth
mentioning that, setup 1 and 2 might be further improved if
another DC blocker is used. The reason lies on the minimum
pass frequency of 10MHz of the DC blocker, possibly causing
some information loss, since the smart card is working at
3.571Mhz. Also, when the SNR ratio was performed on a
larger trace portion it was noticed that some places, besides the
ones analysed before, showed presence spikes in SNR. These
spikes might have useful information, but at the moment it is
not known what information is.
C. CPA Attack
This section evaluates the same 3 setup configurations, but
now using CPA, to assess if the results obtained corroborate
the analysis of the previous section.
To test the setups, 2 tests will be performed. First, an
incremental CPA is performed, where the number of traces
are incremented 10 samples at a time until 500, and the
distance between the correct key average of other key guesses
is measured. Secondly, as a complementary test, the trace
quality of the traces gathered is measured correlating 50 traces
at a time and checking how much they vary from start to end.
The traces used for this test to cover the first AES round and
use the same smart card tested on the previous section.
The results of the incremental CPA test, assessing the
correlation value with 50, 100, 200 and 500 traces, show that:
Setup 1 had an average correlation distance of 0.52; Setup 2
had a correlation distance of 0.40; Setup 3 had a correlation
distance of 0.14, as depicted in Figure 9.

Fig. 9: Difference between the correct key and the average of
other keys hypothesis.

These results suggest that the best proposed setup is indeed
the one that presented the best distinction between the correct
key byte and the other guesses, namely setup 1. A more
interesting result was between setup 2 and 3 because, from
the previous section, setup 3 had better SNR however setup
2 greater distance, but the incremental CPA was much better
on setup 2. One possible explanation for these results is that,
the distance between Hamming-Weights are more relevant than
the SNR on CPA attacks. Another explanation is that the other
spikes seen in SNR, might be leaking information.
One relevant observation that can be noticed on Figure9 in
that there were a decrease in value of the correlation values at
the start of setup 2 and 3. This may be caused by a a period
of adaptation, where the first traces have worse quality than
the following ones.
After analysing and selecting the best setup configuration, a
full CPA analysis was performed and all key bytes were found
correctly with 25 traces and a correlation distance, between
the correct key bytes and average of the other key guesses, of
0.15. The conclusion from this section is that the setup can
benefit from an external amplifier with a DC blocker, leading
to a faster correlation distance from the correct key and the
other keys guesses.
D. Power Supply Comparison
The SAKURA-(G/W) platform can be powered using the
communication USB or an external power supply. Depending
on the power source used, the acquired power traces can
contain more or less noise. An interesting test is to use
different power sources and see the impact they have on the
trace quality. Intuitively, a noisy power supply should impact
negatively the power traces.
For this test, 3 power sources used, in particular an adjustable laboratory power supply; a wall charger; and the USB
cable. Given the results obtained on the previous sections,
setup 1 is used to gather the traces. The first test, consists in
measuring the distance between the maximum and minimum
peaks of voltage with the power supplies in void, using an
oscilloscope, then each power supplies will be compared on
an incremental CPA using 500 traces, to assess the real impact
they have on the CPA.
In the first test, the minimum and maximum distance between voltage peaks, the laboratory supply showed a distance
of 0.11 V, the wall charger had 0.063 V and the USB power
supply had 0.551 V.
This shows that the USB power supply has the highest
noise from the 3 power sources. It is thus expected to perform
worse than the other two. Surprisingly, the wall charger had the
lowest ripple noise, even when compared to a more expensive
adjustable laboratory power supply. One thing to keep in mind
is that, the results obtained are just to have an idea of how
much fluctuation all three power supplies have, since they were
measured in void. A more accurate test would be to measure
the amount of noise the power supplies induce, when current is
drawn from them. The second test consists in the incremental
CPA evaluation, as depicted in Figure10.

both smart cards and FPGAs. The main hardware used was the
SAKURA-G/W, SAKURA platform, and a PC oscilloscope
branded picoscope. To have the setup operating, four software
components were also developed:
•

•

•

•

Fig. 10: Difference between the correct key and the average
of other keys.

The obtained results suggest that the best power supply was
the adjustable laboratory power supply, having about 0.05 volts
of distance from the other 2 power supplies starting at trace
200 and beyond.
Despite the fact the wall charger had the lowest ripple
noise from the other setups, it performed identically to the
USB power supply. As mentioned before, the power supplies
were tested in void, so it could be the case that, when the
device starts drawing power, the noise increases. Also, it can
be noticed that the power supplies do not significantly affect
the performed analysis.
XII. C ONCLUSIONS
Smart cards are a common asset used in our daily lives.
Their applicability gives from transportation, health, payments,
telecommunications, identification, among other areas. These
smart cards provide several tamper proof and unauthorized
access protection mechanisms, making then appropriate to
store sensitive information, such as, secret and private keys.
Power analysis is an effective way to retrieve a sensitive
information from a smart card. SPA attacks are based on the
visual inspection of one or a few power traces. They can
provide information about what operations were performed
by the smart card, and even in some particular cases expose
the secret key. In most cases, the attacker needs to know
some smart card implementation details to be successful. DPA,
depending on the trace quality and protection mechanisms
the smart card under attack has, might require a considerable
amount of traces. This type of attack has the advantage of
being easy to automate, since the attack is based on finding
correlations over specific points of a power traces. This has
also the advantage of not requiring a detailed knowledge of
the smart card’s implementation to be successful.
The proposed and implemented solution was to configure a
setup that allows the user to perform side-channel analysis on

The software used to program the smart card, containing
the AES algorithm, the communication and customizable
trigger.
The trace gathering program responsible for configuring
and setting the picoscope, communicate with the target
device and gather/store the traces.
The SAKURA-G and SAKURA-W communication program used by the trace gathering program to deliver and
received data from the devices.
The scripts used for the trace analysis (CPA, SNR, T-test),
which were responsible to analyse the traces and present
the data in a way understandable to the user, such as in
graphics and data comparison.

Then the implemented solution was analysed to assess
which configuration gives the best CPA results, since the quality of the traces influences the attack success. The experimental
results suggest that the setup with the external amplification
and using an adjustable laboratory power supply was the one
that got the best results. This conclusion was deduced from
the metrics defined in the evaluation, where the SNR and
correlation value from CPA were used. Using the best setup
configuration, it was possible to recover the secret key from
an unprotected smart card by performing 25 power traces.
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