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Abstract

The Internet’s incredible success also made its problems apparent. They can be classified as intrinsic,

such as the lack of security in its design, and of extensibility: its components are so entrenched in routers

and end-hosts that changing or adding innovation of some sort is either very hard or straight impossible.

To solve these and other issues, the research community proposed, over the last two decades, clean-

slate designs of the Internet. While many clever and well-crafted designs emerged, it is unclear, though,

whether they are better alternatives for the Internet, mainly because they have not been deployed and

tested world-wide. A complete replacement of the Internet infrastructure indeed seems elusive.

A different approach from clean-slate designs is developing Inter-Architecture Frameworks that en-

able multiple architectures to coexist with the Internet. The two main approaches for their implementation

are tunneling (or overlaying), and translation. The idea of the former is to introduce a new layer in the

Internet architecture (e.g., L3.5), while the latter proposes direct translation between different L3 ar-

chitectures. A tunneling/overlaying-based approach has two main limitations. First, introducing a new

architecture as a layer L3.5 on top of current L3 protocols inherits some of the limitations of the underlay.

Second, this level of indirection introduces overhead, impacting efficiency and performance. We thus

follow the translation approach in this work.

Another practical limitation of Inter-Architecture frameworks is that existing prototypes are imple-

mented in software, failing to deliver the required performance, matching that of the Internet. Recently

developed programmable switches may change this scenario, achieving a throughput on the order of

Tb/s while providing a set of programmable features that may enable line-rate implementations of these

Inter-Architecture frameworks. In this dissertation, we develop an Internet Architecture translator, Myr-

iarch, that runs on a programmable switch. Our prototype translates between IP and SCION, a clean-

slate Internet architecture centred around security. The main challenge we addressed with our solution

was the memory and computational constraints of switch architectures. Our system is the first to effec-
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tively translate between these two architectures in a Terabit scale network switch.
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Resumo

O incrı́vel sucesso da Internet também tornou visı́veis os seus problemas. Estes problemas podem

ser classificados como intrı́nsecos, como falta de segurança na sua conceção, e de extensibilidade:

os seus componentes estão tão enraizados nos routers e end-hosts que alterar ou acrescentar algum

tipo de inovação é muito difı́cil ou mesmo impossı́vel. Para resolver estes e outros problemas, a comu-

nidade de investigadores propôs, nas últimas duas décadas, “clean-slate” designs da Internet. Embora

tenham surgido muitos projectos inteligentes e bem elaborados, não é claro, porém, se são melhores

alternativas para a Internet, principalmente porque não foram implementados e testados a nı́vel global.

Uma substituição completa da Internet parece ser, de facto, uma tarefa difı́cil.

Uma abordagem diferente dos designs “clean-slate” é o desenvolvimento de Inter-Architecture Frame-

works que permitam a coexistência de múltiplas arquiteturas com a Internet. As duas principais abor-

dagens para a sua implementação são “tunneling” (ou “overlaying”) e a tradução. A ideia da primeira

é introduzir uma nova camada na arquitetura da Internet (ex.: L3.5), enquanto a segunda propõe a

tradução direta entre diferentes arquiteturas L3. Uma abordagem baseada em túneis/”overlays” tem

duas limitações principais. Em primeiro lugar, a introdução de uma nova arquitetura como uma camada

L3.5 no topo dos atuais protocolos L3 herda algumas das limitações da subcamada. Em segundo lugar,

este nı́vel de indireção introduz overhead, com impacto na eficiência e no desempenho. Assim, neste

trabalho, seguimos a abordagem de tradução.

Outra limitação prática das Inter-Architecture Frameworks é o facto de os protótipos existentes

estarem implementados em software, não conseguindo alcançar o desempenho necessário, análogo

ao da Internet. No entanto, os switches programáveis recentemente desenvolvidos podem mudar

este cenário, atingindo um throughput na ordem dos Tb/s e oferecendo um conjunto de features pro-

gramáveis que podem permitir implementações “line-rate” destas Inter-Arquitecture Frameworks. Nesta

dissertação, desenvolvemos um tradutor entre Arquiteturas de Internet, Myriarch, que funciona num

switch programável. O nosso protótipo faz a tradução entre IP e SCION, uma arquitetura de Internet

“clean-slate” focada em garantir propriedades de segurança. O principal desafio que enfrentámos com

a nossa solução foram as restrições computacionais e de memória das arquiteturas de switch. O nosso

sistema é o primeiro a traduzir efetivamente entre estas duas arquiteturas num switch de rede à escala
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de Tb/s.
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1
Introduction

Contents

1.1 Context and Problem . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.4 Thesis Outine . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

The goal of this thesis is to design and develop a �rst implementation of a translator between IP

and SCION architectures, with its data plane running on a programmable switch. In this Chapter, we

�rst present the context of this project and the problem it intends to address. Then, we describe the

dissertation objectives, enumerate its contributions and present the outline of this document.

1.1 Context and Problem

Despite Internet's indisputable success as a global infrastructure, its problems have become apparent

over the past few decades. We divide these problems into two classes. The �rst are intrinsic prob-

lems, such as being vulnerable to denial of service attacks and routing hijacks, the lack of Quality Of

1



Service (QoS) guarantees, and not providing support for today's most common use cases (for instance,

content retrieval). The second class refers to the obstacles imposed by the Internet to the deployment

of solutions for its intrinsic problems. The Internet's design lacks abstractions to enable incremental

improvement. This lead to the Internet's “ossi�cation” [4].

Aware of Internet's problems, the research community proposed clean-slate designs, attempting to

devise an Internet “from scratch”, one that does not have its intrinsic issues. One main problem is that

each clean-slate design addresses a speci�c issue, or set of issues. For instance, Information-Centric

Network (ICN)/Named Data Networking (NDN) [5] focuses on content delivery, and considers security

only mildly. SCION [6], on the other hand, addresses many of Internet's security problems, but does not

offer a content-oriented approach as NDN. In short, there is no one-size-�ts-all Internet architecture that

ful�lls all existing requirements. In addition, these designs may become outdated in the future, running

into in the same kind of extensibility issues the Internet faces.

A less explored approach is that of Inter-architecture frameworks. These solutions support multiple

architectures simultaneously, with the goal to encourage deployment and allow for easier adoption of

innovative architectures. There are two main approaches. One is to introduce a new layer 3.5 over L3 (in

most common cases, IP) [7] [8]. In this tunneling or overlaying-based approach, the L3 underlay serves

as a “pipe” to provide a common ground for clean-slate architectures to be deployed upon. The other

approach consists in using translators between architectures [9], directly at the network layer. Although a

tunneling approach may arguably offer easier deployment and minimize changes to the current Internet,

the new L3.5 architecture would inherit many of the problems of the underlay. For instance, security

problems such as pre�x hijacking at L3 would be inherited by the layer above, even if the L3.5 is SCION,

an architecture that is protected against these attacks. The underlay may also preclude the network

caching advantages of a L3.5 architecture that considers content as a �rst class citizen, as NDN. Besides

reinforcing the Internet's dependency on the Internet Protocol (IP), without addressing its limitations, this

approach comes with increased overhead, as a consequence of the addition of a level of indirection. We

thus argue for translation-based as being better suited for promoting a diversity of Internet architectures.

An additional requirement that none of the existing approaches ful�lls is that of performance. To be

deployable, a new architecture needs to perform at the speeds the current Internet provides. Existing

implementations work mainly at software-level due to the lack of specialized hardware support, and their

throughputs are on the order of tens of Gb/s at best. The use of more cores to handle data processing

could potentially increase these �gures, although they would hardly achieve the orders of magnitude

increase required. In any case, it would mean an increased cost and reduced ef�ciency over the high

performance off-the-shelf switches which operate with Tb/s throughput.
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1.2 Objectives

Taking into account all the above, we developed a �rst prototype of a Inter-Architecture Framework

following the translation approach, improving the state-of-the-art by being able to perform at line rate

speeds. Taking advantage of programmable switches, an emergent programmable network technology

capable of packet processing with throughputs on the order of Tb/s, we designed a high-performance

translator between IP and SCION, a clean-slate, path-based Internet architecture. Despite having some

limitations, imposed by the intrinsically different natures of IP and SCION architectures and the switch's

limited memory and computing resources, our design and prototype represent the �rst step towards a

multi-architecture Internet.

The solution proposed in this document is the �rst instance of a FCT project called Myriarch. We

chose SCION as the �rst Myriarch translator for several reasons. First, among all clean-slate designs,

SCION (source code available 1) is the only one already in production. Second, because it addresses

security, arguably the most fundamental problem of today's Internet. As SCION was designed with

security as a �rst order principle, SCION's foundations contrast with the a posteriori attempts (e.g.,

BGPsec) to �x Internet's security problems (in particular, availability). Finally, SCION makes no changes

to a core part of the Internet, namely the Autonomous Systems, facilitating its adoption by network

operators. Similar to the authors of Trotsky/Extensible Internet (EI) (detailed in 2.3), we also �rmly

believe, for deployability, the inter-connecting point between different architectures should be at the

edge of the Autonomous Systems, maintaining the AS domains unchanged.

For the development of this translator we used P4, a programming language for managing packet

forwarding and editing in network entities such as programmable switches. We have built a P4 program

capable of running in an Intel To�no [10], a programmable switch with packet processing speeds of 12

Tb/s.

The main challenges faced when developing this translator are related to the computation constraints

of a programmable switch ASIC. Namely, the limited computational resources for the match-action tables,

the reduced stateful memory, and the small number of stages in a switch pipeline. We will further

describe these switch details in 2.1.

1.3 Contributions

The main contributions of this project are the following:

� Design of the �rst Myriarch Inter-Architecture translator, between SCION and IP;

1https://github.com/scionproto/scion
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� First implementation of an Inter-Architecture translator in a programmable switch using P4;

1.4 Thesis Outine

In Chapter 2, we describe relevant work related to this project. Chapter 3 is focused on presenting and

explaining the design choices for our translator. In Chapter 4, we address its implementation details. In

Chapter 5, we report the evaluation by making a brief analysis of the project results. Finally, we leave

the conclusions and future work for Chapter 6.
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In this Chapter, we present the related work. We start by making a brief analysis of the background,

identifying some of the current Internet's shortcomings and highlighting the emmergence of Software-

De�ned Networks. Next, we present some proposed Clean-Slate Internet Architectures together with a

brief discussion on those. To �nalize, we describe projects focused on the design of Inter-Architecture

Frameworks, also presenting a discussion section.
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2.1 Background

2.1.1 Internet's Shortcomings

The Internet gave people the ability to communicate from different parts of the world and access infor-

mation incredibly fast. Its outstanding success as a global communication infrastructure speaks for the

quality of its design. However, this same success has also made some �aws apparent. Over the years

since its beginning, the list of problems found in the Internet Architecture has increased as more �aws

are discovered and people try to incorporate more and more features. For this report, we can subdi-

vide these problems into two categories. The �rst one refers to intrinsic problems found in the current

architecture. These include, among others:

� lack of control by end hosts of their traf�c over the Internet, not being able to de�ne, for instance,

the route of the packets. This can lead to inef�ciencies, as described in [11], as the path chosen by

Border Gateway Protocol (BGP) may not be the one that best suits the intended communication,

nor the most secure, as it can include compromised domains;

� assumptions made in the principles that guided the original design of the Internet that do not apply

nowadays. For instance, the Internet was designed for communications between two machines

with �xed locations, not taking into account the current widespread use of mobile devices [12]

nor the signi�cant use of Internet for content retrieval [13], among others. These new paradigms

therefore are integrated at the expense of workaround solutions such as overlays, which impact

the performance and management of the network.

� Security issues. When the Internet was �rst developed, it did not take security into much account.

With respect to the Con�dentiality, Integrity and Availability (CIA) model, despite cryptography hav-

ing enabled the �nding of solutions for achieving Con�dentiality and Integrity on end-to-end com-

munications over the Internet, high Availability is still hard to achieve in the presence of malicious

adversaries. For instance, the Internet lacks strong defense mechanisms to protect from attacks

such as Distributed Denial-of-Service (DDoS) or route hijacking. Adding to this, non-intended be-

haviour may be hard to identify due to the lack of ef�cient monitoring methods. To give an example,

there is an absence of implemented techniques to trustfully monitor the routes packets take along

the network.

It is quite understandable that problems continue to emerge in a system whose origins date back to

around 50 years ago, having been designed within a context that is different from the one we have today.

As problems arise, researchers try to �nd solutions for them. However, the fact that different Internet

components are deeply coupled makes it hard for these solutions to be put into practice. As it is noted

6



in [14], while there has been major breakthroughs below and above layer 3 (the Network Layer), with

the emergence of technologies such as wireless and optical transmission below, as well as a myriad of

applications above, these continue to converge to or to depart from the stability offered by the IP layer.

This makes layer 3 very hard to change, as a simple modi�cation would have to be propagated to other

layers, and often even to hardware.

The second category of Internet problems identi�ed refers exactly to these obstacles hampering

the Internet from embracing change, and thus adopting solutions for its current problems. We can, for

example, observe a greater degree of innovation in Software Development over recent years, when com-

paring with the Internet infrastructure. This is partly because quality software that can be smoothly im-

proved and extended often applies abstraction and modularity principles. Modularity facilitates software

changes, as it prevents changes in one module from propagating to other modules, whereas abstraction

allows software to be general enough to be used in several cases. Some researchers working in the

networking �eld, such as the authors of [14] identify these as some of the key elements that separate

the agility and �exibility frequently found in software development from the rigid structure found in the

Internet. These are some of the arguments supporting Software-De�ned Networks.

2.1.2 Software-De�ned Networks

Software-De�ned Networks are emergent network designs that are changing the way the Networking

community re�ects upon the Network. We brie�y address Software-De�ned Networks (SDNs) through

the perspective of the authors of [1]. SDNs, which were initially supported by OpenFlow [15], appeared

as a response to the deep coupling found between the Internet's control and data planes, as almost all

the functionality responsible for the decisions made by routers was kept within routers, with very little out-

side control. SDN's goal is then to separate these planes, ultimately allowing both to be programmable.

SDNs achieve this by resorting to successive abstraction layers.

A Software-De�ned Network is represented in Figure 2.1. At the bottom of an SDN there are pro-

grammable switches whose functioning is dynamic rather than attached to a �xed protocol. This func-

tioning is dictated by the Network Owner, in a top to bottom manner. Upper in the architecture, there is

a Network Operating System (NOS), responsible for controlling the network devices. The NOS exerts

control over the various switches and receives information regarding the network's state as input to its

decisions. The features provided by the NOS are then exposed to the Network Operator through control

applications, responsible for implementing the network's control plane.

Whereas in the �rst instances of SDN only the control plane was programmable, in 2013 the RMT [2]

was proposed. The RMT switch (which is the basis of production switches as the Intel To�no) consists

of a multiple stage pipeline capable of processing several packets simultaneously, and, for the �rst

7



Figure 2.1: Representation of a Software-De�ned Network. [1]

time, allowing for a new range of programmable actions, including creating new headers, innovating

in match-action rules, and even allowing for limited forms of in- network computing, while achieving

Terabit performance as the �xed-function switch alternatives. The RMT model, today designated as the

Protocol Independent Switching Architecture (PISA), is composed of an ingress and an egress pipeline

that share the same resources; a programmable parser, that identi�es header �elds to be matched; a

match-action stage pipeline where �elds are matched and an action is performed based on the match

value (e.g., forward to a speci�c port, drop packet, modify header �elds, etc.); and then a deparser

where the packets are reassembled and prepared to be queued or sent out some port(s). This model is

represented in Figure 2.2

Figure 2.2: Switch chip architecture. [2]

Programmable switches enable, for instance, header �elds to be added or modi�ed and new actions

to be performed, thus allowing these features to be recon�gurable. It is important to notice, though, that

the matches and actions are limited in number and complexity in order to �t the line rate performance

requirements. Operations such as cycles, for instance, are not allowed nor are more complex math-

ematical operations. The stateful memory is also very limited, as the switch has a few registers with

restricted access (e.g., one cannot do multiple reads and writes to the same register for each packet).
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The packet payload is also off-limits for reading or writing, which decreases programs' �exibility. These

are just some of the restrictions imposed by this kind of architecture. Other limitations are detailed in

4.2, when we describe our project's data plane implementation.

One interesting feature of this switch architecture is its ability to adapt the allocation of physical

resources to the logical model it is intended to implement. For example, one logical stage can be

mapped to one physical stage, while another one can be mapped to several, as show in Figure 2.3.

Very �ne-grained mappings can be done, ef�ciently using the chip resources. Despite providing much

more functionality, these programmable switches come with little additional power cost (RMT's authors

predicted less than 15% additional power cost and today this �gure is close to zero) and can achieve a

throughput on the order of Tb/s.

Figure 2.3: Example mapping of logical stages into the physical stages of a programmable switch. [2]

In order to program such switches, the P4 [16] language was created. P4 is an imperative language,

expressive to the extent possible while taking into account the restrictions imposed by switches. A

program in P4 is composed of: header de�nition, where the headers' structure is speci�ed; the parsers,

responsible for identifying the headers in the packets that will be used later for matching; the Match-

Action tables, which specify how �elds are to be matched and acted upon; the control programs, that

dictate the sequence of the program; and the actions. P4 has a limited set of actions, with primitives

such as “add header” or “copy �eld”, but these simple primitives can then be used to build functions

with more complex actions. The P4 compiler maps the high level language to a Table Dependency

Graph (TDG), which accurately represents the dependencies in the program. These TDGs can be

compiled to a multitude of targets, ranging from software switches, programmable switch ASICs, �xed
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function switches, among others, thanks to P4's target independent properties.

The programmability of these network data planes is an important enabler to materialize some of the

clean-slate Internet Architectures we discuss next.

2.2 Clean-Slate Internet Architectures

Motivated by Internet's problems, several large-scale research projects came up with “clean-slate” In-

ternet designs, designs made “from scratch”. The idea was to project a new architecture free from the

constraints of the existing infrastructure. This section is about these new Internet architectures that put

into question many of the assumptions established in the networking �eld and provide a new perspective

on the Internet.

MobilityFirst (MF) [12] is one of these clean slate Internet designs. It argues the Internet should

prioritize mobility and trustworthiness. Its authors understood that the share of wireless Internet traf�c

had the tendency to increase over the years, at the time having already overtaken wired Internet traf�c.

Such scenario is not favoured by the current Internet model that treats �xed location devices as the

default.

The solution for connecting the cellular network to IP is through gateways, which, according to MF,

despite being useful as a patch brings signi�cant problems of performance and scalability, among others.

MF thus proposes a clean slate design that already accounts for current use case scenarios of the

Internet but that includes mobility without the need to develop gateways or overlays to “glue” new archi-

tectures or services to the Internet. Instead of relying on a hierarchical addressing based on network

location such as IP, MF proposes Global Unique Identi�ers (GUIDs), global �at names able to identify

several sorts of entities. These entities could be devices, people, content, as well as others. Packets

would be sent with a destination GUID and, in order to be routed properly, there would be a service

called Global Name Resolution Service (GNRS), central for the MF design, responsible for translating

GUIDs to network addresses. Furthermore, packet transfer along the network would be achieved hop

by hop, with packets temporarily stored at each hop. This mechanism, together with the GNRS service,

allows for late binding or re-binding, accounting for disconnections, network changes and other events

typical of mobile scenarios.

This project, funded by the Future Internet Architecture (FIA), came up with a versatile approach,

bene�ting not only mobility but also the addition of new services such as content retrieval in a transparent

way. Moreover, the authors of MobilityFirst intended to develop a trustworthy design, which comprised

secure veri�able GUIDs derived from public keys and other security measures.

Content Centric Networking (CCN) [13] is another clean-slate project. Its authors agree with Mo-
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bilityFirst's argument that the original Internet design based on connections between two �xed hosts is

now outdated. However, whereas MF makes the case for a design prioritizing mobility, CCN focuses on

content. Its authors argue that nowadays the Internet mainly revolves around content distribution, as

people give more importance to the content found on the Internet than to its physical location.

Contrary to MF that uses �at names, CCN adopts a hierarchical naming (as IP), but based on content

names rather than network location. In the Internet, to �nd a machine with a certain IP address, its pre�x

is used to progressively �nd the subnets where that IP address is located. To �nd content in CCN, the

users �rst broadcast an interest to the network specifying the content they want to access. For instance,

`something.com/news', similarly to Hypertext Transfer Protocol (HTTP). Then, the interest's pre�xes are

used by the routers to �nd the path to the intended content. This content's name has the interest as its

pre�x. In case there is not yet a content matching a certain interest in the network, it can be generated

by a source at the time of request.

In CCN, the content is digitally signed and encrypted when necessary, leading to content integrity

and con�dentiality without the need to trust the host that sent it, or the connection over which it was

sent, as in IP. Also, since no connection is pre-established, routers can cache the content and send it

each time a matching interest is broadcasted. In terms of ef�ciency, this can be a great advantage over

IP, as multiple requests made to the same router for the same content would result in a single content

retrieval from the source, saving network's bandwidth. It is also worth mentioning NDN [5] or Named

Data Networking, a more recent and improved version of CCN, based on the same principles of its

predecessor, yet with improvements such as increased performance. It is interesting to note that while

both MF and CCN authors consider security as one of the strongest points of their designs, they may

still not meet strong availability requisites, for instance, they are not immune to denial of service attacks.

The Recursive Internetwork Architecture (RINA) [17]authors regard network architectures focused

on mobility and content as viable options for the future. However, they do not commit to a single architec-

ture focused on a particular goal. Its authors believe that for different contexts there should be different

network behaviors. To achieve these various manageable behaviors, the RINA architecture separates

mechanisms from policies. RINA already comes with a small set of built-in mechanisms, which have

been chosen for being simple, general, complete, and common to different prospective architectures.

Policies, on the other hand, are managed by the network operator and dictate how these mechanisms

are used.

The “building block” of this architecture, as its authors call it, is an Inter-Process Communication

(IPC), an application process through which remote processes can communicate with each other. RINA's

mechanisms are thus of three types: IPC data transfer, IPC transfer control, and IPC management. All

these are controlled by the desired policies. IPCs are then used to build Distributed IPC Facilities (DIFs)

that serve upper application processes, which can themselves be IPCs to other DIFs. Therefore, in
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RINA, the network is recursively composed of layers and each one is formed by the same “building

blocks”, IPCs.

Compared to the current Internet, this architecture offers more control to the network operator, thanks

to the use of manageable policies and to the dynamic creation of layers; and improves transparency and

abstraction using an object model to communicate with remote objects. It also offers more freedom than

CCN or MobilityFirst, allowing both paradigms to coexist. However, it is not inherently secure, and its

ef�ciency and scalability are still unclear.

eXpressive Internet Architecture (XIA) [18], analogously to RINA, does not put one principle over

another. Its authors believe the retrieval of content, mobility, and other services should be supported si-

multaneously, without special emphasis on one. Besides, they also consider the network should provide

a foundation for possible future principals to emerge, as it is hard to make predictions. XIA thus intends

to foster an evolvable layer between applications and transport technologies, as opposed to IP's rigid

structure.

For XIA to support several principals, each would have an identi�er type called eXpressive Iden-

ti�er (XID). Users would then use this type of XID to specify what kind of principle they intended to

request. For instance, to request content they would send a Content Identi�er (CID), for a service,

Service Identi�er (SID), etc. This way, the users would be expressing their intent directly to the network,

hence the `eXpressive' part of XIA.

Backwards compatibility is provided using Directed Acyclic Graphs (DAGs) contained in XIP ad-

dresses. In case a router receives a packet with an XID it does not understand, there are alternative

destination addresses in the request to where the router can forward the packet, serving as a fallback

mechanism. These alternative destination addresses are represented in the form of a DAG, starting

from the most expressive to the least expressive, with the latter being a host address.

Similarly to the Domain Name System (DNS), XIA includes an entitity to translate names into XIPs.

Contrary to it, this entity is secure. These addresses are required by XIA to be intrinsically secure. How-

ever, its implementation is different from principle to principle. In the case of content retrieval, an example

would be to verify whether the content's hash matches the CID requested. Host based communication

would require other security measures, as the packet sender authentication is also important.

XIA, still not deployed, would represent a great change from the current Internet by adding more

functionalities besides host-to-host communication. Similar to RINA, there are still many open questions

regarding performance, scalability, and deployability.

Framework for Network Innovation (FII) [14], is another framework for new architectures to be

deployed upon. This framework was designed to be as general as possible to give freedom of innovation,

yet it imposes some restrictions its authors consider fundamental to every architecture. These key
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“anchors” are: inter-domain routing to allow for communication between domains while enabling them to

continue to change independently of each other; DDoS attack prevention, as authors consider DDoS to

be the most impactful attack on the network that cannot be solved by domains internally; and a Network

Application Programming Interface (NET API) to decouple network from application functionalities.

For inter-domain routing, FII uses Pathlet Routing [19] which allows domains to choose from various

protocols for communicating between them instead of being tied to a global one (in the case of IP), while

still letting the choice of internal domain routing for the domain itself. Moreover, pathlet routing brings

more control to the user regarding the paths to be used for communication, as these are expressed in

the packet itself, rather than being decided entirely by the Network (ideas also shared by the Path-Aware

Network [20]). To prevent DDoS attacks, FII resorts to the Shut-Up-Message (SUM) tool (proposed

in [21] and [22]), relying on trusted third parties (aware of the origin of the attack) to send a shut up

message to the entities responsible for the attacks, preventing them from sending more traf�c to the

target. This functionality requires attackers not to be able to spoof and to effectively comply with the shut

up message, which FII envisions would be achieved through control points within the network. The NET

API would in turn be responsible for making the link between the network and the applications. This API

would be intended to effectively decouple network level and application level functionalities, in order to

allow ones to change without affecting the others. Applications would be able to select among different

interfaces and name-spaces depending on their speci�c needs, without having to worry about speci�c

Internet details. The Internet would then become more transparent to the applications.

FII's approach is grounded on abstraction and modularity principles, minimizing the coordination re-

quired between emergent network architectures, technologies and applications. Moreover, it enhances

Internet's availability properties through pathlet routing's multi-path resiliency and SUM's DDoS preven-

tion. However, clean-slate architectures would have to adapt their already developed mechanisms to the

restrictions imposed by this framework. Furthermore, as argued in [20], the existence of compromised

trusted parties can possibly lead to the spread of undue shut up messages over the Internet.

Scalability, Control and Isolation on Next-Generation Networks (SCION) [6] is another clean

slate architecture, but this one highlights security as one of the most important pillars for the develop-

ment of a network. In contrast to other proposals, it addresses availability with special attention, as it is

a requirement often hard to achieve on the current Internet. SCION stands for Scalability, Control and

Isolation on Next-generation networks. In order to achieve the properties mentioned in its name, the

authors of SCION envision a network divided into Isolation Domains (ISDs), each one composed of a

number of Autonomous Systems (ASes) that could possibly belong to more than one ISD, as illustrated

in Figure 2.4. SCION is a path-based architecture that operates between ASes, leaving intra-AS com-

munication for ASes to handle independently. The rationale is that intra-AS depends on a single entity

(the network owner), so the level of control and trust is much higher in that domain. Each ISD would
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have its core ASes (the ones administering it) to agree on a common Trust Root Con�guration (TRC),

which constitutes the root for validating entities in the domain. This model ensures a breach of a trust

root only affects the corresponding ISD. In the current Internet, there are several roots of trust and, if

one fails, there could be forged certi�cate emissions globally. Furthermore, every ISD is required to sign

the TRC of each neighboring ISD, allowing for mutual trust.

Routing is also a central part of SCION in an attempt to prevent route hijacking or path congestion.

Routers would no longer need to keep track of state, as the path is securely transmitted in each packet,

a model called Packet Carried Forwarding State (PCFS). ASes are responsible for discovering multiple

paths between themselves, through the propagation of protected information along the network, in the

form of Path-Segment Construction Beacons (PCBs), giving preference for the discovery of disjoint

routes to foster high availability. Since each PCB carries the version of the current TRC, an ISD can

update all its ASes' TRC in an agile manner. By contrast, the current Internet slowly updates every

device, opening a larger window for attacks on outdated device con�gurations.

In order for SCION to be a viable option, the security methods employed are as ef�cient as possible.

SCION Control Message Protocol (SCMP), for example, uses symmetric key that is shared between AS's

border routers and is continuously derived from a pseudorandom function. The use of more expensive

asymmetric encryption operations, to validate, for instance, digital signatures, is rare.

Improvements to SCION are still being proposed, such as the ones introduced by Path Aware Net-

working (PAN) [20]. This project focuses on improving SCION's path discovery system, namely its per-

formance and resilience. It also adds features to optimize path construction and for endpoints to actively

take part on the path choice, gaining more control. SCION also takes advantage of the Scalable Internet

Bandwidth Reservation Architecture (SIBRA) [23] extension, enabling path reservation and prevention

of DDoS atacks.

A relevant component of SCION for our work is Every Packet Is Checked (EPIC) [11], a set of data

plane protocols for SCION. The goal of these protocols is to verify if the behaviour expressed at the

control plane is being correctly applied. Namely, if the paths traversed by each packet were authorized

by the Autonomous Systems crossed (path authorization) and if the packet sources are authenticated

(source authentication). These two properties are checked at each AS hop, allowing for early detection

of Denial of Service attacks. To include the paths in its outgoing packets, hosts receive from their

AS information on the authorized paths announced by other ASes, together with authenticators which

enable their validation at each hop. Afterwards, hosts select the desired paths among the authorized

ones and include them in the packet header along with the validation �elds (including path timestamps).

There are 4 EPIC protocols with incremental security measures. The one offering the lowest level

of security is EPIC L0. This data plane protocol only allows to verify path authorization, with each AS

computing a hop authenticator that includes information on the hop itself, as well as all previous hops
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Figure 2.4: SCION's general architecture. Autonomous systems (ASes) grouped into four ISDs. The core ASes
are connected via core links. Non-core ASes are connected via customer-to-provider or peering links.
AS H participates in two ISDs. [3]

during the beaconing process. For this protocol, there is already a �rst prototype implemented in P4

for an Intel To�no switch [24]. EPIC L1, in turn, strengthens the path authorization proposed in EPIC

L0 by preventing brute force attacks aimed at �nding a hop authenticator for unauthorized hops. EPIC

L2 adds source authentication throughout the network's path, and L3 further includes path validation at

source and destination. The design of the SCION EPIC protocols is carefully guided by the principle of

improving security while maintaining performance.

SCION is the only clean-slate architecture that is already in production [3]. Several ASes have

already deployed SCION, including the networks that interconnect the Swiss banking system. This

is our main motivation to choose this architecture as Myriarch's �rst use case. We can conjecture

various reasons for the success of SCION. First, the lack of security can be arguably considered the

most serious problem of the current Internet. AS owners therefore immediately saw the advantage

of deploying a provably secure architecture. Second, operators do not have to make any changes to

their intra-AS infrastructure, facilitating deployment. Our project, Myriarch, can serve as a catalyst by

enabling this deployment to occur gradually, by allowing the coexistence of SCION and the Internet

through a `translator' at the border, responsible for converting SCION packets into IP packets, and vice-

versa. Two SCION domains not directly connected can then communicate through the current Internet
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by translation of packets. The challenge is not loosing any of the SCION properties in the process and

guarantee line-rate packet processing (evidently, the packets crossing the Internet are only offered the

traditional network service).

2.2.1 Discussion

The architectures presented in this section have some aspects in common. First, they project an In-

ternet that achieves more than the traditional host-to-host TCP/IP communication, natively supporting

functionality traditionally supported by complex applications running on top of the network layer which

are presented with additional security and performance issues. Some are built with intrinsic security,

contrarily to the current Internet where security was not a priority, making it harder to achieve afterwards,

specially regarding availability. Furthermore, some prototype evaluations of these Internet architectures

show performances comparable to IP and, in some cases, such as in CCN, the real-world performance

is expected to improve thanks to static content caches.

Projects such as MobilityFirst and Content Centric Network envision an Internet that revolves around

a speci�c principle, mobility or content, respectively, steering away from host-to-host communication.

On the other hand, RINA and XIA serve as platforms for different functionalities to be developed upon,

but propose distinct ways to achieve that goal. In RINA, these functionalities are built using layered sets

of IPC processes, each one de�ned according to variable policies. In XIA, the solution is more abstract,

since it does not limit the development of functionalities to a set of rules, presenting only a way to support

them directly in the network through expressive intents.

MF and CCN propose a rather static approach to a future Internet based on current trends, whereas

RINA and XIA advocate a more evolvable Internet, capable of changing and smoothly adding new func-

tionalities over time. This latter feature is also shared by the architectures to be presented in the next

chapter, and our own project. An important difference is that RINA, XIA, and FII propose and develop

a speci�c framework that is to be used as foundation for architecture evolution. This leads to a dif�cult

question: is this the “right” architecture to enable an evolvable Internet? And is it deployable while re-

maining backward compatible with the Internet? By contrast, the inter-architecture frameworks as the

one we propose in this work have a more modest goal: enabling different architectures to co-exist, with

changes made only at the interface between the different networks, enabling simpler incorporation of

new architectures and the “incumbent” Internet.

SCION represents a different kind of architecture as it reuses a substantial part of the Internet –

namely, by focusing solely on inter-AS communications. It also addresses security in its broadest sense,

mainly by including strong measures to guarantee available communications between Autonomous Sys-

tems, preventing for instance DDoS attacks by design.
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A complete change from one architecture to another is a rather unrealistic scenario. Any solution

would require the possibility of gradual deployment, and provide backwards compatibility mechanisms

to enable the coexistence of the current Internet. We present solutions that also address this need in

the next section.

2.3 Inter-Architecture Frameworks

In an attempt to allow multiple architectures to co-exist, a few projects proposed Inter-Architecture

Frameworks. Recognizing the dif�culty – or straight impossibility – of coming up with the de�nitive

Internet architecture, these frameworks follow a different approach from clean-slate designs. Their goal

is to inter-connect different Internets. There are two main design approaches for its realization: tun-

nelling/overlaying and translation.

2.3.1 Overlaying and tunneling

Trotsky [7] is an overlay-based approach that departs from the assumption that IP is so deeply en-

trenched in existing networking hardware and on software applications that moving away from it will

hardly happen in the nearby future. Trotsky reuses IP, reinforcing it as the layer 3 of the Internet, but just

to serve as a communication “pipe” between L3.5 domains. The solution is then to take any clean-slate

Internet architectures, initially designed for the layer 3, and moving them upwards to this new L3.5 sitting

between the network and the transport layer. These new architectures would then run as an overlay on

top of IP1.

Trotsky would be deployed at domain edges and at hosts, where layer 3.5 services would be sup-

ported. This framework includes solutions for “host bootstrapping”, to provide domain edges with the

protocols needed for communication between L3.5 domains. The existing Trotsky implementation is in

software, limiting its performance, and therefore potentially limiting its deployment. The authors of Trot-

sky later described the same idea as that of an Extensible Internet [8]. Their starting point is to realize

that while the public Internet has stagnated, the private networks of cloud hyperscalers have introduced

new network services (e.g., caching, load balancing) to improve their customers' experience. They ar-

gue that a solution as the one realised by Trotsky could bring the same advantages to the global, public

Internet.

The simplicity to deploy new architectures and of being backwards-compatible with the current Inter-

net are important arguments in favor of Trotsky. Nevertheless, some underlying problems remain, as an

1In fact, the Trotsky authors consider the possibility of L3 “pipes” materialized with other protocols rather than just IP, although
one would expect IP to be the most common.
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Figure 2.5: Example of a Trotsky use case, with TPs representing Trotsky Processors at domain borders. A host
sends an NDN Interest via a layer 3.5 Named Data Network to the closest Trotsky Processor. This TP
checks the interest sent by host 1 and de�nes the next TP the packet should be sent to. Domain A
uses a L3 communication pipe, in this case IP, to deliver the encapsulated packet to the next Trotsky
Processor, which in turn analyses the request and delivers the packet to the TP in domain B. Domain
B has internal support for NDN, and the data that matches the interest is cached at point B1, which is
then retrieved to the host.

overlay-based approach inherits some of the problems of its underlay. For example, as IP is vulnerable

to DDoS attacks, a layer 3.5 over IP would inherit this problem. An architecture such as SCION, which

includes, by design, mechanisms to prevent these attacks, would still be vulnerable due to the underlay

it uses as communication pipe. Besides, this solution would have an impact on performance due to the

introduction of a new level of indirection which, at �rst, would sit at the software level. With Trotsky, IP

would become even more well-established, contradicting some of the ideas behind the development of

clean slate architectures in the �rst place.

The SCION-IP gateway [3] is another example of an approach based on tunneling/indirection. This

gateway is not as generic as Trotsky. It is speci�c to allow interconnection between SCION and IP, and

uses encapsulation techniques. The SCION authors assume that the typical SCION host also supports

IP connections, a reasonable assumption. When a SCION communication is not possible, the hosts can

therefore turn to legacy mechanisms. For example, a SCION host that wants to reach another SCION

host by name uses Robust and High-performing Internet Naming for End-to-end security (RHINE), and

performs regular SCION communication. If the same SCION host wants to connect to an IP host, then

it uses DNS and performs regular IP communication. The special case happens when a host wants

to use IP while residing in a SCION AS without IP connectivity. In this scenario, the SIG of the host's

AS is used as a proxy for this host, and another SIG with IP connectivity is used as a proxy for the

destination. Between SIGs, the IP packets are encapsulated in SCION, and their transport is perform

through UDP/SCION (a deliberately unreliable protocol is used to avoid retransmission storms). The SIG

does not enable connections between a host that only supports SCION and a host that only supports

IP. This is another typical limitation of overlay/tunnel-based approaches. We thus turn our attention to a

different inter-architecture approach: translation.
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2.3.2 Translation.

Plutarch [9] originally proposed the solution of using direct translation between architectures, which

were called “contexts”. This would be achieved through the development of “interstitial functions” in

charge of converting information coming from the ingress context to information usable by the egress

context. Each “interstitial function” would be tailored to speci�cally translate between two architectures

in order to obtain a �ne-grained conversion. The attributes to be handled at each context switching loca-

tion would be addressing, naming, routing and transport, as these are considered the main networking

functions uniform within each “context”. Plutarch's authors give the example of Network Address Trans-

lation (NAT) as a �rst example of a translator, although speci�c for IP addressing. The challenge is to

understand whether these conversions are always feasible, as the approaches used to each of these

mechanisms can vary greatly. For example, while MobilityFirst argues for a global �at name-space, CCN

proposes hierarchical naming.

Plutarch assumes a host is tied to a speci�c context, while other architectures (Trotsky, FII) give hosts

the possibility to be part of multiple architectures. One limitation pointed out by the authors of Trotsky

is that, for the Plutarch model to work, the number of interstitial functions would have to be small, as it

grows quadratically with the number of architectures. Plutarch's authors expect this number to be “small,

on the order of 10”, though. Plutarch was only presented as a position paper, so there is no prototype.

Our goal in this project is to bring Plutarch to the age of programmable networks, addressing some

of its unsolved issues (e.g., where should translation be applied, maybe at the AS border level?) and

implementing translation in programmable switches to offer line rate performance.

Another translation-based solution is Performance Enhancing Proxy for Deploying Network Ar-

chitectures (PEP-DNA) [25], a proxy standing on the border of two different architectural “contexts”

functioning at a Linux kernel level. PEP-DNA enables connection between hosts and new architectures

through Transmission Control Protocol (TCP) splitting. In order for two hosts to communicate via a cer-

tain architecture, one host would �rst initiate a TCP connection with a PEP-DNA proxy, which would in

turn initiate a connection with the intended architecture. TCP information of the �rst connection would

then be used by an egress PEP-DNA proxy to establish a session with the second host. This process

is idealized to be seamless, without hosts noticing PEP-DNA's presence, resorting to IP spoo�ng to

achieve this.

PEP-DNA improves over other similar proxies, such as Performance Enhancing Proxy for TCP

satellite connections (PEPsal) [26], in two ways: by using the splitting TCP-connections mechanism,

and by working at the kernel level. The PEP-DNA prototype is able to establish connections between

RINA and CCN-lite, a lightweight version of CCN. One downside of this solution is that it is very depen-

dent on TCP. Besides other limitations, PEP-DNA proxies cannot translate connections with encrypted
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headers, limiting their applicability.

Content-Oriented Interoperability framework for current and future Internet architectures (COIN)

[27] is another framework that advocates the use of translators between architectures. However, it is

mainly focused on Information-Centric Networks (ICN). Similarly to Plutarch, COIN considers that a host

is tied to a particular domain or “island”. Like FII, COIN is devised around certain anchors that archi-

tectures are required to have in common in order to be deployed. However, in this case the anchors

are content-related. Some examples include request type (static or dynamic), content version and data

input for dynamic request.

To enable each ICN-like architecture to have its own name-space while still being able to communi-

cate with other architectures, COIN proposes a Object Resolution Service (ORS), one of its key features.

Giving the job of naming conversion to architectures themselves would perhaps lead to the allocation

of names belonging to one architecture in other architectures name-spaces, something COIN's authors

want to avoid. ORS would solve this by having a global naming system, in which names would consist

of a domain identi�er followed by a name speci�c to that domain. ORS would then work like a search

engine, retrieving entity names in response to keyword queries, with names being resolved by their re-

spective architecture. Regarding transport and routing, COIN resorts to proxy-like mechanisms such

as the ones proposed by PEP-DNA to link semantically different architectures, though bearing similar

security problems. Security-wise, unlike FII, COIN expects DDoS attacks not to cross domains, being

handled at gateways or by the domains themselves.

While speci�c to ICN architectures, the idea of a global name resolution server can be useful to

enable interoperation of different coexistent architectures. In the case of COIN, the translators between

architectures scale linearly with the number of architectures thanks to a “canonical form” used by gate-

ways. There is, therefore, a trade-off between scalability and the need to agree in such translation

format.

2.3.3 Discussion.

We have divided the inter-architecture proposals in two groups: overlay or tunneling-based, and transation-

based. The �rst group, including Trotsky, EI, and the SIG gateway, create an overlay above IP (typically),

therefore sticking with IP as layer 3, and using it as a base for innovation. They depart from the obser-

vation that, in spite of its apparent shortcomings, IP is so intrinsically attached to the current hardware

and applications that trying to change it would be fruitless. They thus seem to follow a “if you cannot

beat them, join them” approach, expecting overlay architectures to solve the Internet evolution problem.

The second group, including Plutarch, PEP-DNA, and COIN, argues for the development of transla-

tion mechanisms between different architectures directly at layer 3. Their proponents argue the IP layer
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Table 2.1: Comparative table of the features provided by the Inter-Architecture Frameworks described, including
our proposed solution

Inter-Arch Frameworks Tunnel-based Translation-based Prototype Tb/s throughput
Trotsky X X

EI X
SCION-IP gateway X X

PEP-DNA X X
Plutarch X

COIN X X
Myriarch X X X

imposes relevant limitations to the range of functionalities offered by new architectures, and also refer

overlays lead to performance and coordination issues. Moreover, IP security problems, in particular

regarding availability (such as DDoS and route hijacking), cannot be solved by upper layers when the

underlay is vulnerable.

COIN and PEP-DNA are more restrictive than Plutarch, as they argue for common guidelines the

different architectures would have to follow to be supported. Its authors argue some core functionalities

need to be present. Plutarch is a more general approach, without imposing constraints about naming,

routing or other mechanisms. It, however, shares with COIN the assumption that a host is tied to a

particular context (though being able to communicate with other contexts).

All solutions share the goal of an extensible Internet, open for innovation, through modularity and ab-

straction principles. The overlay-based frameworks may potentially be more easily deployed. However,

they do not address some intrinsic problems of the Internet. Direct translations may be more desirable

in terms of performance and functionality, but one can question the feasibility of developing accurate

translators between architectures, taking into account the diversity of the various clean-slate designs.

This is a hard challenge. However, the fact that a translation avoids inheriting the problems of an under-

lay allows new architectures to be used at their full potential, arguably increasing the incentives for their

deployment.

One limitation of all these frameworks is that they have been prototyped in software, and so do not

perform at the line rate speeds of the current Internet. In this project we want to �ll this gap for the �rst

time, by developing a SCION-IP translator that runs at line rate in a programmable switch.

2.4 Summary

In this chapter, we started by identifying some of the current Internet problems, which we divided in

two categories: intrinsic and of evolvability. We then described a new approach to networking, Software-

De�ned Networking, which intends to give more control of the network to end-users and Network Opera-
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tors. It mainly achieves this by separating the control and data planes with the former being implemented

by software applications and the latter by programmable switches.

After this, we described Clean-Slate designs of the Internet which consider the current architecture is

so �awed, that it should be entirely replaced by a new one. We noted, however, the dif�culty in choosing

the “right” architecture and completely replacing a global infrastructure by one not tested at that scale. To

address this problem, Inter-Architecture Frameworks emerged, designs that allow multiple architectures

to co-exist. These Frameworks mainly follow two approaches: tunneling/overlaying and translation.

Taking into account the issues we identi�ed in the overlaying approach, mainly the inheritance of the

underlay problems, we believe translation is the best approach. Considering all these frameworks have

been prototyped in software, failing to achieve the desired performance, our goal is developing a inter-

architecture translator, in this case SCION-IP, that runs at line rate in a programmable switch.
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In this chapter, we present the design of our project. We start by detailing the mechanisms behind

the operation of SCION's data plane to better explain the design of our Myriarch translator. Next, we

establish a comparison between SCION and IP data planes, also describing the translation methods

used in our system. Finally, we present the complete design with all the different pieces combined.
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3.1 SCION in detail

3.1.1 SCION Control and Data Planes

As previously mentioned, the SCION network is composed of a number of Isolation Domains (ISD), each

one formed by a group of Autonomous Systems (ASes). A subset of these ASes, called core-ASes,

have special responsibilities, one of which is to agree on a common set of policies to be followed inside

their respective ISD, denominated Trust Root Con�guration (TRC). The TRC also contains the several

ASes's public key certi�cates used for message authentication. SCION is an Inter-AS network, meaning

that it mainly actuates in the links between ASes. The protocols used for internal AS communication

are de�ned by each AS, independently of SCION. Nevertheless, a SCION AS must be equipped with

different types of SCION servers, responsible for providing various SCION properties.

SCION connections between ASes are mediated by special routers at the borders of each AS (Bor-

der Routers), which are capable, for example, of performing symmetric key decryption operations and

therefore authenticate network data. SCION's addressing system is also unconventional as addresses

are de�ned by tuples of the type (ISD id, AS id, internal AS address). A system like this allows each AS

to de�ne their internal addressing system, without having to coordinate with other ASes.

In SCION, there are several entities inside each AS. We brie�y describe some of them:

• Beacon Servers : have the task of constructing routing paths over the network by generating and

propagating pieces of information denominated Path-Segment Construction Beacons (PCBs)

• Path Servers : store the paths discovered by the beacon serves and deliver them to hosts or other

network entities when requested

• Certi�cate Servers : keep copies of TRCs, the documents containing the rules to be followed

inside each Isolation Domain, as well as the certi�cates of each AS, necessary, for instance, to

validate the paths constructed by the Beacon Servers

• Name Servers : perform the mapping between user-understandable names and SCION addresses

• Border Routers : are located at the border of ASes, providing communication between them in a

secure manner

In SCION, each packet contains a Forwarding Path, which informs Border Routers of how to route it

properly to the destination. This Forwarding Path is previously computed with the collaboration of several

SCION entities over 4 stages: Path Exploration or Beaconing, Path Lookup, Path-Segments Veri�cation

and Path Combination.
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The Path Exploration phase starts at the Beacon Servers of core-ASes with the creation of Path-

Segment Construction Beacons (PCBs). These PCBs contain information on the links neighbour ASes

can use to reach the AS that originated them. The beacon servers of the neighbours ASes, in turn,

choose the links through which they want to be reached by other ASes, add that information to the

previous PCBs and send them to their neighbour ASes. It is important to note that PCBs are crypto-

graphically signed by all ASes that participate in their making, preventing their generation or modi�ca-

tion/tampering by unauthorized entities. PCBs are propagated through the SCION network and 3 types

of Path-Segments are created as a result: Up-Segments, which start in non-core ASes and end in core-

ASes of the same ISD; Down-Segments, which in opposition to Up-Segments start in core-ASes and

end in non-core ASes of the same ISD; and Core-Segments, that connect core-ASes, possibly belong-

ing to different ISDs. The segments chosen by each AS are then stored at path servers. This process is

cyclical allowing for continuous path updates. SCION paths generically represent a sequence of ASes

and their ingress and egress interfaces. Each AS then decides how to route packets internally.

During Path Lookup , hosts that desire to send packets to a certain AS ask path servers for appro-

priate Path-Segments. The path servers reply with a certain number of Up-Segments, Core-Segments

and Down-Segments to give hosts some freedom in the choice of the �nal path.

Next, comes Path Veri�cation , in which hosts cryptographically verify the validity of said Path-

Segments by using the public keys of the ASes that participated in their creation.

Finally, in the Path Combination stage, hosts take the segments received from path servers, select

the best ones according to their interests, and combine them in order to build a full Forwarding Path to

the destination AS. It is important to note that not all types of Path-Segments need to be included in a

path as sometimes one or two of them are enough to reach the destination.

Once a host constructs a Forwarding Path, it can create a SCION Data Plane packet. Here, we

present a high level example of the life of a SCION packet. In Figure 3.1, we represented 2 Isolation

Domains. Autonomous System B is a core-AS in ISD 1, as C is in ISD 2. The lines connecting ASes

represent network links between them. We can observe, for example, that AS B has 1 connection with

both ASes M and C and two connections with AS F.

In Figure 3.2, we take a closer look inside AS G. We can observe the different kinds of services

SCION requires, the AS's Internal Routers and the Border Routers. In our example, Host 1 in AS G

intends to send a packet to Host 2 in AS D, only knowing Host 2 by name. In order to do that, Host

1 starts by performing name resolution, requesting the address of Host 2 to the name servers. Host 1

receives the tuple (ISD 2, AS D, 2.2.2.2) as response. As a note, in this case, the third element of the

tuple is an IPv4 address, but could be another type of address, for instance IPv6. It depends on the

addressing system chosen by the respective AS.
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Figure 3.1: Example of a SCION Network's portion

Next, Host 1 performs Path Lookup, asking Path Servers for Path-Segments to reach AS D. It re-

ceives two Up-Segments (G� F� B and G� F� M� B), 1 Core-Segment (B� C) and 1 Down-Segment

(C� S� D), representing in a high level the ASes they traverse. After that, Host 1 proceeds to the Path

Combination Stage, where it chooses the Path-Segments, in this case, that form the shortest path possi-

ble. The Forwarding Path obtained is then composed of the Up-Segment (G� F� B), the Core-Segment

(B� C) and the Down-Segment (C� S� D).

Finally, Host 1 can construct the packet destined to Host 2, consisting of a common header, the

source and destination SCION Addresses and the Forwarding Path. Taking a closer look into the For-

warding Path built by Host 1 and represented in Figure 3.3, it actually comprises a sequence of two

kinds of �elds, Info Fields and Hop Fields. There is one Info Field for each Path-Segment included in

the Forwarding Path (up to 3 Path-Segments can be included), containing generic information about it,

such as its time of creation and length. Each Info Field matches a sequence of Hop Fields. There is

one Hop Field for each AS the packet needs to traverse. Hop Fields hold information necessary for Bor-

der Routers to verify their correctness and authenticity. This way, packets are only allowed to traverse

previously authorized ASes.

Once the SCION packet has been constructed, Host 1 can send it. This action is depicted in Fig-

ure 3.4. In the picture, Border Routers are represented by the interface identi�ers I1, I2 and I3, as this is

how they appear in the SCION Path. These are AS interfaces (not router interfaces) and they are global

to AS G. We consider that both start and destination ASes (AS G and AS D respectively) use IPv4 to

communicate internally.

Host 1 sends a packet like the one represented in Figure 3.5. It is composed of a Layer 2 header

(Ethernet in this case), an IP header, a User Datagram Protocol (UDP) header (the transport-layer
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Figure 3.2: Structure representation of AS G, including its routers and SCION servers

Figure 3.3: Example content of a SCION Forwarding Path

protocol SCION uses to communicate over IP), a SCION header and a SCION transport header, which

can be a version of UDP for SCION (SCION UDP). The IP header's destination is set to the IP address

of one of the Border Routers of AS G, according to what is speci�ed in the Forwarding Path. The SCION

header contains, simplistically, the destination SCION addresses, in this case the tuple (ISD 2, AS D,

Address 2.2.2.2), as well as the full Forwarding Path.

As the packet arrives at the Border Router (BR) (represented by interface 2 or I2), after being for-

warded by AS G's Internal Routers, the BR analyses the SCION Header in the packet. It performs

several assertions: if the packet arrived at the correct Border Router according to the Path; if the Hop

Field corresponding to AS G is authentic and has not expired. The authentication is performed by vali-

dating a Message Authentication Code (MAC) present in the Hop Field. For it, the BR uses a symmetric
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Figure 3.4: Example of packet forwarding inside AS G. Different SCION servers are also represented.

key shared by all Border Routers in the AS. After the veri�cation steps are complete, the BR removes the

IP and UDP headers from the packet and forwards it to the Border Router (Interface 4) of AS F, the next

AS in the path. This Border Router performs the same veri�cation steps and, �nally, adds a UDP header

and an IP header (or whatever layer 3 protocol is used in that AS) destined to the BR of that same AS

F indicated in the Path. The packet is forwarded internally by the AS, as shown in Figure 3.6, until it

reaches the second BR. This BR again veri�es the packet and directs it to the next AS. The process is

repeated until the packet arrives at the Border Router of AS D.

At this point, the respective BR analyses the packet and realizes it has reached its destination AS. As

such, it sets the IPv4 destination address to 2.2.2.2, the address of Host 2, and dispatches the packet

to AS D's internal network. Finally, after receiving the packet, Host 2 performs all necessary validations

to the SCION Header. When replying to Host 1, Host 2 can simply invert the SCION Path (or choose

another one if desired) and the SCION addresses.

3.1.2 SCION packet layout

In order to design our Myriarch translator, we �rst had to analyze in detail every component of a SCION

packet. As such, we next describe each �eld of the SCION header. The following images and header

�eld descriptions were adapted from a doc page of the SCION repository documentation 1.

The common header is the �rst segment of a SCION packet. We proceed to describe its �elds:

1https://github.com/scionproto/scion/blob/master/doc/protocols/scion-header.rst
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Figure 3.5: Example packet header sent by Host 1

• Version: is the SCION protocol version;

• Traf�cClass: represents the type of Quality of Service (QoS) the packet should be delivered with,

analogous to the �eld “Type of Service” in IPv4;

• FlowId: is used to identify packets belonging to a single �ow;

• NextHdr: speci�es the type of header that succeeds the SCION header, whether it is a SCION

Extension Header or a transport layer protocol such as UDP;

• HdrLen: is the length of the full SCION header (including the common header, address header

and path header) in bytes divided by 4;

• PayloadLen: is the length, in bytes, of the packet payload which may include SCION extension

headers;

• PathType: represents the type of path present in the packet. The most common type of path is

SCION, but it can also be of type EPIC (in case the EPIC protocols [11], mentioned in 2.2 are

used), among others;

• DT/DL/ST/SL: are �elds specifying the SCION addresses format, since ASes can choose their

internal layer 3 protocols. DT and ST indicate the address type (IPv4, IPv6, etc.) in the destination

and source ASes respectively. DL and SL indicate the length of those addresses;

• RSV: bits reserved for future use.

The SCION address header contains the following �elds:

• DstISD + DstAS: unequivocal identi�er of the destination Autonomous System, composed by the

Isolation Domain and AS identi�ers;
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Figure 3.6: Example of packet forwarding in AS F

Figure 3.7: SCION common header

• SrcISD + SrcAS: unequivocal identi�er of the source Autonomous System, composed by the Iso-

lation Domain and AS identi�ers;

• DstHostAddr: Destination Host Address in the destination AS;

• SrcHostAddr: Source Host Address in the source AS.

The SCION Path Header contains the �elds necessary to forward the packet:

• PathMetaHdr: holds general information. It indicates to Border Routers, for instance, the Hop

Fields they need to verify, as well as the length of each Path-Segment;

• Info Field: in the Path Type SCION, (the path type this project focuses on), there are between 1 and

3 Info Fields – one for each Path-Segment present in the path. Each Info Field contains information

on its respective Path-Segment, namely the timestamp of generation, a segment identi�er, a �eld

indicating the direction of the Path-Segment (since it can be traversed in both directions), and a

�ag indicating the use or not of peering links;
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Figure 3.8: SCION Address header

• Hop Field: in the Path Type SCION, there can be at most 64 Hop Fields. Each Hop Field consists

of: an Expiration Time, a value relative to the timestamp of the respective Info Field; the ingress

and egress interface identi�ers (that identify Border Routers) through which the packet should

enter and leave the AS; and a Message Authentication Code (MAC), which allows Border Routers

to verify the authenticity of that Hop Field and, therefore, of the path.

Figure 3.9: SCION Path header

3.2 IP vs SCION Data Plane Comparison

In order to build our IP-SCION translator, we started by comparing the �elds in both types of packets,

represented in Figure 3.10 and Figure 3.11.

We started by de�ning the scenario of translation, specifying the kind of IP packets we intended to

translate in this �rst design. We opted for the simplest case, in which we only consider IPv4 packets that

are not fragmented, do not specify any kind of quality of service, and have no options. This way, the

“Version” �eld is set to “IPv4” and we ignore the content of the �elds “Type of Service”, “Identi�cation”,

31



Figure 3.10: IP packet

Figure 3.11: SCION packet

“Flags”, and “Fragment Offset”. Moreover, we only consider packets with no �eld “Options”. On the

SCION side, we only generate packets without any Quality of Service set, only consider the existence

of one packet per �ow and do not create any additional headers. Therefore, the �eld “Traf�cClass” is

set to 0, “FlowId” is set to any value and no “Extension Header(s)” are added.

Since the kind of packet we intend to generate is the SCION one, we now analyse how to obtain its

remaining �elds.

3.2.1 Common Header

To begin with, at the time of design, only SCION version 0 is supported, thus the �eld “Version” is set

to 0.

Since we do not generate Extension Headers, the value of “NextHdr” speci�es the Layer 4 protocol

that succeeds the SCION header. For widely used protocols, such as UDP and TCP, this value is

equivalent to the �eld “Protocol” of the IPv4 packet, since SCION authors assigned protocol numbers

consistently with current practices.

The value of the �eld “HdrLen” depends on the size of the Common Header, which is �xed at 12

bytes, and of the �elds “Addresses” and “Forwarding Path”, both having variable length. In this case,

since we are only handling IPv4 packets, the �eld “Addresses” has a �xed length of 24 bytes, 16 for ISD
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and AS identi�ers and 8 for IPv4 addresses. On the other hand, the size of the “Forwarding Path” is

unknown at the start and cannot be deduced from any �eld present in the original IPv4 packet.

The value of “PayloadLen” can be calculated using the �eld “TotalLen” of the IPv4 packet. As the

payload of both packets is the same, the only necessary action is to subtract from “TotalLen” the length

of the IPv4 header, which is �xed at 20 bytes (since there is no “Options” �eld).

For our project, the “Path Type” to be set is the type “SCION”, as we only deal with the EPIC L0

protocol, leaving EPIC L1-L3 for future work. Furthermore, we do not consider special cases in which

the path is empty for example.

The �elds “DT/DL/ST/SL” are �xed for our project, because, once again, we only consider IPv4

addresses, which have �xed length.

To �nalize the common header �eld analysis, the �eld “RSV” is set to 0.

3.2.2 Address Header

For our scenario, in the address header, source and destination addresses are represented by the tuple

(ISD, AS, IPv4 address). We assume that IPv4 addresses inside ASes remain globally unique in the IP

world. This way, a host present in the IP world desiring to communicate with a service in a SCION AS

is able to use its real IP address, without need for a translation service like NAT. With this scenario, the

tuple's IPv4 addresses can be directly copied from the IPv4 packet. Because, from the SCION network's

perspective, the packet originated from the switch, the source ISD and AS are de�ned by the switch.

However, the destination ISD and AS Identi�ers cannot be de�ned by the switch or derived from the IP

header, as obtaining them requires the participation of SCION services.

3.2.3 Forwarding Path Header

One of the main differences between an IPv4 packet and a SCION packet is that, whereas the former

depends solely on the destination address to reach the target, the latter requires the full AS Forwarding

Path along the network (Packet Carried Forwarding State, as denominated by SCION authors). Fur-

thermore, as previously explained, to obtain a “Forwarding Path” to a certain destination, several steps

need to be taken. One needs to perform 3 main actions: Path Lookup, where hosts ask Path Servers

for Path-Segments to reach the destination; Path-Segments Veri�cation, in which hosts use public key

cryptography to verify the authenticity of the received Path-Segments, according to the TRCs (Trust Root

Con�gurations); and Path Combination, in which hosts choose Path-Segments among those received

by the Path Servers and combine them to produce a �nal Forwarding Path.

33



3.3 IP-SCION Translation

Having this analysis done, we can divide SCION packet �elds in 3 groups according to the kind of

operations needed to obtain them:

• The constant �elds, whose value is the same for all SCION Packets in our scenario. Here we

include the �elds “Version”, “Path Type”, “DT/DL/ST/SL” and “RSV”;

• The �elds obtained by applying simple operations, whether they consist of direct copies from other

�elds or result from performing arithmetic operations over them. To this group belong the �elds

“NextHdr”, “HdrLen”, “PayloadLen”, “SrcHostAddr” and “DstHostAddr”;

• The �elds that require contacting SCION services. The “ISD” and “AS” identi�ers as well as the

“Forwarding Path” belong to this group.

Figure 3.12: Representation of the way we obtain SCION packet �elds

Considering the capabilities of the P4 language and the hardware switch target, handling the constant

�elds included in the �rst group is straightforward. Handling the �elds belonging to the second group

requires using relatively standard in-switch operations. However, obtaining the �elds from the third

group requires some intervention from the control plane, since SCION services have to be contacted.

As the switch is not able to craft them, we rely on the control plane to get and insert these �elds on the

switch tables. This means the �rst packet of a �ow needs intervention from the control plane, and thus

experience an initial setup delay, but not the other packets from a �ow, as the rules are already installed

in the switch data plane. There are 3 important properties of the SCION network that enable scalable

translation in the switch data plane:
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• The �rst is that Forwarding Paths carried by SCION packets are destined to an AS, not to an

address, meaning that one single Forwarding Path can be used to reach several hosts inside an

AS;

• Secondly, as mentioned in [6], current paths along the Internet traverse an average of less than 4

ASes. Despite considering that this number tends to increase for a SCION network, Forwarding

Paths are still expected to be small, with a 16-hop Forwarding Path already being considered an

extreme case;

• Finally, for the standard SCION protocols (EPIC L0), Forwarding Paths are not one time usage

pieces of information. Once a host has constructed a Forwarding Path, it is usually valid for several

hours and can be used multiple times.

3.3.1 Obtaining SCION Addresses and Forwarding Paths

We now describe the process to obtain the SCION Addresses and Forwarding Path. For simplicity, in

this section, we designate the set composed of ISD identi�er and AS identi�er as just AS identi�er, since

the set unequivocally identi�es an AS.

The control plane of the Myriarch translator acts like a regular SCION host as it is the ingress to the

scion network. As any host, it needs to contact speci�c SCION services to obtain the required address

and path �elds. There is an initial problem with this approach. If we recall the sequence of actions a

host performs to construct a packet, it starts with Name Resolution: the host provides the name of the

service to the Name Servers, which reply with a tuple representing the corresponding SCION address.

In this case, we do not know the name of the service as it is not present in the IP packet, we only have

access to its destination's IP address. Therefore, we need an address resolution service that receives

an IP address and replies with the identi�er of the SCION AS it belongs to.

As there is no SCION service available to provide this service directly (to the best of our knowledge),

we resorted to the SCION-IP Gateway (SIG) 2.3, a service which allows legacy IP hosts to communicate

via the SCION network in a transparent manner. SIGs work by encapsulating IP packets into SCION

packets (I.e., following an overlay approach). As such, for IP traf�c to be transmitted along a section

of the SCION network there needs to be one SIG at each end of the section: one to encapsulate the

traf�c and another to decapsulate it. In order to successfully encapsulate IP packets, SIGs, just like our

switch need to map IP addresses into SCION ones. Although several more sophisticated methods are

being developed to perform this mapping, for the time being, only the simplest one is available in the

SCION Network. Currently, each SIG de�nes static mappings between IP pre�xes and AS identi�ers.

This method only requires these mappings to be manually inserted in the SIG's con�guration.
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As should be clear, SIGs provide similar functionality to our intended translator, with some relevant

differences. They both generate SCION packets from IP packets, forwarding them to the SCION network.

The crucial difference, however, is that a SIG transmits IP packets by encapsulating them in SCION

packets. SCION thus serves as an underlay for IP traf�c. Myriarch effectively performs a translation

(as shown in Figure 3.13), it is not an overlay approach. Our method would have the advantage of

enabling an IP host to communicate with another host inside a non-IP SCION AS, but would have the

disadvantage of losing information in the process. There are, however, two possible ways of translation,

depending on the switch's location. If the switch is located inside an AS, it would have to generate the

Intra-AS IP Header for communication inside the AS. If the switch is located in the border of an AS, it

would not need to create an Intra-AS IP Header, just a SCION Header directly at Layer 3. In this project

we opt for the �rst way for reasons we explain in the next chapter.

Figure 3.13: Layout comparison of packets generated by SIG, on the left, by an Intra-AS translator in the middle,
and by a translator situated in an AS border, on the right.

Since our translation requires the same kind of address mapping and Forwarding Path services the

SIG uses, we will use the SIG as a proxy to obtain this information. However, they are not the only

services useful to us as SIGs also use the regular SCION services for building Forwarding Paths. Our

plan is then to take advantage of the entire set of services enjoyed by the SIG to create a Forwarding

Path, by making them available for the switch's control plane.

3.4 Putting it all together

We now present, in Figure 3.14, the �ow of our translation mechanism.

We envision programmable switches in the borders between the Internet and the SCION network

translating packets between the two architectures. Viewing from the SCION side, switches act as hosts
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Figure 3.14: Representation of an entire packet �ow starting at IP Host 1 and ending at a SCION Host 2

that belong to a certain AS.

As shown in the �gure, the �ow is initiated by an IP host (Host 1), in the Internet, which creates

a packet destined to a server running in a SCION AS (Host 2). The packet is routed according to its

destination IP address to one of the SCION network interfaces, represented by the routers connected

to the switches. In this case, the packet reaches the router that advertises the pre�xes 22.22.0.0/16,

where Host 2's IP address is included. The router provides the packet to the switch, which performs

the translation by generating a new SCION packet, represented in high-level at the top-left corner of the

�gure. From this point on, the packet is forwarded as a regular SCION packet according to its Forwarding

Path. After going through the different ASes's Internal and Border Routers, it reaches Host 2 at AS 2.

Now we take a closer look into what happens at the translator switch. When the packet arrives

at one of its ports, the �rst assertion checked is whether the Forwarding Path matching the packet's IP

destination address is present in the switch's tables. Depending on the result of this assertion, the switch

takes one of two possible actions:

• If the Forwarding Path is not present, the packet is sent to the control plane. The control plane

extracts the destination IP address from the packet and sends a request to the SIG services for the

respective destination SCION address and SCION Forwarding Path. Once received, these �elds

are installed in the switch Match-Action tables as the matching translation rules for a certain IP

pre�x. The packet is now returned to the switch where the initial assertion has become true. This

process is illustrated in Figure 3.15.
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Figure 3.15: Program �ow in case of miss in the switch tables: 1) Arrival of an IP packet; 2) There is a table miss
for the destination IP address, so the packet is sent to the switch control plane; 3) The control plane
asks the SIG Services for a SCION address and Forwarding Path; 4) The SIG Services perform the
required steps to create a Forwarding Path; 5) The address and path are sent back to the control
plane; 6) The control plane installs the required translation rules in the switch tables; 7) The original
IP packet is returned to the switch, which is now able to translate it; 8) The �nal SCION packet leaves
the switch

• If the Forwarding Path is present, the switch generates an inter-AS SCION header and appropriate

intra-AS headers, as shown in Figure 3.5. In the case of an IP AS, these intra-AS headers consist

of an IPv4 header destined to one of the AS's Border Router and a UDP header, with the “Desti-

nation Port” set to the port on which the Border Router is listening. The inter-AS SCION header

is generated directly in the data plane, as the translation rules were installed previously (process

illustrated in Figure 3.16).

The �rst packet of a �ow goes to the control plane adding an initial set-up delay. However, all

subsequent packets remain entirely in the data plane, so it runs at line rate.

3.5 Summary

In this chapter, we started by analyzing the SCION network in detail. Then we compared SCION with

IP, identifying their differences and similarities, so we could explain our translation approach. Finally, we

exposed our complete design, explaining the tasks of both the control plane and the data plane as well

as their interactions.
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Figure 3.16: Representation of the destination SCION Address and the SCION Forwarding Path extractions from
the switch's Match-Action Tables
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In this chapter, we describe the implementation of our solution. We start by de�ning the scenario

of translation, giving a practical example. We continue by describing the data plane and the main chal-

lenges encountered during its development, followed by a description of the control plane component.

4.1 Translation Scenario

We considered 3 options for the location/con�guration of our Myriarch translator. These are represented

in Figure 4.1.

The �rst option is for the switch to receive packets from a native IP link and send traf�c to a native

SCION link. In this scenario, the switch is not part of a SCION AS, meaning it does not have a SCION
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Figure 4.1: Possible locations/con�gurations of the IP-SCION Translator

Address attributed to it. This complicates the generation of SCION packets, since they need a source

SCION Address and the Forwarding Path must have a starting AS. These features are especially useful

for SCION hosts to know where and how to send the response, if desired. An alternative, represented

in case 2, is for the switch to be part of a SCION AS, replacing one of its border routers. This means

the switch would need to perform both the tasks of translator and border router. Although a SCION

border router has already been implemented in P4 for the t2na model, namely in [24], combining the two

implementations implies sharing the switch's resources, which increases the complexity of the problem.

This option would also not be in line with modularity and abstraction principles.

Finally, in the solution illustrated at the bottom, the switch belongs to a SCION AS without replacing

one of its border routers, thereby sending packets to an internal AS link. In this scenario, the switch can

have an appropriate SCION Address without having to deal with the additional tasks of a border router.

The drawback is that the generated packets must have an underlay for internal AS communication

(consisting, for instance, of an IP layer and a UDP layer), so they can be correctly forwarded to a border

router. We opted for this solution, since apart from length �elds and checksums, which can be handled
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by in-switch operations, these underlays can be �xed for all packets. Figure 4.2 illustrates the layers of

the received IP and the translated SCION packets and how they relate to each other.

Figure 4.2: How headers in the translated SCION packet relate to the headers in the original IP packet

4.2 Data Plane

4.2.1 P4 Implementation Model

The data plane was �rst implemented for the P4 Behavioral Model Version 2 (bmv2), a generic software

switch used for developing P4 programs and respective control planes. Serving as a tool, it does not

impose the same memory and action constraints as a model designed for a physical programmable

switch. This model is not designed to run data plane programs in a real environment with performance

restrictions. However, it allows us to validate our program's logic on a �rst approach in a more permissive

environment.

Afterwards, we developed the same program for the To�no 2 Native Architecture (t2na) 1, designed

to run on a second generation Intel To�no, which delivers up to 12 Tb/s of throughput. Although t2na

P4 programs have a slightly different syntax and the compiler is stricter, for instance, on the amount of

memory available for allocation and on the limit of operations per action, the program's logic remained

similar to the one in the bmv2 model. Taking into account the similarities of our program in both models,

we will only describe our design implementation for the t2na model, since it posed us harder challenges.

As mentioned in Chapter 2, a P4 program is mainly composed of 4 parts: the header de�nitions,

where we de�ne the packet headers to be used in the program; the parser, where we decide how to

extract the headers of incoming packets for posterior use in the match-action stages; the match-action

pipeline, where header �elds are matched against table entries and actions are executed depending on

the match result; and the deparser, where packets are reassembled and prepared to be sent. We now

1Code avalaible at https://github.com/guimribeiro/Myriarch
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describe our approach for each part.

4.2.2 Headers and Parser

In the header de�nitions, we de�ne the composition of all the packet headers to be used in our program,

namely Ethernet, IP, UDP, TCP, SCION and SCION UDP. Here, we simply de�ne each of its �elds and

respective lengths.

In the parser, our task is to extract the headers of incoming IPv4 packets. We extract Ethernet,

IPv4 and the Layer 4 Header (UDP or TCP) in this order. At �rst, we were not planning on extracting the

Layer 4 Header, as it would be the same for both IPv4 and SCION packets. We extract it for two reasons,

related to checksum computation. The �rst reason is that, since we need to generate underlay headers

for SCION, namely IP and UDP, we also need to compute their checksums. The IPv4 checksum can

easily be obtained since its computation only depends on the �elds present in the IPv4 header itself.

However, the UDP checksum not only depends on the �elds present in its header, but also on some

IPv4 �elds (such as the Addresses) and on the remaining packet data. As the switch cannot access

packet data, only headers, we need to compute our underlay UDP header's checksum indirectly, using

the checksum present in the Layer 4 protocol, as we will explain further ahead. The second reason for

extracting the Layer 4, is that we also need to change its checksum, as it is calculated differently for

SCION. Since SCION packets do not have underlay IP headers when traversing inter-AS links, it would

not make sense for the Layer 4 header's checksum to depend on IPv4 Addresses. As such, it uses

SCION Addresses instead.

4.2.3 Match-Action Pipeline

The core translation part is effectively performed in the match-action pipeline. This is where the new

packet's header �elds are �lled. As previously pointed out, we need to create new IPv4 and UDP

underlay headers, since the SCION packets outputted by our translator �rst traverse internal AS links to

reach a border router. Therefore, previously de�ned standard values are attributed to all �elds, except

for the length �eld which depends on both the length of the initial packet and the length of the SCION

Forwarding Path. Checksum �elds are also not previously de�ned but they are only computed in the

deparser.

Similarly, the SCION header also has previously de�ned values for some �elds, as explained in

section 3.3 and illustrated in Figure 3.12, but some are calculated by the switch and some other are

obtained through external services. From the group of �elds calculated by the switch, only “HdrLen”

requires special attention as it depends on the prior computation of the Forwarding Path length and it
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is then used to obtain the length �elds of IPv4 and UDP headers. Despite being a simple behaviour to

program in the bmv2 model, the t2na model posed us a not so easy task, as we had to divide these

operations for several actions in a way the compiler could successfully allocate resources for them.

Regarding the �elds that require consulting external services, namely SCION Addresses and For-

warding Paths, we de�ne several tables to retrieve them. This retrieval depends on a match performed

on the IPv4 packet's destination Address. In the �rst table to be checked, there are two possible actions:

in case there is no match, the packet is sent to the control plane by going out through the appropriate

egress port; in case of a match, we retrieve 4 �elds from the table: the SCION destination Address, the

Path Meta Header, the size of the Forwarding Path (which is used to calculate the several length �elds

of the packet) and the packet's egress port.

However, we do not retrieve just yet the remaining �elds of the Forwarding Path, i.e. the Info Fields

and Hop Fields. One of the reasons for it is that their number is uncertain. There can be between 1 and

3 Info Fields and between 0 and 64 Hop Fields for the normal SCION path type. The P4 language does

not allow action arguments of arbitrary length, since the compiler would not know how much memory

is needed for their allocation. A �rst approach to solve this would be to de�ne the Forwarding Path's

length as the maximum possible and then, remove the unused part of it inside the action. With this

solution, however, we would be wasting memory, since the compiler would be allocating space for entries

containing 64 hops when a 16-hop Forwarding Path is already a very rare case. Even if we considered a

16-hop path as maximum we would still be wasting space since its average length is expected to be much

less and because each hop �eld occupies 12 bytes, a substantial amount of space in a programmable

switch.

Our plan is then to take advantage of the P4 property that allows us to choose which headers we want

to include in the �nal packet. In the headers' de�nition, we de�ned a maximum size for the Forwarding

Path. The space for it is already allocated, regardless of its �nal size in the packet, so we can use that

to our advantage. Furthermore, the maximum number of hops the t2na compiler lets us retrieve from a

table in a single action is 8. We thus decided to divide the Forwarding Path retrieval for several tables,

as explained next.

For each table, there is one action that retrieves a certain number of �elds, a power of 2. This means

that there is one action to retrieve 1 hop �eld, one to retrieve 2 hop �elds, another to retrieve 4 hop �elds,

and another to retrieve 8 hop �elds. The same applies to info �elds but for at most 2 �elds. For each

Forwarding Path the control plane wants to insert, it has to �ll in the correct tables. To exemplify, for a

path with 6 hops, the control plane �lls in a 4-hop entry and a 2-hop entry. For an 11-hop path, it �lls up

an 8-hop entry, a 2-hop entry and a 1-hop entry.

Figure 4.3 pictures yet another example. In this case, the data plane requests the SCION Address

and Path corresponding to the IP Address 192.10.0.1. The Control Plane �rst fetches these �elds from
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