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Abstract

Recent advances in deep learning have shown promise in solving challenging problems in Earth obser-

vation through remote sensing, such as land cover mapping or object detection. However, answering

natural language questions over remote sensing images remains an under-explored area. This paper

proposes a novel approach for remote sensing visual question answering (RSVQA) based on the con-

trastive language image pretraining method (CLIP). Our approach uses CLIP to generate textual and

visual representations. These contextual representations are combined into a multimodal representa-

tion using a transformer encoder. Then, this representation is fed into a single predictive component to

generate the answer to the question. Furthermore, to maximize CLIP’s potential, we tested and eval-

uated different possible avenues that positively impacted the overall RSVQA model performance, such

as the further pretraining of the CLIP network, extending the textual feature extractor, and a novel ap-

proach to generate richer visual representations with CLIP. Experimental results show that our approach

compares competitively to the previous state-of-the-art method on multiple datasets.

Keywords

Transformers, Computer Vision, Visual Question Answering, Remote Sensing Imagery

iii





Resumo

Os recentes avanços em aprendizagem profunda têm-se revelado promissores na resolução de prob-

lemas difı́ceis na observação da Terra através de detecção remota, como o mapeamento da cobertura

do solo ou a detecção de objectos. No entanto, responder a perguntas em linguagem natural sobre im-

agens de deteção remota continua a ser uma área pouco explorada. Neste artigo, propomos uma nova

abordagem para a resposta a perguntas visuais de detecção remota (RSVQA) baseada no método de

pré-treino de imagens de linguagem contrastiva (CLIP). A nossa abordagem utiliza o CLIP para gerar

representações textuais e visuais, que são depois combinadas numa representação multimodal uti-

lizando um transformer encoder. Esta representação é depois passada a uma única componente de

previsão para gerar a resposta à pergunta. Além disso, para maximizar o potencial do CLIP, testámos e

avaliámos diferentes vias possı́veis que tiveram um impacto positivo no desempenho global do modelo

RSVQA, como o pré-treino adicional da rede CLIP, extender o modelo de geração de representações

textuais, e uma nova abordagem para gerar representações visuais mais ricas com o CLIP. Os resulta-

dos experimentais mostram que a nossa abordagem se compara de forma competitiva com o método

estado-da-arte anterior em vários conjuntos de dados.

Palavras Chave

Transformers, Computer Vision, Visual Question Answering, Remote Sensing Imagery
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The application of deep learning methods in analyzing remote sensing images has recently attracted

extensive attention, with noticeable progress in tasks such as global scene classi�cation, object detec-

tion, or pixel-level classi�cation for land cover mapping and semantic segmentation. However, apart

from a few recent studies, signi�cantly less attention has been given to the problem of answering natural

language questions over remote sensing image contents (i.e., visual question answering). This exciting

research problem combines natural language processing and computer vision techniques involving en-

coding multimodal information, such as relations between visual objects and textual entities. The task

can also support numerous practical applications by facilitating generic and easy access to the informa-

tion contained in remote sensing data. A particular formulation of the problem involves taking an aerial

image accompanied by a question as input and producing a relevant answer to the question based on

the visual image content as output.

State-of-the-art approaches for addressing the problem are based on deep neural networks, with

systems often following an encoder-decoder architecture that combines convolutional, recurrent, and

attention components. In most proposals, a �rst encoder component corresponding to a pretrained

convolutional neural network generates a representation for the image, whereas a second encoder

corresponding to a recurrent neural network generates a representation for the question. A decoder

component uses both types of information to generate the answer by either selecting from a set of pos-

sible candidates (i.e., modeling the task as a multimodal classi�cation task) or by generating the answer

word-by-word, in both cases using neural attention to weight the visual/textual inputs according to rel-

evance for the current prediction. Despite many interesting previous results (i.e., one can try to adapt

general visual questioning answering methods to the domain of remote sensing data), there are also

several opportunities for improvement over the aforementioned general architecture.

Recently, joint vision-language modeling based on transformers has emerged as a promising alter-

native for representation learning. This type of learning allows knowledge to be transferred to a range

of downstream tasks. For example, approaches such as CLIP (Radford et al., 2021) have been exten-

sively used as part of models for zero-shot image classi�cation (Song et al., 2022), open-domain image

segmentation (Lüddecke and Ecker, 2021), or VQA (Deuser et al., 2022). However, few studies have ap-

plied this method to the speci�c problem of answering natural language questions over remote sensing

images (Bazi et al., 2022).

1.1 Objectives

This M.Sc. research project addresses the development and evaluation of innovative visual question-

answering methods and assesses their capabilities compared to the previous state-of-the-art. In partic-

ular, this work will study methods based on the recently proposed vision and language transformers. We

2



explore the use of a CLIP-based approach as a part of a multimodal model for visual question answer-

ing. In doing so, we evaluate the performance of using a CLIP model pre-trained with in-domain data

as a feature extractor to embed the images and questions into compatible representations. To further

improve the image and the textual encoding presented by CLIP, we explore methods that overcome the

CLIP limitations to generate richer representations.

The experiments conducted in this work are over the extensively used datasets from previous works:

RSVQA-LR, RSVQA-HR, and RSVQAxBEN, to show that the proposed method can improve the results

over previous approaches (Lobry et al., 2020, 2021; Chappuis et al., 2022; Yuan et al., 2022; Zheng

et al., 2022; Silva et al., 2022; Bazi et al., 2022).

With the experiments conducted, the main contributions of this project are as follows.

1. We assess the impact of using CLIP to generate multimodal representations in the context of

answering natural language questions over remote sensing images;

2. We present a comparative evaluation of our approach against ablated versions and a similar state-

of-the-art method using CLIP but with a different architecture. These ablated versions assess the

impact of freezing the CLIP model layers, extending the CLIP textual embeddings, and a new

approach that generates richer visual features;

3. We demonstrate that pretraining CLIP on in-domain remote sensing data with different resolutions

can improve RSVQA task performance.

1.2 Document Structure

The rest of this document is organized as follows: Chapter 2 starts by introducing the fundamental

concepts needed to better understand the proposed approach and its related work. Then, Chapter 3

reviews all the previous studies focused on Remote Sensing Visual Questioning Answering (RSVQA).

Chapter 4 thoroughly describes the work that will be done for the development of a new and improved

RSVQA method, followed by Chapter 5 where the assessment of its capabilities is showcased. Finally,

Chapter 6 concludes the document and proposes future work avenues.

3
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This chapter starts with an introduction of the fundamental concepts needed to understand the pro-

posed approach better. The section starts by reviewing the basics of neural networks (Rosenblatt, 1958)

and then follows with an introduction to Convolutional Neural Networks (CNN) (LeCun et al., 1998) and

how they operate. Subsequently, a section describes what a Transformer is, detailing concepts such as

the encoder-decoder structure and attention (Vaswani et al., 2017). Next, a descriptive overview of a

Visual Transformer (Dosovitskiy et al., 2020) is presented. Finally, this section covers the Contrastive

Language-Image Pretraining (CLIP) (Radford et al., 2021) and describes experiments on the possible

impact of CLIP on V&L tasks, as studied by Shen et al. (2021).

2.1 Deep Neural Networks

The more common learning algorithms we recognize today were designed to be computational models

of biological learning. These algorithms try to simulate how the brain processes information; hence,

the biological brain was a big inspiration for how these models were designed. Simple models following

these ideas take a set of n input values f x1; :::; xn g and output a value y based on the given inputs. Each

input value has a corresponding weight from a set of weights f w1; :::; wn g that impacts the computation

of y. Therefore, we can write the model as a linear function that, given a set of n input values and

weights, would output the corresponding y.

y = f( x; w) = x1w1 + ::: + xn wn : (2.1)

2.1.1 Perceptron

In the 1950s, the perceptron (Rosenblatt, 1958) became the �rst model to learn optimal weights. In

the proposed perceptron, the resulting sum of the various dot products between the input values and

corresponding weights would be fed to an activation function, initially the sign function. This change

would impact how we can write these models mathematically compared to simpler ones.

y = f( x) = g

 
nX

i =1

x i wi + b

!

= g( x � w + b): (2.2)

The above equation showcases how a perceptron can be written mathematically. In this equation, y is

the prediction given by the model, x is the input vector, w is the weight vector, b is the bias term, and g

is the activation function. In order to make the perceptron able to learn the optimal weights, a labeled

training set is necessary. This training set should consist of a matrix of inputs X and the corresponding

vector of expected outputs t . The perceptron learning rule will use this training set to optimize the set

of weights w to �t the training set adequately. The starting weight vector is initialized with small random

6



values, and for each pair (x i ; t i ) of the training set, the model will compute the new weights using the

following expression:

w new = w old + � (t i � yi )x i : (2.3)

If the perceptron correctly predicted the output, i.e., the predicted output yi equals target output t i , the

weights will not change. However, if the perceptron did not predict the output correctly, the weights will

be updated according to the previous formula, in which � represents the learning rate. The learning

rate impacts how much the weights will change for each wrongly predicted pair (t i ; yi ). Perceptrons can

solve any linearly separable problems but can not solve non-linearly separable problems such as simple

XOR, as demonstrated by Minsky and Papert (1969). To offset this limitation, Multi-Layer Perceptrons

(MLPs) can be used.

2.1.2 Multi-Layer Perceptron

Often called feed-forward neural networks or deep feed-forward networks, multi-layer perceptrons (MLPs)

are the quintessential deep learning models. These are called networks because, in contrast to the sin-

gle perceptron, they are composed of multiple functions. Each one of these functions corresponds to a

layer of the network, and based on the number of these layers, the network has the respective depth. For

example, a network with a depth of three has three different layers. Mathematically, this network can be

written as f(x) = g (3) (g(2) (g(1) (x))) , where x is an input vector, g(1) is the �rst layer, also called the input

layer, g(2) is the second layer, and g(3) is the third and �nal layer, also called the output layer. The layers

in between the input layer and the �nal layer, in this example solely g(2) , are called hidden layers. Each

hidden layer of the network is normally vector-valued, which determines the model's width based on the

layers' dimensionality. The introduction of hidden layers requires us to choose the activation functions

for each one of the layers, which will then compute the corresponding hidden values. Nowadays, the

choice of the activation function depends on the machine learning task. The task is de�ned by the type

of prediction necessary based on the problem and the available data. As such, in classi�cation tasks,

the most common choices for activation functions are the sigmoid function or ReLU for the hidden layers

and the softmax function for the output, Formally, these can be mathematically written as:

� (x) =
1

1 + e� x
; (2.4)

ReLU(x) = max(0 ; x) =

(
0 if x < 0;
x; if x � 0.

; (2.5)

� (x) i =
ex i

P K
j =1 ex j

; x = ( x i ; :::; xK ) for i = 1 ; :::; K; (2.6)
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Figure 2.1: Multi-layer perceptron model

respectively. The softmax function is particularly interesting for multi-class classi�cation problems. This

function converts any vector into a normalized probability distribution, i.e. an equal-sized vector with

values between 0 and 1 based on how high, or low, the initial values are compared to the rest.

The process of computing the values for each layer is called forward propagation. Similarly to the

perceptron, each layer has a corresponding weight matrix W and a bias term vector b.

Learning in deep neural networks is an optimization task for minimizing a loss function. After forward

propagation, the loss function compares the predicted output with the ground truth for the given input,

and the difference computed is the error for that pair (t i ; yi ), where t i is the target or expected output,

and yi the predicted output. Common error functions, or loss functions, used in machine learning include

the mean squared error:

E (W ) =
1
N

�
NX

k=1

(yk � tk )2; (2.7)

and the sum of squares error:

E (W ) =
1
2

�
NX

k=1

(yk � tk )2: (2.8)

These functions sum the squared distance between the network's output y and the expected output t

over N training examples. When the softmax function is used in the output layer, it is common to use

the cross-entropy loss, which measures the difference between the computed class probability scores y

and the expected class probability scores t for C classes:

E(W ) = �
CX

i =1

yi � log(t i ): (2.9)

Using the back-propagation algorithm (Rumelhart et al., 1986), the computed error is propagated

back through the network, and the weights for each layer are updated based on their impact on the

error. The impact on the error is measured by computing the error gradient for each layer with its
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corresponding weights and biases. Only after, based on these computed gradients, a gradient descent

algorithm updates the weights of each layer. Mathematically, this can be written as:

� new = � old � � � r � E(� ): (2.10)

In the equation above, the basic gradient descent method is showcased. In this equation, � is the

parameters, also known as weights and biases, � is the learning rate, and r � E(� ) is the amount of

impact that the parameters had on the error, formally known as the gradient. This weight update loop

may be iterated thousands of times, and a termination condition may be used to halt the procedure.

These conditions can be used to stop the algorithm after a �xed number of iterations or once the error

from the forward propagation falls below some threshold.

2.2 Optimization for Training Deep Neural Models

There are multiple ways of computing the gradient descent; however, there has yet to be a consensus

on which one is the de�nitive best algorithm. The most popular optimization methods actively used in-

clude Stochastic Gradient Descent (SGD), SGD with momentum, RMSProp, RMSProp with momentum,

AdaDelta, and Adam. This section will review both Adam (Kingma and Ba, 2014), and its variation,

AdamW (Loshchilov and Hutter, 2017).

Before diving into these two algorithms, the concept of momentum (Polyak, 1964) needs to be ex-

plained. The momentum method is designed to accelerate learning by accumulating an exponentially

decaying moving average of past gradients and continuing to move in this direction. The method adds a

fraction 
 of the update vector from the previous step's update vector � t � 1 to the current update vector

� t (Ruder, 2016).

� t = 
� t � 1 + � r � E(� ): (2.11)

After computing the update vector, the parameters � are updated as:

� new = � old � � t : (2.12)

Adaptive Moment Estimation (Adam) is a method that computes adaptive learning rates for each

parameter instead of using a �xed learning rate for all the parameters, as seen previously. It does this

by storing the decaying average of the past gradients mt and the decaying average of the past squared

gradients vt .

mt = � 1mt � 1 + (1 � � 1)r � t;i E(� t;i ); (2.13)

vt = � 2vt � 1 + (1 � � 2)( r � t;i E(� t;i ))2: (2.14)
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The above equations showcase how Adam computes the mean mt and the uncentered variance vt of

the gradients. As these are initialized as vectors of 0s, the authors note that mt and vt are biased

towards zero, especially during the initial time steps and when the decay rates are low, namely � 1, and

� 2. To compensate for this bias, bias-corrected �rst and second-moment estimates are computed:

m̂t =
mt

1 � � 1;t
; (2.15)

v̂t =
vt

1 � � 2;t
; (2.16)

where � 1;t and � 2;t are the corresponding decay rates at the time step t. Finally, these are used to

update the parameters using the following update rule:

� t +1 = � t �
�

p
v̂t + �

m̂t : (2.17)

Ruder (2016) proposes default values of 0.9 for � 1, 0.999 for � 2, and 1e� 8 for � .

Building on Adam, AdamW has one key difference: instead of using the L2 regularization that the

classic deep learning libraries implement, it uses weight decay with Adam (Loshchilov and Hutter, 2017).

This weight decay is performed only after controlling the parameter-wise step size. This affects the

update rule, which can now mathematically be written as:

� t +1 = � t � �
�

1
p

v̂t + �
� m̂t + wt � t

�
; (2.18)

where wt is the rate of the weight decay at time t.

2.3 Convolutional Neural Networks

Analogous to the traditional neural networks seen in Section 2.1.2, in the sense that both are composed

of perceptrons that are optimized through learning, Convolutional Neural Networks (CNNs) have one key

difference. Speci�cally, in traditional CNNs, the perceptrons are structured in three dimensions: height,

width, and depth. This allows CNNs to be applied more ef�ciently than MLPs to visual image processing

problems. Although CNNs can also process sequence data, this explanation focuses on its application

to 2D images with different color channels. CNNs are organized into three layer types: convolutional

layers, fully-connected layers, and pooling layers.
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2.3.1 Convolutional Layers

Convolutional layers are the foundation for how a CNN operates. The parameters of a convolutional

layer focus on the use of learnable kernels. These kernels are usually small in height and width and are

applied across the entire input depth. As the input is processed, the kernel is applied to each pooled

region (receptive �eld) of the input image. This activation of the kernel corresponds to the scalar product

for each value of the kernel (activation map) and the corresponding value of the receptive �eld. Three

hyperparameters control the output of this operation: the depth, the stride, and the use of zero-padding.

• The depth of the convolutional output can be set through the number of neurons within the layer.

Reducing this hyperparameter can minimize the total number of neurons in the network. However,

it can also reduce the pattern recognition capabilities of the model. This hyperparameter de�nes

the number of kernels used per convolutional layer.

• The stride is de�ned to set the step around the height and width of the input to place the receptive

�eld, i.e., the number of pixels that the �lter moves after each computation.

• Zero-padding is the process of adding new lines/or columns to the input border. It is an effective

method to control the dimensionality of the output from the layer.

To better understand how these hyperparameters affect the output dimensionality, the following formula

can be used:
V � R + 2Z

S + 1
; (2.19)

where V represents the input size, R the receptive �eld size, Z the amount of zero padding, and S the

stride.

The signi�cant advantage of convolutional layers is that learnable kernels are shared across the

entire layer. This results in a smaller number of parameters to be learned when compared to a feed-

forward network given the same number of inputs, as the latter would need a weight per input.

Before passing the computed feature map to the next layer, a non-linear projection can be applied

using activation functions like ReLU (Nair and Hinton, 2010).

This layer extracts features from an input and usually produces feature maps of smaller dimensions.

Successive convolutional layers allow the model to extract more re�ned features from the input images.

With this in mind, initial convolutional layers in a trained network look for high-level features, such as

contours, while the deeper convolutional layers search for speci�c characteristics.

Natural images have many statistical properties that are invariant to translation. CNNs exploit this

property of the images by sharing the parameters across multiple image locations, i.e., the same feature

is computed over different locations in the input. Thanks to this, CNNs are able to reduce the number
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Figure 2.2: Illustration for a convolution operation.

of unique parameters dramatically, and more extensive networks can be trained without requiring a

corresponding increase in training data. Hence, the use of CNNs for image-based tasks is very effective.

2.3.2 Pooling Layers

Besides convolutions, CNN architectures typically also include pooling layers. The objective of these

layers is to reduce the dimensionality of the current representation and consequently reduce the number

of parameters. The pooling function replaces the network output at a speci�c location with a summary

statistic of the nearby outputs. Common pooling operations include maximum, minimum, and average

pooling. The pooling operation is similar to the convolution operation, as described in Section 2.3.1, in

that it reduces the width and height of the representation. To achieve this, it uses pooling operations like

the ones mentioned above instead of a learnable kernel.

2.3.3 Fully-Connected Layers

Fully-connected layers are analogous to traditional MLPs, composed of independent parameters orga-

nized into one or more hidden layers. The �nal layer provides the result of the network, commonly

by sending the neural network's output through an activation function in a similar way as seen in Sec-

tion 2.3.1.

2.3.4 Common CNN Architectures

Based on the task, CNNs might present different architectures to best accommodate the task at hand.

LeNet-5 (LeCun et al., 1998) is perhaps one of the most widely known CNN architectures. This CNN was

designed for handwritten and machine-printed character recognition, comprising two pairs of convolution

layers followed by pooling layers and, �nally, three fully connected layers.
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Figure 2.3: LeNet-5 architecture by LeCun et al. (1998).

CNN architectures achieved excellent results by exploiting very deep models. However, simply stack-

ing more layers leads to two different problems: vanishing gradients, in which the gradients become too

small to allow the network to evolve, and degradation, which occurs when deeper models get a high

error rate, and consequently rapidly decrease the model's accuracy. Even though vanishing gradients

have been primarily addressed by normalized initialization and intermediate normalization layers, degra-

dation was exposed when these deeper networks were able to start converging. To address this, the

deep residual learning framework was introduced by He et al. (2016). Models built around this frame-

work are called residual neural networks (ResNets). These models utilize residual blocks that consist of

skip-connections to jump over some layers, adding the input of the block to the output. These shortcut

connections take the input x to the �rst bypassed layers and sum it to the output of the last skipped

layer, F(x). The map of said layers now becomes H(x) = F( x) + x, which allows the layers to learn the

underlying mapping by �tting the residual mapping. With this, the layers can bypass their data along

with the normal CNN �ow from one layer to the one after the next, effectively reducing the amount of

performance degradation these layers can cause.

2.4 Transformers

Proposed by Vaswani et al. (2017), the Transformer architecture relies entirely on self-attention to draw

global dependencies between inputs to establish the output. Self-attention is an attention mechanism

13



Figure 2.4: ResNet-12 architecture by Choi et al. (2018)

that relates different positions of a single sequence to compute a representation. The original Trans-

former follows an encoder-decoder architecture using stacked self-attention and point-wise fully con-

nected layers. However, several applications (e.g., Transformer-based models for image classi�cation)

rely only on an encoder structure.

2.4.1 Encoder and Decoder Structure

In the original Transformer proposal (Vaswani et al., 2017), the encoder comprises a stack of N = 6

identical layers, each with two sub-layers. The �rst of these layers is a multi-head self-attention mecha-

nism, and the second is a position-wise fully connected feed-forward network that consists of two linear

transformations with a ReLU activation in between. A residual connection is employed around these

layers, followed by normalization.

Like the encoder, the decoder comprises a stack of N = 6 identical layers. In addition to the same two

sub-layers present in the encoder, the decoder adds a third sub-layer that performs multi-head attention

over the output of the encoder. However, the self-attention sub-layer has a mask that prevents positions

from attending subsequent positions, i.e., a position i can depend only on the know outputs at positions
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Figure 2.5: Transformer architecture by Vaswani et al. (2017).

less than i .

2.4.2 Multi-Head Self Attention

An attention function is described as a mapping from a query and a set of key-value pairs to an output.

In particular, the attention function used in the Transformer is the scaled dot-product attention:

Attention( Q; K ; V ) = softmax
�

QK T
p

dK

�
V : (2.20)

To compute the attention, the necessary input is a vector of queries Q of dimensionality dQ , the keys

K each of dimensionality dK and respective values V . These can be calculated by multiplying the
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input matrix X by the respective weight matrix W Q , W K , and W V , respectively. With that, the function

computes the dot product of the inputs with all keys, divides each by
p

dK , and applies a softmax function

to obtain the weights on their respective values.

Multiple attention operations with different weights can be organized into a multi-head attention mech-

anism. This allows the model to jointly attend to information from different representation subspaces at

different positions. This mechanism projects the input h times to h different sets in a different repre-

sentation subspace, where h is the number of heads. After training, each set projects the input into

differently represented subspaces. On each different representation of Q, K , and V , the attention func-

tion is performed in parallel, yielding dV dimensional output values. These are concatenated and once

again projected by W O , resulting in the �nal values. Mathematically, this can be seen as:

Multihead( Q; K ; V ) = concat(headi ; :::; headh )W O ; (2.21)

where

headi = Attention( QW Q
i ; KW K

i ; VW V
i ): (2.22)

2.4.3 Positional Encoding

A positional encoding is added to the input vectors in the encoder and decoder stacks to exploit the

order of the input sequences. In the original Transformer, the sin and cosfunctions are used to compute

the positional encodings.

PEpos;2i = sin(pos=100002i=d model ); (2.23)

PEpos;2i +1 = cos(pos=100002i=d model ); (2.24)

where pos is the position and i is the dimension.

2.5 Vision Transformer

Self-attention-based architectures, particularly Transformers (Vaswani et al., 2017), have become the

model of choice in natural language processing (NLP). In computer vision, however, convolutional archi-

tectures remain dominant. Inspired by the Transformer scaling successes in NLP (Brown et al., 2020),

Dosovitskiy et al. (2020) experiment with applying a standard Transformer directly to images with the

fewest possible modi�cations. To do so, the authors start by splitting the input image into patches and

provide the sequence of linear embeddings of these patches as input to a Transformer. This way, these

image patches are treated the same way as tokens (words) in an NLP application.

The standard Transformer receives as input a 1D sequence of token embeddings. To handle 2D
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