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ABSTRACT 

The way alterations in the chemistry of the human brain 

affect social interactions is still not fully understood. Various 

Reinforcement Learning algorithms have been used to model 

learning processes in both animals and humans. This thesis 

focuses on the study of the relation between the activation of 

the Reward Centers of the human brain and specific 

parameters of a Reinforcement Learning algorithm. This 

algorithm is known as Q-learning and is used as a model for 

the learning process of an individual playing an iterated 

Prisoner’s Dilemma styled social game for monetary 

rewards. This relation is tested and compared between 

subject groups that are administered, by means of intranasal 

spray, either placebos, Oxytocin or Vasopressin. Subjects are 

adults of both genders with ages in the 20 to 40 years range 

and are grouped by gender during experiments. 
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MOTIVATION 
Our goal is to model the learning and decision processes that 

occur in the human brain while playing a Prisoner’s 

Dilemma style game using a Reinforcement Learning (RL) 

algorithm known as Q-learning, then use these models to 

correlate the intensity of the Blood-oxygen-level dependent 

(BOLD) response registered in the reward centers of the 

individuals’ brain with various measures taken from these 

RL models. 

INTRODUCTION 
In a society where, pro-social behavior is rewarded, and anti-

social behavior is punished, it is very important for each 

individual to be capable of judging other’s actions and acting 

accordingly. Failing to do so might lead that individual to 

overestimate negative actions towards him, and react in an 

overaggressive manner, or to underestimate positive actions, 

making him look unappreciative. While these errors in 

judgment affect everyone, despite their mental health state, 

patients that suffer from certain conditions can be unable to 

understand the intentions of the people they interact with to 

a point that it negatively impacts their lives. It is known that 

the amount of stimulation certain areas of the brain receive 

is very influential in the way an individual responds in 

situations where that part of the brain is used. It is also known 

that certain drugs can be effective at influencing the way 

certain regions of the brain interact with certain chemicals 

and this is the basis for most work in the field of neurology. 

As such, a lot of work has been put into determining which 

substances could affect the parts of the brain that are 

responsible for our social behavior. Studies by James 

Rilling[1][2] found links between increased activity in 

various regions of the brain that are part of our reward 

systems and the administration of various drugs making the 

test subjects act in more or less cooperative ways. This seems 

to align with the idea that our actions, while interacting 

socially, are at least partially dictated by the rewards we 

perceive we are getting from them which means that 

pathologies that derive from a diminished ability to correctly 

perceive rewards received or to realistically estimate 

potential rewards could be corrected by applying these 

substances in a specific way. 

As shown by Yael Niv [3] RL models are good 

approximations of the decision-making processes that occur 

in our brain as they emulate the reward based and model free 

nature of the discovery we make of our environment in 

certain situations. This means that any drug induced changes 

to the decision process of an individual should manifest in 

the RL models estimated by observing the evolution of their 

actions in different situations. 

This work was conducted in parallel to another study being 

performed by a research team at Instituto de Medicina 

Molecular (IMM) that is trying to relate the administration 

of certain substances with human individuals' performance 

in a social game. The team is working on a paper, currently 

in writing [4] that encompasses ideas of relating RL models 

of the human behavior during a Prisoner’s Dilemma styled 

game with the type of strategies individuals tend to follow 

when playing. 

We analyzed data from both Rilling’s studies [1][2]. This 

data relates to an experiment conducted by the author’s team 

that involved examining human test subjects with Functional 

Magnetic Resonance Imaging (fMRI) while they played 

repeated rounds of a Prisoner’s Dilemma style game against 

computers and computers that were perceived as humans. 

This involved: 

• Extracting all the data produced in both Rilling’s 

studies[1][2]. 



• Transforming the data so that it becomes evident the 

association between each action sequence and each reward 

system activation sequence for each subject. 

• Processing the FMRI data so that individual reward center 

stimulus can be matched with specific events or actions 

along the experiment time frame. 

• Resorting to parameter fitting in order to fit the parameters 

of a Q-learning model to the action sequences per-formed 

by the test subjects. 

• Studying the correlation between the amount of 

stimulation found in the reward centers of the brain and 

measures resulting from the Q-learning models. 

 

ORIGINAL WORK 

The studies described below served as the main basis for this 

work. Both were performed on humans, with the same 

methodology. The data analyzed in this work originated from 

the studies below. 
Effects of intranasal Oxytocin and Vasopressin on 
cooperative behavior and associated brain activity in 
men 

Oxytocin (OT) and Vasopressin (AVP) are substances 

known to affect social behavior in humans. In "Effects of 

intranasal Oxytocin and Vasopressin on cooperative 

behavior and associated brain activity in men" [2] the 

researchers investigated the effects of these substances in 

human male subjects through a series of matches of an 

iterated version of the Prisoner’s Dilemma (PD) game 

against computers and computers that they perceived as 

human beings. 

In this variant of the PD game, in each round, the player that 

goes first (Player 1) chooses to either cooperate or defect. 

After he makes his choice, a variable amount of time passes 

and his opponent (Player 2) gets to see the choice made by 

his opponent and makes his own. After both players choose 

their actions, they see the outcome of the round after which 

another round will start. 

When both players defect (DD) both will be rewarded with 

1$. When both players cooperate (CC) both will receive 2$ 

instead. When one player cooperates but the other defects 

(CD or DC) meaning, when one player “cheats” the other, 

the defecting player will get 3$ while the cooperating player 

gets nothing. 

 

 

Figure 1 - PD payoff matrix for the game performed in 

Rilling's study [1] 

As it is usual in Prisoner’s Dilemma like games, it exists a 

Nash Equilibrium, a state where no participant is motivated 

to switch their strategies, in a situation of mutual defection 

(DD) as both players lose 1$ by deviating from their 

respective strategy. At the same time, mutual cooperation 

(CC) situations are unstable since both players stand to gain 

1$ more by defecting if they assume the other player will 

continue to cooperate. 

In the adapted the PD game the players play thirty rounds in 

a row, but they also play against a human or a computer 

opponent two games each, one as player 1 and other as player 

2. In reality, all games were played against a computer 

algorithm no matter if players believed they were playing a 

human or a computer. This computer algorithm behaved in a 

way that human players would not easily suspect their nature 

when passing as human. When playing as Player 2, the 

algorithm would defect back on a defecting Player 1 90% of 

the time but would only cooperate on a cooperating Player 1 

67% of the time. In this way the algorithm acts in a self-

preserving way when facing a defector by rarely allowing 

itself to be exploited while using its position of power to 

sometimes (33%) defecting on a cooperating Player 1 in 

order to increase its gains. When playing as Player 1 the 

algorithm plays a probabilistic tit-for-two-tats. Starts by 

always cooperating in the first round since defecting would 

result in a virtually assured mutual defection that could set a 

negative trend for the whole game. If cooperated back (CC) 

the algorithm will always continue cooperation. When 

defected back (CD) the algorithm will try to cut losses by 

defecting 90% of the time in the next round. This would 

likely lead to a mutual defection scenario (DD) in posterior 

rounds which would lead the algorithm to try and resume 

cooperation by cooperating 33% of the time. If at any time 

Player 2 decided to return to cooperation the algorithm 

would reciprocate 100% of the time. 

Figure 2-Time-line for one round of PD regardless of the nature of the opponent 



The human subjects were monitored through fMRI during 

the whole game. The researchers also registered the time 

stamps of specific events like round starts, Player 1 

discovering that he was defected by its opponent, etc 

allowing them to extract brain information associated with 

relevant occurrences. 

After analyzing the data, the study made some interesting 

findings:  

• Players as Player 1 across all drug groups were 9% more 

likely to cooperate after a CC outcome when facing 

perceived humans (89%) than when facing a computer 

(80%). (p = 0.0002) 

• Players as Player 1 across all drug groups were 9% less 

likely to cooperate after a CD outcome when facing 

perceived humans (24%) than when facing a computer 

(33%). (p = 0.005) 

• Players as Player 1 across all drug groups were 13% less 

likely to cooperate after a DD outcome when facing 

perceived humans (38%) than when facing a computer 

(51%). (p = 0.0002) 

• There were differences in behavior between players, 

playing as Player 1, that took OT and ones that took AVP 

but when comparing each drug group with the placebo 

takers the differences were not statistically significant. 

• Players as Player 2 across all drug groups were 14% more 

likely to cooperate after a Cooperative play when facing 

perceived humans (88%) than when facing a computer 

(74%). (p = 3 x 10−7) 

• Players as Player 2 that were administered AVP were 10% 

more likely to cooperate after a Cooperative play when 

facing perceived humans (96%) than subjects treated with 

OT (86%). (p = 0.01) 

• Players as Player 2 that were administered AVP were 21% 

more likely to cooperate after a Cooperative play when 

facing a computer (88%) than subjects treated with 

placebos (67%). (p = 0.007) 

This seems to indicate that all subjects in general were: 

• Less likely to betray cooperative humans than computers. 

• More likely to lose trust on their opponent when facing 

humans that defected them. 

• More likely to try to escape the DD Nash Equilibrium 

when facing computers. 

• Less likely to betray players that trusted them when they 

were human. 

Also, players that were administered AVP were: 

• More likely to reward Cooperative actions with 

cooperation of their own than OT takers when facing 

humans. 

• More likely to reward Cooperative actions with 

cooperation of their own than placebo takers when facing 

computers. 

Figure 3 - Overview Table 



Sex differences in the neural and behavioral response to 
intranasal oxytocin and vasopressin during human 
social interaction 

The first of study by Rilling’s team on the effects of OT and 

AVP in the brain [1] only contained male subjects due to 

certain hormones showing widely variable levels across the 

menstrual cycle of women. One of those hormones, estradiol, 

is known to affect OT receptors. Because of this, in their new 

study ‘Sex differences in the neural and behavioural response 

to intranasal oxytocin and vasopressin during human social 

interaction’ [2], estradiol levels were measured by taking 

blood samples from all subjects and compensated for in the 

models built. 

All the remaining process was the same that was executed in 

their previous study [1]. 

The gathered data was aggregated and studied. While 

playing as player 1 the results seem to suggest that: 

• Women administered OT seem to be less likely to maintain 

cooperation when playing computers. 

• Women administered either OT or AVP seem to be more 

likely to maintain defection when playing computers. 

• Both OT and AVP seem to make women differentiate less 

between computers and humans when deciding to 

cooperate or not after mutual defection. 

• Comparisons between male and female behavior as player 

1 did not yield statistical significance. 

While playing as player 2 the results seem to suggest that: 

• Women administered OT seem to be less prone to defect 

on cooperative human players. 

• Women administered AVP seem to be more likely to 

cooperate with individuals after they have defected them. 

• Men administered AVP seem to be more cooperative 

towards players that were cooperative in the past both 

computer and human. 

• Men administered OT seem to be more defective when 

playing computers that were defective in the past. 

RELATED WORK 

Figure 3 details an overview of papers studying the link 

between RL models and brain function, their methodologies 

and results, with ↑ indicating increases and ↓ indicating 

increases in whichever metric is referenced in front of it.  

METHODS 

This section details the tasks conducted to study the 

postulated hypothesis. 

Data Processing 

To study the postulated hypothesis, it was necessary to 

process the fMRI data produced by Rilling's work [1][2]. 

For that we used an Extraction Transformation Loading 

(ETL)-like process. 

The ETL process is summarized in figure 4. 

 

 

Figure 4 - ETL description scheme 

Q-learning parameters estimation 

After the ETL process all our ddata was imported MATLAB 

and we were ready to estimate the parameters for the Q-

learning algorithm that best define each subject. To that end 

we created a function that receives a set of Q-learning 

parameters and a sequence of actions and respective rewards, 

outputting the negative log likelihood of that sequence being 

produced by those parameters (as in (1) where n is the 

number of rounds, 30 in the case of this study). 

 

−𝑙𝑜𝑔ℒ = −∑ log(𝑃(𝑎𝑡))
𝑛
𝑖=1                  (1) 

 

Then, by using a nonlinear solver (Interior-Point algorithm 

enhanced by a MultiStart procedure) we find the Q-learning 

parameters that minimize the −𝑙𝑜𝑔ℒ. These will be the 

parameters that have the biggest likelihood of resembling the 

ones that produced the action sequence provided. This, 

again, assumes that the Q-learning algorithm is a good model 

for the decision process of subjects that find themselves in 

this situation which seems to be supported by other studies 

[3].  

RPE estimation 
After estimating the parameters for the Q-learning model of 

a subject we are able to estimate the RPE sequence by 

running the algorithm "forward", now with the estimated 

parameters. By doing this, the initial Q-values will get 

updated at each step, simulating the updates that occurred in 

the subject's brain during the experiment when receiving that 

specific reward sequence. Later in the process, this sequence 

of RPE's will be correlated with the sequence of BOLD 

responses in the brain to test the postulated hypothesis. 

Correlation Analysis 
Obtaining a positive correlation between the BOLD response 

and the RPE (or other Q-learning related metric) would 

indicate that there might be a link between brain activity in 

the reward centers and Q-learning models derived from a 

parameter fitting process as described in the previous 

chapter. A strong negative correlation would be unexpected 

but could also indicate the possible existence of a relation 

between brain activity and Q-learning models with 

parameters fitted to represent said activity. If no correlation 

is found the experiment will not verify the postulated 

hypothesis. There are other parameters that can be studied. 

Correlating Reward Center Stimulation with Received 



Rewards or Positive RPE's only may also provide interesting 

insights. 

BOLD/RPE correlation and respective ANOVA 
After computing all the previous steps we are now able to 

calculate the correlation factor between the array of BOLD 

responses each subject shows with its array of RPE's. 

For this we tested both the Pearson's Correlation and the 

Spearman Correlation since we don't necessarily expect a 

linear correlation specifically to be present and there is a 

possibility for another, more flexible relation to exist. 

As shown in (2), the PCC can be obtained by correlating 

array 𝑅 of RPE's experienced by the subject while 

experiencing the stimulation of reward centers described in 

the corresponding index of array 𝐹 that contains the BOLD 

responses. There will be𝑁𝑁′ samples if 𝑁 represents the 

number of subjects and 𝑁′ represents the number of rounds 

played by each subject. 

𝜌(𝑅, 𝐹) =
1

𝑁𝑁′ − 1
∑(

𝑅𝑖 − 𝜇𝑅
𝜎𝑅

)

𝑁𝑁′

𝑖=1

(
𝐹𝑖 − 𝜇𝐹
𝜎𝐹

)(2) 

Considering the definition of the Pearson's Correlation 

defined in (2) we can define our Spearman's Correlation as 

in (3) provided we define 𝑅𝑅 and 𝐹𝑅 as the ranked form of 

arrays 𝑅 and 𝐹, respectively, where the values of these arrays 

are ranked from lowest to highest (i.e. all the values in both 

arrays get replaced by their ordinal values with respect to the 

array they are included in). 

𝑟𝑠 = 𝜌(𝑅𝑅 , 𝐹𝑅)(3) 
 

After obtaining the correlation factor for each participant we 

can now run an ANOVA in order to determine the effect of 

various independent variables in our correlation. The 

independent variables considered were the subject's sex, 

administered drug and opponent type. 

 
Defining a Q-learning model 
Different types of Q-learning models were considered for the 

modelling of the choice process of the participants. Due to 

the nature of the task we considered the Boltzmann Policy 

(as in (4)) as an adequate policy to represent the way humans 

choose between exploration of new possibilities and 

exploitation of current knowledge. 

𝑃(𝑎) =
𝑒𝜂𝑄(𝑎)

∑ 𝑒𝜂𝑄(𝑏)𝑏∈𝐴

 , 𝜂 ∈]0,+∞[(4) 

 

Due to the nature of the PD setting we modeled the problem 

as having only one state since the environment does not 

change as the rounds progress. Due to this, the estimation of 

the future state optimal next action Q-value (𝛾𝑚𝑎𝑥𝑏𝑄(𝑦, 𝑏)) 
is removed from the equation of the model as it takes a 

simpler form as noted in (5) while the RPE, the measure that 

we hypothesize may be related to the BOLD response in the 

striatum and was identified as a strong modeler of brain 

activity responsible for reward estimation [12], gets defined 

as in (6). 

𝑄(𝑎) = 𝑄(𝑎) + 𝛼(r(a) − 𝑄(𝑎)), 𝛼 ∈]0,1] (5) 

δ = r(a) − 𝑄(𝑎) (6) 

As is supported by other work [16], processes modelled 

successfully by Q-learning algorithms can sometimes fit 

behaviour patterns better if they allow for the existence of 

different 𝑎 values between interactions with the environment 

that bring positive or negative RPE values (𝑎+ and 𝑎− 

respectively). Due to this, the possibility of incorporating a 

second 𝑎 value was taken into consideration. 

Due to an expectancy of the possibility of the model fitting 

process over-fitting its parameters to the observed action 

sequences of the participants, the possibility of assuming that 

each individual would start with its initial Q-values equal to 

their optimal values (assuming perfect knowledge of the 

inner workings of the algorithm that controlled their 

opponent) was considered in order to reduce model 

complexity. 

The considered models are as follows: 

• One 𝑎: Standard model with one 𝑎, one 𝜂 to control the 

amount of exploratory behaviour and two initial Q-values 

for both cooperation and defection. 

• Two 𝑎: Model with one 𝑎+ for positive RPE's, one 𝑎− for 

negative RPE's, one 𝜂 to control the amount of exploratory 

behaviour and two initial Q-values for both cooperation 

and defection. 

• One 𝑎, optimal initial Q-values: Same parameters as the 

one 𝑎 model, except the initial Q-values are assumed to be 

optimal. 

• Two 𝑎, optimal initial Q-values: Same parameters as the 

two 𝑎 model, except the initial Q-values are assumed to be 

optimal. 

Empirical Model testing 
Due to some characteristics of the Q-learning models we had 

concerns that our current methodology of model fitting was 

susceptible to over-fit, meaning that it would be possible to 

get models with low Negative Log Likelihoods despite 

having high error rates when setting the model's parameters. 

Some preliminary tests showed that, sometimes, the 

optimization algorithm would attribute high values to the 𝜂 

parameter in order to over-fit to specific action sequences. 

This happened since with only thirty rounds of subject 

interaction and by pure chance, behaviour might appear 

deterministic even if the subject’s decision policy was 

stochastic. 

Other characteristic of our framework that could cause some 

problems was the lack of independence between the 

parameters of our models. For example, a subject that starts 

by cooperating in the first two interactions but starts 

defecting back after receiving nothing but defections for the 



entire experiment might display this behaviour because he 

had an unreasonable expectation that his opponent would not 

defect back (i.e. had a high 𝑄0(𝐶))but quickly learned that this 

initial expectation was wrong (i.e. had a high value for 𝑎). It 

could also be the case that the aforementioned subject had a 

low 𝑎 (i.e. slow learning speed) but that he had only a slight 

expectation that his opponent would not defect him (i.e. 

moderately high 𝑄0(𝐶)), expectation that was quickly 

corrected after two interactions, despite the subject's low 

learning speed. This lack of independence between model 

parameters could also cause high parameter error since there 

could be instances where models with wildly different 

parameters produce similar action sequences, and thus, have 

similar likelihoods of fitting these action sequences. 

Due to these concerns a series of empirical tests were 

performed. 

These tests followed the following steps: 

• Creation of artificial test subjects. 

• Generation of Action and Reward sequences for all 

artificial subjects. 

• Estimation of the subjects' parameters through Negative 

Log Likelihood minimization. 

• Computing of the average, per subject and per parameter, 

percentage error between real parameters and estimated 

parameters. 

• Computing of the average Negative Log Likelihood. 

 

Empirical tests results 
After running the test for all four models the metrics showed 

the following results (figure 5). 

 

Figure 5 - Empirical test results for 30 rounds 

 

 
Figure 6 - Empirical test results for 100 rounds 

Interpreting these metrics, we can conclude that the 

parameter error is around 34% for all models while models 

with lower error are not always associated with lower 

Negative Log Likelihoods. This means that the Negative Log 

Minimization function is not able to successfully infer the 

parameters of the model. 

While this is would be a problem if we were dependent solely 

on the accuracy of the parameters we can still test our 

hypothesis provided that our model produces a sequence of 

RPE's that is strongly linearly correlated with the real 

sequence of RPE's. As can be seen in figure 5 all models 

show high PCC's between the experimental and real RPE 

sequences (around 89%) which tells us that any correlation 

calculated between the BOLD response and the experimental 

RPE sequence will be very similar to the correlation between 

the BOLD response and the real RPE sequence for any 

individual. 

Given this scenario our top priority when choosing a model 

becomes choosing the one that provides the best 

experimental-real RPE correlation. According to the 

tendency illustrated in figure 7 we chose to model the 

behaviour of the participants with one alpha model. 

 

Figure 7 - Experimental-real RPE correlation 

Consulting figure 6 that shows the same empirical test done 

for figure 7 but with sequences of 100 plays instead of 30 we 

can see an increase in Mean RPE's Correlation and a decrease 

in parameter error. This shows that increasing the number of 

times each participant plays in each round would provide 

data that would allow for better models. 

Chi-square test and ANOVA design 
After consulting the research team at IMM we studied the 

possibility of removing the variable RoundOrderClass, that 

identifies whether a subject played against a computer or a 

human in his first game, from the ANOVA since there wasn't 

an expectancy that this measure would provide useful 

insights into the data. It was important, however to determine 

whether or not the variable had a confounding effect on other 

independent variables. For that we performed a Chi-squared 

test to ensure we are safe to remove the RoundOrderClass 

variable. 

Our Chi-squared test was performed under the null 

hypothesis "RoundOrderClass is independent from the 

remaining independent variables". 

 



 

Figure 8-Results of the Chi-squared test 

Figure 8 shows that the significance level of both values of 

the variable RoundOrderClass are well above 0.05 which 

doesn't allow us to reject the null hypothesis meaning that 

there is no reason to believe that RoundOrderClass could be 

dependent on any of the considered independent variables. 

Due to the results of this test we opted to not include the 

variable RoundOrderClass in our ANOVA design. As such 

the between-subject factors (variables that differentiate 

subjects) considered will be Sex and Drug groups while the 

dependent variable will be measured along the within-

subject factor (variable that measures changes in each subject 

over time) Opponent Type. It is important to note that the 

independent variable Opponent Type is considered a within 

factor since all subjects performed an experiment while 

playing against each of the available opponent types (Human 

and Computer). Four different ANOVA's will be conducted 

that will analyze the Pearson's (PCC) and the Spearman 

correlation between the BOLD response and another factor 

that will either be the RPE, positive only RPE's or the 

Reward received at each time point during the experiment. 

Iterating these parameters will produce four similar ANOVA 

designs with a different dependent variable.  

RESULTS 

In this section we elaborate on the results of the statistical 

tests performed on the data resulting from the correlation 

analysis performed between the BOLD response of the brain 

and several other measures obtained from our models. These 

statistical tests will determine whether our independent 

variables: subject Sex, administered Drug and Opponent 

Type have any effect on the correlation factor (PCC or 

Spearman correlation) at study. 

Effects on the Pearson's Correlation between RPE and 
the BOLD response 

Firstly, we tested our main hypothesis, that there could be a 

correlation between the RPE and BOLD response. We did 

this by analyzing the effects of the independent variables 

(e.g. subject Sex, administered Drug and Opponent Type) on 

the dependent variable, the latter being the aforementioned 

correlation. 

After performing an ANOVA to test for statistically 

significant differences in RPE/BOLD correlation according 

to the independent variables and their interactions, no 

statistically significant differences were found except for the 

independent variable Sex that shows a difference with a p-

value of 0.03. In figure 9 we can see this effect as the mean 

PCC for female subjects is approximately 0.0042 while for 

male subjects it is -0.0331.  

 

Figure 9 - Mean RPE/BOLD Pearson's Correlation for Sex 

This shows that we can reject the null hypothesis that "Sex 

does not impact the Pearson's Correlation between RPE and 

BOLD response" and that males show a negative correlation 

while females show no correlation. 

Effects on the Pearson's Correlation between Reward 
and the BOLD response 

Our second test analyzed the effects of the independent 

variables on the PCC between the Rewards received and the 

BOLD response felt by each subject each time a reward was 

received. This tested our second hypothesis that the that there 

could be a correlation between received rewards and brain 

activation. This approach completely disregards the Q-

learning model and focuses only on the input received by the 

subjects. 

For this test, no combination of independent variables 

produced any statistically significant difference. Thus, we 

maintain our null hypothesis that "Sex, administered Drug 

and opponent type have no effect on the Pearson's 

Correlation between received Rewards and the BOLD 

response". 

Effects on the Spearman Correlation between RPE and 
the BOLD response 

For our third test we analyzed the effects of the independent 

variables on the Spearman correlation between the RPE and 

the BOLD response felt by each subject during each 

experiment. This is our third hypothesis and, while being 

similar to our first, tests the existence of a Spearman 

correlation to try and find non-linear relationships between 

the RPE and brain activation. 



As with the PCC between RPE's and BOLD responses (first 

hypothesis) that the independent variable Sex is the only one 

that produces a statistically significant change in mean 

Spearman correlation (figure 10 shows female subjects with 

0.0018 and male subjects with a -0.033 correlation) allowing 

us to reject the null hypothesis with a p-value of 0.031. This 

shows that we can reject that "Sex does not impact the 

Spearman correlation between RPE and BOLD response". 

 

Figure 10-Mean RPE/BOLD Spearman Correlation for Sex 

 

Effects on the Spearman Correlation between Reward 
and the BOLD response 

Our fourth test analyzed the effects of the independent 

variables on the Spearman correlation between the Rewards 

received and the BOLD response felt by each subject each 

time a reward was received. Again, as with our second 

hypothesis, this disregards the Q-learning model and solely 

looks for non-linear relationships between Rewards received 

and BOLD response. 

For this test, the only statistically significant difference 

found corresponded to the interaction between subject Sex 

and Opponent Type. In figure 11 we can see detailed the 

interaction between Sex and Opponent Type. The 

statistically significant difference occurs between the 

correlation in female subjects playing against a CPU 

opponent (where they show an average Spearman correlation 

of 0.023) and in male subjects that also play a CPU opponent 

(where they show an average Spearman correlation of -

0.045) with a p-value of 0.03. Thus, we reject the null 

hypothesis that "The interaction between subject Sex and 

Opponent Type does not impact the Spearman Correlation 

between received Rewards and BOLD response". 

Effects on the Pearson's Correlation between Positive 
RPE's and the BOLD response 

For our fifth test we analyzed the effects of the independent 

variables on the Pearson's correlation between the Positive 

RPE’s and the BOLD response felt by each subject each time 

a reward was received. By testing this as our fifth hypothesis, 

we try to determine if our brains respond differently when 

we are positively surprised (positive RPE's). 

 

 

Figure 11-Mean Reward/BOLD Spearman Correlation for the 

Sex-Opponent type interaction 

In figure 12 we can see the effect of the independent variable 

Opponent Type on the dependent variable. The statistically 

significant difference (p-value=0.01) occurs between the 

correlation in subjects playing against a Human opponent 

(where they show an average PCC of 0.042) and in subjects 

that play against a CPU opponent (where they show an 

average PCC of -0.036). We then reject the null hypothesis 

that "The subject’s Opponent Type does not impact the 

Pearson's Correlation between Positive RPE's and BOLD 

response". 

 

Figure 12-Mean Positive RPE/BOLD Pearson's Correlation for 

Opponent Type 

 

Effects on the Spearman Correlation between Positive 
RPE's and the BOLD response 

Finally, our last test analyzed the effects of the independent 

variables on the Spearman Correlation between the Positive 

RPE’s and the BOLD response felt by each subject each time 

a reward was received. As with our fifth hypothesis we try to 

determine if our brains respond differently when we are 

positively surprised (positive RPE's), this time looking for a 

non-linear relationship between Positive RPE's and BOLD. 



Our final test showed no statistically significant interaction 

between the independent variables and thus we then maintain 

our null hypothesis that "Sex, administered Drug and 

opponent type have no effect on the Spearman Correlation 

between Positive RPE's and the BOLD response". 

RESULTS 

In this chapter we will discuss the obtained results, some 

conclusions we took, and the direction future work could go 

in. 

Differences in sex 

Whether we analyze the effects of independent variables on 

the Pearson's or the Spearman correlation of the RPE with 

the BOLD response there are differences in female and in 

male subjects. The female subjects show a near zero 

correlation between these two factors while male subjects 

have a negative correlation (both Pearson's and Spearman). 

This difference could indicate that the activation of the ROI 

goes down in males when rewards surprise the subject in a 

positive way (positive RPE) or heighten activation of the 

ROI when they surprise the subject in a negative way 

(negative RPE). More research is needed to more precisely 

determine these effects at the brain level. 

Differences in Opponent Type/Subject Sex interaction 

When analyzing the Spearman Correlation between the 

Rewards received (regardless of the subject's internal state) 

and the activation of the ROI there is a difference between 

female and male subjects, particularly when they are playing 

against a computer opponent. Again, the female subjects 

show a near zero correlation while the male subjects show a 

negative correlation that could indicate a lowered activation 

of the ROI when positive rewards are received. The same 

does not appear to occur when the subjects think they are 

facing a human opponent. In that situation, both male and 

female subjects' correlations don't differ significantly from 

zero which could indicate that male subjects interact with 

computer opponents in a different way regardless of drug 

group. Again, further research should be done around these 

parameters. 

Differences in Opponent Type 

When analyzing the Pearson's Correlation between the 

Positive Reward Prediction Errors and the activation of the 

ROI there was a difference between subjects facing a 

Computer and subjects facing a putative Human opponent. 

When facing a Human, subjects show a positive correlation 

between RPE (only positive ones) and BOLD response 

while, when facing a computer, this correlation turned 

negative. This means that the activation of the ROI seems to 

be facilitated by the experience of positive RPE’s while 

facing humans while, the same experience against a 

computer produces an opposite effect. Again, further 

research should be done around these parameters.   
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