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Abstract 

A flight simulator is an important tool in human factors research and other fields, allowing for experiments 

to be carried out even if too costly or dangerous for a real flight. This approach requires a convincing 

simulation, if its results are to be trusted. The Research Flight Simulator (SVI) at Instituto Superior Técnico 

was found to be lacking – its motion cueing system did not provide reasonable cues, according to pilot 

opinions and was hard to operate, relying on old versions of MATLAB; the flight deck layout and external 

visuals were also criticized. The objective of this thesis is to review and eliminate these limitations. 

To validate motion cueing, the classical washout algorithm used to process aircraft data into motion base 

commands was reviewed using a synthetic testbench and was found to be incorrect. Corrections, including 

a new tuning procedure, were made and validated iteratively, using synthetic testing and feedback from 

test flights with airline pilots. A discrete-time version of the algorithm was also developed in native C++ 

code. Possible upgrades to the flight deck and to the external visuals were laid out for future 

implementation. 

Synthetic testing showed that the revised motion cueing system behaves in a reasonable manner. Test 

pilots found the cues provided to be coherent but noted that some cues were too weak. A baseline was 

established for future developments to be compared against.  

 

Keywords: Flight Simulation; Classical Washout Algorithm; Motion Cueing; Motion Drive Algorithm; 

Research Flight Simulator 
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Resumo 

Um simulador de voo é uma ferramenta importante áreas diversas, como a investigação de factores 

humanos, permitindo a realização de ensaios, mesmo se estes forem demasiado caros ou perigosos para 

um voo real. Esta bordagem requer uma simulação convincente, para os seus resultados serem de 

confiança. O Simulador de Voo de Investigação (SVI) do Instituto Superior Técnico foi tido como 

inadequado – o sistema de sugestão de movimento não fornecia sugestões razoáveis, de acordo com 

opiniões de pilotos e era difícil de operar, dependendo de versões antigas de MATLAB; a disposição do 

cockpit e a imagem exterior foram também criticados. 

Para validar a sugestão de movimento, o algoritmo classical washout utilizado para transformar dados da 

aeronave em comandos da plataforma de movimento foi revisto utilizando um testbench sintético e 

considerado incorrecto. Correcções, incluindo um novo procedimento para determinação dos parâmetros 

do algoritmo, foram implementadas e validadas iterativamente, utilizando testes sintéticos e feedback de 

voos de teste por pilotos de linha aérea. Foi desenvolvida uma versão em tempo-discreto do algoritmo, 

em código nativo C++. Possíveis melhorias no cockpit e imagem exterior foram definidas para 

implementação futura. 

Os testes sintéticos mostraram que o sistema de sugestão de movimento revisto se comporta de forma 

razoável. Pilotos de teste consideraram as sugestões fornecidas coerentes, mas consideraram algumas 

como de fraca amplitude. Foi estabelecido um baseline com o qual futuros desenvolvimentos poderão ser 

comparados. 

 

Palavras-chave: Simulação de Voo; Algoritmo Classical Washout; Sugestão de Movimento; Motion Drive 

Algorithm; Simulador de Voo de Investigação  
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1 Introduction 

Flight simulation has long been an indispensable tool in the aerospace field. The safe environment of a flight 

simulator facilitates pilot training, allowing pilots to acclimate themselves to the aircraft before taking the 

controls of the real thing and to understand the limits of what the aircraft can do. Flight simulators are often 

used in air accident investigations, for instance, to determine whether other pilots would be able to perform 

better in the same situation [1] or to determine if an aircraft would have been capable of performing a certain 

flight in both ideal and real conditions [2]. Research also makes heavy use of flight simulators, to acquire insights 

into fields such as training procedures, understanding the limitations of the pilot/aircraft interface and 

ergonomics. 

The Research Flight Simulator (Known as SVI – Simulador de Voo de Investigação) at Instituto Superior Técnico 

fits in the latter category. In development since 2007 [3], the SVI provides motion cueing capabilities in addition 

to the basic functions of any flight simulator. 

The SVI has been used for projects such as examining the correlation of flight events with physiologic data from 

airline pilots in simulated flight [4]; as well as being used to familiarize students with aircraft instruments as part 

of their coursework. 

The desire is to have a flight simulator which can be used in an increasing number of projects that take advantage 

of its motion cueing capabilities, which set it apart from most simulators and allow for a wider range of scientific 

activities.  

1.1 Motivation 

As the SVI had not seen any development since 2012, it was considered that it should be examined for potential 

upgrades and improvements to the existing facilities. 

While fixed-base flight simulators are common in universities [5] [6], simulators with motion cueing are much 

rarer – especially with six degree-of-freedom (DOF) platforms – and are generally high-end simulators even when 

their motion cueing functionality is disregarded. SIMONA, at the Delft University of Technology, is a well-known 

simulator that fits in this category [7]. It provides a two-seat flight deck with reconfigurable instruments and a 

collimated display system with a 180-degree horizontal by 40-degree vertical field of view. SIMONA’s motion 

cueing system uses a Stewart platform with 1.25 m actuators, for six degrees of freedom. 

Although some of SIMONA’s complexity is difficult or even impossible to implement in the SVI, important 

concepts such as the wide field of view and full flight deck instrumentation are within reach. 

Previous work at the SVI had already identified limitations that were to be addressed [8]. In addition, over years 

of use, informal feedback was gathered from users, who pointed out flaws with the simulator that should be 

addressed. Resolving these issues and reviewing the systems in place in the SVI was deemed necessary to the 

goal of having a versatile and useful flight simulator. 
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1.2 Objectives 

The overarching objective set for this thesis is to improve the SVI in meaningful ways that increase its usefulness 

by enhancing its realism and user-friendliness. With this in mind, it is necessary to determine the state of the 

various simulator components and define which of them will be improved in what way. The following goals were 

defined: 

• Review of existing simulator components, to determine available upgrade paths; 

• Review and development of the motion cueing system, based on previous feedback, in particular to 

better simulate long-term accelerations; 

• Implement the motion cueing interface in native code, to eliminate the run-time dependency on 

MATLAB/Simulink; 

• Upgrade exterior visuals, especially a wider horizontal Field of View; 

• Upgrade of flight deck controls and instruments, including the right seat. 

1.3 Dissertation Outline 

Following this introductory chapter, the dissertation is structured as follows: 

• In Chapter 2, the SVI is presented and analyzed. The areas of improvement that will be studied are 

identified. 

• Chapter 3 contains the discussion of the motion cueing component of the simulator and is the main 

focus of this dissertation. The motion cueing system is introduced in Section 3.1, followed by a 

description of the theory of operation behind the classical washout algorithm used for motion cueing 

by the SVI in Section 3.2.  To complement the algorithm, a procedure to obtain its tuning parameters is 

detailed in Section 3.3. A new analysis and validation procedure is laid out in Section 3.4 and later 

applied to the pre-existing solution in Section 3.5. The development strategy for the motion cueing 

system is then presented in Section 3.6. It is then carried out, in incremental steps, in Sections 3.7, 3.8, 

3.9 and 3.10. In particular, in Section 3.10, a discrete-time equivalent of the algorithm is developed and 

implemented in C++, as an alternative to MATLAB. Finally, the question of whether the algorithm should 

operate on accelerations or specific forces, devoid of gravity, is examined in Section 3.11. 

• Proposed improvements to the flight simulation component of the SVI are described in Chapter 4, 

exclusive of motion cueing. First, changes to the SVI’s Ethernet network are described in Section 4.1. 

Next, flight simulation software in use and the advantages and disadvantages of updating it are analyzed 

in Section 4.2, along with some of the hardware requirements for such an upgrade. Changes to the 

simulator cabin interior are proposed in Section 4.3. Possible solutions to improve the exterior image 

provided to the pilots are laid out in Section 4.4, along with a more detailed analysis of a cylindrical 

projection setup with 180-degree field of view. 

• In Chapter 5, conclusions from this project are presented, along with a description of recommended 

future work on the SVI.
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2 Overview of the SVI 

The Research Flight Simulator at Instituto Superior Técnico, known as Simulador de Voo de Investigação (SVI), is, 

as its name implies, a flight simulator used for research purposes. It provides the pilots with an environment, 

based on a Fokker 27 nose section mounted on a motion platform capable of movement in six degrees of 

freedom. This environment is somewhat generic and is meant to represent a wide range of aircraft that can be 

simulated. The simulation is handled by general-purpose computer hardware and the X-Plane flight simulator 

software. 

The SVI has been the focus of five previous Master’s theses, which aimed to develop its capabilities in various 

ways [3] [8] [9] [10] [11]. Of these, [3], [8] and [11] are most relevant as they aim to develop the systems that are 

now in place. 

In [3], a motion cueing system is developed, to be used with future developments of the simulator. In [11], X-

Plane 9 is implemented as the flight simulator software – it is also interfaced with the existing motion cueing 

system. In [8], flight controls and instruments are implemented, taking ergonomics into account. 

 
Figure 2-1 – Architecture of the SVI as of July 2018 
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2.1 Architecture of the SVI 

The SVI can be roughly divided into two main units: the Flight Simulation System and the Motion Cueing System, 

corresponding respectively to the top and bottom halves of the diagram in Figure 2-1. The Flight Simulation 

System is responsible for running the simulation, handling pilot input and generating external visuals – most of 

the work is executed by the Simulation Computer, Master (SIMC-M), with the external visuals being offloaded to 

the Simulation Computer, External Visuals (SIMC-EV). The Motion Cueing System uses data generated by the 

Flight Simulation System, which is processed by the System Control Computer (SCC) to create sensations for the 

pilots by commanding the motion base to move. 

These components will be described in the following subsections. 

2.1.1 Flight simulation 

The flight simulation subsystem is based on X-Plane 9 [11], a commercial flight simulation software. X-Plane 

employs aerodynamic simulations, instead of simplified aircraft dynamics models, to calculate aircraft dynamics 

and supports a fairly comprehensive set of connectivity options for data input and output. 

The currently-setup simulated aircraft is a Boeing 777-200, a widebody transport-category aircraft, but the SVI is 

meant to be quickly adaptable to other types of aircraft. 

The simulation itself runs on the workstation designated Simulation Computer, Master (SIMC-M), which controls 

the flight instruments and receives input from the flight controls. It also outputs the data required for motion 

cueing. SIMC-M is a Pentium 4-630 machine with 1 GB of RAM and a Radeon X550 256 MB GPU. 

A second machine, Simulation Computer, External Visuals (SIMC-EV), is used to generate the exterior view, which 

is projected onto a nearby wall. SIMC-EV is a Pentium 4-640 machine with 2 GB of RAM and a GeForce 6600 128 

MB GPU. This separate workstation was deemed necessary for performance reasons and to allow a total of three 

displays – the projector for external visuals and the two cockpit displays – to be driven by 2005-era commodity 

PC hardware. 

Both SIMC machines run a general-purpose operating system, Windows XP, with X-Plane 9 on top. 

The flight controls are made up of a Logitech Attack 3 joystick and Logitech/Saitek Rudder Pedals unit, in addition 

to a touchscreen, which provides the remaining controls, including the thrust levers. The flight instruments are 

displayed on a second monitor, placed in front of the captain’s seat, and include a standard set of indicators using 

a combination of a Primary Flight Display (PFD) and a Navigation Display (ND). The left seat has no controls or 

instruments of its own and is limited to the center touchscreen controls. 

2.1.2 Motion Cueing 

Motion cueing is built around a Moog MB-E-6DOF/12/1000kg Model 170-131 [12] Motion Base (MB), capable of 

movement in six degrees of freedom (Translation in X, Y and Z and rotation in roll, pitch and yaw). The Motion 
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Base is controlled via Ethernet from the System Control Computer (SCC), which is responsible for processing 

output of the flight simulator into degrees of freedom outputs that the Motion Base can use. 

The Motion Base is controlled by the Motion Base Computer (MBC), an embedded Pentium Tillamook machine 

which runs Datalight ROM-DOS and Moog’s 171-131 software along with an Internet Protocol/Sockets stack. 

The System Control Computer (SCC) is a Pentium 4-630 machine with 1GB of RAM, similar to SIMC-M, and runs 

Windows XP. The software used to interface with the Motion Base is a custom solution, implemented in  

MATLAB 7.1. 

2.2 Analysis and Evaluation of the SVI 

Previous users of the SVI have pointed out various limitations that hinder its usefulness. Other issues were 

discovered during this project. These problems will be detailed in the following subsections. 

2.2.1 Simulation software limitations 

X-Plane 9, the flight simulation software in use, is an old, unsupported version. The latest major version, X-Plane 

11, was released in March 2017 [13]. 

X-Plane 9 has an incorrect data output, which reports non-existent linear accelerations on the ground. This effect 

is most visible in a parked aircraft with engines spooled up, which will report an acceleration, even though it is 

not moving at all. This results in significantly compromised motion cueing behavior on the ground. 

Additionally, pilots with widebody experience have noted that the flight model for the simulated aircraft does 

not seem to behave correctly at the edges of the flight envelope. In particular, stall characteristics at high angles 

of attack were perceived to be lacking in fidelity. 

Other issues that were identified include a continuous range of flaps positions1 and an autothrottle system that 

often overshoots significantly. 

2.2.2 Computer hardware limitations 

The computers used in the SVI are extremely outdated in both software and hardware. The simulation runs at 

sub-optimal framerate in the 20 frames per second (FPS) range, 30 FPS being the minimum acceptable value and 

60 FPS the ideal target. Furthermore, the System Control Computer struggles to run the Simulink model that 

implements the Motion Cueing Interface System, occasionally dropping output packets long enough for the 

motion base to detect a communications failure. 

2.2.3 Flight controls and instruments limitations 

Several of the SVI’s most visible issues lie in its interface with the pilots – the flight controls used to command 

the simulated aircraft and the instruments that allow its state to be monitored. 

                                                                 

1 Airliners have only a few discrete flaps settings. The 777 family has flaps 5, 15, 20, 25 and 30 settings. 



6 
 

The SVI’s flight deck is incomplete, as shown in Figure 2-2, lacking any controls or instruments dedicated the right 

seat and a throttle quadrant [8]. The lack of right seat controls and instruments limits the SVI in multi-crew 

scenarios, where much can be learned – several notable air accidents of recent memory, such as Air France flight 

447 [14] and Asiana flight 214 [15], have been caused by breakdowns in crew communication and situational 

awareness. The lack of a physical throttle quadrant, though mitigated with a virtual control on the center 

touchscreen, was cited by every pilot who volunteered to try out the simulator as a significant hindrance. 

A more minor recurring complaint is that the sidestick feels too light, due to a weak spring.  

 

Figure 2-2 – The SVI cockpit, with controls and instruments for the left seat only 

Many of the currently-available instruments and controls are implemented on an optical touchscreen [8]. This 

has resulted in a somewhat cramped layout, which makes it hard to correctly press the desired controls. This 

touchscreen has also proven impossible to correctly calibrate – several attempts have been made to run its 

calibration software, but the results were never satisfactory. Part of this problem stems from the heavy parallax 

error that makes usage from more than one position difficult, an inherent limitation of the optical technology 

used by the unit. 

Airline pilots have also expressed desire for a physical autopilot control panel, instead of the current virtual 

implementation on the touchscreen. 

2.2.4 Exterior view limitations 

The exterior image is provided by an old 800x600 pixel Epson projector that uses the wall facing the cockpit 

windows as the projection surface. The resulting image is approximately 2400 mm wide by 1800 mm tall and is 
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nominally2 2600 mm away from the pilots, resulting in a horizontal Field of View (FoV) of approximately 50°, 

which is considerably narrower than the desired 180°. This is illustrated in Figure 2-3. 

 

Figure 2-3 – Approximate pilot’s view of the SVI exterior image 

The projector is also poorly fixed to the cabin, resulting in visible movement of the image relative to the cabin 

and creating significant noise as the various links move relative to each other. 

2.2.5 Motion cueing limitations 

Users of the simulator with commercial flying experience have noted that the motion cueing system’s response 

is not coherent with the simulation. A lack of low-frequency, long-term cues was also cited as a negative aspect 

of the system. 

Previous work done on the motion cueing system has already highlighted other flaws, not directly related to 

performance. The reliance on MATLAB and Simulink was previously identified as detrimental to the operational 

workflow of the simulator, along with needless use of UDP broadcasts for communication which could be done 

using UDP unicast [3]. Jerky movements on startup are also described [8]. 

2.2.6 Sound reproduction 

The quality of simulator sound system was not noted to require improvements. Volunteers did not express 

concerns about volume or other technical aspects. 

The persistent pre-recorded air traffic control radio chatter, which is enabled by default in X-Plane 9, was found 

to be a nuisance due to its near-constant presence and complete irrelevance to the flight being simulated. 

Another issue pointed out by pilots is the lack of headsets to communicate with the operator outside the 

simulator cabin. This has led to difficulty communicating even routine messages such as the occupants being 

ready for motion to be enabled or the motion base being ready for the simulation to start. 

                                                                 

2 By virtue of being projected onto a static wall, this distance will change as the cabin moves. 
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2.2.7 Motion base characteristics 

The Moog 6DOF2000E motion base installed at the SVI has revision E11 of the 170-131N.exe control 

application installed, which is dated 2003-12-03. A newer revision E16, dated 2007-11-30, is depicted in the PDF 

manual provided by Moog in late 2017 [12]. Although revision E16 explicitly defines a neutral point for the motion 

base, revision E11 does not do this for the Z-axis, as shown in Table 2-1. 

Table 2-1 – Moog 6DOF2000E Model 170-131 Interface DOF limits [16] 

Given the lack of documentation surrounding this aspect of the motion base’s interface, testing was undertaken 

to help characterize it. As a first step, the maximum and minimum Z-axis positions were determined using the 

6D2MAINT.exe test application by applying maximum and minimum deflections, respectively, to all actuators. 

The application’s neutral Z-axis position was also measured, along with the parked position. In addition to these 

measurements, tests were also executed by sending DOF commands to the 170-131N.exe application. The 

results of these experiments are presented in Table 2-2 

Table 2-2 – Moog 6DOF2000E Model 170-131 height measurements 

It is clear that the DOF Z-axis input neutral position is close to half of the full-scale input. Notably, the envelope 

defined for the inputs is larger than the physical capabilities of the motion base [12], suggesting that these inputs 

are scaled internally by the MBC. Following this, measurements of actuator lengths were carried out for several 

DOF inputs, as shown in  

Table 2-3 – Moog 6DOF2000E Model 170-131 actuator length measurements 

These results suggest that the motion base uses linear approximations to convert degrees of freedom to actuator 

extensions. Although this approach is not strictly accurate, it was deemed acceptable in the context of this thesis.  

Degree of Freedom Min. Position Max. Position 

Surge (𝑋) [m] -0.38100 +0.38100 

Lateral (𝑌) [m] -0.38100 +0.38100 

Heave (𝑍) [m] 0 -0.4572 

Roll (𝜙) [rad] -0.50605 +0.50605 

Pitch (𝜃) [rad] -0.57585 +0.57585 

Yaw (𝜓) [rad] -0.50605 +0.50605 

Position Height [mm] 

Park 805 

Full retract 855 

DOF command: 𝑍 = −0.1750 980 

DOF command: 𝑍 = −0.2286 1035 

Neutral 1040 

Full extend 1205 

Z-Position input Actuator Length [mm] Difference from previous [mm] 

Park 20 - 

0  49 - 

−0.2286  186 137 

−0.4572  325 139 
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In the future, commands to the motion base can be switched to actuator extensions, offloading the conversion 

from the Motion Base Computer to the System Control Computer, where it can be implemented to the desired 

accuracy. An additional benefit is that the input ranges can be made to match the motion base’s capabilities, 

simplifying the interface definitions.  

2.3 Areas of intervention 

Having examined the various components of the SVI, it is necessary to define where to focus development effort. 

Motion cueing was deemed the highest-priority target, as it is the distinguishing feature of the SVI and most 

changes can be easily implemented in software, minimizing the uncertainty inherent in acquiring hardware. The 

motion cueing system must be validated, as it has not yet been subjected to documented, formal testing, neither 

in isolation nor in conjunction with X-Plane. The problems identified during this process shall be corrected. 

The remaining effort is focused on analyzing and implementing changes to the flight simulation software and 

simulation workstations, and exterior view. These two areas are related to some extent, as the exterior view 

solution will dictate software and hardware requirements for the SIMC machines. The cockpit layout is also to 

be subjected to a similar process but carries less of an interdependency with the choices for simulation software, 

SIMC hardware and exterior view. 
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3 Motion Cueing 

The objective of motion cueing is to approximate the feeling of movement inherent to piloting an aircraft. By 

moving the simulator cabin in six degrees of freedom, it is possible to suggest many of these stimuli in the 

comparatively limited envelope of a motion base. 

The use of motion cueing in flight simulators is important in a wide range of situations, both to aid and hinder 

the pilot. While cues such as that of the landing gear contacting the runway help by providing feedback that is 

otherwise unavailable, an overload of cues during tense situations such as an engine failure imposes additional 

noise that the pilot must be able to filter out to safely resolve the problem. Full Flight Simulators must have a 

motion cueing system to be certified as such [17]. 

Commercial Full Flight Simulators typically use significantly larger Stewart platforms than that of the SVI [18], 

allowing for more realistic motion reproduction. In terms of the motion cueing interface, many simulators use 

the classical washout algorithm described by Reid and Nahon [19], which is described in Section 3.2, or a variation 

thereof [20]. Moog offers an option for the Motion Base Computer that implements both classical washout and 

a proprietary extension of it that claims to provide better transitions between high-pass and low-pass 

acceleration cues [21]. Popular extensions to the classical washout algorithm often use adaptive filtering aided 

by models of the vestibular system [19]. 

In the research missions that the SVI is meant for, a capable motion cueing solution is a definite advantage. 

Among other possibilities, examining human factors with and without motion cueing can allow for determining 

when to train pilots using static simulators, which are naturally cheaper, or more elaborate simulators with 

motion cueing.  

Previous users of the SVI have noted that the existing motion cueing system did not perform to their 

expectations, so it will be examined in this chapter. 

3.1 Overview of the SVI Motion Cueing System 

The SVI’s Motion Cueing System is made up of several subsystems, as shown in Figure 3-1. Movement data from 

the flight simulation is sent by X-Plane to the System Control Computer, which processes this data into a format 

suitable for the motion base and sends it to the Motion Base Computer (MBC). This industrial PC embedded in 

the motion base is responsible for controlling the Stewart platform via its six actuators, providing the physical 

cues to the pilots in the form of platform translation and rotation. 

These components are described in more detail in the following subsections. 

3.1.1 Motion Base 

The SVI provides motion cueing using a Moog MB-E-6DOF/12/1000kg (formerly known as 6DOF2000E) Model 

170-131 motion base [12], which is an entry-level 6-DOF platform [18], capable of translating in X, Y and Z, as 

well as rotating around each of these three axes (Roll, Pitch and Yaw). It uses a Stewart platform, as is typical of 
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motion bases, which leads to movement in one degree of freedom restricting the other degrees of freedom. In 

other words, the six DOFs “share” the platform and it is impossible to maximize more than one simultaneously – 

it is necessary to use lower-amplitude commands to ensure that all DOFs can be replicated by the platform. The 

motion base is controlled via Ethernet (IEEE 802.3) networking, implementing an IP stack with support for UDP 

[22]. Controls can be issued as actuator extensions or as positions in the six degrees of freedom – the latter is 

the mode used by the SVI. 

 

Figure 3-1 – High-level overview of the Motion Cueing setup used in the SVI 

3.1.2 Motion Base Interface 

To bridge the output of the flight simulator software to the motion base, the relevant simulated aircraft 

quantities need to be converted to linear and angular positions for the motion base. To this end, a bank of filters 

and integrators, implemented in MATLAB/Simulink, is used. For ease of documentation, this preexisting piece of 

software will be retroactively named “MDA2007” 3. 

MDA2007 receives four quantities, measured in the aircraft frame of reference, from the flight simulator 

software: linear acceleration vector, angular acceleration vector, angular velocity vector and Euler angles. 

Angular accelerations are used to offset the linear acceleration vector from the aircraft center of mass to the 

pilots’ position. Euler angles are used to subtract gravity from the linear accelerations to obtain specific forces. 

The actual filtering and integration uses only the specific forces and angle rates, for a total of six degrees of 

freedom. 

                                                                 

3 The name MDA2007 is derived from the generic MDA (Motion Drive Algorithm) designation used in previous work and the 
year of its implementation. 
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The interface outputs the desired position in each of the six degrees of freedom (three axes of translation and 

three axes of rotation), which the Motion Base Computer (MBC) internally converts to actuator extensions.  

3.2 Classical Washout theory of operation 

In order to understand the limitations of MDA2007, it is important to review the theory of operation of an 

abstract classical washout filter, formalized by Reid and Nahon in 1985 [19]. MDA2007 implements such a 

system, based on Moog’s MDA software documentation [21]. 

3.2.1 Human perception of motion 

Besides perceiving motion visually, humans also sense rotation and acceleration, using the vestibular system and, 

in the case of acceleration, using touch and muscle feedback to feel the force exerted by the vehicle [23]. 

The quantity sensed in the case of rotation is angular velocity, which is detected by the semicircular canal system, 

a part of the vestibular system. These can be modelled as three orthogonal non-linear sensors, one for each axis 

of rotation, each as shown in Figure 3-2. It acts as a band-pass filter with a non-linear threshold, beneath which 

there is no detection [19]. This model – whose parameters are detailed in Annex A - has a passband starting at 

approximately 0.1 rad/s, with an upper cutoff frequency of 10 rad/s. 

 

Figure 3-2 – Model of the Semicircular Canal system [19] 

The other component of the vestibular system, the otolith, senses accelerations – more specifically, it senses 

specific forces 𝑓 , defined as the difference between the acceleration vector and the gravity vector [19]. 

The otolith has also been characterized as three independent non-linear sensors, but with low-pass 

characteristics, as shown in Figure 3-3. The model – whose parameters are detailed in Annex A - has a cutoff 

frequency of 5 rad/s. 

 

Figure 3-3 – Model of the Otolith system [19] 

Linear accelerations are also sensed in the form of pressure exerted on the body by the aircraft – specifically, by 

the seat – and by muscles responding to inertial forces exerted on body parts – most significantly the head, as it 

is a large, unrestrained mass. These senses also present a non-linear low-pass behavior, but cut off around 

13 rad/s, higher than the otolith [23]. 
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3.2.2 The motion cueing problem 

The goal of motion cueing is to provide physical cues to the simulator pilot matching those that would be 

experienced in real flight. The relevant quantities are those perceived by the human vestibular system: linear 

acceleration and angular velocity [19]. The values to reproduce are easily obtained from the flight simulator 

software, but it is still necessary to process them into commands for the motion base. 

By process of integration, acceleration and angular velocity can be related to position and angle, as used to 

control the motion base. Naïvely integrating these would result in replicating the flight – needless to say, the 

motion base is incapable of doing so and is limited by its actuator extensions. The Classical Washout algorithm 

addresses this by employing high-pass filters to “wash out” motion base movement [19]. The system comprised 

of filter and integrator has a response similar to that shown in Figure 3-4. As a consequence of the Final Value 

Theorem, the step response of this system tends towards zero if it has a filter of order one higher than that of 

the integration. 

 

Figure 3-4 – Example step response of a washout filter 

This solution replicates high-pass sensations and can be used for both acceleration and angular velocity, but does 

nothing for constant accelerations, which are a relevant component of flight, as explained in Section 3.2.1. These 

are simulated by Tilt Coordination, the process of rotating the simulator cabin, thereby reorienting the gravity 

vector perceived by the pilot to provide them with a low-pass acceleration cue in the x- or y-axes. 

To keep this motion limited to what the motion base can accomplish, scaling and limiting of the inputs is required. 

A tradeoff between a larger scale factor and a larger limit exists when fitting aircraft motion into a real motion 

base. This will be discussed in Section 3.3. 

3.2.3 Flight simulator frames of reference 

Before discussing the algorithm in detail, it is important to review the frames of reference relevant to the 

problem.  

• Inertial frame 𝐹𝐼: The motion base is controlled in this frame and only its axes are denoted by uppercase letters. 

It is Earth-fixed and treated as inertial, as is typical. For convenience, the motion base’s neutral point is used 

as the origin. 
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• Aircraft body frame 𝐹𝐵: This frame has its origin at the aircraft’s center of mass and its orientation relative to 

𝐹𝐼 is described by the aircraft Euler angles. Aircraft data from the simulation is provided in these axes. 

• Aircraft pilot’s frame 𝐹𝑃: This frame is parallel to 𝐹𝐵, but offset to the pilot’s position. The goal of motion cueing 

is to reproduce the sensations that exist in this frame. 

• Simulator cabin body frame 𝐹𝑆: This frame has its origin at the motion base’s reference point. It results from 

translating the motion base and then rotating it according to the commands given to it. 

• Simulator pilot’s frame 𝐹𝑃𝑆: This frame is parallel to 𝐹𝑆, but offset to the pilot’s position – it is where motion 

cues must be reproduced. Although not strictly true, this frame will be treated as being coincident with 𝐹𝑆. 

These frames of reference are illustrated in Figure 3-5.  

 

Figure 3-5 – Frames of reference in a flight simulator 

3.2.4 Conversions between frames of reference 

Throughout the classical washout algorithm, it is necessary to transform vectors written in one frame into 

another. Subtraction of gravity in the pre-processing block requires a rotation from inertial axes to aircraft body 

axes. The tilt coordination and translation high-pass channels require a transformation from the simulator body 

frame to the inertial frame. Finally, the rotational high-pass channel requires a conversion from body angular 

velocity to Euler angle rates. 

These processes are described in this subsection. 

Converting inertial accelerations to body accelerations using the Direction Cosines Matrix 

To convert an acceleration expressed in the inertial frame into its equivalent expressed in body axes, the vector 

is multiplied by the Direction Cosines Matrix for the Z-Y-X sequence of rotations, 𝐷𝐶𝑀𝑍𝑌𝑋  [24]. 

Converting body accelerations to inertial accelerations using the inverse Direction Cosines Matrix 

Given the above, it is clear that the inverse operation is easily defined: 

Where the transformation matrix 𝐷𝐶𝑀𝑧𝑦𝑥
−1  is the inverse DCM for the desired rotation. It does the opposite of 

the regular DCM, mapping body vectors to the inertial frame of reference. 

a⃗ B = 𝐷𝐶𝑀𝑍𝑌𝑋 ∙ a⃗ 𝐼 (1) 

a⃗ 𝐼 = 𝐷𝐶𝑀𝑍𝑌𝑋
−1 ∙ a⃗ 𝐵 (2) 
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As DCMs are orthogonal matrices, the property 𝐷𝐶𝑀𝑧𝑦𝑥
−1 = 𝐷𝐶𝑀𝑧𝑦𝑥

𝑇  applies, allowing for the desired inverse 

DCM to be pre-calculated by simple transposition. 

Converting body angular velocity component rates to Euler angle rates 

The approach used for linear acceleration cannot be extended to angular velocity. To obtain a useful set of angle 

rates, namely the Euler angle rates4, the following transformation matrix 𝐿𝐼𝑆 is needed [24]: 

Where [�̇� �̇� �̇�]𝑇 is the Euler angle rates vector and [𝑝 𝑞 𝑟]𝑇 is the angular velocity in body axes 

components, as output by the flight simulation software. 

3.2.5 Classical Washout algorithm overview 

The Classical Washout algorithm for motion cueing [19] is composed of three channels operating mainly on two 

vector inputs: angular velocity and linear acceleration. It outputs two other vector quantities, namely the Motion 

Base’s position in translation and rotation. The three channels are the rotational high-pass channel, which high-

pass filters and integrates angular velocities to output an angular position; the tilt coordination channel, which 

applies low-pass filtering to accelerations to obtain an angular position, which is used to simulate low-pass-type 

accelerations; and the translational high-pass channel, which high-pass filters and integrates accelerations to 

output a position. Scaling is typically applied to the inputs of these channels, so that motion fits within the 

capabilities of the Motion Base. 

  

Figure 3-6 - Overview of the Classical Washout algorithm [19] [21] 

 

                                                                 

4 Integrating Euler angle rates results in Euler angles, used to command the Motion Base. 

[

�̇�

�̇�
�̇�

] = LIS [
𝑝
𝑞
𝑟
] = [

1 sin𝜙 tan 𝜃 cos𝜙 tan 𝜃
0 cos𝜙 − sin𝜙
0 sin 𝜙 sec 𝜃 cos𝜙 sec 𝜃

] [
𝑝
𝑞
𝑟
] (3) 
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Figure 3-6 illustrates the high-level signal flow of this algorithm, including the pre-processing block, which is 

responsible for offsetting accelerations to the pilot’s frame of reference and subtracting gravity from these to 

obtain so-called specific forces; as well as applying gains [21].  

3.2.6 Input pre-processing 

In real applications, some pre-processing is required before the inputs can be passed to algorithm’s three 

channels.  

As the pilot’s frame of reference does not coincide with the aircraft’s, it is necessary to offset the linear 

acceleration from the center of mass to the pilot’s position. Furthermore, it is necessary to subtract gravity from 

this acceleration – this detail is discussed in Section 3.11. Finally, the inputs must be scaled – this scaling maps 

the wide motions of the simulated aircraft to the much more limited envelope of the motion base. Figure 3-7 

displays the block diagram for this process. 

 

Figure 3-7 – Input pre-processing applied to the inputs of the classical washout algorithm 

Offset from Center of Mass 

If the inputs are expressed at the center of mass of the simulated aircraft and the point of interest – generally 

the pilot’s location – does not coincide with it, it is necessary to calculate linear acceleration at the point of 

interest. For point of interest 𝑃 and center of mass 𝐶, we have vector 𝑝 = 𝐶𝑃⃗⃗⃗⃗  ⃗, which represents the position of 

interest. So, at point 𝑃, we have [25]: 

Where �⃗⃗�  is the angular velocity vector and 𝑎  is the linear acceleration vector. It should be noted that this 

calculation is the only one requiring the angular acceleration input 𝑑�⃗⃗� 𝑑𝑡⁄ . 

Subtraction of gravity 

The classical washout algorithm is defined as operating on a specific force vector 𝑓  [19], defined as: 

𝑎 𝑃 = 𝑎 𝐶 +
𝑑�⃗⃗� 

𝑑𝑡
× 𝑝 + �⃗⃗� × (�⃗⃗� × 𝑝 ) (4) 

𝑓 = 𝑎 − 𝑔  (5) 
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Where 𝑎  is the linear acceleration input and 𝑔  the gravitational acceleration felt by the simulated aircraft. This 

approach has advantages and disadvantages, which will be examined in section 3.11. 

To obtain 𝑓 , it is convenient to obtain 𝑔  in the body frame. This is best accomplished using the Direction Cosines 

Matrix, 𝐷𝐶𝑀 [24], generated from the aircraft attitude: 

Scaling 

For both specific force and angular velocity inputs, each component is scaled by a constant factor [19] [21], with 

each degree of freedom having an independent gain. This is necessary to allow wide movements to be 

reproduced on a motion base and the choice of gain is analyzed in Section 3.3. 

3.2.7 Rotational High-Pass channel (Channel I) 

The Rotational High-Pass channel calculates the first contribution to the Motion Base angular position by filtering 

and integrating the angular velocity input. Figure 3-8 illustrates the algorithm for this channel. 

The first step is to convert the angular velocity input, expressed in body axes, to inertial axes in the form of Euler 

angle rates. This step is needed, as commands to the Motion Base are issued in its Earth-fixed frame of reference. 

Note that the angle used to determine the rotation applied is the Motion Base’s commanded output. 

Once expressed in the inertial frame of reference, the inputs are clamped down to their limits, as defined by the 

algorithm’s tuning parameters. These limited inputs are then subjected to high-pass filtering, followed by a single 

integrator, resulting in an angle output. 

 

Figure 3-8 – Overview of the Angular High-Pass channel 

3.2.8 Tilt coordination channel (Channel II) 

The Tilt coordination channel converts an acceleration input into an angle output. The objective is to allow for 

the Motion Base to simulate low-pass acceleration by rotating, using gravity to simulate the acceleration in 

question. Figure 3-9 describes the algorithm used for Tilt coordination.  

𝑔 𝐵 = 𝐷𝐶𝑀 ∙ 𝑔 𝐼 = 𝐷𝐶𝑀 ∙ [0 0 𝑔0]
𝑇  (6) 
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Like the Rotational High-Pass channel, the first step is to convert the input’s frame of reference from body axes, 

as provided by the flight simulator software, to the static frame of reference in which commands are issued to 

the Motion Base. However, since the input quantity of the Tilt coordination block is a linear acceleration, we 

rotate the axes using the inverse Direction Cosines Matrix for the Z-Y-X rotation. 

 

Figure 3-9 – Overview of the Tilt coordination channel 

Afterwards, the inputs are clamped down to their limits for this channel, which are tuning parameters 

independent of the other channels’ limits. This step is followed by a set of gains that linearly map a full-scale 

input to a full-scale output. After scaling, the signal is subject to low-pass filtering, to prevent high-frequency 

components of the acceleration signal from being output as high-frequency angular movements of the simulator 

cabin. The filter outputs are then rate-limited, in order to keep the Tilt coordination movement below the 

threshold of human perception, to avoid it being perceived as a rotation. Finally, the result of the Tilt coordination 

channel is summed with the previously-calculated angular position output, to give the final output that can be 

sent to the Motion Base.  

Not represented in the illustration is the fact that this channel requires re-ordering of the vector elements before 

the sum occurs, as X-acceleration is mapped to pitch and Y-acceleration is mapped to roll. The sign of the Y-

acceleration output must also be inverted, as a positive Y-acceleration is simulated by a negative roll angle. 

Finally, nothing is done with the Z-acceleration, since there is no way of simulating a low-pass signal in this axis. 

This can be visualized as multiplication of the tilt coordination output vector by matrix A: 

𝐴 = [
0 −1 0
1 0 0
0 0 0

] (7) 

3.2.9 Translational High-Pass channel (Channel III) 

The Translational High-Pass channel is solely responsible for the translational position of the Motion Base. Its 

operation is analogous to the Rotational High-Pass channel but operating on linear acceleration inputs and 

outputting a position via double integration. 

Figure 3-10 shows the two main differences to the Rotational High-Pass channel: A double integrator is used 

instead of a single integrator, since 𝑎 = 𝑑2𝑥 𝑑𝑡2⁄  ; and the input is rotated from body to inertial axes. 
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Figure 3-10 – Overview of the translational high-pass channel 

3.2.10 Choice of angles for the conversions 

In all three channels, the Motion Base orientation inclusive of Tilt coordination is used, as it is the quantity used 

to command the Motion Base and represents the desired angular position. It would be possible to use the Motion 

Base’s reported Euler angles, but the extra complexity and latency was deemed unnecessary, as the Motion 

Base’s response is considered to be fast enough for the error to be negligible in an initial stage of development. 

The Motion Base’s Euler angles are used instead of the aircraft’s, as the pilot’s frame of reference is aligned with 

the Motion Base’s platform and not with the aircraft. The aircraft attitude is only relevant for pre-processing, 

where it is used to calculate the gravity vector to subtract from the acceleration vector. 

3.3 Tuning procedure 

In order to have a working motion cueing system, it is necessary to determine what parameters to use for the 

filters, limits and gains. For large simulators which are sized to a specific requirement, criteria have been defined 

to determine the required actuator length to accurately provide cues representative of a given aircraft’s 

dynamics [26] In the constrained environment of the SVI, actuator length is that of the Moog 6DOF2000E motion 

base and cannot be increased. As such, tuning must be approached from the opposite end, namely by fitting as 

much of the aircraft’s flight envelope into the envelope of the motion base. 

The following is basic tuning procedure that allows for a usable motion cueing setup. Even without changes to 

the motion cueing algorithm, it is expected that optimizations can be achieved by using different input values for 

this procedure, particularly when targeting a specific scenario (e.g. an ILS approach in crosswind or ground 

maneuvers) rather than the majority of the flight envelope of an aircraft. 

The values presented are illustrative and correspond to those used in the tests that were undertaken for this 

thesis. 
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The motion cueing filter tuning procedure consists of the following steps: 

1. The motion base must be partitioned among the degrees of freedom. 

2. Angle rate and specific force limits must be defined, along with the gains to be applied. It is necessary 

to consider the trade-off between a wider range of movement that can be simulated with higher limits 

and smaller gains; and the more realistic cues provided by higher gains at the cost of narrower limits. 

3. These constraints are used to calculate the filter cutoff frequencies and the tilt coordination gain. If the 

high-pass cutoff frequencies are too high, steps 1 and 2 must be repeated with different values. 

4. The filter parameters must be calculated to match the desired cutoff frequencies 

These steps will be detailed in the following subsections. 

3.3.1 Partitioning the Stewart Platform 

Since a Stewart Platform is used, each degree of freedom must be assigned more stringent limits than the 

theoretical limits of the motion base – this is because a full-scale output in one degree of freedom prevents (or 

seriously limits) movement in the other degrees of freedom. As such, a partition must be defined, based on what 

degrees of freedom are of interest to the simulation being carried out. The dynamics of flight lead to a solution 

where translation axes all have the same partition and the rotation axes all have the same partition, generally 

different from the first one. Table 3-1 presents the partition used, as suggested by Moog as a starting point. 

Table 3-1 – Moog 6DOF2000E suggested starting partition for flight simulation [21] 

With the partition defined, it is advantageous to choose high-pass filters that allow for a full-scale input to result 

in a full-scale output. The choice of these input limits will be discussed further ahead, but first it is necessary to 

examine the relationship between inputs, cutoff frequencies, and outputs. 

3.3.2 Determining filter cutoff frequencies 

For the position output 𝑥, it is obvious that: 

Considering that, for every instant, we have an acceleration with constant amplitude at an arbitrary  

frequency 𝜔, we can write for any 𝜔 (assuming zero phase): 

Where 𝐴𝑥 is the amplitude of signal 𝑎𝑥. And thus: 

Degree of Freedom Limit [m] Degree of Freedom Limit [rad] 

X Position 0.085 Roll (𝜙) 0.088 
Y Position 0.085 Pitch (𝜃) 0.088 

Z Position 0.085 Yaw (𝜓) 0.088 

  X Tilt coordination 0.088 

  Y Tilt coordination 0.088 

𝑥 = ∬𝑎𝑥(𝑡) 𝑑𝑡 𝑑𝑡 (8) 

𝑎𝑥(𝑡) = 𝐴𝑥 sin(𝜔𝑡) (9) 
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As 𝐴𝑥 and 𝜔 are constants, the position output is also a sinewave. Since we are interested in the maximum 

absolute value of the position output, we can write: 

Replacing 𝐴𝑥 with the specific force input and taking into account that the largest value at the output of the 

integrators – and thus our system – corresponds to a signal at the high-pass filter cutoff frequency, our desired 

cutoff frequency 𝜔𝑐𝑋  can be expressed as: 

Where 𝑓lim𝑥  is the specific force limit and 𝑘𝑥 is the corresponding gain. 𝑥max is the limit chosen in the motion 

base partition. This criterion matches the one suggested by Moog [21]. 

Analogously, for an angle output 𝜙 and angle rate Ω𝜙, we have: 

And through the same reasoning, our angle rate cutoff frequency 𝜔𝑐𝜙  can be expressed as: 

Where Ωlim𝜙  is the angle rate limit, 𝑘𝜙 is the associated gain and 𝜙max is the partition chosen for the motion 

base. As before, this criterion matches the one suggested by Moog [21]. 

Now that the relationship between maximum inputs, maximum outputs and filter cutoff frequencies has been 

established, it is necessary to define the missing values, namely the input limits and gains. 

3.3.3 Defining input limits and scaling 

Given an arbitrarily large motion base, neither limits nor gains are necessary. In practice, motion bases are always 

seriously constrained, the SVI motion base particularly so due to its short actuators. Attenuating the inputs and 

clamping them down to certain limits allows for lower filter cutoff frequencies, as explained in Section 3.3.2. 

Prior to more detailed analysis of the matter, a maximum allowable cutoff frequency of 4 rad s⁄  – as suggested 

by Moog for the 6DOF2000E motion base [21] – has been found acceptable in experiments. As such, we will use 

this figure when determining our tuning parameters. 

To keep the cutoff frequency 𝜔𝑐  below 4 rad s⁄ , the two aforementioned approaches must be combined: 

1. Inputs must be scaled down 

2. Inputs must be clamped to their assigned limits 

𝑥 = ∬𝑎𝑥(𝑡) 𝑑𝑡 𝑑𝑡 = −
𝐴𝑥

𝜔2
sin(𝜔𝑡) (10) 

𝑥max =
𝐴𝑥

𝜔2
 (11) 

𝜔𝑐𝑋 = √
𝑓lim𝑥 ∙ 𝑘𝑥

𝑥max

 (12) 

𝜙 = ∫Ωϕ(𝑡) 𝑑𝑡 (13) 

𝜔𝑐𝜙 =
Ωlimϕ ∙ 𝑘𝜙

𝜙max

 (14) 
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There exists a trade-off between these two approaches. Scaling down the inputs allows for a wider envelope to 

be simulated, while higher gains allow for more life-like cues at the cost of narrower limits. 

At first, one is tempted to set the input limits so as to exceed the inputs expected during simulation – for instance, 

x-acceleration might be limited to [−10m s2⁄ ; 10m s2⁄ ] to handle high deceleration on the runway. For the SVI 

motion base, this approach would yield absurdly high cutoff frequencies or low gains, leading to motion base 

movement being close to imperceptible – in extreme cases, movement may even be too high-frequency for the 

hardware to react to. 

In our x-acceleration case, we can say that very hard braking does not interest us much, allowing the range of 

interest to be reduced to [−5m s2⁄ ; 5m s2⁄ ] – the upper limit being a typical takeoff acceleration. However, 

even this reduction is not enough to achieve the desired cutoff frequency. Therefore, we also apply a gain to the 

input, to scale it down to a more manageable magnitude – specifically, we use 𝐾𝑋 = 0.25. 

The same ideas apply to the angular velocity channel. For transport aircraft such as airliners, typical angular 

velocities are such that applying the same gain as used for the translation channels allows for limits beyond what 

might be expected in flight and for lower filter cutoff frequencies, which help to more accurately simulate slower 

maneuvers. The limit chosen was 0.18 rad s⁄ ≈ 10°/s.  

These values result in cutoff frequencies 𝜔𝑐𝑆𝐹 = 3.8348 rad 𝑠⁄  and 𝜔𝑐𝑎𝑛𝑔 = 0.5114 rad 𝑠⁄ . 

The tilt coordination channel has two additional sets of parameters that must be defined: Tilt coordination gain 

and rate limit. The latter must be chosen as high as possible while remaining beneath the human threshold of 

detection. Both channels use a rate limit of 0.085 rad s⁄  [3]. The gain is simply defined so as to map a full-scale 

input to a full-scale output, taking into account the tilt coordination partition 𝑇𝐶max and the specific force gain5 

𝑘𝑆𝐹: 

This expression results in 𝑘𝑇𝐶 = 0.0704 for both channels. 

The tilt coordination low-pass filter cutoff frequency was chosen to be the same frequency defined for the high-

pass channel, 𝜔𝑐𝑋  and 𝜔𝑐𝑌. 

3.3.4 Filter transfer functions 

One of the major concerns with the design of the filters for the motion cueing interface is that the output of the 

system comprised of high-pass filters and integrators must tend to zero. The Final Value Theorem can be used to 

show that this is true for filters of order 𝑛 + 1 followed by integrators of order 𝑛. Since we integrate filtered 

acceleration twice to obtain a position, the linear acceleration high-pass filters must be of third order. Similarly, 

the single integrator used to obtain an angle from an angular velocity dictates the use of a second-order filter. 

                                                                 

5 This is the gain applied in the pre-processing stage of the algorithm. 

𝑘𝑇𝐶 =    
𝑇𝐶max

𝑓lim ∙ 𝑘𝑆𝐹

 (15) 
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The simpler of these two cases is the angular velocity filter. A generic second-order high-pass filter has the 

following transfer function: 

Besides 𝜔𝑛, we are left with the damping factor 𝜁, which should ideally be equal to one [21]. To determine 𝜔𝑛, 

it is possible to solve equation (17), which corresponds to the −3 dB criterion: 

With a known natural frequency 𝜔𝑛, we have: 

For Tilt coordination, there is no specific requirement for the order of the low-pass filters used. As such, for the 

sake of simplicity, a second-order low-pass filter is used. Again, 𝜁 = 1 is used. The cutoff frequency used is the 

desired cutoff frequency of the acceleration high-pass filter for the same axis, 𝜔𝑐𝑆𝐹 . The corresponding natural 

frequency can be obtained analogously to equation (17). The resulting frequency can be used in equation (19) 

Finally, for the third-order acceleration high-pass filter, a second-order filter can be placed in series with a first-

order filter, resulting in the following transfer function: 

For simplicity, we consider 𝜔𝑛1 = 𝜔𝑛2 = 𝜔𝑛, in addition to 𝜁 = 1. Rearranging the transfer function, we have: 

To determine 𝜔, it is necessary to solve the following equation. For the sake of convenience, a numeric solver is 

used. The left side of the equation represents the amplitude of the transfer function at the desired cutoff 

frequency. The resulting 𝜔 can then be used in equation  

3.3.5 Parameters obtained 

During work on the motion cueing system, after a significant number of tests had been run, it was found that the 

parameters in use did not correspond to their supposed definition. More specifically, second-order filter 

parameters were incorrectly assuming that 𝜔𝑐  is the same frequency as 𝜔𝑛. 

𝐻(𝑠) =
𝑠2

𝑠2 + 2ζ𝜔𝑛𝑠 + 𝜔𝑛
2

 (16) 

|
𝑠2

𝑠2 + ω𝑛𝑠 + ωn
2
|
𝑠=𝑗𝜔𝑐

=
1

√2
 (17) 

𝐻Ω(𝑠) =
𝑠2

𝑠2 + 2𝜔𝑛𝑎𝑛𝑔
𝑠 + 𝜔𝑛𝑎𝑛𝑔

2
 (18) 

𝐻𝑇𝐶(𝑠) =
𝜔𝑛𝑆𝐹

2

𝑠2 + 2𝜔𝑛𝑆𝐹
𝑠 + 𝜔𝑛𝑆𝐹

2
 (19) 

𝐻(𝑠) =
𝑠2

𝑠2 + 2ζ𝜔𝑛2 + 𝜔𝑛2
2 ∙

𝑠

𝑠 + 𝜔𝑛1

 (20) 

𝐻(𝑠) =
𝑠3

𝑠3 + 3ωn𝑠
2 + 3ωn

2𝑠 + 𝜔𝑛
3
 (21) 

|
𝑠3

𝑠3 + 3ω𝑠2 + 3ω2𝑠 + 𝜔3
|
𝑠=𝑗𝜔𝑆𝐹

=
1

√2
 (22) 
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In practice, the angular velocity cutoff frequency used in this thesis is 𝜔𝑎𝑛𝑔 = 0.796 rad/s, instead of 

0.5114 rad/s and the tilt coordination cutoff frequency is 𝜔𝑇𝐶 = 1.25 rad/s instead of 3.8348 rad s⁄ . These 

parameters were kept in use, as they had already been found to be acceptable by test pilots with airline 

experience. Furthermore, the “correct” tilt coordination cutoff frequency was considered to be too high in 

synthetic tests, causing jerky movement that was limited by the tilt coordination rate limits. 

3.4 Evaluation and Validation procedure 

As no previously-validated solution exists, it is necessary to validate MDA2007 and any future developments. 

Therefore, a validation procedure was defined. Any changes to the algorithms will be tested according to this 

procedure. 

3.4.1 Validation process overview (Motion cueing algorithm evaluation) 

To validate the motion cueing interface, the following process was laid out: 

• Synthetic testing, to ascertain whether the algorithm’s outputs correspond to the desired outputs. 

• Sanity check, to verify that operation with real inputs will be safe and that it corresponds to what is 

expected from the synthetic tests. 

• General test flight, where experienced pilots report on their perceptions of the motion cueing system. 

3.4.2 Synthetic Testing Procedure 

The goal of synthetic testing is to make the system easier to understand by using simple inputs, whose effects 

can then be individually analyzed. Conceptually, this mitigates the difficulties in interpreting the behavior of the 

system when presented with real data. 

With this in mind, the outputs of simple maneuvers are simulated and fed into the interface. These simulated 

values do not result from a dynamics model of flight, they are merely idealized approximations of the physical 

quantities of interest to the interface. The maneuvers to be tested were chosen to cover the various degrees of 

freedom of the interface, both in translation and in rotation and are described in Annex B - Synthetic Test Inputs. 

3.4.3 Sanity Check Procedure 

To ensure that the motion cueing interface behaves correctly with flight simulation software inputs, and that 

operation will be safe, a sanity check is executed with real data from the flight simulator software. 

The input data was acquired from a simulated flight, using X-Plane 11, simulating a Boeing 737-8006 in a calm 

standard atmosphere. Both test flights take off from runway 03 at LPPT and land on the same runway. 

Maneuvers tested include takeoff, turns at various bank angles, accelerations and decelerations, flight level 

changes, landing and taxi. Future evaluations may benefit from different flight conditions. The ones presented 

here were chosen to provide a general overview of system performance. 

                                                                 

6 X-Plane 11 does not ship with a 777 model, as such the 737-800 model was chosen instead. 
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3.4.4 Test Flight Procedure 

Since test flights require a pilot in the loop to evaluate motion cueing performance, reproducibility becomes a 

problem that must be balanced with the pilot’s experience. To this end, and following discussion with 

experienced airline pilots, it was decided to define a set of basic maneuvers to be tested. Additionally, each pilot 

should specify any maneuvers they wish to perform beyond those prescribed by the flight plan.  

The following basic set of maneuvers was defined: 

• Taxi, takeoff and landing7 

• Turns with various bank angles (up to 30 degrees) 

• Pitch movements reasonable for a transport aircraft 

• Yaw movements, such as those caused by cross-wind landings and/or One Engine Inoperative scenarios 

• Cruise with autopilot and autothrust enabled 

Ideally, multiple tests should be done by each pilot, under different weather conditions. 

Given the subjective nature of the evaluation, test pilots are provided with a questionnaire, adapted from the 

one previously drafted for the SVI, on which answers are given by tracing a line on an analog scale with reference 

markings [11]. To better evaluate motion cueing, several questions were added, in consultation with experienced 

pilots. The questionnaire is attached as Annex C - SVI Questionnaire. 

3.5 Analysis and evaluation of MDA2007 

MDA2007, the algorithm originally implemented to provide motion cueing for the SVI, is a classical washout 

implementation, with three channels – translational High and Low-Pass and rotational High-Pass [20] [19]. It is 

based on the structure presented in the Tuning Manual for the Moog 6DOF2000E MDA Overtilt Software [3] – 

an optional program that allows the Motion Base Computer to fulfill the role of the interface, in addition to its 

other tasks [21]. 

Though the general structure of MDA2007 is similar to the classical washout filter for motion cueing, details of 

its implementation differ significantly enough to warrant review. 

Additionally, pilots who have tested the SVI have raised concerns about deficient motion cueing and no validation 

has been formally documented. Therefore, it is necessary to examine MDA2007 and determine whether it is 

suitable. 

3.5.1 Synthetic testing results 

To begin to understand MDA2007, the synthetic testing procedure described in section 3.4.2 was applied to it, 

with the results that follow. To ease interpretation of the graphs, the primary input is plotted on the secondary 

y-axis of each graph, in orange.  

                                                                 

7 These can only be fully evaluated once X-Plane 11 is in use, due to limitations in X-Plane 9. 
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In all tests, MDA2007 is configured as it was originally. In other words, filter and limit parameters were not 

changed and do not reflect the tuning procedure. 

Test 1 

MDA2007 has erratic behavior in this first test, as shown in Figure 3-11. Most noticeably, the Z-axis position 

output quickly jumps to 0.47 m, a value well beyond the Motion Base’s absolute maximum of 0.18 m. This 

behavior is observed in all tests, therefore, the remaining graphs’ scales have been restricted to a lower limit for 

the sake of readability, since the exact value is irrelevant if it grossly exceeds the motion base envelope.  

 

Figure 3-11 – Response of MDA2007 to Test 1: x-acceleration step (full view) 

The X-axis shows movement that does not seem consistent with the desired output. Instead of quickly peaking 

and then washing out, a smaller peak is reached, followed by a slower ramp-like output about a second later. No 

washout is evident before the second, negative step. Finally, Tilt coordination shows high-pass behavior instead 

of the desired low-pass behavior. 
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Test 2 

Despite the expectation that this test should have a very similar result to the first one, Figure 3-12 shows that 

the Y-position response is slightly closer to the desired one, as the small peaks that were visible in the previous 

test are gone. However, all other faults can still be observed in this case – washout is far too slow, the Z-axis 

position output is well beyond the system’s capabilities and Tilt coordination is simply incorrect. 

 

Figure 3-12 – Response of MDA2007 to Test 2: y-acceleration step 
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Test 3 

Test 3 shows no movement at all, except for the already-familiar Z-axis behavior of immediately jumping beyond 

the range of acceptable values – as such, no figure is shown. The absence of other movement is as expected but 

is little consolation for the effective lack of movement in the Z-axis. 

Test 4 

Test 4 has results consistent with those of test 1, when it comes to position, and displays the same flaws, as seen 

in Figure 3-13. It is noteworthy, however, that the transition from +5 m/s2 to −5 m/s2 doubles the amplitude 

of the outputs for that transition. This is a problem in the tilt coordination output, as it results in a pitch command 

greater than 0.2 rad, which is greater than 50% of the full pitch range of the platform (22° ≅ 0.38 rad) and may 

restrict other degrees of freedom.  

 

Figure 3-13 – Response of MDA2007 to test 4: Rejected take-off 
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Test 5 

Figure 3-14 shows that test 5 suffers from the same Z-axis behavior as previous tests. The angle output also 

shows the incorrect Tilt coordination behavior previously described. The X-position output continues to behave 

strangely, showing close to no washout, even after more than 40 s past the end of the ramp. 

 

Figure 3-14 – Response of MDA2007 to test 5: take-off roll 
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Test 6 

In this test, MDA2007 produces very unexpected results, as seen in Figure 3-15. The Y-axis position has a very 

significant output where there should be none and the roll output is in the wrong direction. This seemingly 

inverted output is actually the sum of the angle that results from integrating and filtering the angular velocity – 

which is of the order of 10−3 rad and has a sign matching that of the input – and the tilt coordination output – 

which accounts for most of the visible signal and has the sign opposite to that of the input. 

The tilt coordination channel is responding to a large negative acceleration in the y-axis, which is caused by the 

subtraction of the gravity vector, rotated using the aircraft Euler angles, from the acceleration input. A 

corresponding effect would have been seen for the z-axis, were it not saturated. 

It should be noted, however, that this behavior is not common during simulator operation. 

 

Figure 3-15 – Response of MDA2007 to test 6: roll 
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Test 7 

Increasing the period between movements reveals that the overshoot in angle output observed in the last test 

is more significant than it might have seemed and does not decay back to zero even after approximately 10 s. 

Due to the similarities between tests 6 and 7, the graph is not shown here. 

Test 8 

Test 8 is nearly identical to test 7, but removes the filtering of the input. Its results are very similar to those of 

test 7, therefore its graph is not shown here. 

Test 9 

Despite the fairly significant inputs in 𝑞, Figure 3-16 shows that the pitch output barely moves. 

 

Figure 3-16 – Response of MDA2007 to test 9: pitch impulses 
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Test 10 

Test 10 shows a similar response to test 9, but on the yaw output, which barely moves, as shown in Figure 3-17. 

 

Figure 3-17 – Response of MDA2007 to test 10: yaw movement 
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3.5.2 Motion cueing algorithm issues 

Signal limit blocks are incorrectly configured 

Several limit blocks currently impose limits that are not compatible with the desired functionality. For instance, 

the Z-acceleration is limited at ±1m s⁄ 2
 immediately after the addition of gravity (9.81 m/s2) and is thus nearly 

always saturated, as can be seen in Figure 3-11. After high-pass filtering, this results in only the most violent of 

disturbances being replicated by the motion base. 

Filter orders are lower than the minimum required 

It can be trivially shown with the Final Value Theorem that a high-pass filter in series with an integrator of order 

n must be of order n+1, to ensure that the step response of the system tends towards zero. The high-pass filters 

implemented in MDA2007 are all one order lower than this requirement, potentially leading to drift of the motion 

base. 

Filter tuning is unknown 

There is no documentation that describes how the tuning used with MDA2007 was achieved, neither in terms of 

limits and gains nor in terms of filter transfer functions. A process needs to be described for this tuning to be 

undertaken. A set of parameters must be obtained, to allow for basic usage of the motion cueing system. 

Low-pass translational channel actually uses high-pass filters 

As implemented, the low-pass channel that is supposed to provide tilt coordination uses high-pass filters. This 

leads to completely broken tilt coordination, as evident in Figure 3-11.  

Subtraction of gravity does not take scaling and limiting into account 

In MDA2007 a full-scale gravity vector is subtracted from a scaled acceleration vector. Naturally, this results in 

the Z-specific force being centered around (𝐾 − 1) ∙ 𝑔0 = −0.75𝑔0 for 𝐾 = 0.25, instead of being centered 

around a reasonable value. The angles used to rotate the vector from inertial to body axes are also scaled, 

masking this problem to some extent, but adding to the incorrect behavior. 

Furthermore, gravity is later added back to the signal path in the inertial frame (that is, as constant approximation 

of 𝑔0 in the Z-Axis) immediately before high-pass filtering. This procedure, shown in Figure 3-18, is of limited 

usefulness, as a constant value is filtered out by the subsequent filter. 

 

Figure 3-18 – Constant value being added to a signal that is about to be high-pass filtered 
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3.5.3 Operator interface issues 

Implementation is locked to MATLAB 

MDA2007 is fundamentally locked to MATLAB and Simulink, both closed-source software available only at steep 

prices for a limited set of environments. Additionally, MATLAB and Simulink are not very amenable to appliance-

type setups, where the software is automatically loaded at startup without operator intervention. 

Filter operation relies on hardcoded values written into the Simulink model 

Instead of loading a configuration file of some sort, the MDA2007 configuration is embedded in the Simulink 

model. This makes programmatic manipulation of filter parameters needlessly complicated. The GUI populates 

its fields by reading the block parameters for the model and saves any changes by altering these same parameters 

directly. 

Pilot position offset vectors are only available for small aircraft 

The GUI provides hardcoded offset vectors for a small variety of light aircraft. No such values are available for 

transport aircraft. 

3.5.4 Future maintainability issues 

Block diagrams are obfuscated 

As implemented, the block diagrams that define MDA2007 are unreadable, with needless sub-blocks containing 

next to nothing and a nonsensical layout of the three channels. Figure 3-19 and Figure 3-20 provide examples of 

this issue, as captured directly from Simulink. 

Application relies on MatLab/Simulink and some additional libraries 

MDA2007 is implemented in MATLAB/Simulink and relies on an obsolete library, which provides the GUI’s 

gauges, in addition to the standard GUIDE development environment. This library has been completely 

unsupported since at least MATLAB R2016a. 
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Figure 3-19 – Top-level view of the MDA2007 implementation in Simulink. Elements besides the algorithm have been 
removed for clarity. 

 

Figure 3-20 – MDA2007’s “Motion Base Position Calculation” block, which groups both High-Pass Translational and Tilt 
coordination blocks 

3.5.5 Conclusion 

MDA2007 is not usable for motion cueing, due to its numerous flaws. Its behavior in the synthetic tests is lacking 

in many fundamental aspects and its implementation makes correcting these flaws much more difficult than 

necessary. 

It is necessary to shift development effort from other areas to the motion cueing interface, as the problems 

highlighted in this section reveal that correcting the full extent of MDA2007’s issues is a more involved task than 

previously believed.  
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3.6 SVI Motion Cueing Development 

During development to resolve the outlined issues, the interface was renamed to the “Motion Cueing Interface 

System” (MCIS). This change is meant to reflect the wide range of fixes implemented and correct the lack of a 

coherent naming scheme for this simulator component. 

3.6.1 Motion Cueing Interface System versions 

Given the breadth of the MCIS revision process, the effort was subdivided into the following stages:8 

The definition of a tuning procedure is of highest priority, as all developments depend on it.  

MCIS v1a consists of a minimum-change revision of MDA2007, correcting the configuration while minimizing 

changes to the structure. This stage is a proof of concept for future work, while also providing a usable motion 

cueing setup in as little time as possible. 

MCIS v1b is a clean-sheet reimplementation of the algorithms. It is meant as a functional equivalent of MCIS v1a, 

but with a streamlined block diagram and other features that allow for future changes. This stage is necessary to 

support future developments. 

MCIS v2a is a revision of MCIS v1 that corrects faults that had been masked by the obfuscated layout of MDA2007 

and were identified in MCIS v1b. 

MCIS v2d is a discrete-time equivalent of MCIS v2, including an implementation that does not depend on MATLAB 

or Simulink. This stage allows for the MATLAB/Simulink implementations to be removed from production use, 

even though they will remain in use as development platforms for future changes, before they are ported over 

to native code. 

MCIS v1 was validated using the validation procedure outlined in section 3.3. From there, other versions were 

compared to it, establishing a chain of validation.  

 

  

                                                                 

8 The MCIS version numbers highlight which versions behave identically (MCIS v1) or nearly identically (MCIS v2)  
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3.7 MCIS v1a: Sensible tuning parameters, better handling of gravity 

Now that a tuning procedure exists, it is possible to tackle the issues that prevent MDA2007 from being usable 

for motion cueing. 

3.7.1 Changes from MDA2007 to MCIS v1a 

Set filter orders correctly 

Specific force high-pass filters were replaced with third-order filters, due to the double integration. Angular 

velocity high-pass filters were replaced with second-order filters, due to the single integration. Specific force low-

pass filters are kept as second-order, as there is no specific requirement for more complex filters. 

It was suggested that the high-pass filters could be divided into two, one before and one after integration, as this 

approach may make the system more immune to drift caused by unexpected sources of noise. This suggestion 

was not implemented, as the sole source of noise lies in the numeric solvers used to run the model and there is 

no data that indicates that their results produce noticeable non-zero-mean noise. In the case of the discrete-

time equivalents, there is no solver, limiting noise to errors in floating-point calculations, which are mitigated 

through the use of double-precision floating point math. 

Changes to the handling of gravity 

Instead of subtracting gravity after the linear acceleration vector has been scaled, this process will occur before 

any scaling takes place. Furthermore, the attitude angles used to obtain the value of gravity in body axes are 

longer limited. 

Tilt coordination channel fixes 

The high-pass filters are to be replaced with low-pass filters. The transfer function for these is determined with 

the tuning procedure. Additionally, the low-pass filter gain is set so that a full-scale input results in a full-scale 

output. 

New motion cueing filter tuning procedure 

The tuning parameters obtained with the procedure described in Section 3.3 were applied. These new 

parameters include filter transfer functions, gains, limits and rate limits.  
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3.7.2 Synthetic Testing of MCIS v1a 

The synthetic test suite, as described in 3.4.2, was run with MCIS v1a. The graphs shown have axes labeled as 

simply “MCIS v1” – this is not an error. In fact, MCIS v1a and MCIS v1b have identical output, as will be discussed 

in section 3.8. The results were as follows: 

Test 1 

MCIS behaves as expected and desired. Figure 3-21 shows that translation is limited to high-pass peaks in the  

X-axis, which wash out in a few seconds, and smaller ones in the Z-axis – the latter consistent with the fact that 

the Motion Base is rotated to provide Tilt coordination, which presents an appropriate low-pass response. 

 

Figure 3-21 – Response of MCIS v1 to test 1: x-acceleration step 

Test 2 

Test 2 is very similar to test 1, accounting for the different axes in play. As such, its graph is not presented here.  
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Test 3  

Test 3, seen in Figure 3-22, shows similar behavior to that observed in the previous tests, without the presence 

of Tilt coordination, as expected. The Z-axis position output is correctly centered around zero and presents the 

desired washout behavior. 

 

Figure 3-22 – Response of MCIS v1 to test 3: z-acceleration step 
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Test 4 

This test’s outputs are mostly as expected. However, as is observable in Figure 3-23, the transition from +5 m/s2 

to −5 m/s2 reveals a limitation of the tuning procedure used: It considers a single-ended maximum input, 

whereas the maximum input variation is actually twice that value, meaning that the second peak in the x-position 

output is twice as large as the expected maximum. 

This is not necessarily a problem but must be kept in mind when tuning MCIS. Corrections for this effect may be 

necessary, in some cases. 

 

Figure 3-23 – Response of MCIS v1 to test 4: Rejected Take-off 
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Test 5 

The behavior of MCIS v1 in this test is as expected and does not present any cause for concern. The output is 

presented in Figure 3-24. 

The small peak visible at around 40 s corresponds to the small change in the input signal, as detailed in  

Section 3.4.2. 

 

Figure 3-24 – Response of MCIS v1 to test 5: Take-off roll 
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Test 6 

Test 6 reveals a significant deviation from the desired behavior: As shown in Figure 3-25, the angle output does 

not wash out, as it is dominated by the tilt coordination output. This behavior is discussed in section 3.11. 

 

Figure 3-25 – Response of MCIS v1 to test 6: Roll 

Test 7 

Test 7 is very similar to test 6, the only difference being the period between inputs. As such, no graph is 

presented, as its behavior is extremely similar to that seen in test 6. 
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Test 8 

Although test 8, shown in Figure 3-26, is nearly identical to test 7, the lack of a low-pass filter on the input allows 

for easier analysis of the outputs’ behavior. 

The inputs provided correspond to approximately 28% of a full-scale input, while the output presents a maximum 

of approximately 0.008 rad, or 9% of a full-scale output. Besides the lower peaks, decay is noticeably slower 

than that seen in previous tests on the position outputs. 

 

Figure 3-26 – Response of MCIS v1 to test 8: Long roll steps 
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Test 9 

The first half of test 10, shown in Figure 3-27, is similar to previous tests with angular velocity inputs. However, 

the temporal proximity of the two steps that make up the second input result in a more unusual output. Although 

it seems to overshoot, one must keep in mind that the apparent “overshoot” is actually the decay down to zero 

from the second step, masked by the linear combination with the previous step. 

 

Figure 3-27 – Response of MCIS v1 to test 9: Pitch impulses 

Test 10 

Test 10 shows output similar to that of test 8, accounting for the different axes. As such, its graph is not presented 

here.  
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3.7.3 Sanity Test of MCIS v1a 

Applying the test flight inputs to MCIS v1a, the results, seen in Figure 3-28,  are within expectations. No obvious 

issues are evident. The directions of the outputs are coherent with the inputs and their values are within the 

capabilities of the motion base, when the degrees of freedom are viewed individually.  

 

Figure 3-28 – Response of MCIS v1 to the sanity test flight inputs 
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3.7.4 Test Flight program 

For this part of the evaluation, several airline pilots were invited to fly the SVI, with a derivative of MCIS v1 being 

used for motion cueing. This version of MCIS v1 did not subtract gravity, and thus operated on accelerations 

instead of specific forces. At this point in the project, the disadvantages of this method had not yet been 

identified and not subtracting gravity was considered the better solution. This topic is discussed in detail in 

section 3.11.  

Two distinct phases were considered: An initial acquaintance phase, in which the pilots were asked to experiment 

situations they would be comfortable with; and a high-stress test flight9, with an engine failure on takeoff. 

Following their flights, the pilots were asked to fill out the user questionnaire for the SVI. As no previous data 

exists, their answers cannot yet be used fully. As such, treatment of these responses consisted of analyzing the 

reported false cues and which maneuvers were identified as being least realistic. 

Test flight results 

In total, seven pilots were able to participate in the test flight program. Additional pilots could not evaluate 

motion cueing due to transient faults with the motion base ethernet connection that have since been mitigated. 

Three pilots reported that landing was the most unrealistic maneuver – this was also the only maneuver that 

multiple pilots reported as particularly unrealistic. 

Table 3-2 presents the answers given to the motion cueing questions by the volunteer pilots, converted to 

numeric format. The scale for these answers is from 0 to 20, with higher being better for questions 6 through 13, 

and lower being better for questions 14 and 15. 

A frequent comment made by the volunteers is that the amplitude of the movements used to provide cues was 

often low. In particular, accelerations were noted to be weak, suggesting that further work is needed to bring 

these up to a more acceptable level. 

  

                                                                 

9 This second part was structured to maximize stress, so that data such as heart rate and perspiration could be gathered for 
unrelated work.  
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Table 3-2 – Answers given by volunteers during the test flight program for MCIS v1 (Scale of 0 to 20) 

3.7.5 Conclusions regarding the development of MCIS v1a 

Overall, MCIS v1a is an improvement over MDA2007. Although some flaws were identified during the test flights, 

motion cueing behavior did not stray far from what was expected. Improved behavior may be possible by 

adjusting the tuning parameters used, although the physical limitations of the motion base restrict what can be 

accomplished in the SVI. 

Position and tilt coordination outputs correspond to their expected values. Angular position outputs appear to 

be lower than predicted by the tuning procedure. This could be attributed to the incorrect filter parameters being 

used, as explained in section 3.3.5. 

From a development point of view, working with MCIS v1a is difficult, as it still suffers from the poor readability 

of MDA2007 and does not support a configuration file. Reimplementing MCIS v1a in a more understandable 

format is necessary for further development and is the goal of MCIS v1b. 

  

Question # Pilot ID   

 759642 237381 596491 399368 140504 919886 331747 Average 𝝈 

6 14,5 15,5 4,5 15 11,5 16 6 11,86 4,76 

7 15,5 13,5 5,5 15 10,5 16 7 11,86 4,26 

8 15,5 9 1,5 15 11,5 18 14 12,07 5,49 

9 15,5 14 2,5 15 7,5 18 5,5 11,14 5,90 

10 15,5 12 5,5 15 11,5 17 8 12,07 4,18 

11 15,5 10 8,5 15 9,5 16 6 11,50 3,96 

12 15,5 13 8,5 15 10,5 19 5 12,36 4,72 

13 13 11,5 4,5 10 13,5 16 6,5 10,71 4,05 

14 2,5 5 6,5 6 8,5 2 6 5,21 2,29 

15 0,5 1 4,5 5,5 10,5 0 6 4,00 3,79 
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3.8 MCIS v1b: Clean-sheet reimplementation 

With a functioning interface in place, the next step was to re-implement it from scratch to eliminate the confusing 

layout of MDA2007, which is still mostly in place for MCIS v1a. 

3.8.1 Changes from MCIS v1a to MCIS v1b 

Tuning file 

Instead of relying on hard-coded block parameters, MCIS v1b and later rely on a configuration file generated by 

the tuning script, the format of which is described in annex C. 

Re-implementation of the algorithm in MATLAB 

Due to the number of non-structural changes that would benefit the algorithm, it has been re-implemented in a 

non-obfuscated block diagram. Block parameters are set using workspace variables, allowing these to be set by 

the MATLAB script that generates the tuning file. 

Figure 3-29 shows the overview of the algorithm as implemented in Simulink for MCIS v1b. The functionality 

implemented is the same as that of Figure 3-19, which shows the equivalent block diagram for MDA2007. 

 

Figure 3-29 – Top-level view of the MCIS v1b implementation in Simulink 

Figure 3-30 shows the Tilt coordination block, which is expanded upon in Figure 3-31, which shows the actual 

filtering, gain and rate limiting. Figure 3-32 shows the translational high-pass block. Together, these blocks 

display the same information as Figure 3-20, which shows MDA2007’s “Motion Base Position Calculation” block. 
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Figure 3-30 – MCIS v1b Tilt coordination block 

 

Figure 3-31 – MCIS v1b Tilt coordination block, detail 

 

Figure 3-32 – MCIS v1b acceleration high-pass channel block 

3.8.2 Validation of MCIS v1b 

As MCIS v1b is meant to be functionally equivalent to MCIS v1a, these two versions were only compared using 

the synthetic tests. As expected, the results were identical, with MATLAB reporting a difference vector of all 

zeros. 

Given the identical synthetic testing results, the sanity test was not run to compare the two versions. 

3.8.3 Conclusions regarding the development of MCIS v1b 

MCIS v1b allows for a much faster and more complete understanding of the structure of the classical washout 

algorithm in use. Its clearer structure allows for problems that still exist to be identified far more easily, leading 

to their correction. 
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The next development step, MCIS v2a, identifies and corrects these issues. 

3.9 MCIS v2a: Corrected conversions between frames of reference 

The de-obfuscation of the algorithm yielded further insight into its implementation in MDA2007, namely in terms 

of the conversions between frames of reference. Nonsensically, angular velocities are transformed into what are 

supposedly Euler angle rates using the same rotation matrix applied to body linear accelerations to convert them 

into inertial accelerations. 

In addition to this, the wrong set of angles is used in the angular high-pass and Tilt coordination blocks – instead 

of all three channels using the Motion Base Angular Position output, these two blocks use the angular position 

exclusive of Tilt coordination, as illustrated in Figure 3-33. 

 

Figure 3-33 – Simplified overview of the algorithm as implemented in MDA2007 and MCIS v1 

3.9.1 Changes from MCIS v1b to MCIS v2a 

The first change in this version is the replacement of the transformation matrix for angular velocities with the 

correct one, as described in Section 3.2.4. 

The angles used for angular velocity high-pass filtering and tilt coordination are switched to the motion base 

angular position output, inclusive of tilt coordination, as per Figure 3-6. One important detail is that the tilt 

coordination block still requires the angles exclusive of tilt coordination, in order to add them to the tilt 

coordination output. 

3.9.2 Validation of MCIS v2a 

Unlike MCIS v1b, MCIS v2a does introduce functional changes to the algorithm. Some illustrative examples from 

the synthetic test suite are presented below. 
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Test 1 

In Test 1, the differences observed between MCIS v2a and MCIS v1 are negligible, as seen in Figure 3-34, falling 

several orders of magnitude below the outputs. The position output differences are shaped differently at the 

rising and falling edges, which is compatible with the changes made to the algorithm.  

 

Figure 3-34 – Response of MCIS v2a to Test 1 and comparison with MCIS v1 

Test 8 

Test 8, whose results are displayed in Figure 3-35 continues to show negligible differences in position output. 

Angle output has a more significant difference than in Test 1, which is to be expected, as Test 8 examines the 

angular velocity high-pass block, which was subject to the most changes in MCIS v2a. 
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Figure 3-35 – Response of MCIS v2a to Test 8 and comparison with MCIS v1 

Sanity Test 

The sanity test, shown in Figure 3-36, shows no abnormal behavior. All outputs are within the bounds of the 

motion base 
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Figure 3-36 – Response of MCIS v2a to the sanity test flight 

3.9.3 Conclusions regarding the development of MCIS v2a 

For the simple maneuvers tested, the differences between MCIS v2a and MCIS v1 are small. This is encouraging, 

as previous versions of MCIS were shown to be at least acceptable. As the changes make MCIS more formally 

correct, they will be adopted.  
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3.10 MCIS v2d: Discrete-time implementation 

To enable the MCIS to run independently of MATLAB, it was decided to implement it with discrete-time filters 

equivalent to the analog ones previously used. This was first done in Simulink to ease development and later in 

C++ for easy portability to different platforms. 

3.10.1 Changes from MCIS v2a to MCIS v2d 

As the MATLAB GUI was no longer functional, it was decided that the application would be re-written in C++, 

using the curses library for its text-based interface. Advantages include better, more consistent performance and 

improved portability to other platforms.  

Simulink’s native C code generation facilities were found to be unusable, generating messy, unreadable code 

with no obvious structure. 

As a precursor to the native code implementation, discrete-time equivalent systems were defined in MATLAB for 

the existing MCIS v2a algorithm. To this end, the tuning script defined in section 3.3 was extended to calculate 

the discrete-time filter parameters via the zero-order hold method. A sample rate of 120 Hz was used. 

3.10.2 Synthetic Testing of the Simulink discrete-time implementation 

The synthetic test suite was applied to the Simulink implementation of the discrete-time version of MCIS. The 

maximum differences between MCIS v2a and MCIS v2d are presented in Table 3-3 in terms of full-scale error. 

Table 3-3 – Maximum errors relative to full-scale for MCIS v2d compared to MCIS v2a 

Overall, the differences are small enough to be negligible. The Z-axis position output seems to have the largest 

errors, but these are, at worst, barely within the resolution that the motion base is capable of reproducing and 

should not be perceptible to the user. Some illustrative examples of these differences are presented in Figure 

3-37 and Figure 3-38.  

Test # 𝑿 𝒀 𝒁 𝝓 𝜽 𝝍 

1 3,27E-06 0 1,17E-04 0 3,36E-08 0 

2 0 3,27E-06 1,17E-04 3,52E-08 0 0 

3 0 0 1,68E-07 0 0 0 

4 7,94E-06 0 1,74E-04 0 5,54E-08 0 

5 7,78E-07 0 1,50E-05 0 3,37E-09 0 

6 0 2,63E-06 8,66E-06 2,24E-09 0 0 

7 0 2,39E-06 7,98E-06 2,24E-09 0 0 

8 0 5,44E-06 1,81E-05 2,57E-09 0 0 

9 0 0 7,86E-11 0 7,72E-10 0 

10 0 0 7,86E-11 0 0 1,66E-10 
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Figure 3-37 – Difference in response to Test 1 between MCIS v2d and MCIS v2a 

 

Figure 3-38 – Difference in response to Test 8 between MCIS v2d and MCIS v2a 
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3.10.3 Sanity Test of the Simulink discrete-time implementation 

In the sanity test, as shown in Figure 3-39, the outputs are as expected and stay within the envelope of the 

motion base, at least when the degrees of freedom are considered individually. 

 

Figure 3-39 – Response of MCIS v2d (Simulink implementation) to the sanity test flight 
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3.10.4 C++ implementation 

With the algorithm validated in MATLAB, the C++ version was implemented. It is written in C++11, making use of 

new library features such as threading and the chrono header. The applications are written for a POSIX 

environment and have been tested under Ubuntu 18.04 (Linux kernel version 4.15) with both gcc and 

Clang/LLVM, and FreeBSD 11.1, with the Clang/LLVM toolchain. It is expected that the applications will compile 

with no errors on other POSIX environments, such as Cygwin, Windows Subsystem for Linux or  

OS X. 

Two separate applications were written: 

Motion Base interface 

This is the production-use application. It implements communication with the Motion Base, data reception from 

X-Plane 9, data logging to file, the Motion Drive Algorithm (MDA) itself, as well as a text-based UI using the 

ncurses library.  

Offline test 

This application reads CSV files and uses them as input for the MDA, writing the output to new files. This program 

does not run in real-time and is meant to evaluate the functionality of the MDA as quickly as possible, providing 

output that can then be further processed. This application was used for the synthetic testing of the C++ 

implementation of the MDA. 

3.10.5 Comparison between Simulink and C++ implementations 

To use the synthetic test suite, the offline test application was used, which reads inputs from CSV files and writes 

the outputs to different CSV files. The use of the CSV format limits precision to that of the format used when 

generating the CSV files – for these tests, 5 significant decimal digits in MATLAB’s output format, which is used 

to feed the C++ application with the same inputs applied to the Simulink models, and 6 significant decimal digits 

in the C++ application’s output. This precision should be enough, as it corresponds to a dynamic range of more 

than 16 bits. 

Several bugs were identified by comparing the C++ version’s output to that of the MATLAB implementation. 

These include an accidental overwrite of a vector, which meant that the transformed vector was fed into the 

next block’s frame of reference transformation instead of the original vector; improperly-defined units for the 

limits, which meant that they would never be applied due to being set too high; and summing the wrong angular 

position, causing wild oscillations in the output. 

After debugging, synthetic testing revealed that the differences between MATLAB/Simulink and C++ 

implementations are minimal. The maximum errors observed, relative to a full-scale output are presented in 

Table 3-4. 
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Table 3-4 – Maximum full-scale errors for the C++ version compared to Simulink 

The corresponding graphs, Figure 3-40 and Figure 3-41, provide a more descriptive view of the nature of these 

differences. Test 1 shows a peak in the Z-position output difference, which is most likely related to a minor 

difference in the handling of gravity. It should not cause any concerns, due to the very low magnitude, even in 

relative terms. Some quantization noise is visible both outputs in test 1 and the angle output in test 8, as expected 

from the CSV encoding. Overall, the magnitude of the errors is low enough to be irrelevant. 

 

Figure 3-40 – Difference in response to Test 1 between C++ and Simulink implementations of MCIS v2d 

Test # 𝑿 𝒀 𝒁 𝝓 𝜽 𝝍 

1 4,23E-07 0 4,92E-06 0 3,28E-07 4,23E-07 

2 0 4,23E-07 4,92E-06 3,43E-07 0 0 

3 0 0 3,95E-05 0 0 0 

4 2,33E-06 0 4,92E-06 0 3,29E-07 2,33E-06 

5 3,54E-06 0 4,92E-06 0 2,21E-06 3,54E-06 

6 0 1,56E-06 1,83E-05 7,52E-07 0 0 

7 0 6,27E-06 8,32E-05 1,79E-06 0 0 

8 0 3,07E-06 4,92E-05 1,78E-06 0 0 

9 1,70E-06 0 7,18E-06 0 8,26E-07 1,70E-06 

10 0 0 4,92E-06 0 0 0 
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Figure 3-41 – Difference in response to Test 8 between C++ and Simulink implementations of MCIS v2d 

3.10.6 Further testing 

The sanity check was not run on the C++ version, as it was deemed redundant, given the errors observed. 

The C++ implementation of MCIS v2d was used to conduct the gravity tests described in section 3.11. The 

volunteer pilot reported better motion performance than MCIS v1 and no anomalies were detected. 

3.10.7 Conclusions. 

MCIS v2d successfully bridges the last gap to a usable motion cueing interface, as its C++ version can be – and 

was – deployed in production without the need for MATLAB or Simulink. Its behavior is very close to that of  

MCIS v3, as desired. 

The workflow of developing changes in Simulink, updating the C++ version accordingly, and verifying that the 

outputs match allowed for a successful development process, combining many of the advantages of C++ and 

Simulink. Unfortunately, the transition could not be automated due to Simulink’s disastrously bad C code 

generation. 
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3.11 Does subtraction of gravity make sense? 

Reid and Nahon define the classical washout algorithm as operating on specific forces, that is, accelerations 

minus gravity: 

This approach makes intuitive sense, as the gravity component of the perceived acceleration is introduced by the 

rotation itself, leaving the acceleration channels of the algorithm to respond to accelerations caused by 

movement. 

This approach is not without problems, as illustrated in Figure 3-42 with a coordinated turn. By definition, the 

resulting acceleration, as perceived by the occupants or an onboard accelerometer, is aligned with the body z-

axis of the aircraft. This vector, 𝑎𝑧⃗⃗⃗⃗ , is the sum of the gravity vector 𝑔  and the centrifugal acceleration vector 𝑎 𝑅
′ : 

Combining equations (5) and (23), it is evident that the classical washout algorithm will respond only to 𝑎 𝑅
′ : 

 

Figure 3-42 – Accelerations in a coordinated turn, adapted from [27] 

The effect of this behavior is that a constant bank angle of the aircraft, in a coordinated turn, will result in a 

constant bank angle of the simulator cabin in the same direction, as seen in Figure 3-26, for instance. This effect 

is described by Reid and Nahon [19], but is not examined to any extent. No comment is made on whether it is 

acceptable, desirable, harmful or irrelevant. 

The alternative solution, not subtracting gravity and operating on accelerations instead of specific forces, 

introduces other errors. Given a pitch movement, e.g. from zero to positive ten degrees, the x-acceleration 

component will tend towards a negative value, as the x-axis of the aircraft is aligning itself with −𝑔 . This negative 

𝑓 = 𝑎 − 𝑔  (5) 

𝑎𝑧⃗⃗⃗⃗ = 𝑔 + 𝑎 𝑅
′  (23) 

𝑓 = 𝑔 + 𝑎 𝑅
′ − 𝑔 = 𝑎 𝑅

′  (24) 



61 
 

acceleration leads to tilt coordination tilting the cabin’s nose down, as tilt coordination is defined so as to respond 

to movement of the aircraft. Gravity, unlike these accelerations, acts in the same direction on the aircraft and its 

occupants, breaking tilt coordination. 

In extreme situations, such as that of Figure 3-43, which shows the reaction of a version of MCIS v3 modified to 

not subtract gravity to synthetic test 9, the cabin may tilt in the wrong direction. 

 

Figure 3-43 – Response of MCIS v2 with no subtraction of gravity to synthetic test 9 

3.11.1 Testing gravity subtraction versus no subtraction 

Although subtracting gravity is, at first glance, the most appealing of the two options, as its error is in the same 

direction as the movement and it is the method described by Reid and Nahon, as well as other work based on 

theirs, the notion of a coordinated turn with an acceleration vector not aligned with the Z axis is dubious from 

an engineer’s point of view. 

To better examine this issue, a volunteer airline pilot was recruited to run several test flights, with and without 

gravity subtraction. Test flights 1 through 5 were executed similarly to those described in section 3.4.4, with no 

wind or turbulence. Test flights 6 through 8 were done during a single simulated flight, without landing, and 

focused on more complex maneuvers. After each test, the pilot was asked to fill out the standard questionnaire. 

The results from the questionnaire are presented in Table 3-5 for the test flights with gravity subtraction enabled 

and Table 3-6 for the nograv flights, that is, flights without gravity subtraction. 
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Table 3-5 – Questionnaire results for the gravity subtraction test flights 

Table 3-6 – Questionnaire results for the no gravity subtraction test flights 

Curiously, pitch movement was given, on average, a higher score in the no gravity subtraction tests than in the 

standard tests with gravity subtraction – although this could easily be attributed to the variance inherent to the 

answers. Most other scores are higher for gravity subtraction. 

Results for question 14 were slightly worse in the gravity subtraction tests, as in the last two questions lower 

scores are better – meaning that false cues were more noticeable. In test flight 4, specifically, the pilot noted 

that the false cues observed were high frequency noise when combining roll and yaw movements, describing it 

as “stick shaker-like”. These do not seem to be relevant to the current tests and may be caused by the flight 

simulation itself. 

 In a post-testing interview, the pilot expressed a preference for the version of MCIS with gravity subtraction. In 

particular, they stated that they had not perceived the constant roll of the cabin as a false cue. 

Given this, it was decided that the SVI would adopt the use of specific forces, as described by Reid and Nahon. 

Further studies in this field may reveal a hitherto unknown solution that is more appropriate than either of those 

tested. 

Question 
Flight 1 Flight 4 Flight 5 Flight 6 Flight 8 Average 𝝈 

6 15 12 8 17 18 14,00 4,06 

7 17 19 18 18 18 18,00 0,71 

8 17 17 18 18 17 17,40 0,55 

9 10,5 17 17 13 10 13,50 3,39 

10 15 - - 10 17 14,00 3,61 

11 - - - 16 17 16,50 0,71 

13 16 19 17 - - 17,33 1,53 

14 3 6 0 4 2 3,00 2,24 

15 0 0,5 0 0 0 0,10 0,22 

Question 
Flight 2 Flight 3 Flight 7 Average sigma 

6 14 17 18 16,33 2,08 

7 7 19 16 14,00 6,24 

8 4 19 17 13,33 8,14 

9 8 17 13 12,67 4,51 

10 10 - 15 12,50 3,54 

11 - - 17 17,00 - 

13 12 17 - 14,50 3,54 

14 2 0 2 1,33 1,15 

15 2 0 0 0,67 1,15 
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3.12 Using the C++ MCIS application 

MCIS’ C++ implementation has a very different user interface from the one MDA2007 uses. MCIS attempts to 

account for common user errors, unlike MDA2007. It does so by interpreting the motion base’s replies, which 

were previously ignored. 

The MCIS application can operate in gravity-subtraction mode, which is the default, or in no-gravity-subtraction 

mode, by providing the “-nograv” command line flag when running MCIS. 

For ease of use, the MCIS software automatically records a log of input and output data. These logs are stored in 

.csv format in the same directory as the executable and are named mdalogN.csv, where N is an integer. A limit 

of 50 of these files is currently in place, to dissuade endless accumulation of log files. It is proper procedure to 

delete these log files after a series of tests and after they have been transferred off the System Control Computer 

(SCC). 

Detailed commands are given in the application itself. 

3.13 Conclusions 

The development of MCIS resulted in a significantly more observable and maintainable system than MDA2007, 

with reasonable behavior when used in conjunction with the chosen tuning algorithm. The newer versions of 

MCIS must still be subjected to flight tests with experienced pilots, in order to determine if any improvements 

are perceptible during flight. 

Furthermore, although MCIS provides more correct filtering, it is likely that further work can yield better filtering 

parameters. The approach taken here of using a very wide envelope has been found to be suboptimal for the 

relatively limited capabilities of the Moog 6DOF2000E motion base, suggesting the need for tighter envelopes 

that allow for larger scale factors. 
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4 Flight Simulation System and operational changes 

Besides the the Motion Cueing system, other components of the SVI were analyzed and improved upon. In this 

chapter, these non-Motion Cueing changes are presented.  Furthermore, a number of improvements to the Flight 

Simulation System, both in terms of hardware and software are proposed for future implementation. 

4.1 SVI network IP addresses 

The SVI operates on an isolated, private network. This network uses standard IEEE 802.3 Ethernet [28] hardware, 

with Internet Protocol version 4 (IPv4) [29] as the network layer.  

The limited availability of IPv4 addresses led to the definition of private subnets, which are not routed to the 

internet. These subnets are [30]: 

• 10.0.0.0/8 (10.0.0.0 – 10.255.255.255) 

• 172.16.0.0/12 (172.16.0.0 -- 172.31.255.255) 

• 192.168.0.0/16 (192.168.0.0 – 192.168.255.255) 

Where the /n notation denotes that the n most significant bits of the subnet mask are set to 1. 

Additional, several subnets and addresses are reserved for special purposes, such as link-local addressing 

(169.254.0.0/16), multicast (224.0.0.0/4) or loopback addressing (127.0.0.0/8). Private networks are expected to 

use one of the private ranges, if no assigned IP address is available. 

4.1.1 Subnets 

A subnet is defined by a bitmask, which is applied to an IP address as a bitwise AND operation. The effect is to 

zero out all bits of the address which define addresses within the subnet, leaving the subnet portion of the 

address intact. 

Communication between subnets requires routing, performed by a router. Communication between private 

networks and the internet requires a NAT (Network Address Translation) Gateway. NAT allows for multiple 

private networks to use the same address space, by treating the entire network as a single host. 

4.1.2 IP address configuration 

IP addresses can either be manually configured for each device by the network administrator or automatically 

attributed by a Dynamic Host Configuration Protocol (DHCP) [31] server.  

DHCP does not provide any advantages over static IP addresses, as adding or removing devices from the SVI 

network is not a common or regular occurrence and the Motion Base Computer does not support DHCP. 

Additionally, the various computers on the SVI network need to be at known, well-defined addresses.  

4.1.3 Original 2012 configuration of the SVI network 

The SVI uses several separate computers, which are networked in a standard IPv4 network with an Ethernet 

physical layer. From this, the need arises for “unique” IP addresses to be given to each computer. 
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As implemented in 2012, the IP addresses assigned in the SVI network are described in Table 4-1: 

Table 4-1 – IP addresses chosen for the SVI network in 2012 

This configuration presents two distinct problems: There are two subnets in use, without a router to route 

packets between them; and both of these subnets are inappropriate choices. Even if the network is isolated, as 

is the case of the SVI, there is no reason not to use appropriate private subnets. 

The address 128.127.55.120 appears to be registered to a Swiss company, Aspectra AG. The 169.254.0.0/16 

subnet is reserved for link-local addresses. Although the use of link-local addresses would work in the SVI 

network, as no external routing exists or is desired, it is discouraged by best-practices. Reasons for this include 

administrators being confused by a link-local address into believing that the networked devices are 

misconfigured and possible conflicts with autoconfiguration mechanisms which employ link-local addresses. 

The lack of a router seems to have been worked around by having the SCC broadcast its transmissions to the 

MBC, instead of addressing them directly to the MBC. This is, in itself, undesirable, as it floods every network 

host with undesired packets, cutting into available system resources of all hosts and congesting the network. 

4.1.4 Configuration adopted in 2018 

All the problems described above can be solved by reconfiguring all hosts to use addresses in the same private 

subnet. Since 10.0.0.0/8 is in use at IST with DHCP, it is recommended to use a different subnet, to more easily 

distinguish the SVI network from IST’s network – such as 192.168.20.0/24. 

The 192.168.20.0/24 subnet has valid addresses from 192.168.20.1 to 192.168.1.255, which is at least one order 

of magnitude more than what is needed. Additionally, 192.168.20.0/24 lies outside the default subnets of most 

consumer networking equipment, such as routers and access points.10 

With these criteria in mind, the various hosts on the SVI network were assigned new addresses, as per Table 4-2. 

Table 4-2 – Standards-compliant IP addresses assigned on the SVI network in 2018 

                                                                 

10 The 192.168.0.0/24 and 192.168.1.0/24 subnets are commonly used as the default in these devices. 

Host IPv4 address Subnet mask 

Motion Base Computer (MBC) 128.127.55.120 Unknown 

System Control Computer (SCC) 169.254.124.2 255.255.0.0 (/16) 

Simulation Computer, Master (SIMC-M) 169.254.254.1 255.255.0.0 (/16) 

Simulation Computer, External Visuals (SIMC-EV) 169.254.124.4 255.255.0.0 (/16) 

Host IPv4 address Subnet mask 

Motion Base Computer (MBC) 192.168.20.5 255.255.255.0 (/24) 

System Control Computer (SCC) 192.168.20.10 255.255.255.0 (/24) 

Simulation Computer, Master (SIMC-M) 192.168.20.20 255.255.255.0 (/24) 

Simulation Computer, External Visuals (SIMC-EV) 192.168.20.21 255.255.255.0 (/24) 



66 
 

This layout allows for additional hosts to be logically grouped by IP, for administrative convenience. Hosts related 

to the SCC (e.g. monitoring the SCC) can use addresses 192.168.20.11-192.168.20.19 and additional simulation 

computers can use addresses from 192.168.20.22 onwards. 

4.1.5 Changing the Motion Base Computer’s IP settings 

On the SCC, SIMC-M and SIMC-V, the changes are easily accomplished in Windows XP’s network configuration 

options. The MBC, however, operates with a DOS environment, and thus does not natively support networking 

of any kind. 

On the MBC, networking settings can be changed by editing the configuration file stored at 

C:\DATALGHT\SOCKETS\DOS\SOCKET.CFG11 using the NED text editor [32], which is included in the Datalight 

ROM-DOS installation present on the MBC. After editing the configuration file, the MBC should be rebooted, so 

that the Ethernet and IP/UDP drivers are restarted with the new configuration. The success of the operation can 

be verified by inspecting the IP address reported on the MBC monitor.  

4.2 Flight Simulation Software 

The SVI currently uses X-Plane 9 for all simulation, including graphics, sound and aircraft dynamics. As described 

in Section 2.2.1, X-Plane 9 suffers from problems such as incorrect data output on the ground and dubious aircraft 

flight models. The aircraft used with X-Plane 9 is a Boeing 777-200, as included with the software. 

4.2.1 Advantages of upgrading to X-Plane 11 

X-Plane 11 is the current major version of X-Plane, which has seen significant development since  

X-Plane 9. According to its developers, X-Plane 11 strives to realistically simulate its default aircraft, in particular 

the Boeing 737-800. Several third-party aircraft are available for purchase, if desired.12 

X-Plane 11 has also been shown to correct the acceleration data output on the ground, no longer reporting 

phantom accelerations when the aircraft has the brakes set. 

X-Plane 11’s Professional version includes advanced projection options that should eliminate the need for 

external image transformation software for edge blending and cylindrical projections, simplifying the graphics 

pipeline significantly. Fly-Elise’s Immersive Calibration PRO software [33] supports exporting X-Plane 

configurations, allowing for an automated calibration of the cylindrical display.13  

4.2.2 Disadvantages of X-Plane 11 

X-Plane 11 removes the angular acceleration data output. It would still be possible to send this quantity over 

Ethernet using a plugin, but a new data output, Motion Platform Stats, appears to include exactly the data 

needed for motion cueing, at the pilot’s position. This new data output would simplify the data processing for 

                                                                 

11 Note that this directory differs from the one shown in the Real Time Ethernet Interface Definition manual 
(C:\DATALGHT\SOCKETS\SOCKET.CFG). 
12 For instance, an Airbus A320 or Bombardier C-Series would fit in better with the SVI’s sidestick-based controls. 
13 Or other projections, such as spherical. 
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motion cueing, with the added accuracy of the pilot’s position relative to the center of mass being known to the 

simulator – a quantity which can only be estimated from outside the simulation. Unfortunately, this output is 

buggy and outputs ridiculous values, such as a longitudinal acceleration in excess of 100 m/s2, as of X-Plane 

11.20. Figure 4-1 shows the G-Load output, as present in X-Plane 9, in red, along with the Motion Platform Stats 

output in blue, both for the x-axis. The data was acquired during one of the sanity check test flights and although 

the G-Load output behaves normally, the Motion Platform Stats output is erratic. Several peaks, cropped from 

the graph, extend past −200 m/s2, well within what is considered lethal. 

 

Figure 4-1 – Comparison of X-Plane 11.20 acceleration outputs 

4.2.3 Requirements when upgrading to X-Plane 11 

X-Plane 11 has substantially higher system requirements than X-Plane 9 [34] [35]. The hardware currently in use 

is barely capable of handling X-Plane 9, with the single projector – typical frame rates hover around 20 FPS – so 

upgrading to X-Plane 11 necessitates new simulator workstations. 

A test was run to evaluate X-Plane 11’s hardware requirements for a setup with three Full HD projectors, as 

described in Subsection 4.4.2. The hardware used for this test was a fairly high-end workstation: 

• Xeon E5-1650 v3 six-core CPU @ 3.5 GHz 

• 16 GB quad-channel DDR4-2133 MHz RAM 

• GTX 980 Ti GPU (10% factory overclock above reference clocks) 

The X-Plane 11.0 benchmark was run four times in each of its six presets, with three 1920x1080 output windows. 

Table 4-3 shows the average frame rates observed over the four runs: 

Table 4-3 – X-Plane 11 Benchmark results 

 For a target frame rate of 30 FPS, the workstation used is barely adequate for the lowest setting, indicating the 

need for high-end hardware. However, it is expected that some adjustment of the graphical options will yield 

Test 1 2 3 4 5 6 

Avg. frame rate [FPS] 34.44 29.94 22.02 9.74 7.24 9.53 
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significant performance improvements, allowing for improved visuals in comparison with the benchmark settings 

while still maintaining acceptable frame rates. 

It is also possible to use multiple graphics cards, using one GPU for each projector.14 This approach may allow for 

better performance at a given price point, in some circumstances. It requires high-end platforms, such as AMD’s 

Threadripper or Intel’s Xeon E5/Xeon-W platforms, that drive up cost relative to consumer-level options, 

eliminating much or all of the cost advantage. 

4.3 Improved cockpit layout 

The existing flight deck layout is not ergonomic and does not come close to any aircraft or category of aircraft. 

The concentration of functions in the touchscreen significantly hinders flight operations, mostly due to the lack 

of a set of physical throttle levers. Pilot interviews suggested that throttle levers are a fundamental requirement, 

with speed brakes and flap controls being desirable functions to have available in a physical format. An additional 

hindrance is the number of instruments and controls presented in the sole touchscreen, which significantly limits 

their size so much as to make them nearly unusable. 

Furthermore, the lack of controls and instruments dedicated to the right seat precludes usage of the simulator 

with an active co-pilot and seriously limiting the role of pilot-monitoring. 

To address these limitations, four distinct components will be presented in the following subsections: Right seat 

controls, for the co-pilot; a physical throttle quadrant, to replace the virtual throttle quadrant currently used; a 

set of new displays, to both expand and improve upon the current instruments; and a physical autopilot control 

panel, to provide a more tactile feeling to these frequently-used controls. 

4.3.1 Right seat controls 

The natural choice is to replicate the setup already in use in the left seat, with a Logitech Attack 3 joystick and a 

Logitech/Saitek Pro Flight Rudder unit. However, it should be noted that the joystick model in question has been 

discontinued and would have to be acquired as new old stock. 

For the sidestick role, a joystick with no twist functionality (used for rudder input in simple flight simulator 

configurations) is required, limiting the range of available models – these are summed up in Table 4-4. 

Table 4-4 – Suitable sidestick models 

                                                                 

14 Other combinations, such as one GPU driving two outputs and one GPU driving a single output, are possible, but not useful. 

Model Cost Advantages Disadvantages 

Logitech Attack 3 40 € 
• Already in use 

• Cost-effective 

• Inferior build quality 

• Out of production 

CH Products Flightstick Pro 110 € 
• Fewer irrelevant buttons 

• Better build quality 
• Higher cost 

Replica Airbus Sidestick > 1000 € 
• Realistic design 

• Best build quality 

• Highest cost 

• Bulkier than alternatives 
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As for pedal units, the models listed in Table 4-5 were found to be suitable for the constraints of the SVI. 

Table 4-5 – Suitable rudder pedal units 

 

Given the available options, the recommended solution is a Saitek Pro Flight pedals unit combined with a CH 

Products Flightstick Pro. If the Flightstick Pro is shown to be significantly better than the existing left seat Logitech 

Attack 3 joystick, a second Flightstick Pro unit should be acquired, enabling a symmetric set of controls on both 

seats and addressing the criticism of the Logitech model. 

4.3.2 Throttle Quadrant 

There are two options for throttle quadrants: cheap, abstract approximations of throttle quadrants (such as the 

Logitech/Saitek Throttle Quadrant with three levers) or replicas of the ones used in popular aircraft (mostly 

Airbus A320 and Boeing 737 families). 

There are accessories available for the Saitek Throttle Quadrant that give it a tactile feel closer to that of a real 

aircraft, such as those sold by cockpitphd.com [36]. 

The models presented in Table 4-6 were considered. Other throttle quadrants exist, such as in the style of the 

Boeing 737 quadrant, but their cost is in the same range, or even higher for motorized versions. 

Table 4-6 – Suitable throttle quadrants 

Based on these options, the recommendation is to acquire a set of two Saitek throttle quadrants, along with the 

accessories set from cockpitphd.com. 

4.3.3 Cockpit displays 

Since the current layout makes poor use of available space and the current touchscreen suffers from serious 

touch accuracy deficiencies, it is proposed that the existing displays be replaced with a set of four new displays, 

arranged as in Figure 4-2. 

Model Cost Advantages Disadvantages 

Logitech/Saitek  
Pro Flight Pedals 

150 € • Already in use • Unrealistic look 

CH Products Pedals 
(Model 300-111) 

160 € • More streamlined design • Narrower foot placement 

Model Cost Advantages Disadvantages 

Logitech/Saitek  
Throttle Quadrant 

(Set of two plus accessories) 
280 € 

• Adaptable to different 
aircraft 

• Cost-effective 

• Less realistic 

• Potentially confusing layout 

Throttletek A320  
Throttle Quadrant 

1400 € 
• Realistic layout and haptic 

feeling 

• Cost 

• Bulk 

FScockpit.eu A320 
Throttle Quadrant 

2000 € 

• Realistic layout and haptic 
feeling 

• Integrates with other cockpit 
elements 

• Cost 

• Bulk 

• Requires a paid,  
proprietary driver 
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Although the controls can be rearranged to allow for the two displays containing the Primary Flight Displays 

(PFDs) and Navigation Displays (NDs) to be normal monitors without input functionality, the added cost of a 

touch-enabled panel over a standard monitor is small enough to warrant the added flexibility of having four 

touchscreens. 

 

Figure 4-2 – Suggested layout of instruments and controls on the four screens 

The physical dimensions of the cabin, with a width of approximately 1540 mm, suggest the use of 22” monitors 

with slim bezels. Additional requirements for the monitors are that the touch input be capacitive, not optical or 

resistive; that they have provisions for VESA mounts; and that they use full HD (1920x1080) panels. 

One display was found that meets all of these criteria: The Iiyama ProLite T2252MSC-B1, which provides 10-point 

capacitive touch functionality and costs around 275 €. 

Driving the cockpit displays 

X-Plane’s facilities for designing a 2D cockpit layout are limited [37].  In particular, there is a maximum resolution 

of 2048x2048, which is barely wide enough for a single monitor at 1920x1080. Therefore, the best solution is to 

draw the panel outside of X-Plane, using plugins as the interface. 

This is the approach taken by XHSI, a Java-based application that aims to provide most of the major indicators, 

in either Boeing 737 or Airbus A320 style [38]. Although it does not support touchscreen input, XHSI already 

provides menu-driven options to manipulate some aircraft parameters. Since it is Open-Source Software, XHSI 

could easily be extended to provide the functionality desired for the SVI. 

From a hardware standpoint, driving four monitors can be accomplished by a single computer or by multiple 

computers. In the case of a single computer, this could be a fairly standard computer with either an Nvidia GPU 

(for up to four monitors) or an AMD GPU (for up to six monitors for mid and high-end GPUs). Typically, using four 

monitors with a single graphics card requires that at least some of them be connected via DisplayPort and not 

HDMI/DVI or VGA – this is not a problem, as DisplayPort is widely supported by professional monitors such as 

the Iiyama ProLite T2252MSC-B1 mentioned above. DisplayPort also allows for multiple monitors to share a 
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connection, using a Multi-Stream Hub15, and DisplayPort to HDMI adapters are easy to obtain. The alternative 

approach of using multiple computers is particularly amenable to the use of single-board computers such as the 

Raspberry Pi 3 – the computer driving the panel can be tucked away behind the monitor, making cabling easier. 

4.3.4 Autopilot control panel 

The final interior upgrade that was analyzed is a physical autopilot control panel. Units that replicate those of 

popular aircraft, such as the Airbus A320 and Boeing 737, exist but are extremely expensive, costing upwards of 

500 €. 

As an alternative, a custom unit can be designed and constructed. This involves designing the layout to fit the 

needs of the SVI; choosing components for indicators, buttons, knobs and switches; choosing a suitable 

microcontroller; designing a printed circuit board and a housing for the unit; and programming the unit to 

operate with X-Plane. Although it is significant work, it allows for the dimensions of the SVI to be taken into 

account.  

4.4 Exterior view 

The SVI’s single 4:3 projector yields an exterior image with a very narrow horizontal field of view and low 

resolution (800x600 pixels), projected onto a nearby wall and thus marred by imperfections of the wall. Test 

pilots have noted that improvements would be beneficial, particularly in terms of field of view. The current 

mounting solution also causes significant movement of the image relative to the cabin, due to a lack of rigidity. 

4.4.1 Possible solutions 

Four solutions were considered to fulfill the objectives defined for the improved exterior image. 

Single-Projector setup 

The simplest solution is the direct replacement of the current projector with a new one, which has a lower throw 

ratio, enabling a wider image to be projected. The throw ratio is a figure used by the projector industry, defined 

as projection distance over image width. 

This setup does not require the screen to be mounted to the cabin (though it is preferred), reducing complexity. 

A throw ratio of approximately 1,15 is required to project a 3,2m image from the projector’s current position. 

Sufficient light output must also be taken into consideration. Lower throw ratios allow for shorter projection 

distances and remove the need for an arm structure as currently implemented. 

It should be noted that flat images with very wide fields of view are unnaturally distorted, as computer graphics 

typically map a section of a cylinder onto a rectangular section of a plane [39]. This effect is negligible at narrower 

fields of view. 

                                                                 

15 Up to four 1920x1080 monitors @60 Hz are supported by a DisplayPort 1.2 connection. 
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Cylindrical Projection 

A more advanced solution is to project onto a cylindrical screen, transforming the image to appear flat to the 

user. For a ~180-degree field of view, a three-projector setup is standard, requiring edge blending to eliminate 

visible seams in the projected image. 

Advanced software is required for this projection. It is included with the Professional version of X-Plane 11 or can 

be handled by separate software, such as Elise-ng Immersive Display Pro. Professional graphics cards natively 

support these features at the driver level, but the additional cost is greater than that of the software solutions. 

Finally, hardware-based alternatives exist, but these are generally pricy and very limited in capabilities, not 

supporting three 1920x1080 projectors, for instance. 

The screen must be fixed to the cabin, to follow its movements, otherwise the projection will not be correct 

outside of the neutral position. However, the shorter distance to the user allows for a smaller screen to be used. 

Collimated projection 

The standard approach for Full-Flight Simulators is to use a Collimated Projection setup. It is so named because 

the image is focused at infinity – in other words, the rays of light are collimated. 

In practice, it is achieved by using a spherical mirror, which reflects an intermediate screen, onto which the image 

is projected. 

The mirror is typically a metal-coated Mylar film, stretched by a vacuum. Complications of this setup include 

creating the correct spherical shape for the support structure and maintaining the correct pressure, so at to not 

tear the film while still stretching it. 

The intermediate screen is typically a rear-projection setup, again using three projectors. It is much smaller than 

that used in a conventional cylindrical projection, as its image is enlarged by the mirror. 

Virtual Reality 

It was suggested by some visitors that Virtual Reality (VR) headsets could be used to provide an exterior image 

to the pilots. 

VR support in flight simulation software is an area that is currently attracting significant development from both 

X-Plane [40] and Prepar3D [41]. 

VR has the advantage of eliminating the need for a structure to hold a screen and the required projectors. 

Additionally, images can be presented in true binocular vision and represent objects with correct depth 

information.  

However, the use of physical controls in combination with the VR environment is not a trivial problem. Possible 

solutions include virtual representations of the pilots and their members, accomplished via hand/finger tracking; 

as well as an Augmented Reality system that combines real interior views with simulated external views, similar 

to Microsoft’s HoloLens. Neither of these possibilities is currently available with off-the-shelf software. 
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The individual nature of VR raises the question of how to provide both pilots with a view. Options include giving 

both pilots VR headsets or giving the Pilot Flying the VR headset while the Pilot Not Flying uses a simpler, 

projected exterior view. 

Finally, VR, by virtue of the high resolutions and very high framerates needed for user comfort, requires 

significant hardware resources to run. 

4.4.2 Recommended Solution: Cylindrical projection 

The early stage of VR technology and the cost of a collimated projection system make these technologies not 

viable for an upgrade to the SVI. This leaves a single, upgraded projector or a cylindrical projection setup as 

possible solutions. The latter will be studied in depth. 

Detailed requirements 

Many flight simulators use three projectors to cover a 180° field of view, so this setup is used as a starting point. 

Since seams in the image are highly undesirable, it is necessary to edge blend the image projected onto the 

screen. The screen itself must be a segment of a round cylinder, with sufficient height to provide the benchmark 

40° vertical Field of View. It must be rigidly attached to the cabin, maintaining its position and orientation relative 

to the pilots, in order to maintain a stable projected image. The structure for this screen must be as light as 

possible, to stay within the mass, center of gravity and moment of inertia limits of the Motion Base. 

Edge blending test 

To test the viability of consumer-grade projectors for displaying an edge-blended image, a test was run using Fly 

Elise-ng Immersive Display Pro [42] and two dissimilar projectors with the characteristics shown in Table 4-7. 

Table 4-7 – Projectors used for the edge blending test 

Despite the very different characteristics of these two projectors, it was possible to correctly edge blend their 

outputs into one seamless image once the height of the projected images was adjusted to be equal.  

This test indicates that edge blending is viable with consumer projectors. 

Screen size 

By measuring the cabin of the SVI, as well as typical eye positions of the pilots, the layout presented in Figure 4-3 

was arrived at. 

From this, taking into account the desired vertical Field of View, the projected image must have a minimum 

height of 1.20 m, with an ideal height being 1.50 m. 

Projector Epson EB-X6 BenQ MH680 

Resolution 1024x768 1920x1080 

Throw ratio 1.40-1.68 1.15-1.50 
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Figure 4-3 – Sketch of approximate screen size and distance to the pilot [in millimeters] 

Screen structure 

To hold the screen in place, the structure shown in Figure 4-4 was conceived. The structure consists of seven 

radial segments, each with an upper and a lower arm. The upper arm attaches to the cabin near its rear, while 

the lower arm attaches to the beams that hold the cabin in place on the Motion Base.  

Each radial segment is attached to its neighbors by smaller tubes, to ensure constant separation. For additional 

rigidity, steel wire (not pictured) may be run diagonally behind the screen, from the lower arm to its neighbors’ 

upper arms and vice-versa. 

The screen, shown in translucent grey, is shaped by fiberglass tent tubing attached to the structure by a custom 

part, shown in Figure 4-5. The screen tubing is shaped into a semicircle by the rigid structure. An adjustable 

solution was required, to allow for the screen to be adjusted in height and in tension. 

Tube sizing 

With the basic design in place, the question arises of what tubing to use for the various segments. First, it is 

necessary to determine the maximum accelerations that the Motion Base can impart. For simplicity, the 

manufacturer’s specifications were used. Should these not be accurate for real loads, the expectation is that the 

real maximum accelerations are lower than those specified, making for a conservative design. 
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Figure 4-4 – Concept of the SVI semi-cylindrical screen structure 

 

Figure 4-5 – Component to attach the screen-forming tubing to the rigid structure 

 

The Motion Base is specified for the following accelerations [12]: 

Table 4-8 – Acceleration specifications for the Moog 6DOF2000E Motion Base 

With the maximum acceleration defined, a criterion for maximum deformation must also be defined. A value of 

5 mm was chosen, corresponding to roughly 10 minutes of arc from the pilots’ position. The performance of this 

screen must later be evaluated, to determine whether additional strengthening is needed. 

 X Y Z 

Acceleration specification [G] 0.6 0.6 0.5 
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Using 6063 Aluminum,16 a square 50 mm tube with 2 mm walls was determined to be adequate for the role of 

radial beam. For the pillars, a circular tube with 30 mm diameter and 1.5 mm walls was chosen. To streamline 

the bill of materials, the same type of tube was chosen for the spacers between arms. 

4.4.3 3D printing for screen structural components 

To ensure the correct angles between tubes are attained, 3D-printed PLA components were designed, as shown 

in Figure 4-6. Test prints were carried out on an Ultimaker 2 3D printer, with standard settings at 20% and 30% 

infill. The 20% infill print exhibited some deficiencies in print quality in more difficult sections, such as around 

holes. The 30% infill part shows excellent quality but was rendered unusable by an offset in print layers – a fairly 

common fault in deposition 3D printing that can be mitigated by printing at slower speeds. Printing times for the 

final part were estimated at around 30 days, with a part weight of roughly 200 g, using the Ultimaker Cura 3.0.4 

slicer. Not accounting for misprints and handling delays, approximately 18 printer-days would be required to 

print a full set of 14 beam end parts. Additional printing time and material needs to be allocated to the screen 

attachment parts. 

 

Figure 4-6 – Beam end part for the screen structure 

Testing done on smaller prints suggest that this approach is mechanically viable, with parts printed on an 

Ultimaker 3 3D printer with default fine settings and 20% infill withstanding stresses of 187 kPa applied 

orthogonally to the printing plane.  

                                                                 

16 Carbon fiber-reinforced polymer tubing was evaluated but considered too costly in comparison with Aluminum. 



77 
 

5 Conclusions 

It is inescapable that the work carried out for this thesis pivoted significantly from the initial objective of focusing 

on the flight simulation components of the SVI to the motion cueing system. 

The original motion cueing interface, MDA2007, suffered from serious flaws both from an operational and a 

development standpoint. These were not fully understood at the beginning of the project and had to be 

painstakingly identified. To address these issues, MCIS was developed as a replacement and a procedure for its 

validation was laid out and executed. MCIS versions 1a, 1b and 2a represent a growing understanding of 

MDA2007 and of what changes were necessary. From a developer’s point of view, the improvements are 

undeniable as the algorithm in MCIS is clearly laid out and is also implemented in C++, which allows for increased 

flexibility. From a user’s standpoint, early testing with volunteers is encouraging and will serve as a baseline for 

further development of both the MCIS implementation of the classical washout algorithm and its tuning 

parameters. Synthetic testing suggests that the changes made from MDA2007 to MCIS resulted in better motion 

reproduction. 

Although MCIS’ behavior was not deemed to be wrong, the magnitude of some of its responses was perceived 

as lower than expected, suggesting that room for improvement exists in the tuning parameters or the method 

used to derive them.  

The question of whether to subtract gravity from the acceleration input was analyzed. The decision was made to 

subtract gravity, as it appears to be the approach commonly taken in the field of motion cueing. Furthermore, it 

was considered to be the lesser evil in a tradeoff between erroneous outputs in the same direction as aircraft 

movement, as is the case when gravity is subtracted, and erroneous outputs in the direction opposite to that of 

the aircraft’s movement, as happens when gravity is not subtracted. Experimental results with a single volunteer 

reinforced this decision, but further study may be warranted. 

In terms of the remaining components of the flight simulator, the time constraints that resulted from MDA2007’s 

growing list of issues dictated that the solutions described from them not be implemented yet. 

Upgrading X-Plane 9 to X-Plane 11 solves issues such as phantom accelerations when braked with engines 

spooled up and enables other developments such as the cylindrical display. At the same time, new hardware is 

indispensable to run the newer version. 

The cockpit layout can be improved with a new set of touchscreens, a throttle quadrant and controls for the right 

seat. These would allow the SVI to be used for research with two pilots and provide a cleaner, more realistic 

layout even to a single pilot. 

Finally, an improved exterior view with an edge-blended projector array and a cylindrical screen can provide a 

wide, 180° horizontal field of view that much more closely replicates the out-the-window view in an aircraft.  
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5.1 Future work 

Much remains to be done in the SVI. Most notably, some solutions described in Chapter 4 have yet to be 

implemented, despite being in an advanced planning stage. These flight simulation improvements would go a 

long way in improving the usability of the SVI and its scientific value by more closely replicating an aircraft 

environment in flight controls, instruments and exterior view. Integrating all these components is still a 

significant, but necessary, task. These changes can then be evaluated by using the data gathered from test pilots 

as a baseline. 

Motion cueing also presents significant opportunities for development. The question of gravity subtraction has 

not yet been answered to a completely satisfying degree and should be studied in-depth, preferably including 

additional tests with volunteer pilots. 

Another related topic that should be studied more closely is the tuning procedure and the parameters obtained 

therefrom. These parameters were considered good enough for an initial round of testing, but it is highly likely 

that improvements are possible. 

Finally, MCIS can be extended to use more advanced algorithms than classical washout. Adaptive filtering is a 

popular approach that has yet to be researched at the SVI and could provide better results than filtering with 

time-invariant parameters. 
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Annex A - Vestibular system model parameters 

The models and parameters considered for the Vestibular system are those used by Reid and Nahon [19]. 

For the Semicircular Canals, the parameters are given in Tab. A-1. 

Tab. A-1 – Parameters for the Semicircular Canals system [19] 

Disregarding non-linearities, the model is that of equation (25): 

Applying these parameters, the frequency response of the three axes is shown in Fig. A-1. The passband starts 

around 0.11 rad/s for yaw, 0.17 rad/s for pitch and 0.20 rad/s for roll, ending for all three axes at 

approximately 10 rad/s. 

 

Fig. A-1 – Frequency response of the Semicircular Canal models 

 

  

 𝝓 𝜽 𝝍 

𝑻𝑳  5.3 6.1 10.2 

𝑻𝒔  0.1 0.1 0.1 

𝑻𝒂  30 30 30 

𝜹𝑻𝒉  3.6 3.0 2.6 

�̂�

𝜔
=

𝑇𝐿 ∙ 𝑠

(𝑇𝐿 ∙ 𝑠 + 1)(𝑇𝑠 ∙ 𝑠 + 1)
∙

𝑇𝑎 ∙ 𝑠

𝑇𝑎 ∙ 𝑠 + 1
 (25) 
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For the Otolith, the parameters are given in Tab. A-2. 

Tab. A-2 – Parameters for the Otolith system [19] 

Disregarding non-linearities, the model is that of equation (26): 

These parameters result in the frequency response shown in Fig. A-2. Considering the constant gain of −8 dB at 

zero frequency as a reference for the cutoff criterion of −3 dB, the cutoff frequency is 5.1 rad/s. The peak of 

the response is located at 0.5 rad/s. 

 

Fig. A-2 – Frequency response of the Otolith models 

 𝑿 𝒀 𝒁 

𝝉𝑳  5.33 5.33 5.33 

𝝉𝒔  0.66 0.66 0.66 

𝝉𝒂  13.2 13.2 13.2 

𝒌  0.4 0.4 0.4 

𝒅𝑻𝒉  0.17 0.17 0.28 

𝑓

𝑓
=

𝑘 ∙ 𝜏𝑎 ∙ 𝜏𝐿
−1 ∙ 𝜏𝑠

−1

(𝑠 + 𝜏𝐿
−1)(𝑠 + 𝜏𝑠

−1)
∙ (𝑠 + 𝜏𝑎

−1) (26) 
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Annex B - Synthetic Test Inputs 

The synthetic test inputs used to evaluate motion cueing algorithms and their parameters are described in the 

following sections. Short descriptions of the expected outputs are also provided. 

The maneuvers required to produce these inputs are generally unrealistic or outright impossible, but they were 

judged to be adequate for the purpose of examining the motion cueing interface’s behavior in simple test cases, 

where it is still possible to reason about the expected outputs.  

Test 1: x-acceleration step 

A longitudinal acceleration is applied for 17 seconds – approximately the time needed to reach a high take-off 

speed. All other inputs are zero throughout, apart from Z-acceleration, which is constant at a standard 

9.806 65m s⁄  – nominal conditions. [43] 

The expected output is a fast, rising peak in the X-position with slower decay, at each transition. Due to tilt 

coordination, a low-pass filtered square pulse is expected in pitch. 

 

Fig. B-1– Test 1 inputs 
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Test 2: y-acceleration step 

This test is the same as the previous one, but with input applied to the y-axis. Thus, the high-pass and low-pass 

outputs are expected on the Y-position and the roll rotation, respectively. The low-pass output should be 

negative, unlike the previous test. 

 

Fig. B-2 – Test 2 inputs 

Test 3: z-acceleration step 

Similar to the last cases, but shorter and with smaller amplitude. The Z-axis is treated differently, as it does not 

have Tilt coordination. 

The position output should be similar to the previous cases, but on the Z-axis. No angular output is expected. 

 

Fig. B-3 – Test 3 inputs 
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Test 4: Rejected Take-Off 

Similar to the x-acceleration step, but with an additional deceleration back to zero longitudinal velocity. This test 

targets the extremes of the motion cueing interface’s handling of linear accelerations. 

The output should be the same as for the first case, with the added deceleration step, which is similar, but 

inverted. 

 

Fig. B-4– Test 4 inputs 

Test 5: Take-Off Roll 

A more realistic acceleration profile is used to better understand behavior for continuously-varying inputs. The 

acceleration slope is based on the spool-up time for a typical modern jet engine. After approximately 40 seconds, 

the acceleration is rotated slightly to simulate rotation on take-off. 

The desired output is a low-amplitude constant displacement during the ramp, along with pitch rotation due to 

tilt coordination. 

 

Fig. B-5 – Test 5 inputs 
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Test 6: Roll 

A short period of positive roll angular velocity is simulated, followed by a roll in the opposite direction. This signal 

is low-pass filtered to approximate the behavior of this quantity in a real aircraft. 

The output should be a series of high-pass filtered steps, rising quickly and decaying more slowly. 

 

Fig. B-6 – Test 6 inputs 

This test and those derived from it assume that the aircraft is performing a coordinated turn at every moment, 

even during transients. 

Test 7: Longer Roll 

This test is similar to the previous one, but with a longer period between movements.  

The output should be similar to the last case, accounting for the longer period between sets of steps. 

 

Fig. B-7 – Test 7 inputs 
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Test 8: Unfiltered long roll 

This test is similar to the previous one, but without the filtering on the input.  

The output should be similar to the last case, with larger peaks. 

 

Fig. B-8 – Test 8 inputs 

Test 9: Pitch impulses 

Two Pitch rate impulses are input, one low-amplitude and prolonged, and a shorter one of higher amplitude. 

It is desired that the output be a set of high-pass filtered steps, much like the roll scenarios. 

 

Fig. B-9 – Test 9 inputs 
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Test 10: Yaw movement 

The last test is very similar to the roll tests but applied to the 𝑟 angular velocity. Naturally, the acceleration input 

does not change in this case, unlike tests 6 through 9. 

The output should be similar to that of the roll tests, but on the yaw output. 

 

Fig. B-10 – Test 10 inputs 
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Annex C - SVI Questionnaire 

Como responder às questões: 
Marcar a resposta com uma linha vertical, na posição desejada: 

0. Quão invulgar é este método de resposta? 
                    

                    

Nada invulgar Extremamente invulgar 
 

Cabine e comandos: 
1. Cabine Qual o grau de semelhança com uma aeronave real? 
                    

                    

Nenhum Idêntico 
 

2. Comandos Qual o grau de realismo dos controlos e seus desempenhos? 
                    

                    

Nenhum Idêntico 
 

Programa de simulação: 
3. Desempenho O desempenho simulado é semelhante ao desempenho real  

da aeronave (ou tipo de aeronave)? 
                    

                    

Nada Totalmente 
 

4. Efeitos 
climatéricos 

Os efeitos no desempenho devidos às  
condições climatéricas estão bem simulados? 

                    

                    

Pessimamente Perfeitamente 
 

5. Facilidade  
de uso 

Foi difícil a familiarização com o simulador e as suas diversas opções? 

                    

                    

Nada difícil Muito difícil 

Nome Data 

  

Cenário:   
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Motion Cueing: 

6. Picada Qual o grau de realismo na simulação de  
movimentos de picada? 

                    

                    

Nenhum Idêntico 
 

7. Rolamento Qual o grau de realismo na simulação de  
movimentos de rolamento? 

                    

                    

Nenhum Idêntico 
 

8. Guinada Qual o grau de realismo na simulação de  
movimentos de guinada? 

                    

                    

Nenhum Idêntico 
 

9. Acelerações 
longitudinais 

Qual o grau de realismo na simulação das acelerações longitudinais? 

                    

                    

Nenhum Idêntico 
 

10. Movimentos 
complexos 

Qual o grau de realismo na simulação de movimentos  
em mais de um eixo simultaneamente? 

                    

                    

Nenhum Idêntico 
 

11. Movimentos 
extremos 

Qual o grau de realismo na simulação de  
movimentos extremos (e.g. Barrel Roll)? 

                    

                    

Nenhum Idêntico 
 

12. Movimento no 
solo 

Qual o grau de realismo do movimento no solo? 

                    

                    

Nenhum Idêntico 
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13. Aterragem Qual o grau de realismo no flare e touchdown? 

                    

                    

Nenhum Idêntico 
 

14. Falsas 
impressões 

A presença de sensações irrealistas (e.g. limites de movimento da plataforma) 
foi notável? 

                    

                    

Nada Extremamente 
 

15. Efeitos das 
impressões 

A presença de sensações irrealistas afectou negativamente o desempenho de 
pilotagem? 

                    

                    

Nada Extremamente 
 

Por favor responder às seguintes questões no espaço disponível a seguir às mesmas. 

16. Falsas 
impressões 

Que falsas impressões foram observadas? 

 
 
 
 
 
 
 
 
 
 
 

17. Qualidade de 
reprodução 
das manobras 

Quais foram as manobras mais irrealistas,  

do ponto de vista do motion cueing? 
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Imagem exterior e interior: 
18. Resolução da 

imagem 
A resolução da imagem é adequada à pilotagem? 

                    

                    

Nada Perfeitamente 
 

19. Artefactos da 
imagem 

A imagem manteve-se estável e sem artefactos  
(e.g. sombras, oscilações, etc.)? 

                    

                    

Nada Perfeitamente 
 

20. Painel de 
instrumentos 

O painel de instrumentos disponível foi útil e funcional? 

                    

                    

Nada Totalmente 
 

21. Legibilidade 
Instrumentos 

Os instrumentos disponíveis no painel estavam legíveis  
(i.e. tamanho, apresentação, ângulo de visualização, …)?   

                    

                    

Nada Perfeitamente 

Comentários adicionais: 
 

 

 

 

 



  
 

D-1 
 
 

Annex D - MCIS configuration file format 

The MCIS binary configuration file format was defined as follows in Tab. D-1 [44]: 

Tab. D-1 – MCIS binary configuration file format overview 

  

Element Unit Format 
Length 
[byte] 

Start 
byte 

Header - ASCII text 28 0 

Discrete filter sample rate Hz uint32 4 28 

X-axis Specific Force gain - Double 8 32 

Y-axis Specific Force gain - Double 8 40 

Z-axis Specific Force gain - Double 8 48 

Roll rate gain - Double 8 56 

Pitch rate gain - Double 8 64 

Yaw rate gain - Double 8 72 

X-axis Specific Force limit m/s2 Double 8 80 

Y-axis Specific Force limit m/s2 Double 8 88 

Z-axis Specific Force limit m/s2 Double 8 96 

Roll rate limit rad/s Double 8 104 

Pitch rate limit rad/s Double 8 112 

Yaw rate limit rad/s Double 8 120 

X-axis Tilt Coordination gain - Double 8 128 

Y-axis Tilt Coordination gain - Double 8 136 

X-axis Tilt Coordination limit m/s2 Double 8 144 

Y-axis Tilt Coordination limit m/s2 Double 8 152 

X-axis Tilt Coordination rate limit rad/s Double 8 160 

Y-axis Tilt Coordination rate limit rad/s Double 8 168 

X-axis Specific Force High-Pass Filter cont. filter parameters - See below 144 176 

X-axis Specific Force High-Pass Filter discrete filter parameters - See below 208 320 

Y-axis Specific Force High-Pass Filter cont. filter parameters - See below 144 528 

Y-axis Specific Force High-Pass Filter discrete filter parameters - See below 208 672 

Z-axis Specific Force High-Pass Filter cont. filter parameters - See below 144 880 

Z-axis Specific Force High-Pass Filter discrete filter parameters - See below 208 1024 

X-axis Specific Force Low-Pass  
(Tilt Coordination) continuous Filter parameters 

- See below 144 1232 

X-axis Specific Force Low-Pass  
(Tilt Coordination) discrete Filter parameters 

- See below 208 1376 

Y-axis Specific Force Low-Pass  
(Tilt Coordination) continuous Filter parameters 

- See below 144 1584 

Y-axis Specific Force Low-Pass  
(Tilt Coordination) discrete Filter parameters 

- See below 208 1728 

Roll rate High-Pass Filter continuous filter parameters - See below 144 1936 

Roll rate High-Pass Filter discrete filter parameters - See below 208 2080 

Pitch rate High-Pass Filter continuous filter parameters - See below 144 2288 

Pitch rate High-Pass Filter discrete filter parameters - See below 208 2432 

Yaw rate High-Pass Filter continuous filter parameters - See below 144 2640 

Yaw rate High-Pass Filter discrete filter parameters - See below 208 2784 

CRC32 of bytes 0 through 2991 - uint32 4 2992 

Padding - ASCII text 1100 2996 

Total size [byte] 4096 
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The header is defined as the following ASCII string: 

“MCIS v## CONFIG YYYY-MM-DD\0\0“ 

Where ## is to be replaced with the version (currently 03) and YYYY-MM-DD is the date when the file was 

generated, in ISO 8601 format. The string must be terminated with the null character and must be exactly 28 

bytes long. An example header would be: 

 “MCIS v03 CONFIG 2018-06-30\0\0“ 

All multi-byte values shall be encoded in little-endian format, as used by the x86 architecture.  

The continuous filter parameters structure is defined as shown in Tab. D-2: 

Tab. D-2 – MCIS binary configuration file continuous filter parameters structure 

The header is optional but must be null-terminated. 

The Filter order field stores the filter order as an unsigned integer. It should be equal to the largest power of s in 

use (e.g. s^5 implies filtOrder = 5). The continuous-time transfer function does not include any integrators that 

the system may have. 

  

Element Unit Format 
Length 
[byte] 

Start 
byte 

Filter order - uint8 1 0 

Header - ASCII text 15 1 

𝑏0 ∙ 𝑠7  - Double 8 16 

𝑏1 ∙ 𝑠6  - Double 8 24 

𝑏2 ∙ 𝑠5  - Double 8 32 

𝑏3 ∙ 𝑠4  - Double 8 40 

𝑏4 ∙ 𝑠3  - Double 8 48 

𝑏5 ∙ 𝑠2  - Double 8 56 

𝑏6 ∙ 𝑠1  - Double 8 64 

𝑏7 ∙ 𝑠0  - Double 8 72 

𝑎0 ∙ 𝑠7  - Double 8 80 

𝑎1 ∙ 𝑠6  - Double 8 88 

𝑎2 ∙ 𝑠5  - Double 8 96 

𝑎3 ∙ 𝑠4  - Double 8 104 

𝑎4 ∙ 𝑠3  - Double 8 112 

𝑎5 ∙ 𝑠2  - Double 8 120 

𝑎6 ∙ 𝑠1  - Double 8 128 

𝑎7 ∙ 𝑠0  - Double 8 136 

Total size [byte] 144 
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The discrete filter parameters structure is defined as shown in Tab. D-3: 

Tab. D-3 – MCIS binary configuration file discrete filter parameters structure 

The Number of sections used field stores the number of sections that are actually used by the filter. These are 

used in order – in other words, section zero is always used first, followed by one, two and finally three. Unlike 

the continuous filters, the discrete filters do include any integrators that are part of the system. 

The biquadratic section parameters structure is defined as shown in Tab. D-4: 

Tab. D-4 – MCIS binary configuration file discrete filter biquadratic section parameters structure 

By definition, 𝑎0 is always equal to one and is thus not stored. Instead, the gain applied at the end of the filter is 

stored – the gain stored in the zeroth section should be used and the others ignored. 

Element Unit Format 
Length 
[byte] 

Start 
byte 

Number of sections used - uint8 1 0 

Header - ASCII text 15 1 

Zeroth biquadratic section of the filter - See below 48 16 

First biquadratic section of the filter - See below 48 64 

Second biquadratic section of the filter - See below 48 112 

Third biquadratic section of the filter - See below 48 160 

Total size [byte] 208 

Element Unit Format 
Length 
[byte] 

Start 
byte 

𝑏0  - double 8 0 

𝑏1  - double 8 8 

𝑏2  - double 8 16 

𝑎1  - double 8 24 

𝑎2  - double 8 32 

Filter gain - double 8 40 

Total size [byte] 48 


