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Abstract—When companies want to sell their products, they
usually outsource this task to call centres. Call centres must
schedule phone calls to people in a given database during the
day, to perform these tasks. The call centre wants to schedule
the calls so as to maximise the probability that the clients answer
the call. This thesis focuses on this scheduling problem.

For each client, we are given the probability of answering the
call during the day. The number of calls that the call centre
can place at each time slot is limited by some constraints, such
as: the number of available operators; the number of attempts
per client; and calling policies regarding consecutive calls. In
fact, the scheduling problem we address can be framed as a
stochastic control problem, and can be seen as a substantially
more difficult version of a famous problem: the weapons-target
assignment problem.

In this thesis, we create a suite of algorithms that, given
the statistical behaviour of the clients in the database, suggest
which clients to call as the day unfolds. Our algorithms aim at
maximising the expected number of answered calls throughout
the day. We build our algorithms from a range of theoretical
frameworks, among them greedy approaches, linear program-
ming, and dynamic programming.

As our simulations show, no algorithm beats universally the
others: the best algorithm depends on the underlying setup, i.e.,
number of clients, number of available operators, etc. Thus, the
suite of algorithms we created can cover the needs of distinct
scenarios.

Index Terms—call centre, call scheduling, dynamic program-
ming, linear programming, weapons-target assignment.

I. INTRODUCTION

Call centres play a key role regarding the communication
between companies and their clients [1], specifically when we
think about service providers. The call centre activity may be
divided into two main tasks: inbound service - responsible
for receiving calls from clients, usually related to technical
support; and outbound service - responsible for contacting the
clients, usually to promote new services [2] - both of them
result in profits to the company [3].

The main concern of this thesis is to improve the perfor-
mance of the outbound contact with its current clients. This
problem can be divided into three distinct tasks: prediction
of the outcome of future attempts; building of an answering
probability distribution for each client; and scheduling of the
call centre’s calls to the clients. Figure I illustrates a flowchart
exhibiting the successive chain between the tasks of the call
centre that can be modelled.

Most of the literature on call centre’s resource management
explores the allocation of resources in the inbound service [4].
The main focus of this thesis regards the scheduling of calls
to the clients, specifically maximising the expected number of
answered calls. Even though our problem relates to the calling

Fig. 1. Call centre’s system model.

process of call centres, this can also be formulated as a weapon
and target assignment problem [5]. With this approach, we
intend to maximise the target capture (answering clients) rate,
subject to weapon limitations (call centre resources) and taking
into account the unpredictable events that each action might
trigger.

We developed a suite of algorithms to solve this problem.
Some of them have a greedier character because they simply
consider the targets they see, and don’t account for the
information they have about the future, and others consider
the information regarding the future, based on the concepts of
dynamic and linear programming.

We also did some work regarding the tasks of: analysis of
an history dataset; and prediction of the outcome of future at-
tempts. Therein, we employed some techniques of exploratory
data analysis and data cleaning; and some machine learning
classification algorithms.

II. SCHEDULING ALGORITHMS

In this section, we explain the work developed regarding
the management of resources in the call centre when we
are contacting our clients. We start with a description of the
problem at hand and discuss the restrictions and assumptions
that we had to consider in order to formulate this problem as
an optimisation problem. We propose methods to generate the
bounds for the simulations and methods to solve this problem.

A. Problem definition

Our main goal is to maximise the total number of answering
clients, which is equivalent to maximising the answering rate
(capture rate) of all clients. This formulation assumes that the
time events of each client are independent from each other
and the events between clients are also independent. The only
input for this problem is a matrix of capture probabilities P
of size N × T , where N is the number of clients and T the
number of time intervals.

The maximisation of the answering rate of a single client
corresponds to the sum of capture probabilities Pn,t taking
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into account the decision to call client n in interval t, xn,t, on
a mathematical form this translates to

max
x

T∑
t=1

Pn,txn,t ⇔ min
x

T∑
t=1

(Sn,t − 1)xn,t (1)

where Sn,t is the probability of a client not answering the call
(survival probability, Sn,t = 1 − Pn,t). In the context of this
problem, we only have two possible actions, attempting to call
or not, so the decision variables are xn,t ∈ {0, 1}, where 1
corresponds to an attempt to call and 0 means not attempting.

As a side remark, we note that the scheduling problem could
be formalized as a stochastic control problem (see [6]); thus,
in principle, it would be amenable to solution by dynamic
programming. We discard such path because the state-space of
such formulation would be prohibitively high, a well-known
phenomenon, commonly referred to in the literature as the
curse of dimensionality [7].

Now considering the real problem where the call centre
wants to capture as many clients as possible, we must gen-
eralise the formulation in (1) so that we minimise the survival
probability of N clients, which is done by summing the
probabilities of all clients. The number of calls that the call
centre can place at each time slot is limited by the number
of available operators; moreover, the number of attempts for
each client is not only limited per day but also, by law, must
obey guard periods between consecutive attempts

Taking into account these constraints, our optimisation
problem has the formulation in (2), where M is the maximum
number of attempts per client (attempt constraint), O is the
maximum number of operators (operators constraint) and the
guard period between unsuccessful calls is 40 minutes corre-
sponding to eight intervals of five minutes (buffer constraint).

min
x

N∑
n=1

T∑
t=1

(Sn,t − 1)xn,t

subject to xn,t ∈ {0, 1}
T∑

t=1

xn,t ≤M, ∀n ∈ {1, ..., N}

N∑
n=1

xn,t ≤ O, ∀t ∈ {1, ..., T}

t+8∑
k=t

xn,k ≤ 1, ∀t ∈ {1, ..., T − 8},

∀n ∈ {1, ..., N}.

(2)

For the simulation procedure, we assumed that all operators
are occupied during each time interval, disregarding the call
outcome or the fact that realistically all calls have different
durations; and also that at the end of the five minute interval,
all calls have been finished, so that all operators are available
in the following interval.

With the goal of assuring that all selection algorithms
are simulated under the same conditions, we pre-generate
an outcome matrix Z before running the simulations. These
outcomes Zn,t are generated by picking a random number
R ∈ [0, 1] for each matrix element; whenever R ≥ Sn,t

we consider that we have a successful call. The elements
Zn,t ∈ {0, 1}, with 1 corresponding to a successful call and
0 to an unsuccessful one.

The selection approaches developed in this thesis can be
divided in three main groups: bounding, online and offline
selection. The bounding approaches are used to define the
bounds for the online and offline methods. The distinction
between the last two methods is the way they compute the
problem’s solutions: whilst the online approaches do the most
of its computations in real-time, the offline do all the heavy-
lifting prior to the calling routine.

B. Bounding approaches

In this section, we explore the approaches that are used as
bounds for the other methods. We consider the random selec-
tion approach as the lower bound, and the upper bound is the
minimum of two unrealistic optimal approaches, specifically
a method that knows the future outcomes of all clients and a
method that assumes infinite resources to call.

The random approach simply looks at the present time
interval t and randomly picks O not yet captured clients to
call, and that have a capture probability Pn,t > 0. After
looking at the calling outcomes Z, this approach must assure
that the attempted clients are not selectable for a period of time
corresponding to 40 minutes, this is assured by changing the
capture probabilities Pn,t = 0 on the following eight intervals.

We also need to assure that clients cannot be selected for the
remainder of the day when there are successful calls; this is
done with the removal of the contacted clients from the tracker
of clients not yet captured. Also, when all possible attempts
have been depleted, we change the probabilities Pn,t = 0 on
these clients, so that they are not considered in the future.

1) Known future bound: The known future optimal ap-
proach can be formulated as a linear programming (LP) prob-
lem, in the sense that we want to maximise a linear objective
function subject to linear constraints [8]. This optimisation
problem is formulated as in (3), where the objective function
is the outcome matrix Z, and the constraints must take into
account the fact that there are at most O operators per time
interval. Also, each client can only be called once, since he
will surely answer that call, as we are dealing with outcomes
Zn,t ∈ {0, 1} and not probabilities Pn,t ∈ [0, 1].

max
x

N∑
n=1

T∑
t=1

Zn,txn,t

subject to xn,t ∈ {0, 1}
T∑

t=1

xn,t ≤ 1, ∀n ∈ {1, ..., N}

N∑
n=1

xn,t ≤ O, ∀t ∈ {1, ..., T}.

(3)

For this bounding approach, the total number of captured
clients depends on the maximum number of operators, being
that it will be the minimum between the number of clients N
and the total number of calls O × T .

2) Infinite capacity bound: The infinite capacity method
employs the main concepts used by the offline selection
approaches, which are based on the optimality principle of Dy-
namic Programming [9]. These methods generate two matrices
corresponding to an optimal capture plan and probabilities of
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survival V , considering the time interval t and the remaining
attempts m a client has, based on the survival probability
matrix S.

The algorithm builds these matrices in a recursive manner,
which uses the previously computed values in order to com-
pute the new ones. Figure 2 shows the direction on which
these matrices are built, specifically from the end of the day
(t = T ) until the beginning (t = 1) and from the last calling
attempt (m = 1) until the first (m = M ). Algorithm 1 shows
the computations needed to build these matrices.

Fig. 2. Example of the building direction of the value matrix V .

Algorithm 1 Building procedure of matrices V and Plan for
a single client n.
Ensure: V and Plan are initialised as zero matrices with M×

T dimension.
1: for m = 1 from 1 to M do
2: for t from T to 1 do
3: if t = T then
4: Vm,t = min{1, Sn,t}
5: Planm,t = 1
6: else if m = 1 ∨ t ≥ T − 8 then
7: Vm,t = min{Vm,t+1, Sn,t}
8: if Sn,t < Vm,t+1 then
9: Planm,t = 1

10: else
11: Planm,t = 0
12: end if
13: else
14: Vm,t = min{Vm,t+1, Sn,tVm−1,t+8+1}
15: if Sn,tVm−1,t+8+1 < Vm,t+1 then
16: Planm,t = 1
17: else
18: Planm,t = 0
19: end if
20: end if
21: end for
22: end for
23: return V and Plan matrices.

Note that: in m = 1 we only have to compare the values
of Sn,t and Vm,t+1; in t = T we’ll always put 1 on the Plan
matrix independently of the number of attempts m we have
(it is the last opportunity to call); in any t corresponding to
the last eight intervals, we’ll always compare the values of St

and Vm,t+1, instead of StVm−1,t+8+1 and Vm,t+1, because if
we try to call in t, we will not be able to call the client again,
due to the buffer constraint.

The elements of this V matrix have an actual probabilistic
meaning: the value Vm,t is equivalent to the survival probabil-
ity of the client by following the optimal schedule from time
t with m remaining calls. If we start following the optimal
schedule with t = 1 and m = M , we’ll have the minimum
survival probability for this client. This approach is based on
the optimality principle of Dynamic Programming [9].

For N clients, we just need to repeat the previous procedure
for all clients, generating this way two 3-dimensional matrices
with size M×T ×N , which are the concatenation of N Plan
and V matrices.

Taking into account the probabilistic meaning of the ele-
ments of V , the complement of these values V , will be equiv-
alent to the capture probability when following the optimal
plan. If we sum all elements of the corner with m = M and
t = 1 of our 3-dimensional matrix V as in (4), we’ll end up
with the expected value of captured clients, considering that
we have infinite operators.

E(Captured clients) =

N∑
n=1

V M,1,n. (4)

When there is a high number of operators, the infinite
capacity bound is always lower than the known future bound,
but with a standard number of operators, there is a point in
the universe size (amount of clients N ), where the infinite
capacity bound overcomes the known future bound (which is
limited by the number of operators). Figure II-B2 illustrates
these bounds.

Fig. 3. Graphical representation of the upper and lower bounds of the
scheduling algorithms.

C. Online scheduling approaches

This section describes the main online algorithms that were
implemented as a solution for our scheduling problem. As
stated in II-A, these algorithms work on an online environ-
ment, due to the fact that they perform all computations on
real time. We describe three selection methods with a greedy
character that use as basis the sorting of highest values of P
or lowest values of S, namely the greedy, delta greedy and full
greedy approaches. We also explore three selection methods
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that use as basis the concepts of integer linear programming
(ILP), respectively the full ILP, rollout ILP and rollout with
rough future ILP approaches.

1) Greedy and delta greedy approaches: The greedy ap-
proach works in the same manner as the random approach,
the only difference between them is the fact that whereas on
the random approach, we disregard the answering probabilities
Pn,t, on the greedy approach these are the main focus.

On every time step, the algorithm looks at all not yet
captured clients and considers only those with Pn,t > 0.
Afterwards, it sorts all of them in descending order and selects
the O clients with higher Pn,t, disregarding this way the
future probabilities. After looking at the outcome matrix Z,
the tracker of remaining attempts per client is updated, and
also the tracker of not yet captured clients, if there are any
successful calls. To enforce the buffer constraint, we make
Pn,t = 0 for each attempted client from t until t + 8.

This method came up as a variation of the regular greedy
approach, that prioritises the difference between the actual
probability Pn,t and the highest probability of each client
(row-wise).

This algorithm starts by computing the maximum Pn,t

of each client and storing these values in a vector Pmax.
Afterwards, we compute ∆P as in (5), which will return a
matrix whose elements correspond to the difference between
Pn,t and Pmax. This is done only in t = 1, as t increases
the probabilities ∆P are changed according to the events of
each interval, so as described further below there’s no need to
recalculate this matrix again:

∆P =

∣∣∣P − Pmax11×T

∣∣∣. (5)

During the selection process, the algorithm considers only
the probabilities ∆Pn,t < 1. Then, the algorithm picks the O
clients with smaller ∆Pn,t. After knowing the outcome of all
calls, the algorithm updates the attempt tracker of the contacted
clients and changes the values of ∆P into ∆Pn,t:t+8 = 1
so that these clients are ignored in the following eight time
intervals.

2) Full greedy approach: The full greedy approach builds
an optimal plan on each time step from interval t until T ,
taking into account the minimal values of S′ which is an
auxiliary survival matrix, initialised as S′ = S. We search for
the minimum value S′n,k and assign a 1 to the Plan matrix
on entry (n, k). To remove this entry from the selectable set
and to consider the buffer constraint, we must block row n
from k − 8 until k + 8, this is done by artificially changing
the probabilities of S′n,(k−8):(k+8) = +∞. This procedure is
repeated until any of the following conditions is met:
• all O operators are assigned for each time interval;
• the remaining m attempts are assigned for each client;
• the first column of S′ is completely blocked (S′1:N,1 =

+∞);
• matrix S′ is completely blocked (S′ = +∞).
Figure 4 illustrates a small example of this scheduling

method, for four clients, two operators and considering that
the buffer constraint is equal to two time intervals instead of
eight. To simplify this example, assume that t + 5 = T . The

green entries represent the minimal Sn,t that are selected by
the algorithm and the orange entries represent the entries that
are blocked to enforce the buffer constraint.

After this, we look at the outcomes of the assigned clients
on the first column of the Plan matrix, those that have a
successful outcome will be removed from S and those with an
unsuccessful outcome will have the following eight intervals
blocked, by changing the probabilities Sn,t:t+8 = +∞, so
that they respect the waiting time between unsuccessful calls,
additionally we also need to update the attempt tracker. When
a client has its attempts depleted, we must update the survival
probability Sn,t:T = +∞ in order to disregard these clients
from further analysis.

Fig. 4. Full greedy selection example. In this example, S4,t+4 is the first
detected minimum, so we put a 1 on the Plan matrix in entry (4, t + 4)
and block the previous two intervals and the following one. Then, S4,t is the
selected minimum, so the following two entries are blocked, this results in the
full blockage of client 4. Then S2,t is selected, blocking the following two
entries and since we have booked the two operators, we block the remainder
of column t and due to the fact it was column t, the starting point for this
analysis, we terminate the scheduling routine.

3) Integer linear programming approach: A linear pro-
gramming problem is defined as the problem of maximising
or minimising a linear objective function, f , subject to linear
constraints in the form Ax ≤ b [10], where A is the constraint
coefficient matrix, b the constraint coefficient vector and x the
set of variables to be determined. We used a mixed-integer
linear programming (MILP) solver that computes solutions in
the format of (6), lb and ub are the lower and upper bounds
of the solutions, respectively:

min
x

fTx

subject to Ax ≤ b

lb ≤ x ≤ ub.

(6)

This first ILP approach is a simple transformation of the
optimisation problem in equation (2) into a ILP problem with
the formatting defined in (6). A detailed description on this
transformation process can be found in the thesis document.

This formulation was idealised to be ran from time interval
t until T for all clients not yet captured, to disregard the
past time intervals, but in the case where N = 10000 clients,
the dimensionality of the problem becomes too large for our
implemented setting. This resulted in an inconsistent output
of solutions (no solutions). After some testing, we found out
that solving the problem from t until t + 66 guaranteed a
consistent output of solutions. So, the final formulation that
was implemented is equivalent to
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min
x

N∑
n=1

t+66∑
k=t

S′n,kxn,k

subject to xn,k ∈ {0, 1}
t+66∑
k=t

xn,k ≤M, ∀n ∈ {1, ..., N}

N∑
n=1

xn,k ≤ O, ∀k ∈ {t, ..., t + 66}

k+8∑
i=k

xn,i ≤ 1, ∀k ∈ {t, ..., t + 66},

∀n ∈ {1, ..., N}.

(7)

After the solver outputs the problem’s solutions, we must
use the solutions corresponding to time interval t. After this,
we check the outcomes of the selected clients and remove
those that have successful outcome and we insert zeros in the
rows of S′ (S = 1 =⇒ S′ = 1−1 = 0) corresponding to the
clients with depleted attempts. For the buffer constraint, we
insert zeros on S′ on the rows of the attempted clients from
time interval t until t + 8, and we also need to update the
new values of M for the contacted clients. This procedure is
repeated until the end of the day or until all clients have been
captured or their attempts depleted.

4) Rollout ILP approach: Considering the limitations of the
full ILP approach, we came up with a rollout ILP approach
[11]. The term rollout refers to the fact that we compute the
schedule of the clients on a rolling window from t until t+ 8,
taking into consideration that, in nine time intervals there can
only be a single call per client (buffer constraint). This new
problem is formulated as

min
x

N∑
n=1

t+8∑
k=t

(Sn,k − 1)xn,k

subject to xn,k ∈ {0, 1}
t+8∑
k=t

xn,k ≤ 1, ∀n ∈ {1, ..., N}

N∑
n=1

xn,k ≤ O, ∀k ∈ {t, ..., t + 8}.

(8)

There is a problem with this formulation: the maximum
number of M attempts per client is not explicitly encoded
into this formulation. To enforce this constraint, we used a
tracker on the number of remaining attempts per client.

As the simulation runs in time, this method does the
same operations as the full ILP approach: it only considers
the solutions corresponding to t; updates the values of the
contacted clients in matrix S′ after a call or whenever a client
has his attempts depleted; and updates the values of attempt
tracker.

5) Rollout with rough future ILP approach: The simple
rollout method does not consider most of the information about
the clients’ future probabilities. To overcome this problem, we
came up with a variation of the simple rollout ILP approach
that takes into consideration a “rough” measure of the clients’
probabilities in the future, as in equation (9):

min
x,z

N∑
n=1

(
t+8∑
k=t

(Sn,k − 1)xn,k +

I∑
i=1

(〈Sn,i〉 − 1)zn,i

)
subject to xn,k, zn,i ∈ {0, 1}

t+8∑
k=t

xn,k +

I∑
i=1

zn,i ≤M, ∀n ∈ {1, ..., N}

N∑
n=1

xn,k ≤ O, ∀k ∈ {t, ..., t + 8}

N∑
n=1

zn,i ≤ O, ∀i ∈ {1, ..., I}

t+8∑
k=t

xn,k ≤ 1, ∀n ∈ {1, ..., N}.

(9)

This method still looks at the first nine time intervals as in
section II-C4, but it also looks at the averages of the future
probabilities 〈Sn,i〉. The average probability 〈Sn,i〉 for every
future bin i is defined as

〈Sn,i〉 =
1

1 + 8

t+9i+8∑
j=t+9i

Sn,j , t ∈ {1, ...,T}. (10)

In (9) it’s possible to see that the only added constraint
corresponds to the constraint on the maximum number of
attempts (M ) and that the remaining constraints are the same
as the rollout.

Figure 5 shows an example of the objective function matrix
that is built as an input to the solver. For this example, we
considered four clients and that we are looking at 9 time
intervals and that the buffer is equal to two time intervals.

Fig. 5. Example of a matrix built as input for the linear programming function.
In the figure, we can see that for the short-sight time intervals, we consider the
actual values Sn,k , which are the values used to compute the xn,k solutions.
After the short-sight window, we calculate the average 〈Sn,i〉, which is used
as the values to compute the solutions zn,i. It’s also possible to see that bin
3 only uses the average of one interval t.

As we go along the simulation, we repeat the same process
as in II-C3: check the outcome of the selected calls on matrix
Z, change the probabilities of S′ in order to assure that the
buffer constraint is respected, update the maximum number
of attempts per client M in order to maintain the control on
clients with depleted attempts and remove the captured clients
from the problem.

D. Offline scheduling approaches

This section explores the main offline algorithms that we
developed to tackle this scheduling problem. These were called
offline due to the fact that the bulk of the computations to
generate the optimal schedule are made prior to the simulation
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run. The reasoning behind these offline approaches came
from the necessity of coming up with a solution that didn’t
require expensive computations in real-time because of the
computational limitations that the dialling device of the call
centre has.

These offline algorithms take as input the capture probability
matrix P and the same restriction parameters as the online
methods. These algorithms share a common foundation: the
optimal capture schedules and probabilities of survival V of
the optimal plan, which are generated as explained in II-B2.
We came up with three selection algorithms that use as basis
these optimal capture schedules, namely: the greedy offline,
the differential offline and the uncertain offline.

1) Greedy offline approach: This approach was named as
greedy offline because at every interval t it selects clients in
a greedy manner that ends up being too optimistic. For this
approach, we need two trackers: one for the clients not yet
captured and another for the remaining attempts of each client.

During the simulation, the slices corresponding to the inter-
val t of the cubic matrices Plan and V are stored in auxiliary
variables. We store the V values of the clients not yet captured
having in account their remaining m attempts and only for
those that have a 1 on the Plan matrix; this generates an aux-
iliary vector with the values Vm,t (lowest survival probabilities
following the optimal plan) of the potential clients.

In the selection process, we simply sort in ascending order
the values Vm,t of the auxiliary vector and select the O
clients with lowest Vm,t, because these have the best potential
of being captured in the long run. After selecting the best
clients, the algorithm looks at the outcome matrix Z to check
the outcomes of the attempted calls and updates the attempt
tracker and the tracker of clients not yet captured. This tracker
update is done in the same manner as the online methods,
except that, regarding the enforcing of the buffer constraint,
the values in the Plan matrix corresponding to m−1 and from
t to t + 8 are changed to 0.

2) Differential offline approach: The greedy offline has the
major drawback of not knowing the actual survival probability
Sn,t, which makes this algorithm totally unaware of the golden
capture opportunities that a client may have in the future. To
tackle this issue, we came up with a method that considers the
difference between the V values of different intervals of time,
which implicitly gives a measure on the possibility of missing
a precious capture opportunity (implicit knowledge of Sn,t).
This selection can be formulated as

min
x

K∑
k=1

(Vm,t,k − Vm,t+8,k)xk

subject to xk ∈ {0, 1}
K∑

k=1

xk ≤ O

(11)

where K corresponds to the number of potential clients to
be called in the present interval t, xk corresponds to the
decision of calling the potential client k, Vm,t,k is the survival
probability of the potential client according to the optimal
plan, and O is the number of operators in interval t.

During the simulation, the algorithm simply calculates the
difference ∆V = Vm,t,k−Vm,t+8,k and since V is the product
of values Sn,t ∈ ]0, 1[, and the values of Vm,t ∈ ]0, 1[, they
increase as t increases and m decreases. Since ∆V ≤ 0,
the simplified solution of (11) corresponds to the sorting of
values ∆V in ascending order and selecting the lowest ∆V ,
guaranteeing the selection of the clients with the greatest
difference ∆S = Sn,t − Sn,t+8. After checking the outcomes
of the calls, the blockage of the attempted clients, the clients
with depleted attempts and the successfully contacted clients
is done in the same manner as in the greedy offline approach.

3) Uncertain offline approach: We came up with this new
approach called uncertain offline as another solution to over-
come the drawback the infinite capacity assumption creates.
This new approach inserts into the selection process, a degree
of uncertainty on the V values.

Once again, we start by selecting the clients with 1 on the
Plan matrix corresponding to interval t and the m remaining
attempts of all clients. If the number of possible clients is
smaller than or equal to O operators, the algorithm picks those
and runs the simulation. In the case where the number of pos-
sible clients is greater, instead of selecting those with lowest
V or ∆V , the algorithm must perform an extra computation
to calculate a new survival probability Un,t.

This survival probability U corresponds to the product of
the survival probabilities Sn,t of a single client, following the
optimal calling plan, taking into account that on every future
attempt there are already scheduled calls for other clients. For
this, we need to follow the optimal schedule of each client
and store the probabilities Sn,t′i

and the number of scheduled
calls Ct′i

, where t′i corresponds to the intervals where a client
may be contacted after an unsuccessful call and i indicates the
index of the new attempt.

Fig. 6. Example of the search process to store the variables necessary to
compute Un,t. In this example we consider that t = 1 so the client still has
his M attempts.

This survival probability U is calculated as in (12). The
main difficulty of this approach is the need to consider a lot
of uncertain events. For example, when we are computing the
values Un,t, we don’t know which clients might have been
called between the time intervals t and t′i. So, when counting
the number of calls Ct′i

, we must only consider the clients
not yet captured, and we assume that, those have the same
amount of remaining attempts m as client n in interval t′i. For
the computation of Un,t′i

there was also the need to assume
that the not yet known events of t of the other clients would
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not interfere with the events in t′i of client n. If we hadn’t made
it in this manner, the handling of all the possible combinations
of events would make the problem much harder to handle.

Un,t = Sn,t

m−1∏
i=1

(
O

Ct′i

Sn,t′i
+ 1−

O

Ct′i

)
. (12)

After computing all probabilities Un,t the algorithm selects
those with the lowest value. Un,t is still a product of survival
probabilities Sn,t, the only thing special about this is the fact
that this value takes into account the uncertainty of future
events. Afterwards, we perform the exact same procedures as
all other offline methods, in order to update the attempt tracker
and to enforce the buffer constraint between unsuccessful
calls.

III. PERFORMANCE ANALYSIS OF THE SCHEDULING
ALGORITHMS

This section describes the results obtained from simulating
multiple scenarios within the call centre: the typical conditions
of the call centre; the scenario with an extreme number of
calling attempts; and, with an extreme number of operators.

A. Simulation setup

These simulations model a single weekday with 144 in-
tervals of five minutes (T = 144), assuming that each day
corresponds to a campaign. Each client can only be contacted
at most ten times (M = 10), the number of operators per shift
is limited (O ∈ {8, ..., 22}). The call centre’s policy regarding
the waiting time between unsuccessful calls is: when the client
rejects a call, there must be a gap of four hours before the
next call attempt; and when the client does not answer the
call, there must be a 40 minutes waiting time before the next
attempt. We assumed that all unsuccessful calls correspond to
the latter case.

The simulations are done with a varying number of clients
per day, N ∈ [100, 10000] and with a fixed number of
operators O and attempts M . We simulate 96 independent
days with different outcome matrices Z in order to obtain an
estimate of the average capture rate of our algorithms.

To verify the effects of each constraint on the capture re-
sults, we performed a simulation under the call centre’s typical
conditions, varying the constraints taken into consideration for
the random and greedy approaches. This can be checked in the
thesis document.

B. Typical conditions of a call centre

These simulations work under the assumption that there’s
a fixed number of operators in all shifts, specifically O =
10. Figures 7 and 8 show that the capture rate increases with
the growth of the universe size. In this scenario, we have the
possibility of attempting a total 1440 calls (O×T ). Note that
the chance of depleting attempts diminishes as the universe
size increases, because of the wider choice of clients.

Figure 7 illustrates the capture performance of the ILP and
greedy methods. Regarding the greedy methods, we can see
that the greedy and full greedy approaches have practically

Fig. 7. Capture rate of the ILP methods under the call centre’s typical
conditions.

the same performance throughout all N , and that the full
ILP method is the only method that overcomes the greedy
approach. This gain is really small considering that this
problem’s complexity is much higher, and that, as N increases
the full ILP’s performance ends up matching the values of the
regular greedy approach.

Considering the offline methods presented on figure 8, we
see that under these conditions, the uncertain offline approach
gets the best capture rate results, having practically the same
performance as the greedy and full greedy approaches.

Fig. 8. Capture rate of the offline methods under the call centre’s typical
conditions.

We provide a deeper description regarding the performance
of each scheduling algorithm in the thesis document, specifi-
cally the time performance of each one.

C. Extreme value of attempts

To get an idea of the impact that the number of attempts M
has on the developed algorithms, we simulated the scenarios
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where M = 1 and M = 20. Figures 9 and 10 show the
capture performance for the scenario where M = 1. We can
see that for N ≤ 1000, the algorithms that have a greedier
behaviour end up wasting calls and because of that they have
worse performance comparing to the more prudent ones. For
N > 1000, the regular greedy approach ends up reaching the
same capture performance of the other algorithms.

Considering the greedy approaches, we see that the full
greedy reaches the performance of the upper bound for
N ≤ 1000, and for N > 1000 it ends up with the same
performance of the regular greedy approach. The regular and
delta greedy approaches have practically the same performance
until N ≤ 1000, but for greater N the delta greedy ends up
saturating in about 350 clients.

Regarding the rollout ILPs, it’s noticeable that when there’s
only one possible attempt, and in the cases where N ≤ 1000,
the rough future ILP has a better performance than the rollout
method. The full ILP is still the best of the ILP methods,
having a marginal gain compared to the other ILP methods.
We only simulated this method for N ≤ 3000, because for
higher N , it requires a lot of time to simulate a reliable capture
rate average.

Fig. 9. Capture rate of the ILP methods with a low number of attempts,
M = 1.

Regarding the offline methods, we can see that the differ-
ential offline ends up being the worst of the offline methods
and the others have a similar performance. This makes sense,
because in the case where there’s only one attempt per client
V1,t,n = Sn,t. So, looking at the difference between V values
becomes useless and it’s better to only consider the actual
survival probability Sn,t. The greedy and uncertain offline
methods have the same performance, since with M = 1 the
U value computed by the uncertain method (section II-D3) is
equal to the original V value, so the selection routine of both
methods ends up being the same.

The simulations regarding the scenario where M = 20 are
presented in the thesis document. From those simulations, we
verified that the results obtained were practically the same as
for the simulations under typical conditions.

Fig. 10. Capture rate of the offline methods with a low number of attempts,
M = 1.

D. Extreme value of operators

To check the influence that the number of operators has
on this problem, we simulated the extreme scenario where
O = N , which is equivalent to considering an infinite amount
of operators.

Figures 11 and 12, show that none of the methods can
reach the known future bound (quite expectable). Also, those
that make their selection by simply looking at the present
time instant, specifically the random, greedy and delta greedy
have worse performance than those that account for the future
ahead.

Fig. 11. Capture rate of the ILP methods considering infinite operators and
with typical number of attempts, O = N and M = 10.

Another interesting conclusion that we take from figure 11 is
that the rollout and rough future ILPs have worse performance
than the full greedy. We can also say that for an infinite
number of operators, the future estimation feature that the
rough future ILP employs ends up having no effect on the
selection process, resulting in a performance similar to the
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simple rollout approach. Considering the full ILP, we see
that its performance is equal to the infinite capacity bound
for N ≤ 1000, and for N ≥ 3000 it decreases, due to the
incapability of solving problems with such high dimension.

Figure 12 shows that the offline methods end up reaching
the performance of the infinite capacity bound, which is quite
expectable taking into account that the infinite capacity bound
and the offline approaches share the same basis.

Fig. 12. Capture rate of the offline methods considering infinite operators
and with typical number of attempts, O = N and M = 10.

Figure 13 shows the results for an infinite amount of
operators and only one attempt, M = 1. From these, we
see that the performance of all methods is highly reduced
when comparing to the scenario where M = 10. This causes
a performance gap between the known future bound and all
other methods. Even though the performance of the methods
that consider the future is low, those that only consider the
present time instant have a much worse performance.

Considering the rough future ILP, we see that its perfor-
mance is equal to that of the infinite capacity bound and the
full greedy, proving that under these conditions these methods
can reach the best possible performance. For the full ILP, we
can see the same performance decrease as in the scenario of
M = 10, implying that even though the attempt constraint is
narrowed, the solver still can’t handle the dimension of the
problem.

Considering the offline methods results for infinite operators
and one single attempt (M = 1), they reach the same results as
infinite capacity bound as expected. In the thesis document, we
present the results for the offline methods considering infinite
operators and 20 attempts. In this simulation, we see that
all the algorithms practically reach the results of the known
future bound, because this simulation models a practically
constraintless environment.

IV. PREDICTION OF THE OUTCOME OF FUTURE CALLING
ATTEMPTS

This section briefly describes some of the work done
regarding the analysis of an history dataset of a call centre
and outcome prediction of future calling attempts.

Fig. 13. Capture rate of the ILP methods considering infinite operators and
with a low number of attempts, O = N and M = 1.

We were provided a small anonymised dataset of the call
centre, so that we could develop a general framework regard-
ing the scheduling task. As usual, some samples of the dataset
had missing entries and non consistent labelling, so we had
to go through the process of cleaning the dataset of these
problems. After this, we performed a thorough analysis of the
dataset, which provided some insights regarding the behaviour
of the call centre, that were not known a priori. With this
new knowledge, we performed some feature transformation,
in order to facilitate the prediction process.

The samples of the dataset correspond to calling attempts
from the call centre to the clients. The call attempt samples
have a set of descriptive features, such as: client identifier, date
of attempt, time of attempt and outcome of the call attempt.
Under the objective of this thesis, the outcome is used as the
label of our dataset, which is binary since either the client
answers the call or he does not. The positive class corresponds
to the answered calls and the negative to the not answered.

Since the dataset is unbalanced (for more information see
[12]), the negative class has a higher representation when
compared to the posivite class, we used the true positive rate
(TPR) and the true negative rate (TNR) as the evaluation
metrics to check the performance of all used classifiers. We
developed some variations of the state-of-the-art ensemble
classification algorithms [13], with the intent of combining
distinct classifiers, specifically two classifiers based on the
concepts of random forest [14], that use both decision trees
and K-nearest neighbours to build a single classifier, the thesis
document has a detailed description about these classifiers.

Afterwards, we tested some of the main classification algo-
rithms and also those that we developed, to understand whether
the predicted outputs could be used to build a probability
matrix to be fed into the scheduling part of this thesis. Table I
shows the TPR and TNR of the classifiers on a set of unseen
samples (the classifiers RT+RKNN and sampled RT+RKNN
correspond to our developed ensemble methods).

Since the positive class prediction is the subject of interest
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for this problem we want a classifier that predicts the high-
est amount of positive samples as possible, without totally
disregarding the negative samples. From table I, we see that
our ensemble RT+RKNN had the best combined performance
regarding the TPR and TNR, the other methods end up
disregarding too much the negative class.

Unfortunately, the dataset did not contain features infor-
mative enough, which made it impossible to transform the
prediction outputs into the probability matrix P used for the
scheduling of calls (detailed in section II).

TABLE I
CLASSIFICATION PERFORMANCE IN THE TEST SET.

Classifier TPR TNR
Decision tree 0.5794 0.4613
K-nearest neighbours 0.5701 0.4767
Boosting 0.6630 0.3609
Random Forest 0.6023 0.4354
RT+RKNN 0.5683 0.4918
Sampled RT+RKNN 0.5861 0.4410

V. CONCLUSIONS

In this thesis, we created several approaches to address
the scheduling problem of the call centre We devised sev-
eral suboptimal approaches based on greedy strategies, linear
programs, and dynamic programming . For certain scenarios,
some of the approaches perform better than others: there is no
universal winner, which attests to the relevance of the diverse
toolbox we created.

The model we assumed for the calls can be made more
complex in a future work, so that we overcome its limitations
and approximate our formulation to reality. This can be done
by increasing the discretisation of the time intervals and
adapting the simulation process, so that we call each client
individually (also known as “shoot-look-shoot” [15]), instead
of calling all of them at the same time. Another change that can
be done, is reducing the number of attempts M per client, for
instance M = 2, in order to model an actual day of campaign,
instead of the whole campaign in a single day.

Comparing the results of all scheduling algorithms, we see
that under the typical conditions of our problem, the full LP
approach assures the best capture performance, even though it
is computationally expensive. Also, we see that as the amount
of provided clients N overcomes the number of possible calls
O × T , the greedy and full LP approaches reach the same
average performance, but the greedy has the advantage of
being much faster to compute.

Considering the offline methods, we see that the uncertain
method assures the best capture performance. The search
responsible for the slowness of this method can be computed in
an offline manner. Instead of computing the U values (section
II-D3) in an online manner, this could be done beforehand. We
can also make some improvements on this method regarding
the assumptions the search algorithm considers to compute the
U values.

Comparing both the online and offline methods, we see
that under the typical conditions of the call centre the online

methods are the best choice in terms of capture results,
but considering the suggested adaptation in the formulation
(making M smaller) the offline methods become the best
choice because their capture performance reaches the upper
bound for some values of N and they do not require a lot of
heavy computations.

To check the robustness of our scheduling methods to noisy
data, we could introduce different degrees of noise into the
probability matrix P and use this for scheduling our calls, but
use the real probability matrix to define the outcomes of the
calls.

Regarding the prediction part, due to the absence of a dataset
rich enough to predict realistic answering probabilities, we
skipped the task of building the probability matrix used by
the scheduling algorithms.
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