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Resumo 

Este trabalho apresenta uma abordagem inovadora ao investimento em índices de ações através de 

um algoritmo constituído por uma combinação de Modelos Ocultos de Markov discretos (MOMD) que 

usam janelas temporais com uma combinação de dados diários e semanais. Os MOMDs são treinados 

usando o algoritmo de Baum-Welch, e subsequentemente a previsão é obtida com a ajuda do algoritmo 

de Viterbi. De forma a usar os MOMDs o preço de fecho do índice de ações S&P 500 é transformado 

em dois valores discretos: decréscimo e aumento em relação ao dia anterior.  O Relative Strenght Index 

(RSI) é o indicador técnico utilizado como critério para escolher entre os diferentes MOMDs, e 

subsequentemente ume previsão global é produzida pelo sistema. Tendo em conta estas previsões, o 

algoritmo é capaz de executar uma estratégia de trading no mercado de ações autonomamente. O 

algoritmo foi treinado usando dados do S&P 500 desde Janeiro de 2003 até Janeiro de 2009, e foi 

testado de Janeiro de 2009 até Janeiro de 2017. Os resultados foram comparados com uma solução 

do estado da arte, bem como duas estratégias de investimento: O Buy & Hold e uma estratégia 

puramente aleatória. O algoritmo desenvolvido obteve melhores resultados que todos os outros 

métodos durante o período de teste, obtendo um retorno de 356% que excede significativamente o 

retorno de 199% obtido pelo índice S&P 500. 

 

Palavras-chave: Algoritmo de investimento, Analise técnica, Mercado de ações, Modelo Oculto de 

Markov, Previsão, Series temporais financeiras  
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Abstract 

This work presents an innovative approach to algorithmic stock market index trading by means of a 

combination of discrete Hidden Markov Models (DHMMs) using windows of daily and weekly data. The 

DHMMs are trained using the Baum-Welch algorithm, and the predictions are obtained with the aid of 

the Viterbi algorithm. In order to use the DHMMs the close price data of the stock index S&P 500 is 

transformed into two discrete values: drop and rise in relation to the closing price of the previous trading 

day. The Relative Strength Index (RSI) is used as a decision criteria to choose between the different 

DHMMs, and subsequently a price trend forecast is produced. Using these forecasts the algorithm is 

capable of autonomously trading in the stock market. The system was trained using S&P 500 price data 

from January 2003 to January 2009, and it was tested from January 2009 to January 2017. The results 

were compared to a state of the art solution and two investment strategies: the Buy & Hold and a purely 

random strategy. The developed algorithm outperformed all three other approaches over the testing 

period, achieving a rate of return of 356%, which significantly exceeds the 199% return of the S&P 500 

index. 

 

Keywords: Financial time series, Forecasting, Hidden Markov Model, Stock Market, Technical Analysis, 

Trading Algorithm 
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CHAPTER 1 Introduction 

1.1 Overview  

The financial markets play a critical role in the modern world as they generate transactions of large 

amounts of money. Lured by the great potential profits that can be obtained by investing in these 

markets, many players ranging from large financial institutions to small investors have become actively 

involved. However, these investments are subject to sizeable risks, including the risk of a complete loss 

of capital. The difference between making a hefty profit and going bankrupt can rely on making correct 

predictions which can generate proper investment decisions. As a result, many experts and academic 

researchers have dedicated a large amount of time and effort in creating models and tools that can 

predict future market trends with the highest possible degree of accuracy. However, this has proven to 

be a difficult challenge due to the complex nature of financial markets, as they exhibit non-linear and 

volatile behavior.  

 

Taking advantage of the computing power available, many machine learning methods have been 

created and employed in order to deal with the prediction problem. Some methods, previously developed 

for use in other areas, were adapted to the prediction of financial time series. Such methods can then 

be incorporated into trading algorithms, which automatically trade in financial markets. These methods 

include genetic algorithms, artificial neural networks, reinforcement learning, support vector machines, 

and Hidden Markov models [1].  

 

A Hidden Markov Model (HMM) is a statistical Markov Model in which the system being modelled is 

assumed to be a Markov process with hidden states. The hidden states cannot be observed directly, 

but they emit a set of observations. After analyzing a certain observation sequence, and with the aid of 

appropriate algorithms, the HMM is able to train itself and learn certain patterns. This enables it to 

determine the most likely observation to occur next.  HMMs were introduced for the first time in 1960 by 

Ruslan Stratonovich [2], and shortly after they were described in a series of papers by Leonard Baum 

and other authors [3]. One of the first applications of the HMMs was speech recognition, starting in the 

1970s [4] . Currently, this machine learning model is widely used in gene prediction [5], protein folding 

[6], cryptanalysis [7], part-of-speech tagging [8], speech recognition [9], and financial time series 

analysis. The good performance of this model makes it a desirable option to use in the prediction of 

market trends [10] [11]. 

 

One approach to trading in financial markets is the so called technical analysis, which relies on the 

analysis of charts of past price and volume data. This type of approach is made possible by the access 

to real time information, which enable technical analysts to compute several technical indicators that 

can be used to identify opportunities to buy and sell financial assets. These technical indicators have 

been widely adopted by professionals [12] and generated much interest among researchers. In fact, 

studies [13] [14] [15] have found that technical indicators can be used to generate significant profits.  
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This thesis aims to tackle the financial markets investment challenge recurring to the implementation of 

a machine learning model. The basic idea is to use several discrete HMMs in combination with technical 

indicators to provide accurate forecasting of financial time series. This will provide a solid foundation for 

the creation of an automatic trading algorithm that is capable of generating significant returns without 

taking excessive risks.   

1.2 Motivation  

Financial markets generate large transactions of money, and several investors are attracted by the 

prospects of gaining hefty profits from investing in financial assets. However, the volatile and complex 

behavior of such markets can lead to sizeable risks, including the complete loss of capital. This 

motivated several studies regarding investment strategies based on machine learning models and 

technical indicators. As a consequence, various financial time series prediction models have been 

developed, some of which were quite successful. Nevertheless, various works focus solely on the 

prediction accuracy of the model, ignoring the actual return on investment. In addition, the use of multiple 

HMMs has been greatly neglected. Thus, there is an opportunity for innovation in this area.   

1.3 Work’s Purpose 

As previously stated, this thesis aims to tackle the financial markets investment challenge recurring to 

the implementation of a machine learning model. That is the main goal, and can be broken down into 

several general and specific objectives, which are listed below.  

 

General Objectives 

 Investigate the Hidden Markov Model and its applications. 

 Study financial markets and financial assets.  

 Explore technical indicators and how they can identify trends.  

 

Specific Objectives 

 Implement a discrete Hidden Markov Model 

 Introduce a new approach to stock market index forecasting using a fusion of several HMMs 

and technical indicators. 

 Develop a trading algorithm which can generate substantial profits at reasonable risk levels by 

relying on forecasts. 

 Analyse the performance of the system using price data from the S&P 500 index and compare 

it to other state of the art solutions and investment strategies.  
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1.4 Contributions 

This thesis has two main contributions. The first is the use of Hidden Markov Models trained with mixed 

daily and weekly data. The second is the development of an adaptive algorithm which dynamically 

updates its parameters by using technical indicators to determine the time frequency of the data used.  

1.5 Document Structure 

The presented document is structured as following: 

 Chapter 1: Provides an introduction of the work developed by this thesis 

 Chapter 2: Provides an explanation of the necessary basic concepts and building blocks related 

to the thesis, as well as a review of the state of the art.  

 Chapter 3: Describes the system architecture  

 Chapter 4: Presents the obtained results along with an analysis of the performance of the 

system 

 Chapter 5: Presents the conclusions drawn from this thesis and future work suggestions  
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CHAPTER 2 Background 

This chapter offers a review of the concepts related to the thesis, which include the financial markets, 

investment metrics, Markov Models and the Hidden Markov Model. In addition, Section 2.5 provides a 

review of the state of the art concerning financial time series prediction, with special emphasis given to 

approaches based on technical indicators and the Hidden Markov Model. 

2.1  Financial Markets 

2.1.1 Introduction 

In a market economy, many decisions must be made in order to allocate the available resources. The 

price of these resources is mainly the consequence of the interaction between supply and demand. This 

thesis will focus on a specific kind of resources, called financial assets, which are mostly traded in 

financial markets. An asset is any resource with a tangible or intangible value in a trade. The price of a 

tangible asset is related to its physical characteristics, such as real estate and currencies. On the other 

hand, intangible assets simply represent future claims on benefits, having no dependency on the asset´s 

physical properties. Financial assets are intangible assets since their value is derived from a contract. 

Examples of financial markets include the stock market, the bond market, and the foreign exchange 

market. 

 

Modern technology allows for financial markets to be easily accessible worldwide, lowering the barriers 

to entry. Taking advantage of the computing evolution and increased connectivity, automated 

algorithmic trading has increasingly gained popularity. Electronic transactions can be executed within 

seconds, and high frequency trading strategies are developed based on information updated in real-

time. Even low latency trading systems are used by financial institutions to connect to stock exchanges 

and electronic communication networks to rapidly execute financial transactions [16].  

 

A solid market analysis is crucial in order to maximize the probability of success when investing in 

financial markets. Some investors chose to adopt a strategy called Buy & Hold, in which an investor 

simply buys an asset and sells it after some period of time. Buying a certain asset hoping that its price 

will rise is often referred to as opening a long position. In contrast, buying a certain asset hoping that its 

price will fall is often referred to as opening a short position.  

 

Several market analysis tools have been developed. The two main market analysis approaches are the 

Fundamental Analysis and Technical Analysis. Both seek to aid the investor to predict market trends, 

but they are based on very different principles.  

2.1.2 Long and Short Positions 

The action of buying a financial asset, in investment jargon, is referred to as a long position. A long 

position is taken when a financial asset is likely to increase in price. On the other hand, a short position 

is taken when a financial asset is likely to decrease in price. A short position is a process that consists 
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in borrowing a financial asset from a broker at a high price and selling it on the market, later buying it 

back at a lower price for a profit. A broker is an intermediary entity that helps link investors and the 

market. An investor willing to take long and short positions can thus profit from both rising and falling 

prices.  

 

It is important to note that short positions involve a higher level of risk. Prices of financial assets are 

always bounded by a lower limit, since they can never fall below zero. However, there is no theoretical 

upper limit. Therefore, a long position’s valuation is lower-bounded by -100% (in which case the financial 

asset is worth nothing). Since there is no upper limit to an asset’s valuation, a long position’s profit can 

be arbitrarily large. In contrast, a short position’s valuation has no lower bound, and its positive valuation 

is bounded by 100% (in which case the financial asset is worth nothing). The losses generated by a 

short position are arbitrarily large, making these positions less desirable on the long run. For these 

reasons, short positions are dismissed by many long-term investors and wealth managers [17], being 

more commonly used in short-term trading strategies.  

2.1.3 The Stock Market  

The stock market is where shares of publicly held companies are issued and traded either through 

exchanges or over-the-counter markets. Stock markets are a key component of the modern global 

economy, and essentially they serve two main purposes. The first purpose is to allow companies to 

issue and trade their stock in the market, allowing them to raise cash to fund their operations. The 

second purpose is to allow investors to buy these same stocks and participate in the growth of the 

companies without taking the risk of building the companies themselves. As of 2017, there are 60 major 

stock exchanges in the world, with a total market capitalization of $69 trillion. The New York Stock 

Exchange (NYSE) and the National Association of Securities Dealers Automated Quotations (NASDAQ) 

make up 37% of the global total ($29 trillion) [18].  

 

Stock Market Indices  

 

Stock market indices are weighted averages of a particular group of stocks. The weight attributed to 

each stock depends on the capitalization of the company, the larger the market capitalization the greater 

the weight will be. A particular index may update its constituent stocks and respective weights in case a 

readjustment is needed. The Standard & Poor's 500 (S&P 500) is a stock market index constituted by 

500 large companies traded in America either through the NYSE or the NASDAQ. Many investors 

consider it one of the best representations of the American stock market, and therefore it is of great 

importance. As a result, this index is used as a benchmark in many investing strategies. A graphical 

illustration of the evolution of the S&P 500 index since 2002 is given by Figure 1.  

http://www.investopedia.com/terms/o/over-the-countermarket.asp
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Figure 1. Evolution of the S&P 500 index since 2002 [19]. 

 
The Figure shows that, in the long run, the index has managed to increase its price. However, there are 

several time periods where shorter-term term trends arise, both upwards and downwards.  

 

Stock market indices can be traded like any other financial asset through exchange-traded funds (ETFs). 

Index ETFs are funds that allow an investor to track an index without having to separately buy a position 

in each individual stock. For example, the S&P 500 index is tracked by the SPY ETF. In order to buy 

shares representative of the entire S&P 500 index, one can simply buy shares of the SPY fund. One 

good source of information regarding stock market index prices is the Quantopian database. The 

Quantopian database contains high quality price history of financial assets for the last 16 years.   

2.1.4 Fundamental Analysis 

Fundamental analysis enables investors to evaluate the economic well-being of a financial entity. On a 

broader scope, fundamental analysis can be applied to different industries or even the whole economy. 

This type of analysis has been highly endorsed by well-known Wall Street experts such as Benjamin 

Graham and Warren Buffet [17].  

 

On a microeconomic scale, this type of analysis attempts to identify the intrinsic value of the company, 

which can then be used to identify cases of undervaluation. These companies tend to have promising 

growth prospects and are usually avant-garde and innovative. Due to these traits, they are likely to grow, 

and therefore increase the value of their shares in the long run.  

 

Through the analysis of financial statements one can derive various fundamental indicators, some of 

which are included in Table 1. These indicators enable fundamental investors to better quantify the 

quality of a company.   
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Table 1. Popular Fundamental Indicators 

Fundamental 

Indicator 

Definition Description 

Price to Earnings 

Ratio (PER) 
PER = 

Share Price

Earnings per Share
 

Valuation ratio of a company´s current share 
price compared to its per-share earnings. Can 
be used to choose the most undervalued 
companies in the market.  

Debt to Equity 

Ratio (D/E) 
D/E =

Total Liabilities

Shareholder′s Equity
 

Measures how much of the company’s assets 
per share is being financed by debt. High D/E 
levels increase the risk of bankruptcy. 

Return on Equity 

(ROE) 
ROE =  

Net Income

Shareholder´s Equity
 

Measures how much of the company´s profit is 
generated with shareholder’s funds. Used to 
measure profitability.  

 
 

Table 1 describes three of the most widely used fundamental indicators [17], which help fundamental 

investors identify cases of overvaluation and undervaluation. The PER compares the share price of a 

company to its earnings per share, quantifying how much more (or less) money the company is making 

relatively to how much its stock value is being traded. The D/E compares the total liabilities to the total 

equity held by the shareholders, providing a sense of the level of debt. The ROE compares the net 

income of the company to the total equity held by shareholders, indicating the importance of shareholder 

funding to the profitability of the company. Desirable companies tend to have high PERs and ROEs, as 

well as low D/Es. A particular investment strategy attributes different weights to different fundamental 

indicators, having as the ultimate goal to identify the best investment opportunities. Besides these 

indicators, one can also consider a qualitative analysis through, for example, the evaluation of the 

company´s management, competitive advantage, corporate governance and business model.  

 

Although fundamental analysis is widely accepted, it is strongly dependent on the financial statements 

published by the companies. Since these reports are often only published every quarter of the year, an 

investment strategy driven by fundamental analysis can be slow to react to certain events that can 

impact the asset´s valuation. This limitation is overcome by technical analysis, which has a much lower 

reaction time.  

2.1.5 Technical Analysis 

Technical analysis relies on the analysis of charts in order to predict future market trends. This type of 

approach assumes that the historical performance of the market is an indication of future behavior and 

that price changes already incorporate all fundamental factors. This kind of analysis suggests that, 

through the analysis of technical indicators, certain patterns that have forecasting value can be detected 

[20]. Depending on the investment strategy, and due to the easily available real-time data, technical 

analysis can be used to make predictions within seconds.  

 

Technical analysis is heuristic by nature, lacking a mathematical foundation.  This results in a certain 

level of skepticism in the academic and financial communities. Graham [17] argues that an investor must 
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avoid technical analysis, as doing so will be unprofitable in the long run. On the other hand, Kown and 

Kish [21], Gunasekarage and Power [15], and Chong and Ng [13] all achieve considerable returns when 

using technical trading methods.  

 

Technical indicators are the core of technical analysis, and several indicators have been developed 

throughout time. These indicators are the result of a computation which takes as input either price or 

volume data of a financial asset. The output produced can then be used in the process of forecasting 

future trends of the respective asset. Some of the most popular indicators are described in the following 

sections.   

2.1.5.1 Moving Averages 

The most widely used moving averages are the simple moving averages (SMAs) which, as the name 

suggests, are a computation of the average price of an asset over a time window. Shorter windows 

result in fast responding SMAs, while longer windows smooth out noise and short term fluctuations. 

Another type of price average is the exponential moving Average (EMA), which gives greater weight to 

more recent data points. The N-day EMA can be recursively computed by (1) and (2),  

 

 𝐸𝑀𝐴𝑁 = 𝑝𝑁 ∗ 𝑥 + 𝐸𝑀𝐴𝑁−1 ∗ (1 − 𝑥) (1) 

 

 𝐸𝑀𝐴1 = 𝑝1 (2) 

 

Where 𝑝𝑁 is the price of the Nth day of the set of price data points used to calculate the EMA and 𝑥 is a 

weighting factor (0 < 𝑥 < 1). EMAs are usually computed for sets of data containing between 50 and 

200 samples, and 𝑥 is often set to 0.2 [20].  

 

Moving averages are often used to highlight price trends and to determine resistance and support levels. 

Resistance levels are levels which, once crossed, signal that the asset price is likely to continue 

increasing. Support levels are levels which, once crossed, signal that the asset price is likely to continue 

decreasing. They also provide a basis for building more complex indicators.  

2.1.5.2 Relative Strength Index 

The Relative Strength Index (RSI) is a momentum indicator that attempts to identify overbought and 

oversold conditions of a financial asset. The RSI tracks an asset´s losses and gains over a certain period 

of time and generates buy and sell signals accordingly. Since it measures the asset’s price directional 

movements, the RSI is called a momentum oscillator. The RSI calculation is as follows [10]: 

 

 
𝑅𝑆𝐼 = 100 −

100

1 + 𝑅𝑆
 (3) 

Where, 

 
𝑅𝑆 =

𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐺𝑎𝑖𝑛

𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐿𝑜𝑠𝑠
 (4) 
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.  

Initially, the average gain and the average loss are simply averages over a given time window. After 

obtaining these values, subsequent iterations take as input prior averages, and the current gain or loss 

according to (5) and (6),  

 

 

{
 
 

 
 𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐺𝑎𝑖𝑛 =

(𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠 𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐺𝑎𝑖𝑛)(𝑡𝑖𝑚𝑒 𝑝𝑒𝑟𝑖𝑜𝑑 − 1) + 𝐶𝑢𝑟𝑟𝑒𝑛𝑡 𝐺𝑎𝑖𝑛

𝑡𝑖𝑚𝑒 𝑝𝑒𝑟𝑖𝑜𝑑
 

𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐿𝑜𝑠𝑠 =
(𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠 𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐿𝑜𝑠𝑠)(𝑡𝑖𝑚𝑒 𝑝𝑒𝑟𝑖𝑜𝑑 − 1) + 𝐶𝑢𝑟𝑟𝑒𝑛𝑡 𝐿𝑜𝑠𝑠

𝑡𝑖𝑚𝑒 𝑝𝑒𝑟𝑖𝑜𝑑

 

(5) 

 

(6) 

 

   

This indicator outputs a value in the range of 0 to 100.  If the value computed is greater than or equal to 

70 the asset is considered to be overvalued and therefore should be sold. If the value is less than or 

equal to 30 the asset is considered to be undervalued and therefore should be bought [20]. An illustration 

of buying and selling opportunities identified by the RSI is illustrated by Figure 2.  

 

 

Figure 2. Evolution of the S&P 500 index (in red) and the RSI (in light blue) from 8/08/2014 to 
11/08/2014. 

 
As can be seen in the figure, the RSI (in blue) crosses above the sell mark of 70 (in green) days before 

the 1st of September, and after some stagnation the price of the S&P 500 (in red) starts to decrease. 

Additionally, shortly after the 13th of October the RSI crosses below the buy value of 30 (in purple), and 

the price of the S&P 500 switches from a downwards trend to an upwards trend.  

2.1.5.3 Stochastic Oscillator 

The Stochastic Oscillator (SO) is used to compare the closing price of a security to its price range over 

a certain period of time. Investors can use this indicator to decide when to buy or sell. The SO is 

composed by two key parameters, %K and %D, which are described next.  %K can be calculated by 

using (7) [20],  
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%𝐾 =

𝐶 − 𝐿𝑛
𝐻𝑛 − 𝐿𝑛

 (7) 

   

 

Having n as the number of days of the period considered, C as the most recent closing price, 𝐿𝑛 as the 

lowest price of the n previous trading sessions, and 𝐻𝑛 as the highest price of the n previous trading 

sessions. Finally, %D can be obtained by using (8),   

 

 %𝐷 = 𝑀𝑜𝑣𝑖𝑛𝑔 𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝑜𝑓 %𝐾 𝑜𝑣𝑒𝑟 3 𝑝𝑒𝑟𝑖𝑜𝑑𝑠 (8) 

   

If the %K is higher than the %D the security is likely to be over-sold. Otherwise, the asset is considered 

over-bought. When both %K and %D are above 80 the asset should be sold, and when both are below 

20 the asset should be bought [20]. Examples of buy and sell opportunities are illustrated by figure 3.  

 

 

Figure 3. Evolution of the S&P 500 index (in red) and the Stochastic Oscillator %K (in purple) and %D 
(in orange) from 9/08/2014 to 11/08/2014. 

 
As can be seen, shortly before the 22nd of September the value of %K (in purple) and of %D (in orange) 

both cross above the sell mark of 80 (in green). At this point, the price of the S&P 500 (in red) starts to 

decrease. Additionally, between the 6th and the 20th of October both the values of %K and %D fall below 

the buy mark of 20 (in blue), and shortly after the price of the S&P 500 initiates an increasing trend.  

2.1.5.4 Moving Average Convergence Divergence 

The Moving Average Convergence Divergence (MACD) uses the difference between short-term and 

long-term price trends to anticipate future movements of an asset´s price. Firstly, the 26 day EMA is 

subtracted from the 12 day EMA.  
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 𝑀𝐴𝐶𝐷 = 𝐸𝑀𝐴12(𝑐𝑙𝑜𝑠𝑒 𝑝𝑟𝑖𝑐𝑒𝑠) − 𝐸𝑀𝐴26(𝑐𝑙𝑜𝑠𝑒 𝑝𝑟𝑖𝑐𝑒𝑠)  (9) 

   

Then, a signal (also referred to as trigger) is calculated by taking a 9 day EMA of the MACD. 

 

 𝑆𝑖𝑔𝑛𝑎𝑙 = 𝐸𝑀𝐴9(𝑀𝐴𝐶𝐷 𝑣𝑎𝑙𝑢𝑒𝑠)  (10) 

   

By comparing the MACD with the Signal, buying and selling opportunities can be identified. When the 

MACD crosses above the Signal, there is a buying opportunity. When the MACD crosses below the 

Signal, there is a selling opportunity [20]. This is illustrated by Figure 4.  

 

 

Figure 4. Evolution of the S&P 500 index (in red), the MACD (in purple), and the signal (in green) from 
8/12/2016 to 8/12/2016. 

 
By inspecting Figure 4 one can see that the MACD (in purple) crosses below the Signal (in green) 

around the 13th of October, identifying a selling opportunity. Also, the MACD crosses above the Signal 

around the 9th of November, identifying a buying opportunity.  

 

When the asset price diverges from the MACD the current trend is said to have come to an end. 

Furthermore, when the MACD rises dramatically it is a sign that the asset is over-bought, and thus it will 

soon return to its normal level.  

2.2 Investment Metrics 

Investment metrics are used in order for an investor to assess the quality and performance of his 

investments. These metrics can measure the return and risk, and two common metrics used are the 

Rate of Return and the Sharpe Ratio.  
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2.2.1 Rate of return 

The Rate of Return (ROR) is used to measure the relative gain or loss of an investment over a particular 

period of time. In other words, the ROR is the earnings an asset generates in excess of its initial cost. 

To calculate the ROR one can use the following formula,  

 

 
𝑅𝑂𝑅 =

(𝐹𝑖𝑛𝑎𝑙 𝐴𝑠𝑠𝑒𝑡 𝑉𝑎𝑙𝑢𝑒 − 𝐼𝑛𝑖𝑡𝑖𝑎𝑙 𝐴𝑠𝑠𝑒𝑡 𝑉𝑎𝑙𝑢𝑒)

𝐼𝑛𝑖𝑡𝑖𝑎𝑙 𝐴𝑠𝑠𝑒𝑡 𝑉𝑎𝑙𝑢𝑒
 (11) 

 

The ROR is often calculated over time periods of months or years. Naturally, a positive ROR is always 

desired as this means that profits have been made. The greater the ROR, the more profitable the 

investment is.  

2.2.2 Sharpe Ratio 

The Sharpe Ratio is a metric widely used to calculate risk-adjusted return (i.e., how much risk is involved 

in producing the specified return). It can be described as the mean return subtracted by the risk-free 

rate, and then divided by the standard deviation of the asset (which is a way to calculate volatility). To 

calculate the Sharpe Ratio one can use the following formula,  

 

 
𝑆ℎ𝑎𝑟𝑝𝑒 𝑅𝑎𝑡𝑖𝑜 =

(𝑀𝑒𝑎𝑛 𝑟𝑒𝑡𝑢𝑟𝑛 − 𝑅𝑖𝑠𝑘 𝑓𝑟𝑒𝑒 𝑟𝑎𝑡𝑒)

𝑆𝑡𝑎𝑛𝑑𝑎𝑟𝑑 𝑑𝑒𝑣𝑖𝑎𝑡𝑖𝑜𝑛 𝑜𝑓 𝑟𝑒𝑡𝑢𝑟𝑛 
 (12) 

   

An investment with a Sharpe Ratio of exactly zero is said to be risk-free. One such investment is to 

acquire U.S. Treasury bills since the expected return, by definition, is the risk-free rate. A negative 

Sharpe Ratio indicates that a risk-free investment would perform better than the asset being analyzed, 

and should therefore be avoided. Higher values of the Sharpe Ratio correspond to better risk-adjusted 

returns. A summary of Sharpe Ratio value interpretations is provided in Table 2,  

 

Table 2. Interpretation of Sharpe Ratio Values 

Sharpe Ratio Value Interpretation 

< 0 Asset´s performance is worse than a risk-free investment 

= 0 Risk-free Investment 

≥ 1 Good risk-adjusted return 

≥ 2 Very Good risk-adjusted return 
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2.3 Markov Models 

2.3.1 Introduction 

To better understand Markov Models one can start by considering a stochastic sequence of random 

variables X1,X2,…,Xt , each with a particular realization xt that is linked to an individual probability 

distribution from either a continuous or discrete domain. If all the random variables Xt belonging to this 

sequence have the same probability distribution, then the overall process is said to be stationary.  If the 

probability distribution of each random variable depends only upon the past states x1,x2,…,xt-1, then the 

process is also causal.  The probability distribution of a discrete, stationary, and causal stochastic 

process can be described in the form of (13),  

 

 𝑃(𝑋𝑡 = 𝑥𝑡|𝑋1 = 𝑥1, 𝑋2 = 𝑥2, … , 𝑋𝑡−1 = 𝑥𝑡−1) 
    (22) 

 

(13) 

 

As the sequence of random variables grows over time, so does its complexity. Since the stochastic 

process is causal, an increasing number of random variables will also increase their interdependencies. 

As time evolves, the process may become too complex to model and analyse in practical time.  

 

The Markov property is satisfied when a conditional probability distribution depends only upon the last 

state for the prediction of the present state. This implies that future states do not depend on the past, 

and so the process is said to be memoryless. A first order Markov process is a stochastic process that 

is stationary, causal, and satisfies the Markov property, as given by (14), 

 

 𝑃(𝑋𝑡 = 𝑥𝑡|𝑋1 = 𝑥1, 𝑋2 = 𝑥2, … , 𝑋𝑡−1 = 𝑥𝑡−1) = 𝑃(𝑋𝑡 = 𝑥𝑡|𝑋𝑡−1 = 𝑥𝑡−1)  (14) 

 

2.3.2 Markov Chains 

A Markov Chain is a stochastic process that satisfies the Markov property. This means that if a series 

of random variables constitutes a Markov Chain, the future state of each of those variables only depends 

directly on its current state. A discrete Markov Chain has a countable state space, which includes all the 

possible values that each Xt may take.  

 

A relevant example for this thesis is a state space containing three values; 0, 1 and 2 which, in the case 

of financial markets, could represent the drop, maintenance, and rise of a price. The resulting Markov 

Chain is illustrated by Figure 5.  
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Figure 5. State diagram of the Markov Chain. 

 
Figure 5 illustrates all states as well as the state transitions, and their respective probabilities, for this 

example. If the current state is 0 (drop of the price), then there is a 30% chance that the next day the 

price will stay the same, a 60% chance that it will increase, and a 10% chance that it will decrease. If 

the current state is 1 (maintenance of the price), then there is a 70% chance that the next day the 

price will stay the same, a 20% chance that it will increase, and a 10% chance that it will decrease. 

Finally, if the current state is 2 (increase in price), then there is a 30% chance that the next day the 

price will stay the same, a 50% chance that it will increase, and a 20% chance that it will decrease. 

This results in the transition matrix 𝑨 given by (15),  

 

 

𝑨 = [
0.1 0.3 0,6
0.1 0.7 0.2
0.2 0.3 0.5

] (15) 

 

One can relate A, 𝑥(𝑡+1) and 𝑥(𝑡) using (16), 

 

 𝑥(𝑡+1) = 𝑥(𝑡)𝑨   (16) 

 

Where  𝑥(𝑡+1)  represents the state at time t+1 and 𝑥(𝑡) represents the state at time t. If one wishes to 

predict which price movement is more likely to happen in time t+3, assuming that in time t the system 

is in state 0 (drop), the distribution over states can be re-written by a stochastic row vector 𝑥 using 

(17), 

 

 𝑥(𝑡+3) = 𝑥(𝑡+2)𝐴 = (𝑥(𝑡+1)𝐴)𝐴 =  𝑥(𝑡+1)𝐴2 = (𝑥(𝑡)𝐴2)𝐴 = 𝑥(𝑡)𝐴3 (17) 
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Using (17) and replacing 𝑥(𝑡) by the vector π of start probabilities we obtain (18),  

 
 

𝑥(𝑡+3) = [1 0 0] [
0.1 0.3 0.6
0.1 0.7 0.2
0.2 0.3 0.5

]

3

= [0.14 0.47 0.39] (18) 

 

Therefore, at time t+3 the probability of a price rise, maintenance, and drop are 14%, 47%, and 39%, 

respectively. It is also possible to compute the probability of a certain sequence. For example, the 

probability of observing the sequence “rise ,rise, drop, maintenance”, or equivalently X = {2, 2, 0, 1}, 

can be computed using the transition Matrix A and vector π of start probabilities,  

 

 
𝑃(𝑋|𝐴, 𝜋) = 𝑃(2,2,0,1|𝐴, 𝜋) =∏𝜋𝑋𝑡𝑋𝑡+1 =

𝑇−1

𝑡=1

𝑃(2)𝑃(2|2)𝑃(0|2)𝑃(1|0)  

 
 

(19) 

 𝑃(𝑋|𝐴, 𝜋) =  𝜋 × a22 × a20 × a01 (20) 

 

 

In Markov chains, the state can be observed directly by the observer. However, the realistic case of 

financial markets is more complex since several factors hidden from the observable data have a 

significant impact on price movement. Some of these factors include government policies, surrounding 

economic conditions, and foreign competition. This motivates the adoption of a Hidden Markov Model.  
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2.4 The Hidden Markov Model 

2.4.1 Introduction 

The Hidden Markov Model (HMM) can overcome some of the limitations faced by Markov Chains. As 

the name suggests, the state is not directly observable in this model. Nevertheless, the observations 

(which are directly observable, by definition) are tied to each state by a probability distribution. The 

observations can also be referred to as emissions. The HMM satisfies the Markov property, and so we 

have (21),   

 𝑃(𝑆𝑡|𝑆1, 𝑆2, … , 𝑆𝑡−1) = 𝑃(𝑆𝑡|𝑆𝑡−1)   (21) 

   

This means that each state is only dependent on the state before it. A new observation O(t)  is generated 

at every time instant and it is only dependent on the respective state at that time, S(t). This can be 

written by (22), 

 𝑃(𝑂𝑡 |𝑂1 , 𝑂2, … , 𝑂𝑡−1, 𝑆1, 𝑆2, … , 𝑆𝑡) = 𝑃(𝑂𝑡|𝑆𝑡) 
 

(22) 

   

The global process can be illustrated by the Figure 6.  

 

 

Figure 6. Illustration of a Hidden Markov Model. 

 
A first order HMM (usually denoted as λ) can be completely characterized by the following [3] [22], 

 A finite set of states M 

 A finite (discrete) or infinite (continuous) set of observations N 

 A state transition probability matrix A 

 𝑨 = {𝑎𝑖𝑗|𝑎𝑖𝑗 = 𝑃(𝑆𝑡 = 𝑗|𝑆𝑡−1 = 𝑖)} 

 
(23) 

 A vector π of start probabilities 

 𝝅 = {𝜋𝑖|𝜋𝑖 = 𝑃(𝑆1 = 𝑖)} (24) 

 

 An observation emission probability distribution that characterizes each state 

 {𝑏𝑗(𝑜𝑘)|𝑏𝑗(𝑜𝑘) = 𝑃(𝑂𝑡 = 𝑜𝑘|𝑆𝑡 = 𝑗)} (25) 
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In the case that there is a finite number of observations (i.e., the observations are discrete) then 𝑏𝑗(𝑜𝑘) 

is a discrete probability distribution and can thus be characterized by a probabilistic emission matrix B, 

as given by (26), 

 𝑩 = {𝑏𝑗(𝑜𝑘)|𝑏𝑗(𝑜𝑘) = 𝑃(𝑂𝑡 = 𝑜𝑘|𝑆𝑡 = 𝑗)}   (26) 

 

An illustration of an HMM with three states and three observations is given by Figure 7.  

 

 

Figure 7. Illustration of an HMM with 3 states and 3 observations. 

 
Having a characterization of the HMM, 𝜆 = (𝑨,𝑩, 𝝅), three fundamental topics must be covered in order 

to fully understand how the model can be used to analyse and predict time series: the evaluation, 

decoding, and parameter estimation of the HMM [10] [23] [24] [25]. 

2.4.2 Evaluation 

Given the model 𝜆 = (𝑨,𝑩, 𝝅), it is necessary to assess its ability to characterize the statistical properties 

of certain data using a quality measure 𝑃(𝑂|𝜆). In order to do this, a filtering approach is used. This 

approach consists in computing the probability of a state at a given time taking into account the history 

of evidence. One solution is to employ a purely probabilistic method to assess 𝑃(𝑂|𝜆), as given by (27), 

 

 𝑃(𝑂|𝜆) =∑𝑃(𝑂|𝑠, 𝜆)𝑃(𝑠|𝜆) 
𝑠

 (27) 

having  

 
𝑃(𝑂, 𝑠|𝜆)𝑃(𝑠|𝜆) =∏ 𝑎𝑠𝑡−1,𝑆𝑡𝑏𝑠𝑡

𝑇

𝑡=1
(𝑂𝑡) 

 

(28) 

 

Where T is the length of the observable sequence. However, using such a method is inefficient, resulting 

in an exponential number of operations NT which subsequently results in a time complexity of 𝜪(𝑻 ∙ 𝑵𝑻) 
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[22]. Considering the model λ in a particular state at time t, it is not necessary to analyse the entire path 

and generated outputs which led to the current state. As a consequence of the Markov property, it 

suffices to take into account all plausible states at time t-1. The Forward algorithm arises as a good 

solution to the evaluation problem, as it recognizes the irrelevance of the past states. As a result, the 

complexity decreases greatly, to linear in T. As a complement to the Forward algorithm one can use the 

Backward algorithm, which together constitute the so-called Forward-backward algorithm.  

 

2.4.3 Parameter Estimation 

The parameter estimation process, as the name suggests, consists in estimating the parameters of the 

model given an observation set. In order to do so it is necessary to employ an algorithm that is capable 

of finding the unknown parameters 𝜆 = {𝝅, 𝑨,𝑩} of an HMM. There exists various algorithms which are 

able to solve this problem, but due to the nature of the data which will be fed to the HMM it is necessary 

that the algorithm does not need any model initialization. The solution is the so-called Baum-Welch 

algorithm, which makes use of the Expectation-maximization algorithm to find the maximum likelihood 

estimate of 𝜆 = {𝝅,𝑨,𝑩} given the observation sequence 𝑂1 , 𝑂2 , … ,𝑂𝑡. The Baum-Welch Algorithm uses 

the production probability 𝑃(𝑂|𝜆) as the optimization criterion. A possible alternative is the use of the 

Viterbi training algorithm. However, this alternative solution requires some considerable initialization, 

does not fully exploit the training data, and is less robust [10] [26] [27].  

2.4.4 Decoding 

The decoding problem consists in determining the most likely state sequence that, for a given model 

𝜆 = (𝑨,𝑩, 𝝅), can generate the observation sequence. This can be done using the Viterbi algorithm. 

This algorithm examines every possible state sequence and identifies the most probable one in a 

process which is assumed to satisfy the Markov property, have a finite number of states, and be discrete 

in time [3]. This results in a complexity of  𝑶(𝑻 × |𝑺|𝟐) [28]. 

2.4.5 Forward Algorithm 

To compute the production probability 𝑃(𝑂|𝜆) of the model, the Forward Algorithm is used. It uses the 

so-called forward variable, 𝛼𝑡(𝑖). The forward variable, given the sequence of observations 𝑂1, 𝑂2 , … ,𝑂𝑡 , 

represents the probability of ending in state 𝑠𝑖, as given by (29), 

   

 𝛼𝑡(𝑖) = 𝑃(𝑂1 , 𝑂2, … , 𝑂𝑡 , 𝑠𝑡 = 𝑖|𝜆) (29) 

 
The Forward Algorithm is detailed below [10], 

 Initialization 

 𝛼1(𝑖) = 𝜋𝑖𝑏𝑖(𝑂1) (30) 

 Recursion 

 𝛼𝑡+1(𝑗) = 𝑏𝑗(𝑂𝑡+1)∑ 𝛼𝑡(𝑖)𝑎𝑖𝑗𝑖 , for t = 1 … T - 1 (31) 
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 Termination 

 
𝑃(𝑂|𝜆) =∑ 𝛼𝑇(𝑖)

𝑁

𝑖=1
 (32) 

 

Since at this point we are dealing with a sequence of known observations, a smoothing process (i.e., 

taking future history into account) called the Backward Algorithm can also be used to complement the 

Forward Algorithm.  

2.4.6 Backward Algorithm 

The Backward Algorithm is in many ways similar to the Forward Algorithm [10]. It uses its own variable, 

the so-called backward variable 𝛽𝑡(𝑗). The backward variable is defined as the probability that, given the 

state 𝑠𝑗 and model 𝜆 at time t, the sequence of observations 𝑂𝑡+1, 𝑂𝑡+2, 𝑂𝑇  is the ending sequence.  

 

 𝛽𝑡(𝑗) = 𝑃(𝑂𝑡+1, 𝑂𝑡+2, … ,𝑂𝑇 |𝑠𝑡 = 𝑗, 𝜆) 

 
(33) 

   

The Backward Algorithm is detailed below [29]: 

 Initialization 

 𝛽𝑇(𝑖) = 1 (34) 

 Recursion 

 𝛽𝑡(𝑖) = ∑ 𝑎𝑖𝑗𝑏𝑗(𝑂𝑡+1)𝛽𝑡+1(𝑗)𝑗 , for t = T – 1 … 1 (35) 

 

 Termination 

 
𝑃(𝑂|𝜆) =  ∑ 𝜋𝑖𝑏𝑖(𝑂1)𝛽1(𝑖)

𝑁

𝑖=1
 (36) 

 

2.4.7 Baum-Welch Algorithm 

 
The Baum-Welch algorithm initiates by using an aggregation of the Forward algorithm and the Backward 

algorithm, called the Forward-Backward algorithm. Then, it enters an optimization phase, and finally a 

termination phase. All of these phases are described next [26] [27], 

 

Forward Procedure 

Compute the value of the forward variable 𝛼𝑡(𝑖) = 𝑃(𝑂1 , 𝑂2 , … ,𝑂𝑡 , 𝑠𝑡 = 𝑖|𝜆), 

1. 𝛼1(𝑖) = 𝜋𝑖𝑏𝑖(𝑂1) 

2. 𝛼𝑡+1(𝑗) = 𝑏𝑗(𝑂𝑡+1)∑ 𝛼𝑡(𝑖)𝑎𝑖𝑗
𝑁
𝑖=1  

Backward Procedure 

Compute the value of the backward variable 𝛽𝑡(𝑖) = 𝑃(𝑂𝑡+1, 𝑂𝑡+2, … ,𝑂𝑡|𝑠𝑡 = 𝑖, 𝜆),  

1. 𝛽𝑇(𝑖) = 1 

2. 𝛽𝑡(𝑖) = ∑ 𝛽𝑡+1(𝑗)
𝑁
𝑗=1 𝑎𝑖𝑗𝑏𝑗(𝑂𝑡+1) 
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Optimization 

Having completed the forward and the backward procedures the next step is to compute some auxiliary 

variables. Firstly, the variable 𝜉𝑡(𝑖, 𝑗) is computed. This variable represents the probability of being in 

state i and state j at times t and t+1 respectively, considering the model parameters 𝜆 = {𝝅,𝑨,𝑩} and 

the sequence of observations 𝑂1 , 𝑂2, … , 𝑂𝑡. 

 

 
𝜉𝑡(𝑖, 𝑗) = 𝑃(𝑠𝑡 = 𝑖, 𝑠𝑡+1 = 𝑗|𝑂, 𝜆) =

𝛼𝑡(𝑖)𝛼𝑖𝑗𝛽𝑡+1(𝑗)𝑏𝑗(𝑂𝑡+1)

∑ ∑ 𝛼𝑡(𝑖)𝑎𝑖𝑗𝛽𝑡+1(𝑗)𝑏𝑗(𝑂𝑡+1)
𝑁
𝑗=1

𝑁
𝑖=1

 

 

(37) 

 

It is also necessary to compute 𝛾𝑡(𝑖). This variable represents the probability of being in state 𝑠𝑖 at time 

t considering the model parameters 𝜆 = {𝝅,𝑨,𝑩} and the sequence of observations 𝑂1, 𝑂2 , … ,𝑂𝑡. 

 

 𝛾𝑡(𝑖) = 𝑃(𝑠𝑡 = 𝑖|𝑂, 𝜆) =
𝛼𝑡(𝑖)𝛽𝑡(𝑖)

∑ 𝛼𝑡(𝑗)𝛽𝑡(𝑗)
𝑁
𝑗=1

 = ∑ 𝜉𝑡(𝑖, 𝑗)
𝑁
𝑗=1  (38) 

   

Having computed the value of these two variables the following step is to update the model 𝜆 = {𝝅,𝑨,𝑩} 

with the new parameters �̂� = {�̂�, �̂�, �̂� }  using (39), (40), and (41). 

 

 𝝅�̂� = 𝛾1(𝑖)   (39) 

 

 
𝒂𝒊�̂� =

∑ 𝜉𝑡(𝑖, 𝑗)
𝑇−1
𝑡=1

∑ 𝛾𝑡(𝑖)
𝑇−1
𝑡=1

   (40) 

 

 

 
𝒃�̂�(𝒌) =

∑ 𝛾𝑡(𝑖)𝑡=1,𝑂𝑡=𝑜𝑘

∑ 𝛾𝑡(𝑖)
𝑇
𝑡=1

 

 

  (41) 

   

Termination 
 

If the quality measure 𝑃(𝑂|�̂�) of the updated model �̂� improved when compared to that of the original 

model 𝜆, all steps are repeated. However, if not, the process stops and the parameter estimation is 

finished. A flowchart of the Baum-Welch algorithm for a discrete HMM is shown in Figure 8.  

 



 
21 

 

 

Figure 8. Flowchart of the Baum-Welch algorithm for a discrete HMM.  

 

2.4.8 Viterbi Algorithm 

Similarly to the Forward and the Backward algorithms, the Viterbi algorithm has a variable of its own 

denoted by 𝛿𝑡(𝑖).  𝛿𝑡(𝑖) contains the most likely state sequence ending in state 𝑠𝑖 taking into account the 

model parameters 𝜆 = {𝝅,𝑨,𝑩}  and the sequence of observations 𝑂1 , 𝑂2 , … ,𝑂𝑡 , as given by (42), 

 

 𝛿𝑡(𝑖) = max
𝑠1,𝑠2,…,𝑠𝑡−1

𝑃(𝑂1, 𝑂2 , … , 𝑂𝑡 , 𝑠1, 𝑠2, … , 𝑠𝑡−1, 𝑠𝑡 = 𝑖|𝜆) 

 

(42) 

 

Unlike the Forward algorithm, the Viterbi algorithm uses a maximum likelihood approach to reach its 

end result. The Viterbi algorithm can be divided in three phases: initialization, recursion, and termination 

[26], 

 

Initialization 

For all states 𝑖, 𝑗 ∈ [1,𝑁] in 𝑡 = 1, 

 𝜓1(𝑖) = 0   (43) 

 

 𝛿1(𝑖) = 𝜋𝑖𝑏𝑖(𝑂1)  

 

 (44)    

 

Recursion 

For all times 𝑡, 1 ≤ 𝑡 ≤ 𝑇 − 1  and all states 𝑖, 𝑗 ∈ [1,𝑁], 

 

 𝛿𝑡+1(𝑗) = max
𝑖
{𝛿𝑡(𝑖) 𝑎𝑖𝑗}𝑏𝑗(𝑂𝑡+1)   (45) 

   

 𝜓𝑡+1(𝑗) = 𝑎𝑟𝑔max
𝑖
{𝛿𝑡(𝑖)𝑎𝑖𝑗}   (46) 
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Termination 

For all states 𝑖, 𝑗 ∈ [1,𝑁] in 𝑡 = 𝑇, 

 

 𝑃∗(𝑂|𝜆) = 𝑃(𝑂|, 𝑠∗|𝜆) = max
𝑖
𝛿𝑇(𝑖) (47) 

 

 𝑠𝑇
∗ = 𝑎𝑟𝑔max

𝑗
 𝛿𝑇(𝑗) (48) 

 

Having terminated, the optimal path can be obtained by back-tracking for all times 𝑡, 𝑇 − 1 ≥ 𝑡 ≥ 1,  

 

 𝑠𝑡
∗ = 𝜓𝑡+1(𝑠𝑡+1

∗ ) (49) 
   

 
The new variable 𝜓𝑡(𝑗) is the so-called backward pointer, which contains the optimal predecessor state 

for each 𝛿𝑡(𝑖).  

  



 
23 

 

2.5 State of the Art 

Several different models have been developed over the years with the aim of predicting financial time 

series. Some of these models have even been incorporated into trading systems. This section reviews 

some of the most promising solutions, with special emphasis given to methods based on technical 

indicators and HMMs.  

 

In 2007 Hassan and Nath [29] proposed a fusion model that combined an HMM, Artificial Neural Network 

(ANN), and Genetic Algorithm (GA) to forecast financial market behavior. An ANN was used to transform 

the actual observations, which were then fed into the HMM as an input vector. A GA tool was used to 

obtain the optimized initial parameter values of the HMM which, after the training, best fits with the 

transformed observation sequences.  This process is executed until a possible best combination of ANN 

and optimized HMM is found. A block diagram of the fusion model is shown in Figure 9. To forecast the 

next day value a range of data vectors are identified for having likelihood values closer to that of the 

current data vector. Next, the price difference between the value of each identified vector at time t and 

the value of the vector of the day ahead t+1 is computed. Finally, a weighted average of the price 

differences of similar patterns is obtained to prepare a forecast for the next day. The result is added to 

the current day´s price in order to obtain a prediction of the next day´s price. For testing, three stocks 

from the IT sector were considered (Apple Inc., Dell Inc., and IBM Corp.). The accuracy of the forecast 

value of the proposed fusion model is as good as that of the Autoregressive Integrated Moving Average 

(ARIMA) model. This approach employs a combination of ANN and GA as an alternative to the training 

of the HMM, however the Baum-Welch Algorithm gains in performance and simplicity. 

 

 

Figure 9. Block diagram of the fusion model [29]. 

 

In 2008 Bicego et al. [30] developed a novel approach for recognizing and forecasting brief sequences 

of time series relative to financial markets. The model explicitly and directly exploits the natural 

asymmetry present in the market by training two separate HMM models, one for the increase situation 

and one for the decrease. Experiments on different indices show the feasibility of the proposed method, 

which generated an error rate of 49% over a testing period from November 1995 to February 2001. 
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In 2009 Erlewin et al. [31] developed a multivariate HMM filtering process which analyses investment 

strategies. In particular, filtering techniques are used to aid an investor in his decision to allocate all of 

his investment fund to either growth or value stocks at a given time. For this purpose, the Russell 3000 

Growth and the Russell 3000 Value indices were considered. The two indices were treated as a two-

dimensional observation vector, with the mean levels and standard deviations at different time periods. 

The number of states was set to N=2, and the HMM parameters are updated every two and a half 

months over a forecasting period from 1995 to 2008. The switching strategy yields a higher terminal 

wealth than either pure index strategies in about 21.4%. 

 

In 2012 Hassan et al [32] introduced a new hybrid of HMM, Fuzzy Logic and Multi-Objective Evolutionary 

Algorithm (MOEA) for building a fuzzy model to predict non-linear time series data. In this hybrid 

approach, the HMM´s log-likelihood score for each data pattern is used to rank the data and fuzzy rules 

are generated using the ranked data. A MOEA is used to find the range of trade-off solutions between 

the number of fuzzy rules and the prediction accuracy. The model was tested using 20 different stocks 

picked from the NYSE and the Australian Security Exchange (ASX). The results demonstrate that the 

model is able to generate better results than other fuzzy models.  

 

Gupta and Dhingra [24] presented a Maximum a Posteriori (MAP) HMM approach for forecasting stock 

values for the next day using historical data. First, they consider the fractional change in stock value and 

the intra-day high and low values of the stock to train the continuous HMM. Then, the HMM is used to 

make a MAP decision over all the possible stock values for the next day. The observations of the model 

are the daily stock data in the form of a 3-dimensional vector,  

 

𝑂𝑡 = (
𝑐𝑙𝑜𝑠𝑒 − 𝑜𝑝𝑒𝑛

𝑜𝑝𝑒𝑛
,
ℎ𝑖𝑔ℎ − 𝑜𝑝𝑒𝑛

𝑜𝑝𝑒𝑛
,
𝑜𝑝𝑒𝑛 − 𝑙𝑜𝑤

𝑜𝑝𝑒𝑛
)   (50) 

  

  

 𝑂𝑡 = (𝑓𝑟𝑎𝑐𝐶ℎ𝑎𝑛𝑔𝑒, 𝑓𝑟𝑎𝑐𝐻𝑖𝑔ℎ, 𝑓𝑟𝑎𝑐𝐿𝑜𝑤)         (51) 

  

4 different stocks (Apple Inc., Dell Inc., IBM Corp. and Tata Steel) from August 2002 to September 2011 

were used for training and testing of the model. The tests produced a Mean Absolute Percentage Error 

(MAPE) of 1.13, outperforming three other predictive models which included a HMM-fuzzy model, 

ARIMA, and ANN. 

 

Cheng and Li [33] proposed an enhanced HMM-based forecasting model by developing a novel fuzzy 

smoothing method.  A fuzzy time series is an ordered sequence with linguistic terms in time. The 

proposed model, referred to as psHMM, can be generally applicable to the forecasting problem of fuzzy 

time series or traditional crisp time series. In the case of crisp time series, as happens with the stock 

market, a fuzzification process is needed. A smoothing method was developed to solve the zero-

probability problem that differs from existing smoothing methods, which fail to consider the uncertainty 
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that is characterized by fuzzy sets in the fuzzy time series. Basically, the proposed method searches for 

states (peaks) with higher probabilities than their neighboring states, and then shares a small portion of 

the probabilities with these neighbors. It does so because, since states are fuzzy in nature (and thus 

there is no clear rule to how the states should be defined), the low-probability states should also be 

impacted by the probability mass. The model was tested using data from the Taiwan Weighted Stock 

Index (TWSI) and NASDAQ. The results suggest that, when compared to traditional HMM models, the 

psHMM provides statistically more accurate forecasting into the future. However, the need to incorporate 

a fuzzification process and smoothing brings additional complexity into the prediction problem without 

necessarily improving the results.   

 

In 2013 Angelis and Paas [34] proposed a framework to detect financial crises, pinpoint the end of a 

crisis in stock markets and support investment decision-making processes. This proposal is based on a 

HMM with 7 underlying states. By analysing weekly changes in the US stock market indexes over a 

period of 20 years, this study obtains an accurate detection of stable and turmoil periods and a 

probabilistic measure of switching between different stock market conditions. Evidence is found that the 

HMM outperforms the Generalized Autoregressive Conditional Heteroskedasticity (GARCH) model with 

Student t innovations, both in-sample and out-of-sample, giving financial operators some appealing 

investment strategies. The net profit was of 1.08% for a forecasting period starting in April 2010 and 

ending in August 2010.   

 

In 2015 Silva et al. [35] develop a portfolio composition system that tests investment models which 

incorporate a fundamental and technical approach, using financial ratios and technical indicators. A 

MOEA with two objectives, the return and the risk, is used to optimize the models. First, the best stocks 

are chosen based on the fundamental indicators and then, second, the technical indicators indicate 

when to buy or sell. Real world constraints such as transaction costs, long-only positions and quantity 

constraint for each asset were considered. This approach showed promising results, outperforming the 

benchmark index S&P 500. 

 

Pinto et al. [36] construct a method to boost trading strategies performance using the Volatility Index 

(VIX) together with a dual-objective evolutionary computation optimizer. A framework using a Multi-

Objective Genetic Algorithm (MOGA) in its core is used to optimize a set of trading strategies. The 

investigated framework is used to determine potential buy, sell or hold conditions in stock markets, 

aiming to yield high returns at a minimal risk. The VIX, indicators based on the VIX and other technical 

indicators are optimized to find the best investment strategy. These strategies are evaluated in several 

markets using data from the main stock indexes of the most developed economies, such as: NASDAQ, 

S&P500, FTSE 100, DAX 30, and also NIKKEI 225. The achieved results outperform both the Buy & 

Hold and Sell & Hold strategies. The algorithm achieves a return of higher than 10% annual for the 

period of 2006–2014 in the NASDAQ and DAX indexes, in a period that includes the stock market crash 

of 2008. 
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Alves, Neves & Horta [10] present a multi discrete HMM Approach. In this work three DHMMs are used 

simultaneously, each trained using a different sized window. Since the discrete version of the HMM is 

used, the authors recurred to a transformation of the input values into three distinct output values: rise, 

fall, and maintenance of the close price relatively to the previous day. The HMM was trained using the 

Baum-Welch Algorithm and tested using the Viterbi algorithm. Then, three training windows of 15, 30, 

and 90 days were chosen. As shown in Figure 10, the different sized windows were able to capture 

different patterns.  

 

 

Figure 10. 15, 30, and 90 day training windows for the DHMM [10]. 

 

Larger training windows gave the DHMM the capacity to perceive the formation of long-term trends. On 

the other hand, the use of reduced training windows gave the model the ability to identify the formation 

of short and transient patterns, gaining a greater sensitivity for detecting changing trends. With the use 

of technical indicators and the three DHMMs, sub-models were developed that showed different 

characteristics and results between them. These models made use of technical indicators, such as the 

MACD and the RSI, in order to trigger the different DHMMs. For instance, a change indicated by the 

RSI and/or the MACD triggered the use of the 15 and 30 day DHMMs so that the model could better 

adapt to these market trend changes. The best models were combined, creating a supermodel able to 

adapt and respond to the demands of the Forex market. Each model outputs one of three signals 

depending whether the prediction is of an increase, decrease, or uncertainty of the market closing value. 

Subsequently, the most likely output is chosen from the five individual model outputs. If there are more 

days to predict, the windows slide and the process is resumed. The flowchart of the final model is given 

by Figure 11. The proposed method achieved good results as the final model recorded a gain of 26349 

pips (price interest points) after 11 years (from 2002 to 2013) from the Euro / United States Dollar 

(EUR/USD) pair. 
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Figure 11. Flowchart of the final model from [10]. 

 
In 2016 Tenyakov, Mamon & Davison [37] developed a zero delay HMM model that is able to aid 

investors in trading on the Forex market. The model immediately incorporates real-time data from fast 

trading environments. Using this data recursive filters for the Markov Chain are derived, and 

subsequently the model parameters are estimated.  Two currency pairs are considered: the Japanese 

Yen (JPY) against the USD)and the UK sterling pound (GBP). The proposed method is compared 

against the traditional HMM model, the GARCH model, and a random strategy using likelihood-based 

criteria and error type metrics.  Tests demonstrate that the proposed methodology   outperforms all other 

considered approaches.  
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Table 3. Comparison of Different State of the Art Works (1) 

Reference Authors & date Year Model Financial 
Application 

Markets / 
assets tested 

Period 
tested 

Results 

 [29] Tenyakov, Mamon & 
Davison  

2016 Zero delay 
HMM 

Forex Market 
Forecasting 

JPY/GBP and 
JPY/USD 
pairs 

July 2012 Outperforms 
GARCH, 
traditional HMM, 
and random 
strategy 

[10] Alves, Neves & Horta  2015 Multi Discrete 
HMM with 
technical 
indicators 

Forex Market 
forecasting 

EUR/USD pair 2002-2013 A gain of 26349 
pips after 11 
years 

[30] Pinto, Neves & Horta  2015 MOGA with 
technical 
indicators 

Stock Market 
forecasting 

NASDAQ and 
DAX 

2006-2014 Return of higher 
than 10% annual  

 [31] Silva et al.  2014 MOEA using 
financial ratios 
and technical 
indicators 

Portfolio 
composition 
stock market 

S&P 500 2010-2014 Best chromosome 
achieved returns 
of 50.24% 

 [32] Angelis and Paas  2013 HMM Stock Market 
Index 
forecasting 

S&P 500 April 2010 – 
August 2010 

Net profit of 
1.08% 

[24] Gupta and Dhingra  2012 HMM and MAP  Stock Market 
forecasting 

4 stocks from 
American 
companies  

August 
2002-
September 
2011 

Average MAP of 
1.13, 
outperforming 
ARIMA, ANN, and 
HMM-fuzzy model  

 [33] Cheng & Li  2012 HMM-based 
with a 
smoothing fuzzy 
model 

Stock Market 
forecasting 

TWSI and 
NASDAQ 

January 
2004- 
December 
2006 

Statistically more 
accurate 
predictions than 
traditional HMM 
models 
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Table 4. Comparison of Different State of the Art Works (2) 

Reference Authors Year Model Financial 
Application 

Markets / 
assets tested 

Period 
tested 

Results 

 [34] Hassan et al. 2011 MOEA and HMM-
fuzzy model 

Stock Market 
forecasting 

NYSE and 
ASX 

August 2007 Better than other 
fuzzy models 

 [35] Erlewin et al. 2009 HMM multivariate 
process 

Stock Market 
Index 
forecasting 

Russel 3000 
Growth and 
Russel 3000 
Value indices 

1995-2008 Returns 21.4% 
higher than 
indices 

 [36] Bicego et al. 2008 2 separate HMMs   Stock Market 
Index 
forecasting 

Dow Jones 
Index 

November 
1995 - 
February 
2001 

Forecasting error 
rate of 49% 

 [37] Hassan et al. 2007 A fusion of HMM, 
ANN, and GA 

Stock Market 
Forecasting 

3 stocks from 
the IT sector 

February 
2003- 
January 
2005 

Same 
performance as 
the ARIMA model 
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Conclusions 

 

Several models have been developed by researchers and financial experts in order to tackle the 

challenge of predicting financial markets. However, not all show promising results. Some of the most 

interesting works have been reviewed in this section, and a brief comparison is given by Table 3 and 

Table 4. Several works focus solely on the prediction accuracy of the models, neglecting the actual 

returns that can be achieved. Through the fusion of different machine learning techniques and technical 

indicators, some interesting results have been attained. HMMs have been used with success to generate 

considerable returns in financial markets. Two works have even used multiple HMMs to enhance the 

profitability of the trading systems.   
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CHAPTER 3 System Architecture 

This chapter describes the architecture of the system developed along this thesis. An introduction is 

given and followed by a description of the different modules and components of the system.  

3.1 Introduction 

This thesis produced a novel approach to stock market index forecasting through the use of a fusion of 

multiple discrete HMMs and the technical indicator RSI. The overall model is incorporated into a trading 

algorithm which is capable of autonomously trading in the stock market. The ultimate result is a trading 

system which can predict stock market index price trends, and is thus able to generate significant returns 

while keeping the risk to acceptable levels. The discrete version of the HMM is used, as opposed to the 

continuous one. The continuous HMM (CHMM) attempts to predict the exact value of the next data 

point, which can be very challenging when dealing with financial time series. A small error in prediction 

can even give wrong trend information. On the other hand, the DHMM only concerns itself with the 

prediction of discrete values, which can translate into fall and rise of the price when dealing with financial 

time series. For the system developed along this thesis it suffices to predict price directions, and 

therefore the DHMM was chosen.  

 

The system takes in the daily closing prices of stock market indices as input, and everyday new buy, 

sell, and hold decisions will be made. Any buy and/or sell orders will then be placed at market open. 

Specifically, shares of the S&P 500 index are considered. The large daily volume and the general 

robustness of companies listed in this index makes this financial asset an attractive choice. 

Consequently, the performance of the S&P 500 index itself will be used as a benchmark. The goal is to 

have the system outperform the index, which is equivalent to saying that the system outperforms the 

Buy & Hold strategy. The results will also be compared against a purely random strategy and the most 

relevant state of the art system, which was developed by Alves et. al. [10] .  
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3.2 Algorithm Architecture 

A global overview of the system´s architecture is given by the diagram in Figure 11. 
 

 

Figure 12. Overall diagram of the algorithm. 

 
As can be seen in the diagram, the algorithm interacts with two external entities: the user and the stock 

market. The user is responsible for selecting the investing period to be used by the algorithm. Note that 

the investing period does not need to have a pre-defined ending date by the user, as the algorithm could 

simply run until it is told to stop. The algorithm will query the stock market on a daily basis in order to 

fetch price data, and new buy and sell orders will be placed when appropriate. The inner blocks of the 

algorithm consist of the prediction core and two other modules. The data module is responsible for 

fetching the necessary data and processing it. The investment module is responsible for placing buy 

and sell orders in the stock market. The prediction core is responsible for predicting market trends and 

generating appropriate buy, sell, and hold signals. Essentially, it takes as input the processed data from 

the data module and outputs a signal to the investment module. This module can be further subdivided 

into two submodules: the DHMMs and the RSI. All of these blocks are further explained in the following 

sections. 
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3.3 Data Module 

The price data is retrieved from the Quantopian database every day that the algorithm runs. The price 

information for a single trading day is a vector containing four numbers: the opening price (open), the 

lowest price (low), the highest price (high), and the closing price (close) for that day. Therefore, the first 

step consists in extracting the closing price of each day, as illustrated by Figure 13.  

 

 

Figure 13. Extraction of daily close prices. 

 
The closing prices are then stored in a new vector. The RSI takes in the raw price data points and 

computes the corresponding result. Each DHMM is trained using a sliding window containing price data 

up to the trading day (day T) before the day to be forecasted. The risk of over-fitting the training data is 

far less using sliding-window training sets, since this repeats the evaluation of the model multiple times 

[38].  
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3.3.1 Weekly Data 

In order for the algorithm to take into account weekly data, a resampling method had to be developed. 

This method is illustrated by Figure 14.  

 

Figure 14. Creation of an N-week window. 

 
In order to create an N-week window the closing prices of the last N Fridays up to the current trading 

week (week T) are fetched and stored in a new vector. This new vector is used by the weekly DHMM 

after it is transformed by the data discretization module.  

3.3.2 Data Discretization  

The data is transformed into discrete values at the end of each market session so that it can be fed to 

the discrete HMMs. The pseudo-code for the discretization process is given by Figure 15.  

 

 

Figure 15. Pseudo-code of the discretization function. 

 
Where N is the closing price of the day and N-1 is the closing price of the previous day. Three discrete 

values are considered: drop, maintenance, and rise of the current day’s closing price in relation to the 

previous day. The values assigned to the drop and rise are 0 and 1, respectively. 
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3.4 Prediction Core 

The prediction core is the essence of the algorithm, having the task of predicting future trends. 

Depending on the prediction, one of four signals will be generated: Strong Buy, Hold, Sell, or Strong 

Sell. For this, a combination of three DHMMs, and the RSI, is used. More specifically, two daily DHMMs 

containing windows of 30 and 60 days are used, along with a weekly DHMM of 30 weeks. The RSI is 

used as the decision criteria to switch between the two daily DHMMs and the weekly DHMM. This is 

illustrated by Figure 16.  

 

 

Figure 16. Switching between the daily DHMMs and the weekly DHMM according to the RSI. 

 
As can be seen by the figure, when the value of the RSI crosses above 70 (and thus the stock index is 

overbought) the two daily DHMMs are used. In this scenario, since there will be a likely decrease in 

price, the algorithm can evaluate whether short positions should be taken on a daily basis. This is 

particularly important because, as explained in section 2.1.2, short positions are usually only 

incorporated into shorter term investment strategies. Once the value of the RSI drops below 30 (and 

thus the stock index is oversold) the prediction core switches to using the weekly DHMM. Since the price 

is likely to rise in this scenario, the weekly DHMM will put emphasis on long positions. Note that the 

weekly DHMM will still forecast price decreases, but such forecasts will be interpreted differently from 

those of the daily DHMMs. In order to better explain this, the flowchart of Figure 17 illustrates the inner 

workings of the prediction core. The respective pseudo code is given in Figure 18. 
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Figure 17. Flowchart of the prediction core. 
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Figure 18. Prediction Core pseudo-code. 

The prediction core contains a Boolean variable named use_daily, which determines whether it should 

use the daily DHMMs or whether it should use the weekly DHMM. In the beginning, this variable is set 

to True. Next, the RSI is computed. In case the RSI’s output is above 70, use_daily is set to True. In 

case the output is below 30, use_daily is set to False. In case the output is in between 70 and 30 

(inclusive) use_daily does not change its value. If use_daily is False, the weekly DHMM is computed 

and a forecast is then produced. If the forecast is of a price decrease, then the signal generated by the 

prediction core is Sell. If the DHMM’s forecast is of a price increase, then the signal generated is of a 

Strong Buy. In case that use_daily is True, the two daily DHMMs (one using a 30 day window and 

another using a 60 day window) are considered. If the two DHMMs output different forecasts, then a 

Hold signal is generated. If the two DHMMs forecast an increase in price, a Strong Buy signal is 

generated. In the case that both DHMMs forecast a decrease in price, a Strong Sell signal is generated. 

Once the signal is generated, the prediction core waits for the next trading day. Upon arrival of the next 

trading day, all windows slide one day, the RSI is computed again and the whole process is resumed. 

Once the investing period is over, the prediction core terminates. It is important to note that, while the 

daily DHMMs can generate a Strong Sell signal, the weekly DHMM can only generate a Sell signal. As 

stated before, this has to do with the fact that short positions are more relevant in shorter term investing 

strategies. The differences between the different signals and how they are interpreted by the investment 

module are described in section 3.6.  
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3.5 DHMM Architecture 

Figure 19 depicts the flowchart of the DHMM models used for this thesis.  

 

 

Figure 19. Flowchart of the DHMM. 

 

As can be seen in Figure 19, the parameter estimation is done using the Baum-Welch algorithm and the 

window of discrete values received from the data module. This means that the initial parameters of the 

DHMM can be generated randomly. When the parameters have finished being estimated, the decoding 

takes place using the Viterbi algorithm and the same window of discrete values. Finally, the forecasting 

is done by extracting the most probable observation of the following day using a manipulation of 

equations as described in section 3.5. The forecast (drop or rise) is then used by the prediction core. 

Figure 20 illustrates the structure of the implemented DHMMs. 
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Figure 20. Illustration of the DHMMs to be used. 

 
It can be seen that each DHMM is composed of 3 states and 2 observations. The evaluation of the 

DHMM model will be done using the Forward and the Backward algorithms, which allow for the 

parameter estimation to be done using the Baum-Welch algorithm.  

 

Forecasting  

 

The Viterbi algorithm, along with the manipulation of equations, is the chosen option to forecast the 

direction of the market close price. The procedure implemented in this thesis, although developed 

from scratch, was based on [10], and can be described as follows,  

 

1. Obtain the most probable state sequence 𝛿𝑡 using the Viterbi algorithm for decoding. 

 

2. Determine the most probable state at time 𝑡 = 𝑇 + 1 by using 𝛿𝑡.  This is achieved through the 

manipulation of the Viterbi algorithm equations. A new matrix 𝜑𝑖(𝑂𝑇+1) is created, which contains 

the probability of transitioning to state 𝑠𝑖 for each observation observed at time 𝑇 + 1, 

 

 𝜑𝑖(𝑂𝑇+1) = max
𝑖
{𝛿𝑇(𝑖)𝑎𝑖𝑗}𝑏𝑗(𝑂𝑇+1)   (52) 

 

3. Obtain 𝑠𝑇
∗   from (48), the most probable state in T, and use it in 𝜓𝑇(𝑗) to obtain the most likely 

predecessor state, 
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 𝑃𝑟𝑒𝑑𝑒𝑐𝑒𝑠𝑠𝑜𝑟 =  𝜓𝑇(𝑗 = 𝑠𝑇
∗)   (53) 

 

4.  Use the most likely predecessor state to extract the most probable observation from 

𝜑𝑝𝑟𝑒𝑑𝑒𝑐𝑒𝑠𝑠𝑜𝑟(𝑂𝑇+1) at time 𝑇 + 1 , 

 

 𝐹𝑜𝑟𝑒𝑐𝑎𝑠𝑡 = 𝑎𝑟𝑔max  
𝑖

𝜑𝑝𝑟𝑒𝑑𝑒𝑐𝑒𝑠𝑠𝑜𝑟(𝑂𝑇+1)   (54) 

 
From (54) it is possible to obtain the forecast for the next day, which will be either rise, maintenance, or 

fall of the closing price of the index relative to the previous trading day.  

3.6 Investment Module 

The investment module decides when to place buy and sell orders. This is done using the signal 

generated by the prediction core and the current state of the algorithm. The algorithm has three states, 

as illustrated by the state diagram of Figure 21.  

 

 

Figure 21. State diagram of the algorithm. 

 
As can be seen there are three possible states: out of the market, long position, and short position. 

Initially, the algorithm is out of the market, and will stay that way until a Strong Buy, Strong Sell, or Sell 

signal is generated by the prediction core. A Strong Buy signal will set the state to long position. A Strong 

Sell signal will set the state to short position. A Sell signal will set the state to out of market in case the 

current state is long position, and it will set the state to short position otherwise. A Hold signal will not 

change the state. In case the investing period ends, the algorithm returns to its initial state, which is out 

of market.  A flowchart of the investment module is given by Figure 22.  
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Figure 22. Manage Portfolio module flowchart. 

 
If the output of the prediction core is of a Strong Buy, the investment module will close all existing short 

positions and open long positions to profit from the likely rise in price. If the output is of a Strong Sell, 

the investment module will close all existing long positions and open short positions to profit from the 

likely drop in price. In case the output is of Sell, then all existing long positions will be closed in order to 

avoid any losses. In case there are no open positions at the time, short positions will be open. Finally, 

in case the prediction is Hold, no action is taken. The system then waits until the next day the market is 

open so that it can receive the next output from the prediction core, and subsequently take the necessary 

actions. If the user-defined investment period has ended, the system closes all of the portfolio’s positions 

and terminates.  

3.7 Chapter Conclusion 

This chapter outlines the architecture of the final system. The algorithm can be divided into several 

modules, and some modules can be further divided into submodules. The data module retrieves the 

necessary data, resampling and discretizing it when necessary. This data is then fed to the prediction 

core, which in turn generates a signal to be interpreted by the Investment module. This is done with the 

aid of DHMMs and the RSI. The resulting algorithm is capable of autonomously trading in the stock 

market.  
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CHAPTER 4 Results 

In this chapter, the results are presented and analyzed. To begin with, the data sets used for training 

and testing are explained. Afterward, the costs and constraints considered during the training and testing 

are described. Then, the validation of the prediction capabilities of the implemented DHMM is carried 

out. After this, the development process that resulted in the final system is described through a series 

of case studies. Finally, the system is tested and compared against other investment strategies and a 

state of the art system.  

4.1 Data sets  

In order to test the system’s performance and robustness two separate sets of data were considered: 

in-sample and out-of-sample. The chosen in-sample data period spans over six years from the 11th of 

January of 2003 to the 11th of January of 2009. Using the data from this time period the system was 

developed and optimized, and the results are presented in section 4.4. The out-of-sample data period 

spans over eight years from the 12th of January of 2009 to the 12th of January of 2017. This data set 

was used to test the algorithm and the other approaches, and the respective results are presented in 

section 4.5. Figure 23 shows a timeline of the training (in sample) and testing (out of sample) periods.  

 

 

Figure 23. Timeline of training and testing data. 

 

4.2 Costs and Constraints 

In order to make the testing conditions as close as possible to reality, slippage and commission costs 

have been considered. This creates more accurate results and makes the algorithm more robust to the 

real world.  

4.2.1 Slippage 

Slippage is a method of calculating the realistic impact that an order may have on the price of a financial 

asset. It is expressed as a percentage, and it is an approximation of how much an order executed by 

the algorithm would increase/decrease the price of the stock index in a real world scenario. This is 

important because, as stated before, prices are a result of the interaction between supply and demand. 

Therefore, placing a new order will affect demand (or supply) and thus potentially alter the price. If the 

algorithm places a buy order, the demand will increase. If the algorithm places a sell order, the supply 

increases. Naturally, the price impact caused by the algorithm will strongly depend on how large the 

order is compared to the total trading volume. The slippage can be calculated using (55).  
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𝑆𝑙𝑖𝑝𝑝𝑎𝑔𝑒 = 𝑝 (

𝑜𝑟𝑑𝑒𝑟 𝑠𝑖𝑧𝑒

𝑡𝑜𝑡𝑎𝑙 𝑣𝑜𝑙𝑢𝑚𝑒
)
2

 (55) 

  
 

Where the square of the ratio of the order size relatively to the total volume of the stock index is multiplied 

by p, the price impact constant. In this thesis p was set to 0.1, as this is considered a realistic value [40]. 

For example, if the algorithm places a buy order of 10000 shares and the total volume for that minute is 

of 100000 shares, then the slippage would be 

 
𝑆𝑙𝑖𝑝𝑝𝑎𝑔𝑒 = 0.1 (

10 000

100 000
)
2

= 0.1% (56) 

  
 

This means that the price increase, as a consequence of the order, would be 0.1%. 

4.2.2 Order Size 

It is also important to take into consideration the order size, as one cannot trade more than the market 

volume. In fact, usually it is only possible to trade a fraction of the total volume. Thus, if the algorithm 

places an order that cannot be executed due to insufficient market volume, the order will remain open 

until it can either be processed or the market closes for the day. If the order is not able to be executed 

during the respective market session, it will be cancelled. For this thesis, a volume limit of 2.5% of the 

total volume traded every minute was imposed, a commonly accepted value [40]. This means that, even 

though all orders are supposed to be filled by the investment module at market open, some orders may 

take a while longer to be completely filled.  

4.2.3 Commissions     

Commissions are costs that an investor must take in order to access the market. These costs are 

charged by brokers who mediate the transactions. For this thesis commissions of $0.0075 per share 

were used, with a $1 minimum cost per trade. 

4.3 DHMM Validation  

Before incorporating the implemented DHMM into the algorithm it was necessary to validate its ability 

to predict financial time series. In order to do so, two case studies were considered: using pre-defined 

patterns and real data.  

4.3.1 Case Study I- Pre-defined Patterns 

Firstly, it was necessary to validate the performance of the DHMM when analyzing patterns. To do this, 

a set of patterns were created consisting of two discrete values: 0 and 1. These patterns were meant to 

simulate real financial time series, and 7 different patterns were created. An illustration of the different 

patterns is given by the graphs of appendix A. Each pattern consisted of a sequence of eight values 

repeated ten times, which meant that each pattern was 80 symbols long. The DHMM tested used 3 

states and a window size of 30 data points. The results are given in the Table 5.  
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Table 5. Validation of the DHMM with pre-defined patterns 

Pattern Number Pattern1  Error  

1 1,1,1,1,1,1,1,1 0% 

2 1,1,1,1,0,0,0,0 25% 

3 1,0,1,0,1,0,1,0 0% 

4 0,0,0,0,1,0,0,0 12% 

5 0,1,0,1,0,0,1,0 38% 

6 1,1,0,1,1,1,0,1 26% 

1- Each pattern was repeated 10 times over 

One can conclude that the DHMM is a viable option for predicting the above patterns, having a mean 

error rate of 16.8%. This result indicates that the implemented DHMM is a potential option to predict 

financial time series. Even when considering patterns 2, 5, and 6, for which the DHMM’s prediction 

accuracy was the lowest, it still managed to achieve error rates no larger than 38%. 

4.3.2 Case Study II- Real Data 

After noting that the DHMM is a viable option for predicting the pre-defined patterns, it was time to use 

real data. In order to do this, a DHMM with a 30 day window was used with the training data set described 

in section 4.1. Three states and two observations were considered: rise and decrease of the close price 

relative to the previous trading day. Two types of DHMMs were considered, using data with two different 

time frequencies: daily and weekly. The results are presented in Table 6.  

 

Table 6. Test of a DHMM with 30 data points, 3 states, and 2 observations using the training data set 

Time Frequency Error Percentage 

Daily 49% 

Weekly 47% 

 
Upon inspection of Table 6 one can see that the implemented DHMM can produce forecasts with error 

rates as low as 47% without any particular optimization, which validates its use for financial time series 

forecasting.  The weekly DHMM produced better results than the daily DHMM, and thus it was used as 

a starting point for the development of the algorithm.  
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4.4 Development and Training  

Having validated the use of the implemented DHMM for financial time series forecasting, the next step 

was to start the development of the proposed system. Firstly, it was necessary to investigate which 

window sizes to use for the weekly and daily DHMMs, as described in three different case studies. Then, 

a fourth case study was conducted to determine which technical indicator was best suited to combine 

the weekly and daily DHMMs. Finally, different types of observations were considered in order to 

determine which were the best suited to be used by the algorithm.  

4.4.1 Case Study I- Weekly Window Size  

Firstly, different sized weekly windows were tested. Price values of the S&P 500 index were used over 

a period of 6 years from 11/01/2003 to 11/01/2009. The results obtained are shown in Table 7.  

 

Table 7. Weekly DHMM Window Size Comparison 

Window Size  ROR Error Sharpe 

5 -27,5% 52% -0,39 

10 13,6% 48% 0,23 

15 26,8% 48% 0,42 

20 15,7% 47% 0,25 

25 47,1% 47% 0,55 

30 50,4% 47% 0,59 

35 14,8% 47% 0,23 

 
The results show that the error rate tends to decrease as the window size increases. However, this does 

not necessarily mean higher rates of return, as is illustrated by Figure 24.  

 

 

Figure 24. ROR Vs Window Size of Weekly DHMMs. 
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As can be seen by Table 7 and the graph of Figure 24, the highest ROR was achieved by the 30 week 

window at 50.4%, followed by the 25 and 15 week windows with 47.1% and 26.8%, respectively. It can 

also be noted that for windows smaller than 10 and bigger than 30 weeks the ROR decreases sharply. 

As for the Sharpe ratio, the values were quite low for the most part, ranging from -0.39 to 0.59. The 

performance of the 30 week DHMM over the training period is illustrated by Figure 25.  

 

 

Figure 25. Performance of the 30 week DHMM over the training period. 

 
At the end of the training period the 30 week DHMM managed to outperform the Benchmark S&P 500 

index (which only managed to gain 10.1%). In addition, the error rate is nearly always below 50%, ending 

at 47%. However, there are time periods in which the system’s performance is not ideal, since the 

algorithm is outperformed by the benchmark for most of the training period. Most notably, in the 

beginning (the first half of 2003) the algorithm is actually losing money. During this time period, the 

algorithm’s error rate is above 50%. Although the algorithm was capable of correctly predicting the long 

term upward trend of the price of the index, it failed to recognize the short term downward trend. Thus, 

the algorithm was lacking short term sensitivity. This motivated the use of the daily DHMMs.  

4.4.2 Case Study II- Daily Window Size  

In order to gain short term sensitivity and consequently mitigate the losses during the beginning of the 

training period, DHMMs using daily closing price data were considered. To do this, daily windows of 

various sizes were investigated over a time period of 19 months spanning from the beginning of the 

training period to the second half of 2004 (from the 11th of January of 2003 to the 11th of August of 2004). 

The results are presented in Table 8.  
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Table 8. ROR of daily DHMMs using different sized windows  

Window Size (days) ROR Error Sharpe 

5 2,9% 51% 0.2 

15 15,7% 51% 0.7 

30 26,6% 49% 1.10 

40 25,9% 48% 1.09 

50 20,8% 47% 0.92 

60 36,1% 46% 1.44 

75 16.0% 48% 0.73 

90 0,7% 48% 0.1 

180 -2,4% 48% -0.04 

 
 

The results show that the best performing daily DHMMs outperform the weekly DHMM during the 

beginning of the testing period. The error rate tends to decrease as the window size increases up to 60 

days, reaching a minimum of 46%, then it increases slightly to 48%. However, the ROR and the Sharpe 

exhibit more volatile behaviour. The Sharpe values were higher for the mid-sized windows, degrading 

as the window size decreased below 30 days or increased above 60 days. The highest value of the 

Sharpe was achieved by the 60 day window at 1.44. Bigger training windows, as is the case for the 90 

and 180 day windows, produced Sharpe values of 0.1 and -0.04, respectively. In addition, the 5 day 

window achieved a Sharpe value of 0.5. This suggested that daily DHMMs perform poorly when its 

windows are too large or too small. A graph illustrating the evolution of the ROR as a function of the 

window size is given by Figure 26.  

 

 
Figure 26. Graph of the ROR Vs Window Size of the daily DHMMs. 
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As can be seen the ROR peaks around the 30 and 60 day windows, achieving values of 26.6% and 

36.1%, respectively. The ROR also decreases sharply for window sizes under 30 and over 60 days. 

These results suggested that incorporating daily DHMMs with mid-sized windows (between 15 and 75 

days) into the algorithm could significantly improve the overall performance, since they outperform the 

weekly DHMM when the index is in a downward trend (and is thus overbought).   

4.4.3 Case Study III- Multi Daily Window Sizes 

Having analysed the best training windows to use with single daily DHMM systems, multi daily DHMMs 

with different training windows were combined with the goal of improving the performance of the system. 

More specifically, double DHMM systems were considered, for the same time period as the previous 

case study (from the 11th of January of 2003 to the 11th of August of 2004). These double DHMM systems 

only generated buy or sell signals in case the two DHMMs produced a unanimous forecast, otherwise 

the system would take no action.  The results are shown in Table 9.  

 

Table 9. Comparison of systems containing two DHMMs with different training windows  

Window Sizes (days) ROR Error  Sharpe 

15, 30 5.0% 50% 0.29 

15, 40 17.0% 49% 0.76 

15, 50  16.0% 49% 0.71 

15, 60 28.2% 48% 1.13 

15, 75 8.9% 49% 0.43 

30, 40 29.2% 48% 1.12 

30, 50 23.8% 48% 1.02 

30, 60 30.1% 47% 1.24 

30, 75 17.6% 48% 0.79 

40, 50 19.3% 47% 0.86 

40, 60 20.2% 47% 0.89 

40, 75 10.8% 47% 0.52 

50, 60 22.4% 47% 0.97 

50, 75 15.4% 47% 0.71 

60, 75 20.4% 47% 0.90 

 
 

As can be seen, the combination that obtained the highest ROR (30.1%) was the combination of 30 and 

60 day window DHMMs. This combination also achieved the lowest error rate (47%) and the highest 

Sharpe value (1.24). Although this result outperforms the original weekly DHMM for this specific time 

period, it underperforms when compared to the best single daily DHMM system (the 60 day window). In 

order to better illustrate this a comparison of the ROR, Sharpe values, and error rate of all the double 

and single DHMM systems is given by Figure 27, Figure 28, and Figure 29, respectively. These figures 

are color-coded, having green as the best performance, yellow as intermediate, and red as the worst 
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performance. Note that the case where the window sizes of the two DHMMs are the same is identical 

to having a single DHMM system.  

  

 

 

 

 

 

  

 

 

 

 

  

Figure 29. Error rate comparison pf the different DHMM combinations. 

 

 

Figure 27. ROR comparison of the different DHMM combinations. 

 

Figure 28. Sharpe comparison of the different DHMM combinations. 
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Upon inspection of Figure 27 and Figure 28 one can see that the single 60 day DHMM clearly 

outperforms the other systems. It is also noteworthy that there is a tendency for systems that include a 

30 or 60 day DHMM to exhibit good results, suggesting that these are the optimal time periods to use 

for the daily DHMMs.  By inspecting Figure 29 one can note that the error rate, in general, tends to 

decrease as the window sizes increase. The 60 day DHMM exhibits particularly good results, ranging 

from 48% to 46%. Once again, the single 60 day DHMM outperforms all other systems.  

 

Taking the ROR as the most important decision criteria, one can conclude that the two best performing 

systems use the 60 day window and a combination of the 30 and 60 day windows. Both systems 

outperform the original weekly DHMM system during the beginning of the training period.    

4.4.4 Case Study IV- Technical Indicators 

Having found out the best weekly, single daily, and double daily DHMM systems, it was time to fuse 

them into a single algorithm. The ultimate goal was to create an overall system that could better identify 

both short and long term trends. In order to do this, momentum technical indicators were considered, as 

they can help identify trend shifts. Three of the most widely used and accepted momentum indicators 

[20] were used: the MACD, the RSI, and the SO. The previous case studies suggested that daily DHMMs 

are more effective when the index price decreases (and is thus potentiality overbought), and that the 

weekly DHMM is more effective when the index price increases (and is thus potentially oversold). Taking 

these facts into account, the criteria used by each indicator to select the different DHMMs was chosen 

as depicted by Figure 30.  

 

 

Figure 30. Decision criteria used by each technical indicator to select the different DHMMs. 
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The weekly DHMM used a 30 day window, since this proved to be the best performing window size in 

terms of ROR. The single daily DHMM used a window of 60 days and the double DHMM system used 

a 30 and a 60 day window combination. The results are shown in Table 10.  

 

Table 10. Fusion of the 30 week DHMM with daily DHMM(s) using technical indicators 

Technical 
Indicator 

Daily DHMM(s) ROR Error Sharpe 

RSI 60 76.0% 47% 0.85 

30, 60 81.8% 47% 0.82 

MACD 60 23.3% 47% 0.28 

30, 60   0.7% 48% 0.11 

SO 60 19.2% 47% 0.26 

30, 60 23.2% 47% 0.29 

 
It can be seen that the best performing overall system, in terms of ROR, is a fusion of the RSI, the 30 

week DHMM, and the double DHMM system with a 30 and a 60 day window combination. This system 

achieved a ROR of 81.8%, which is significantly better than the system originally considered. The same 

is true for the Sharpe ratio, which was 0.82. The error rate was of 47%. 

 

 Every time no action was taken, the indecision percentage increased. The indecision percentage 

quantifies the number of days in which the algorithm took no action due to a lack of agreement between 

the two daily DHMMs, and it was calculated using (57).  

 

 
𝐼𝑛𝑑𝑒𝑐𝑖𝑠𝑖𝑜𝑛 𝑝𝑒𝑟𝑐𝑒𝑛𝑡𝑎𝑔𝑒 = 

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑑𝑎𝑦𝑠 𝑡ℎ𝑒 𝑑𝑎𝑖𝑙𝑦 𝐷𝐻𝑀𝑀𝑠 𝑟𝑒𝑎𝑐ℎ𝑒𝑑 𝑛𝑜 𝑐𝑜𝑛𝑐𝑒𝑛𝑐𝑢𝑠

𝑇𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑎𝑑𝑖𝑛𝑔 𝑑𝑎𝑦𝑠
   (57) 

 

 The graph of Figure 31 shows the performance of the algorithm over the training period.  

 

 

 

Figure 31. Performance of the algorithm over the training period. 
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The algorithm outperforms the benchmark for most of the training period. Most notably, the algorithm 

substantially outperforms the benchmark during the financial crises of 2008. In addition, the error rate 

was nearly always under 50%. At the end of the training period the algorithm had an indecision 

percentage of 15%.  

4.4.5 Case Study V- Observations 

It was also important to determine the number and type of observations to be used by the DHMMs. 

Traditionally, and as can be seen in section 2.5, the works involving discrete financial time series 

prediction use three types of observations: drop, maintenance, and rise of the price relatively to the 

previous day. However, a two observation approach has been considered up to this point. In this case 

study, four new different approaches were considered, consisting of either three or five observations. 

Considering Pt to be the closing price of the day and Pt-1 the closing price of the previous day, the different 

types of observations are described in Table 11.  

 

Table 11. Definition of the different types of observations 

Observation type Definition 

With Strict Maintenance With Weak Maintenance 

Strong fall P𝑡  −  𝑃𝑡−1  

𝑃𝑡−1
 <  − 0.02  

Fall P𝑡  −  𝑃𝑡−1  < 0 P𝑡  −  𝑃𝑡−1  

𝑃𝑡−1
< − 0.005 

Maintenance P𝑡  −  𝑃𝑡−1  = 0 
|
P𝑡  −  𝑃𝑡−1  

𝑃𝑡−1
|  ≤  0.005 

Rise P𝑡  −  𝑃𝑡−1  > 0 P𝑡  −  𝑃𝑡−1  

𝑃𝑡−1
 >  0.005 

Strong rise P𝑡  −  𝑃𝑡−1  

𝑃𝑡−1
 >  0.02 

 

In the case of three observations, the standard fall, maintenance, and rise of the price were considered. 

In the case of five observations, a very strong increase and very strong decrease in price were also 

considered, in case the fall or rise was over 2%. In addition to this, two types of maintenance were 

considered: strict and weak. A strict maintenance is a price change of exactly zero. A weak maintenance 

is a price change no greater than 0.5%. These four approaches were used by the best system developed 

in the previous case study (a fusion of the RSI, the 30 week DHMM, and the double DHMM system with 

a 30 and a 60 day window). The results are presented in Table 12.  
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Table 12. Different observation approaches used by the algorithm and corresponding results 

Approach Observation types ROR Error Sharpe Indecision  

1 Rise, strict maintenance, 

decrease 

80.3% 47% 0.81 15% 

2 Rise, weak maintenance, 

decrease 

37.2% 47% 0.38 71% 

3 Strong rise, rise, strict 

maintenance, decrease, strong 

decrease 

0.1% 48% 0.10 15% 

4 Strong rise, rise, weak 

maintenance, decrease, strong 

decrease 

11.1% 48% 0.29 71% 

 

Upon inspection of Table 12 one can see that approach 1 delivers the best results. The type of 

observations of this approach fall, strict maintenance, and rise of the price. These results, however, are 

worse than the best results achieved by the previous case study. These findings suggest that 

incorporating a “strict maintenance” observation into a trading algorithm deteriorates the quality of the 

results, perhaps due to having an extra observation that seldom happens in the real world [10]. The 

weak maintenance approach also struggled to achieve significant ROR. For these cases, the indecision 

percentage was 71%, which meant that the algorithm overlooked too many profitable situations. The 

five observation system also proved disappointing, achieving low ROR when compared to the other 

observation systems. The error rate for these cases was also higher, at 48%. This may be due to the 

fact that the higher number of observations increases the complexity of the observation sequence, 

making it more difficult to produce accurate forecasts using the DHMMs.  

4.4.6 Case Study VI- Algorithm Vs. Daily and Weekly DHMMs 

It was interesting to compare the performance of the developed algorithm (containing a fusion of a 30 

week DHMM, and 30 and 60 daily DHMMs) with the performance of its constituent parts over the same 

time period. The evolution of the cumulative ROR of each method is given by Figure 32. It can be seen 

that the algorithm outperforms the other two methods with its 81.8% ROR. The weekly DHMM has a 

quasi-steadily increasing ROR, although not as high as that of the algorithm, ending the training period 

with an ROR of 56.0%. The daily DHMM combination exhibits a highly volatile ROR, performing well 

during short periods of time (as is the case of 2003) but poorly on the long-run, achieving an ROR of -

39.2%. The algorithm is thus able to combine the best characteristics of each method, achieving a 

steadily growing and sizeable ROR.  
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Figure 32. Comparison of the algorithm with the daily DHMM combination and the weekly DHMM. 

4.5 Testing   

Once the training was complete, it was time to test the algorithm using out of sample data. To do this, 

S&P 500 price data over a period of eight years from 12/01/2009 to 12/01/2017 was considered. The 

algorithm was then compared to a state of the art solution, which was replicated during this thesis, and 

two other investment strategies: the Buy & Hold and a purely random strategy. The chosen state of the 

art solution was the system developed by Alves et. al [10], described in section 2.5, since this particular 

solution is the most similar to the algorithm developed during this thesis. The purely random strategy 

randomly places buy and sell orders every day. Figure 33 shows the ROR of the different approaches 

obtained in each year of the testing period.  

 

 

Figure 33. Testing results of the different approaches. 
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Upon inspection of the bar chart of Figure 33 one can conclude that, with the exception of 2009 and 

2013, the algorithm outperformed all other approaches. This is especially evident in the last two years 

of the testing period. It is also noteworthy that the algorithm makes a profit every year. The Buy & Hold 

strategy also performed fairly well, since there was a long term upwards tendency of the S&P 500 index. 

The approach developed by Alves et. al was volatile, outperforming all other approaches in the 

beginning, but then falling behind. The random strategy’s returns were also volatile, but in the majority 

of the years (5 in total) it suffered losses. Figure 34 shows a bar graph comparing the average yearly 

ROR of the four approaches.  

 

 

 

Figure 34. Average annual ROR of the different approaches. 

 
As the bar chart shows, the developed algorithm has the highest average yearly ROR of the four 

approaches, which is over 20%. The Buy & Hold strategy generated the second highest average yearly 

ROR, which was 15%. Next came the solution proposed by Alves et. al [10], with an average yearly 

ROR of 1%. The purely random strategy achieved the worst average yearly ROR, which was -5%. Figure 

35 shows the cumulative ROR of the four approaches over the testing period. 
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Figure 35. ROR of the different approaches over the testing period. 

 
As can be seen by the bar chart, the algorithm clearly achieves the highest ROR over the testing period, 

at over 350%. The second highest cumulative ROR was that of the Buy & Hold strategy, which was 

199%. The third highest ROR was achieved by the solution developed by Alves et al, with -17%. Finally, 

the worst ROR was that of the purely random strategy, which was -40%. The evolution of the cumulative 

ROR over the testing period is given by the graph in Figure 36. 

 

 

Figure 36. Cumulative ROR of the four approaches over the testing period. 

 

The results of the testing are summarized in Table 13. 
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Table 13. Comparison of the algorithm's performance against a state of the art solution and two 
investment strategies 

Approach Testing Period 
ROR 

Average Annual 
ROR 

Error Sharpe 

Algorithm 356% 21% 46% 1.28 

Buy & Hold 199% 15% 1 0.87 

Alves et. al [10] -17% 1% 49% -0.05 

Random -40% -5% 50% -0.37 
 

As can be seen by Table 13, the algorithm outperforms the other approaches both in terms of the 

cumulative ROR and the average annual ROR, which were 356% and 21%, respectively. In addition, 

the algorithm achieved an error rate of 46%, which was the lowest out of all the approaches. Finally, the 

algorithm also achieved the best Sharpe ratio value, which was 1.28. This is considered a good risk-

adjusted return, and thus one can conclude that the algorithm’s strategy’s hefty profits are not simply 

due to overly high exposure to risk. The second best performance was that of the Buy & Hold strategy, 

with a cumulative ROR of 199%, average annual ROR of 15%, and a Sharpe value of 0.87. After came 

the solution developed by Alves et.al. with a cumulative ROR of -17%, average annual ROR of 1%, 49% 

error rate, and a Sharpe value of -0.05.  It is noteworthy that the poor performance exhibited by this 

approach may be due to the fact that the system was optimized for the Forex market, which differs from 

the stock market. Nevertheless, it is still significantly better than applying a purely random strategy, 

which achieved a cumulative ROR of -40%, average annual ROR of -5%, 50% error rate, and a Sharpe 

value of -0.37. The graphs of Figures 37 through 45 show the performance of the algorithm over the 

testing period.   

 

 

 

Figure 37. Performance of the algorithm over the testing period. 

                                                             
1 The error percentage of the Buy & Hold is meaningless since no predictions are made 
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Figure 38. Cumulative ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2009. 

 
Figure 39. Cumulative ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2010. 

 
Figure 40. Cumulative ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2011. 

 
Figure 41. Cumulative ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2012. 

 
Figure 42. Cumulative ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2013. 

 
Figure 43. Cumulative ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2014. 
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Figure 44. Cumulative ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2015. 

 
Figure 45. Cumulative ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2016. 

 

As can be seen in the figures, the algorithm slightly underperforms relatively to the S&P 500 index (and 

thus the Buy & Hold strategy) for some time periods, but during the last two years it manages to recover 

and greatly outperform. Figure 37 shows that the error rate is somehow high during the first year, but 

promptly decreases to under 50% for the remaining time. The indecision percentage at the end of the 

period was of 18%. The non-cumulative ROR of the algorithm for each particular year is illustrated by 

Figures 46 through 53.  

 

 

Figure 46. ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2009. 

 

Figure 47. ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2010. 

 

Figure 48. ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2011. 
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Figure 49. ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2012. 

 

Figure 50. ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2013. 

 

Figure 51. ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2014. 

 

Figure 52. ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2015. 

 
Figure 53. ROR of the algorithm (in blue) and the S&P 500 index (in red) in 2016. 

 

It can be seen that a great deal of the success of the algorithm comes from anticipating great drops in 

the price of the S&P500 index. By doing so, the algorithm converts the potential losses of those particular 

time periods in significant returns. This is of great interest to the investor concerned with mitigating his 

losses. Detailed results are given in appendix B. For the convenience of the reader, the flowchart of the 

prediction core of the final algorithm is repeated in Figure 54.  
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Figure 54. Flowchart of the prediction core of the algorithm. 

4.6 Chapter Conclusions 

In this chapter are described all the major steps and results which ultimately led to the final algorithm. 

After presenting the costs, constraints, and data sets to be used in training and testing, the DHMM model 

implemented was validated. Then, the development and training of the system was presented through 

a series of five case studies. After this, the final algorithm was tested using the out of sample data and 

compared against the solution developed in [10] and two investment strategies. The results show that 

the stock index trading algorithm using multi discrete Hidden Markov Models and technical analysis 

outperforms the other tested approaches over the testing period, and is therefore an interesting solution 

to consider. 
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CHAPTER 5 Conclusions and Future Work 

This thesis presents a novel approach to stock market index algorithmic trading. It does so by predicting 

stock market index price trends using the discrete Hidden Markov Model and the technical indicator RSI. 

The financial time series was transformed into a discrete sequence of two values: rise and fall of the 

close price in relation to the previous trading day.  

 

One of the great innovations of this method is the combination of DHMMs with windows of different time 

frequencies: weekly and daily. In case the stock index price is overbought, as identified by the RSI, two 

daily DHMMs are used in order to profit from the likely drop in price in the short term. When the index is 

oversold, the system switches to using a weekly DHMM in order to take advantage of the longer term 

trends. Using the weekly version of the DHMM mitigates shorter term noise, allowing the system to focus 

on longer term trends. Tests using price data from the S&P 500 index were conducted over a period of 

eight years from January 2009 to January 2017. The results demonstrated the validity of the proposed 

solution, as it outperformed the Buy & Hold strategy, a methodology proposed by [10], and a purely 

random strategy.  

5.1 Conclusions 

The main conclusion that can be drawn by analysing the results is that implementing the proposed 

solution turned out to be a great choice. The fact that the algorithm can switch between a DHMM with a 

weekly window and two DHMMs with daily windows gives it the capability to adapt to situations where 

the stock market index is both oversold and overbought. The daily DHMMs allow the algorithm to react 

faster to price falls, while the weekly DHMM provides a longer term vision and thus mitigates the effect 

of shorter term noise. Although the testing period included times of uncertainty and volatile behaviour in 

the stock market, the algorithm was able to achieve profits every year. Nevertheless, there are time 

periods when the algorithm does not behave ideally, underperforming relatively to other approaches. 

Thus, it would be interesting to improve this solution by expanding and improving certain aspects of it.  

5.2 Future Work  

This section addresses some of the limitations of the developed approach and suggests future 

improvements and modifications.  

 
 The DHMMs were trained using the Baum-Welch Algorithm, but other training methods are 

available. It would be interesting to test some of these other training methods and note the effect 

that it has on the overall algorithm.  

 

 The DHMMs produced forecasts with the aid of the Viterbi algorithm, but other prediction 

methods could be used. For instance, HMM-based models often use likelihood methods to 

make predictions by identifying instances of the past similar to the current time instance. It would 

be valuable to replace the Viterbi-aided prediction method with some of the likelihood methods 

in order to test whether prediction performance changes.  
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 In order to determine the size of the training windows to be used by each DHMM, empirical tests 

were carried out. The use of a genetic algorithm is an interesting alternative to determine the 

optimal window size by using a chromosome with genes that corresponded to the size of the 

window of each of the DHMMs.  

 

 The algorithm was tested using data from the SP 500 index only, but other market indices could 

also be considered.  It would also be interesting to investigate the performance of the algorithm 

when applied to stocks.  
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APPENDIX A  Pre-defined Patterns 

 
This appendix contains the graphs of the pre-defined patterns used to validate the implemented DHMM 

model.  

 

 

Figure 55. Graph of pattern 1. 

 

Figure 56. Graph of pattern 2. 

 

 

Figure 57. Graph of pattern 3. 

 

 

Figure 58. Graph of pattern 4. 
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Figure 59. Graph of pattern 5. 

 

 

Figure 60. Graph of pattern 6. 
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APPENDIX B Detailed Results 

 
This appendix presents the detailed ROR results for the algorithm during the testing period.  
 
Table 14. Detailed ROR of the algorithm in 2009 and 2010 
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Table 15. Detailed ROR of the algorithm in 2011 and 2012 
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Table 16. Detailed ROR of the algorithm in 2013 and 2014 
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Table 17. Detailed ROR of the algorithm in 2015, 2016, and January 2017 

 

 

 


