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Abstract

In this work the subject of model reduction applied to Computational Fluid Dynamics is explored. It
is shown the need of the aerospace industry, at national or European level, of faster yet reliable models.
This need is linked to the time cost of high-fidelity models, rendering them inefficient for applications
like Multi-Disciplinary Optimization, implemented in the NOVEMOR framework. With the goal of
testing and applying model reduction to CFD models applicable to lifting surfaces, a bibliographical
research covering reduction of non-linear, dynamic or static models was done. This established the
prevalence of Projection and Least Mean Squares methods, which rely on solutions of the original high-
fidelity model and their Proper Orthogonal Decomposition to work. Other complementary techniques
such as adaptive sampling, greedy sampling and hybrid models are also presented and discussed. These
Projection and Least Mean Squares methods are then tested on simple and documented benchmarks,
to test the error and speed-up of the reduced order models thus generated. Dynamic, static, non-linear
and multi-parametric problems were reduced, with the simplest version of these methods showing the
most promise. These methods were later applied to single parameter problems, namely the lid-driven
cavity with Incompressible Navier-Stokes and varying Reynolds, and the RAE-2822 airfoil at varying
angles of attack for compressible Euler flow. An analysis of the performance of these methods is given
at the end of this article, highlighting the computational speed-up obtained with these techniques, and
the challenges presented by multi-parametric problems and problems showing point singularities in their
domain.
Keywords: Model Order Reduction, Galerkin Projection, Least Mean Squares Reduction, Proper
Orthogonal Decomposition, Computational Fluid Dynamics

1. Introduction
1.1. Motivation
Under the European NOVEMOR project, an Opti-
mization Framework was created that allows for the
MDO (Multidisciplinary Optimization) of airplanes
with morphing aerodynamic surfaces [1]. In this
framework the aerodynamics of a wing are modeled
using a panel code with skin friction and compress-
ibility corrections to account for the viscous drag
and transonic Mach (0.6-0.8) numbers present in
normal commercial aircraft cruise conditions. The
panel code was complemented by a surrogate model
that added the aerodynamic forces due to the sta-
bilizing planes and fuselage. These models allow
a simple computation of the drag and lift of the
aircraft without being too costly to calculate, be-
ing well adapted to optimization routines that re-
quire frequent model computations. However, these
simplified models and surrogate models are limited
in their predicting power. Surrogate models are so
limited due to the fact that they do not incorporate
the ”physics” of the problem: a set of parametrized
curves is merely made to fit the given data. Simpli-

fied models are limited because the approximations
that they are based on necessarily limit or misrepre-
sent the underlying physics. For the aerodynamics
module, the potential model with Prandtl-Glauert
correction used by the authors ceases to be accu-
rate for higher Mach numbers or when in presence
of transonic shocks (which are not captured by po-
tential flow theory). This is quite critical in the op-
timization of transonic aircraft as the appearance
of shocks at subsonic speeds severely hampers the
fuel economy of an airplane. To properly capture
transonic shocks, a compressible Euler code or com-
pressible RANS (Reynold Average Navier-Stokes)
code should be used. These higher-fidelity models
or HDMs (High-Definition Models) would be able to
properly predict the very complicated phenomena
that must be accounted for when designing a com-
mercial airplane, but they may take far too much
time to compute once inside an optimization loop.
Ideally there would be a way to create a simpler and
faster model that still captures the relevant physics
encoded in the HDM. One method not yet explored
is Model Order Reduction or MOR. MOR takes the
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PDE (Partial Differential Equation) or ODE (Ordi-
nary Differential Equation) described by the HDM
and generates a reduced order model (ROM) that
is essentially another, smaller, ODE with less un-
knowns. This ODE is supposed to be much faster
to compute all the while generating results not very
different from the HDM. In other words, the point of
MOR is to take the HDM and generate a model that
is faster to compute but still captures the same dy-
namics, same physics of the HDM. This possibility
of obtaining a result closer to reality with smaller
computation times has led both the industry and
the scientific community to investigate model order
reduction. However, the complexity of the mod-
els used in the aerospace industry means that there
are no readily available software packages for creat-
ing and computing reduced order models. Effort
is ongoing: the European program AEROGUST
for aircraft robustness against wind gusts [2]; Re-
duced Basis methods and the surrounding commu-
nity [3]; Proper Generalized Decomposition which
was partly developed by EADS (now Airbus Group)
researchers [4] [5] [6]; model reduction methods be-
ing developed by NASA [7] [8] or even the DLR
[9] [10] or CEA [11]. These technologies are still
being perfected and complete books on the matter
only have started to appear in this decade. The
main issues to solve in this area are: ”certification”
or finding accurate measures of ROM error with-
out solving the HDM; how to obtain reliable ROMs
for non-linear parametric problems (such as aero-
dynamics); how to integrate a ROM in an auto-
matic optimizer, since data or designs initially used
to train a ROM might be very different from the
true optimal design.

1.2. Objectives
The point of this work is to test model reduction
methods and their applicability to CFD (Compu-
tational Fluid Dynamics). The objectives can then
be listed as such:

• Research available model reduction methods
and ascertain the state of the art in MOR.

• Test chosen model reduction methods on sim-
ple problems exhibiting properties similar to
CFD models

• Test chosen model reduction methods on sim-
ple CFD models with physical phenomena
present in modern aircraft

• Conclude on the applicability of MOR to CFD
of lifting surfaces and its eventual use in MDO.

Hence goal is not the creation and fidelity or error
of the HDMs themselves, but to understand the er-
ror and speed-up generated by the use of existing
model order reduction techniques, in particular for

aerodynamic models. In other words, the goal is to
study the error and speed of reduced order mod-
els relatively to the high-fidelity models from which
they were created.

2. Background
Here the bibliographical research done concerning
model order reduction methods, in particular the
control of their error, their applicability to opti-
mization and their usage in industry is presented.
Firstly, Model Reduction Methods, which replace
the original HDM problem or equations by another,
reduced problem or equation set, are shown and
discussed. After, Basis creation, or how to create
the basis for the reduced solution subspace, is pre-
sented. Subsequently Sampling, or how to extract
data from the HDM, so as to obtain the best re-
duced basis possible, is treated. Finally techniques
that do not fit the previous definitions are shown.
These techniques are used to decrease the error of
the ROM, and are presented in the Precision sub-
section.

2.1. Model Reduction methods
This work focuses on a posteriori methods. These
methods rely on previous full-order calculations so
as to generate the required reduced basis. This ba-
sis is usually computed by using the POD (Proper
Orthogonal Decomposition) or variants of it. A
distinction is made between basis generation and
model reduction methods, because basis generation
does not determine the new equations to be solved,
but their coefficients. This distinction is also useful
to understand the literature around model reduc-
tion with POD and detect similarities between the
several methods.

2.1.1 Galerkin Projection
Projection-based reduction methods for PDEs (Par-
tial Differential Equations) are based on the follow-
ing concept, take the following semi-discretized (as
in discretized by Finite Elements or Finite Volumes
or Finite Differences) parametrized PDE system in
the form [12]:

dw(µ)
dt = f(w(µ), µ) (1)

y = g(w(µ)) (2)

Here w ∈ Rn (n being the order or number of vari-
ables of the HDM) is the HDM state vector, and µ
is the parameter space vector, f is the system func-
tion, g is the output function and y are the system
outputs. Notice that a dynamic equation was pre-
sented, but the following ideas can be applied to a
statical system too. Now given a n × k matrix V ,
called the reduced basis, and reduced state space
vector q ∈ Rk (k being the order of the ROM with
k < n), such that:

V q ≈ w (3)
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V is then a basis for the subspace of order k in Rn
that would well approximate the trajectory of w,
meaning the space occupied by w as the time or
parameters vary. The new equation is:

dV q(µ)

dt
= f(V q(µ), µ) + r(µ, t) (4)

There is a residue r ∈ Rn that needs to be elimi-
nated in order to have a system that only depends
on q. Suppose that V is also orthogonal, such that:

V T r(µ, t) = 0 (5)

The reduced order system is finally written as:

dq(µ)
dt = V T f(V q(µ), µ) (6)

y = g(V q(µ)) (7)

This is called the Galerkin projection: equations are
projected onto a subspace that should capture well
the dynamics of the complete solution, in the di-
rection parallel to the residue due to the use of the
subspace. The dimension of this subspace is smaller
than that of the original system (k < n), and there-
fore there are less unknowns to compute. For CFD,
even though a stationary problem is solved, a time
marching method might be used to find the answer.

2.1.2 Least-Mean Squares Reduction
One common method is the Least Mean Squares
reduction, whose idea is quite simple and presents
many variants [13], [14], [15], but only the version
in [15] will be presented. The method in its most
simple form is a least mean squares problem. For a
static system it is posed as follows:

q = argmin
q
||f(V q, µ)|| (8)

Therefore, rather than projecting the system of
equations in such a way that one can neglect r(t, µ),
one attempts to minimize the residue for a given ba-
sis V . It should be noted that this method has been
applied with satisfactory results for 2D Euler and
RANS equations (see article [15]).

2.2. Basis creation - POD
For any of the aforementioned a posteriori model
reduction techniques, it was not specified how the
reduced basis V is computed. For the case of non-
linear PDEs, in particular the Navier-Stokes equa-
tions, the methods found for basis creation are ei-
ther the POD (Proper Orthogonal Decomposition)
or modified versions of it. The idea behind the POD
is to find the basis V for the projection, such that
the orthogonal error (component of the error or-
thogonal to the subspace defined by V ) is minimized
over the time and parameter space considered. This
is done by finding V that minimizes the L-2 norm

of the projection error over the time and parameter
space samples (see [16] and [17] for the next steps):∑

i

1

2

∫
t

||w(t, µi)− V V Tw(t, µi)||2dt (9)

Suppose that the previous integral was discretized
in time, taking samples at different instants and pa-
rameter values. The so-called snapshot matrix S is
then defined as the square root of the time integra-
tion method’s weights multiplied by the samples of
the HDM (or snapshots) at the corresponding time
point:

S = [
√
α1w(t1, µ1)...

√
αntw(tnt , µ1)...

√
αntw(tnt , µnµ)] (10)

Here αi are the time integration weights, nt are
the number of considered instants and nµ the num-
ber of considered parameter value sets. In the case
of static problems with an euclidean norm (as pre-
sented in equation 9) the snapshot method is exact
(there is no time discretization) and the snapshot
matrix is simply:

S = [w(µ1)...w(µr)] (11)

Here r is the total number of snapshots. To obtain
V , one simply computes the SVD of S as:

S = UΣZT = [U1...Ur...Un]

∣∣∣∣ Σr×r
0n−r×r

∣∣∣∣ZT (12)

Where Ui are column vectors belonging to Rn, Σr×r
is a diagonal matrix, and Z is a r×r matrix. Assum-
ing that the eigenvalues are ordered in decreasing
magnitude and the left eigenvectors follow this, one
can immediately write the modal basis of the k-th
(where k ≤ r) order model as :

V = [U1...Uk] (13)

This specific method was initially developed by
Sirovich [18]. The power behind this whole pro-
cess is that no assumptions are made on the origi-
nal PDE itself, or on the properties of the ODE or
solution that is reduced.

Inner product modification of the traditional
POD problem can be done in the search for a better
basis. The inner product can be modified such that
it is based on the outputs for the system, leading
to the Goal-Oriented POD. Discussed in [19] and
presented in [13], the idea is to go from a problem
where projection error of the state is minimized, as
stated in equation 9, to minimizing the error of the
output (in the case of outputs depending linearly
on the system variables):

1

2

n∑
i

|| ∂g
∂w

(w − V V Tw)||2 (14)
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To compute the problem, the standard SVD
method can be used by recalculating the snapshot
matrix as :

Snew = Θ
1
2Sold (15)

One could also use an inner-product based on the
Jacobian of f , called the system-induced inner
product :

Θ =
∂f

∂w

T ∂f

∂w
, f = f(w(µ), µ) (16)

The point of this inner-product is to also minimize
the in-plane error. The authors do not seem to
study the difference induced by either inner-product
in their article.

2.3. Error Estimation and control
For the Galerkin projection, the total error et can
be decomposed in two components: the orthogonal
error e⊥ and the collinear error e// which are given
as [12]:

et = w − V q = e// + e⊥ (17)

e⊥ = w(I − V V T ) (18)

e// = V (V T − q) (19)

If the basis is obtained via the unmodified POD, it
can be shown that, at the same time and parameter
values of the snapshots, the orthogonal error of a k-
th order ROM is given by:

||epriori⊥ (t, µ)||F =

√√√√ r∑
j=k+1

λ2j (20)

It can be deduced then, that when k = r, the or-
thogonal error is null. Knowing that:

||S||F =

√√√√ r∑
j=1

λ2j (21)

One can use the two previous equations in or-
der to control the orthogonal error at the snap-
shot points before even doing ROM calculations, in
other words, an a priori error measure is obtained.
In [20], error bounds were derived for the case of
the POD-Galerkin reduction of a non-linear ODE.
For the same parameters and inputs, the total and
collinear error can be bounded over time by using
the orthogonal error:

||e//(t)||L2 < ||e⊥(t)||L2 (22)

||et(t)||L2 < γ′r||e⊥(t)||L2 (23)

Here γ′r is a constant. The L2 norm over time was
used (the parameters are fixed). For dynamical sys-
tems one can thus combine equations 23 and 20 to
obtain a priori error bounds over the total error at
the time instants where the snapshots were taken.

2.4. Sampling
Here methods on how to choose the starting snap-
shots are presented, and how to further improve a
modal basis by choosing the best snapshots possi-
ble is also discussed. An initial method to gather
samples would be to use uniform sampling (recom-
mended for less than 5 parameters) or Latin Hy-
percube sampling (recommended for more than 5
parameters) [21]. Other than that, there are sev-
eral strategies to choose samples. In this work,
they are grouped in two types : greedy strategies,
which choose samples that minimize an error mea-
sure (usually the residual) of the ROM over the
specified parameter space (see [21] for an example);
and adaptive sampling, which seeks to minimize er-
ror along a trajectory through the parameter space
(like the method presented in [22]), and not the
overall space.

2.5. Precision
Here ways to ensure that the reduced order models
stay as close as possible to the original full order
models are presented. These methods seek to pre-
serve some information or part of the original HDM.

For Stability preservation of the dynamical
simulations POD - Least Mean Squares tends to be
dissipative and stable [14] , but the POD - Galerkin
can generate unstable models as shown in [23]. To
tackle this one can use artificial viscosity. As it is
noted in [14],[24] and [25] using the SUPG (Stream-
wise Upwind Petrov Galerkin) to model the Navier-
Stokes Equations allows the POD-Galerkin to faith-
fully reproduce the dynamics captured by the snap-
shots used to build it. For the general case where
one may use either RANS, LES or compressible Eu-
ler, [25] presents a review of stabilization methods
that add dissipation directly to the reduced model
in its ODE form.

Hybrid Methods attempt to marry an HDM
and a ROM so as to speed up calculations whilst
preserving a precision comparable to that of the full
order model. An example can be found in [26]: to
analyze the effects of wind gusts on an airfoil, the
response of domain with no airfoil is calculated, and
the corresponding snapshots are used to reduce only
the far-field of the full computation. Near the air-
foil a full-order model is used, and the two domains
are coupled via a Schwarz method.

3. Reduction of Benchmarks
In this part chosen model reduction methods will
be tested on problems whose partial differential
equations are close to those of the systems that
the NOVEMOR MDO Framework is trying to
optimize. The tests will be done on a dynamic
linear advection problem, a static linear advection
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problem, a static non-linear diffusion problem
and a dynamic linear oscillatory problem. The
static problems are solved for various parameter or
input values, to justify the use of model reduction
methods. The methods that will be tested are:
Galerkin projection with Standard POD, Galerkin
projection with output/goal oriented POD (static
problems,where the output Jacobian is available),
Galerkin projection with System Induced POD
(static linear problems), Least Mean Squares
reduction with POD basis (static problems).

3.1. Benchmarks

The benchmarks used can be found in University of
Freiburg’s benchmark page [27]. Here one can find
benchmark problems and the matrices required to
simulate them. The dynamic advection problem is
described in [28] and the matrices are available in
[29]. The 2D problem was chosen, which is a 2D
thermal diffusion problem where a convective flow
is applied to the domain. For the oscillatory prob-
lem the butterfly gyro problem chosen, with the
data specified in [30]. This system is less damped
than the dynamic advection problem, allowing tests
of the ROM’s stability. For the static advection
problem the 3-parameter anemometer model as de-
scribed in [31] and that is made available in [32] was
picked. For the nonlinear static diffusion case the
benchmark available in [33] was used. This bench-
mark deals with the heat diffusion through a bar
where heat diffusion varies with the temperature.
Measures were taken for the HDM and ROM solu-
tion times, the output error, the total error (differ-
ence between full order model and reduced model
state variables), orthogonal error and collinear er-
ror. The collinear and orthogonal error were not
calculated for the Least Mean Squares Method.
This is due to the fact that these measures were
not derived for it. The errors were evaluated in a
relative way, using the Frobenius norm of the ob-
tained data. The errors for several model orders
and several snapshots sets are computed. For each
problem all computations (for the HDM, ROM and
SVD) were done on the same machine, using the
same software.

3.2. Summary of Results

For the dynamical advection problem, the
Galerkin+POD and Galerkin+Goal-Oriented
POD were tested. The results indicated that
equations 23 and 20 were valid for Galerkin+POD,
and using a 5th order ROM or a ROM with 5
unknowns (the original HDM had 9669 degrees
of freedom) led to output errors below 0.0001%
and state errors below 0.1% with a speedup of
1144 × (in other words, the ROM was 1144 ×
faster than the HDM). Increasing the order of the

Galerkin+POD ROM further decreased the error,
however this decrease in error was limited by the
amount of samples taken from the HDM. The
5th order Galerkin+Goal POD ROM presented
an output error of 98% and state error of 100%,
and these errors did not change with model order.
Finally the SVD of the computed snapshots was
computed in 6% of the time required to compute
the HDM response. Thus, with the Galerkin+POD
ROM, it is possible to reproduce the original HDM
response in less than 1/10th of the time with
deviations below 1%. No ROM instability was
detected.
For the oscillator problem only the Galerkin+POD
method was tested. For a 6th order ROM (the
HDM had 17361 degrees of freedom), the state and
output errors were all less than 0.01%, and the
model was 197× faster than the HDM. However,
depending on the amount of samples chosen, the
computation of the SVD could either take half
or double the time taken to compute the HDM.
Again, no instability of the ROM was detected.
For the static advection problem 4 methods
were tested: Galerkin+POD, Galerkin+Goal
POD, Galerkin+System-Induced POD, Least
Mean-Squares reduction+POD (LMSQ). Both for
the Galerkin+Goal POD and Galerkin+System-
Induced POD the state and output errors were
consistently equal or superior to 100% and took
more than 10× the time of the HDM to compute.
However, Galerkin+POD and the LMSQ method
for a 6th order ROM were 14 and 12× faster to
compute than the HDM (which had 29 008 degrees
of freedom ), respectively. Despite this speed,
these methods presented state errors of 45%. The
Galerkin Projection presented output deviations
going from 7% to 10%, depending on the amount
of samples taken. The deviation 7% corresponded
to the case where all computed HDM responses
were taken as samples. This means that even
with all available information, the deviations were
superior to 1%. Thus, better or more sampling
might not be enough to guarantee low ROM
error, but using hybrid-ROMs might solve this
issue. The LMSQ presented deviations for the
outputs at least two times bigger than those of the
Galerkin+POD ROM, therefore demonstrating a
lesser performance. Here, again, the SVD took as
much time to compute as the HDM or even more,
depending on the amount of taken samples.
For the nonlinear static diffusion problem, only
the Galerkin+POD and LMSQ techniques were
tested. The experiments done found that equation
20 was verified for the Galerkin+POD method but
not equation 23. Both techniques gave state and
output deviations below 1% when a 6th order ROM
was used (the HDM had 410 degrees of freedom),
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with the Galerkin+POD ROM being 20× faster
than the HDM and the LMSQ ROM being 0.50×
faster to compute (in other words, two times
slower). This was due to the functions available
in the software suite for computing least-mean
squares problems. When using the same function
used for LMSQ to compute the Galerkin+POD
ROM, the latter was even slower than LMSQ,
being 2.5× slower than the HDM. This means that
the lack of performance of the LMSQ ROM is not
due to the method itself, but due to the software
being used. For any sampling used, the SVD took
less than 1% of time of the HDM to compute. It
seems therefore that for nonlinear problems, the
SVD is not the most time-consuming task of model
order reduction.

4. CFD Analysis and Reduction

Here the results of MOR done on CFD models
are presented. These models were obtained using
FreeFem++ [34], a free and open-source solver writ-
ing suite. The reasons behind this choice of software
are several: easy solver coding (less than 200 lines
of code [35] [36],) and thus easy solver reduction;
examples and scripts for optimization of fluid prob-
lems [37]; examples and simple scripts for domain
decomposition (less than 200 lines of code [35]); and
model reduction had already been performed using
this software [38] [39]. The downside of this soft-
ware is that no previously cited validation test cases
were done for CFD, and validation testing had to
be done to ensure that the models approximate the
desired physics.
Two models found on-line were reduced and anal-
ysed: one solving the Incompressible Navier-Stokes
equations for the Lid-Driven Cavity problem [38],
the other solving the Euler Compressible equations
[36]. The first one was chosen for three reasons: the
lid-driven cavity is a well studied problem in liter-
ature with known solutions and benchmarks; the
script in [38] already performs MOR for Reynolds
number going from 1 to 151, allowing implemen-
tation checks; the problem incorporates eddies and
viscosity, the basis of drag in lifting surfaces. The
second model was chosen for directly simulating
compressible flow (and not applying a correction
to it like the NOVEMOR framework) and being
a time-marching method: this is quite similar to
modern CFD solvers and allows to check the perfor-
mance and stability of the ROM. Both scripts were
tested with validation cases found in literature to
ensure that they relate to reality.

4.1. Lid-Driven Cavity

The Lid-Driven cavity is analysed using the In-
compressible Navier-Stokes Equations,through the
script supplied in [38] that was originally developed
by the same author in [40]. The script iteratively

Figure 1: Representation of the lid-driven cavity
problem taken from [41]. Here, u is the horizon-
tal component of the velocity and v is the vertical
component of the velocity. The domain is a unit
square.

Figure 2: Mesh pattern used for validation and re-
duction.

solves (not through a time-marching method) the
dimensionless incompressible Navier-Stokes equa-
tions: {

u · ∇u− 1
Re∆u +∇p = 0

∇ · u = 0
(24)

Here u is the velocity vector, p the pressure and Re
the Reynolds number of the problem. The Reynolds
number is defined as Re = uL

ν , L being a charac-
teristic length, u a characteristic speed, and ν the
kinematic viscosity of the fluid. A representation
of the problem is given in figure 1 and the mesh
pattern used for reduction and validation is given
in 2. To validate the script the results in this
work were compared against the benchmarks found
in [42] and [41] for the same mesh refinement. The
obtained velocity field at the horizontal centerline
and vertical centerline differed in less than 5% from
the values published in [41] and less than 15% from
the values published in [42] for Re going from 100
to 10 000. The streamlines obtained from the script
and those in [42] are quite similar, as can be seen in
figure 3. Therefore one concludes that the chosen
script does represent reality well for Re going from
100 to 10 000 (excluding this upper limit).

After this validation test model reduction was
performed by using the Galerkin+POD and LMSQ
methods. 4th order ROMs were built from snap-
shots taken at Re = 1,51,101 and 151, and then 2
tests were done: a sweep test, where the relative
deviation (to the HDM) of the velocity and pres-
sure fields of the ROM was analysed for Re going
from 1 to 400; a scalability test, where the com-
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(a) Ghia et al [42] (b) Script

Figure 3: Streamlines obtained for Re = 100.

putation times of the ROM and the HDM were
evaluated for different mesh sizes of the HDM for
Re = 201. Through the sweep tests it was found
that both methods ensure deviations for the veloc-
ity field below 1% for the Re interval going from 1
to 151, but these quickly grow beyond 10% for Re
bigger than 200. However for the pressure field the
Galerkin-POD always presented deviations superior
to 100%, whilst the LMSQ method managed to get
deviations below 10% in the Re interval going from
51 to 151. It seems this is a problem related to the
pressure at the top corners of the Lid-Driven Cav-
ity: at these corners the pressure presents a very
local and rapid variation that is not well captured
by the ROMs. It could be beneficial then, to use
the full order model for such local features, and the
ROM for the rest of the field. It should be noted
that when solutions at the snapshots (Re =1, 51,
101 and 151) were computed for both ROMs the rel-
ative deviations for velocity and pressure went all
to machine zero. The ROMs were exactly ”inter-
polating” or matching the snapshots used to build
them. This may be due to the fact that model order
matches the amount of snapshots taken: the basis
V thus computed defines a subspace that contains
all previously computed snapshots. Finally, for the
scalability tests, the Galerkin+POD ROM was 1.4×
faster than the HDM when the latter was created
from a mesh composed of 5 000 elements, and 3.4×
faster when a mesh of 80 000 elements was used.
The LMSQ was always 10× slower than the HDM,
independently of the mesh used to generate the lat-
ter. This problem was found to be related to the op-
timization routines made available by FreeFEM++,
which constantly print data to the console, resulting
in a lower performance.

4.2. Compressible Euler

The compressible Euler equations are now tackled.
For a perfect gas, which is a reasonable model for
gases when dealing with free stream Mach number
M∞ = u∞

c < 1 (c being the speed of sound, u∞
being the free stream velocity), the compressible

Euler equations can be written as :
∂tρ+∇ · (ρu) = 0

∂t(ρu) +∇ · (ρu× u) +∇p = 0

∂t(ρE) +∇ · ((ρE + p)u) = 0

E = u2/2 + 1
γ−1

p
ρ

(25)

Here E is the total energy, u is the velocity, ρ is
the density, p is the pressure, γ is the perfect gas
ratio. This work is based on the script provided
in [36]. The author then uses the Characteristics-
Galerkin method to discretize this system in space,
along with a semi-implicit method for the time dis-
cretization. One of the downsides of the script as it
is the fact that it is not written in conservative form
(the form shown in equation 25), which might cause
problems upon the presence of shocks (see [43] for
a discussion on the matter). Still, for subsonic con-
ditions this system should be more precise than the
potential model originally used, as it exactly models
the effects of compressibility. To test the validity of
the script, the RAE-2822 test case [44] was chosen,
with free stream Mach number M∞ = 0.6, angle
of attack AoA = 2.57 degrees, and ISA atmosphere
at 0 meters with no corrections. Several meshes
were tested, with the results of the script of the
most refined mesh (which used elements 1/400th
the size of the chord of the airfoil) and the ”nor-
mal” mesh (which used elements 1/100th the size
of the chord of the airfoil) shown in table 1 and in
figure 4. The script seems to converge towards what
is observed in reality, but it does so at rate too slow
to be considered a high-fidelity solver, particularly
given that despite coding an inviscid problem, the
CD is higher than what is observed experimentally,
and a numerical wake was observed to form behind
the airfoil. This was therefore considered a low to
medium-fidelity solver. Since the physics of com-
pressible flow are nevertheless coded in the solver
and the solution converges to reality, and given the
goal of testing the deviations of ROMs relative to a
given higher order model and not reality itself, the
script was still used for tests.

For reduction, only the Galerkin+POD method

CL CD
Experimental 0.522 0.0101
Script (Normal) 0.339 0.0579
Script (Finest) 0.48 0.0357

Table 1: Experimental [44] and script results for
RAE-2822 at M∞ = 0.6 and 2.57 degrees of AoA.

was tested due to the fact that the optimization
routines in FreeFEM++ do not allow an efficient
implementation of LMSQ reduction, and develop-
ing and coding an optimization algorithm is out-
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Figure 4: Experimental [44] and script Cp data for
the RAE-2822 test case. Leading edge is at x/c =
0.

side the scope of this work. Both the RAE-2822
case (albeit with a reduced domain) and supersonic
airfoil case that came in the original script were
reduced and analysed for varying angles of attack.
The supersonic case deals with an elliptical airfoil
of maximum thickness y/c=0.15, M∞ = 1.5, p∞ =
100, ρ∞ = 0.3, γ = 1.4 (the author in [36] did not
specify the units for these values). The presence
of shocks should help to test the MOR method for
cases where pressure may abruptly vary when a pa-
rameter is changed. Both models were reduced by
taking snapshots at different angles of attack: for
the RAE-2822 five samples were taken for AoA= 1,
2, 3, 4 and 5 degrees to create a 5th order ROM;
for the supersonic airfoil four samples were taken
for AoA= 1, 2, 3 and 4 degrees to create a 4th or-
der ROM. As before sweep tests were done for both
cases: the RAE-2822 case was analyzed for an AoA
interval going from 0 to 6 degrees, and the super-
sonic airfoil for an AoA interval going from 0 to 5
degrees. All sweeps were done with a step in AoA of
0.1 degrees. For all cases the relative deviation for
the pressure field, velocity field, drag and lift were
evaluated. It was found that for the RAE-2822, de-
viations for all quantities were consistently below
1%, the sole exception being the Lift coefficient,
which showed higher deviations near the point of
null lift. No exact ”interpolation” was seen as for
the Lid-Driven cavity case. This might be caused
by discretization of the time derivative (inexistent
for the Lid-Driven cavity case) which added addi-
tional error. For the supersonic airfoil, error was
higher, but in the same fashion all deviations were
found to be below 10%, this higher error is probably
due to the existence of shocks in the solution. For

the supersonic case, all deviations showed dips in
value at the angles of attack matching those where
the snapshots were taken, but unlike the Lid-Driven
cavity test case, they did not go to machine zero at
these points. Finally, throughout all the sweep the
Cauchy residue in pressure of the ROM was always
smaller than the equivalent Cauchy residue of the
HDM at the same flight conditions, indicating good
stability of the ROM.
Scalability tests were also run for the RAE-2822
at an AoA of 6 degrees, where the HDM was con-
structed from a mesh composed of 12 574 elements,
and another where it was constructed from a mesh
composed of 3 335 elements. The ROM built from
these HDMs always showed deviations inferior to
1%. In terms of speed up, for the coarser mesh the
ROM was 1.17× faster than the HDM, and for the
finer mesh it was 1.55×. For either case the SVD
computation time was less than 1% of the HDM
computation time.

5. Conclusions

It was shown how the time spent on simulation and
optimization is important to companies, and it was
proposed that model order reduction can aid in ob-
taining results faster, with a reasonable deviation
from the original models representing reality. A
bibliographical research was done that established
that for non-linear problems, CFD in particular,
the most common way to reduce models is to use
Galerkin projection or Least Mean Squares reduc-
tion. In order to see just how well the researched
methods perform, simple problems with well-known
outputs, and that were already reduced by other au-
thors, were analysed. It was observed that reduced
models constructed by either the Galerkin Projec-
tion or Least Mean Squares method can give re-
sults with relative deviations below 10% in most
cases. It was also made clear that the speed of
the Least Mean Square method depends heavily on
the performance optimization routines available in
the software. Once model reduction was applied to
CFD models, deviations below 10% were observed,
except when point singularities are present as seen
in the lid-driven cavity problem. In this case the
Galerkin Projection showed deviations in pressure
superior to 100 % whilst those in velocity were be-
low 1%. The Least Mean Squares method revealed
to be more robust, and kept deviations below 10%
for the most part. However, due to the optimization
routines available in the used software, the Least
mean square method failed to be faster than the
original model, while the Galerkin projection man-
aged to be up to nearly 3 times faster. When ap-
plying the Galerkin Projection to the compressible
Euler simulation of a subsonic and supersonic air-
foil flying at different angles of attack, one obtains
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deviations below 10% even when outside the origi-
nal interval at which samples were taken. No loss
of stability was observed when using reduced or-
der modelling, even when simulating the compress-
ible Euler equations, where no physical viscosity is
present.

5.1. Future Work
The work developed so far indicates that model or-
der reduction may be able to provide faster models
with acceptable errors for computations where pa-
rameters of a model are being varied. In particular,
the 2D CFD models studied had either the angle
of attack or Reynolds number varied, and the re-
duced order models so produced were faster than
the original model with reasonable errors in most
cases. But in order to get there, they should be im-
plemented in a modern high-fidelity solver, whose
code is quite complex and must be manipulated
to generate the ROM. Furthermore, the need of
NOVEMOR to evaluate several parameters a the
same time, and the possibility of having point sin-
gularities or a very local variation of pressure or ve-
locity (as is the case of shock formation) warrants
the need of adaptive sampling and hybrid model
reduction.
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