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Abstract

The traffic intensity (ρ) is a vital parameter of a queueing system since it is a measure of the average
occupancy of a server. Unsurprisingly, an increase in ρ must be detected as quickly as possible, so that
a corrective action can be taken.
In this paper, we compare and illustrate control charts for the detection of increases in ρ. We describe
three simple control charts to detect increases in the traffic intensity, based on the following control
statistics: Xn, the number of customers left behind in the M/G/1 system by the nth departing customer;
X̂n, the number of customers seen in the GI/M/1 system by the nth arriving customer; and Wn, the
waiting time of the nth arriving customer to the GI/G/1 system. The performance of these charts is
assessed in terms of some run length (RL) related performance metrics.
We also consider control charts with more sophisticated statistics: the WZ-chart introduced by Bhat
and Rao (1972); and the two CUSUM charts described by Chen and Zhou (2015). We confront their
performance with the one of the Wn-chart.

Keywords: queues; phase-type distributions; run length; statistical process control.

1 Basic facts

One of life’s most unpleasant (in)activities is wait-
ing in line (Kleinrock, 1975, p. 3). We wait: on hold
for an operator to pick up our telephone calls; in line
at supermarkets, banks and post offices to check
out. Indeed we can come with a virtually endless
list of queueing systems we deal with on a daily
basis.

Let us denote the arrival rate and the service rate
of a single server queueing system by λ and µ,
respectively.

It is crucial to assess the total workload submit-
ted to the server in the interval [0, t] due to the N(t)

arrivals in that period. If Si represents the service
time of the ith arrival, then ρ(t) = E

[
1
t

∑N(t)
i=1 Si

]
can be thought as an average measure of conges-
tion in the single server queue, at each time t.

The (long-run) traffic intensity of the queueing
system is defined as ρ = limt→∞ ρ(t) and repre-
sents the load offered to the server. If the queueing
system has an unlimited waiting room, then ρ =

λ/µ.
We now go on to describe a few relevant classi-

cal single server queueing systems often used in

practice.

Customers arrive to theM/G/1 queue according
to a Poisson process with rate λ and are served
one at a time by a single server; the service times
are independent and identically distributed (i.i.d.)
positive random variables (r.v.) with common cu-
mulative distribution function (c.d.f.) FV (v), which
are in turn independent of the exponentially dis-
tributed interarrival times.

Knowing the number of customers in the system
at time t, X(t), does not provide enough informa-
tion to allow us to predict the future behaviour of
this queueing system because {X(t), t ≥ 0} is not
a continuous time Markov chain (CTMC), unless
the distribution of the service times is memoryless
(Kulkarni, 2011, p. 212).

For a complete description of the M/G/1 sys-
tem, we can restrict our attention to a selected set
of points in time (Kleinrock, 1975, p. 174).

Let Xn denote the number of customers in the
M/G/1 queueing system immediately after the
nth departure. Kendall (1951, 1953) noted that
{Xn, n ∈ N} forms a discrete time Markov chain
(DTMC) — termed the M/G/1 embedded Markov
chain — with TPM P = [pij ] = P (Xn+1 = j | Xn =

1



i) given by

P =



α0 α1 α2 α3 · · ·
α0 α1 α2 α3 · · ·
0 α0 α1 α2 · · ·
0 0 α0 α1 · · ·
0 0 0 α0 · · ·
· · · · · · · · · · · · · · ·


, (1)

where αi denotes the probability that exactly i cus-
tomers arrive during a service time V and equals

αi =

∫ +∞

0

e−λv
(λv)i

i!
dFV (v), i ∈ N0 (2)

(Kendall, 1951, 1953).
Results (1) and (2) follow from the recursive na-

ture of Xn and the properties of the Poisson arrival
process. We have indeed

Xn+1 = max{0, Xn − 1}+ Yn+1, n ∈ N0 (3)

(Gross and Harris, 1985, p. 253), where: X0 =

0; Yn+1 denotes the number of customers arriving
during the service of the (n + 1)th customer and
Yn+1, n ∈ N0, are i.i.d. r.v. with common probability
function (p.f.) PY (i) = αi, i ∈ N0, and expected
value equal to ρ.

Let us remind the reader that the single-server
system GI/M/1 is associated with: interarrival
times that are i.i.d. positive r.v. with c.d.f. FU (u);
i.i.d. exponentially distributed service times that are
independent of the interarrival times.

Once again, {X(t), t ≥ 0} is not a CTMC, ex-
cept when the interarrival times are exponentially
distributed (Kulkarni, 2011, p. 216).

To describe the GI/M/1 system, we shall only
look at the system when a customer arrives (Ross,
2007, p. 554) and use once more the method of the
embedded Markov chain.

Let X̂n represent the number of customers in
the GI/M/1 system, as seen by the nth arriv-
ing customer. {X̂n, n ∈ N} forms a DTMC
(Kendall, 1951), called the GI/M/1 embedded
Markov chain, whose TPM P̂ = [p̂ij ] = P (X̂n+1 =

j | X̂n = i) is given by

P̂ =


p̂00 α̂0 0 0 0 · · ·
p̂10 α̂1 α̂0 0 0 · · ·
p̂20 α̂2 α̂1 α̂0 0 · · ·
p̂30 α̂3 α̂2 α̂1 α̂0 · · ·
· · · · · · · · · · · · · · · · · ·

 , (4)

where α̂i denotes the probability of serving i cus-
tomers during an interarrival time given that the
server remains busy during this interval

α̂i =

∫ +∞

0

e−µu
(µu)i

i!
dFU (u), i ∈ N0, (5)

and p̂i0 = 1 −
∑i
j=0 α̂j , i ∈ N0 (Adan and Resing,

2015, p. 80).
Results (4)–(5) follow from the recursive nature

of the state variable and the exponentially dis-
tributed service times. We have

X̂n+1 = max{0, X̂n + 1− Ŷn+1}, n ∈ N0, (6)

where: X̂0 = 0; Ŷn+1 represents the number of
customers that can be served during the interar-
rival period of customers n and n + 1 and Ŷn+1,
n ∈ N0, are i.i.d. r.v. with common p.f. PŶ (i) =

α̂i, i ∈ N, and mean equal to ρ−1.
The GI/G/1 queueing system is associated

with: i.i.d. interarrival (resp. service) times with
common c.d.f. FU (u) (resp. FV (v)); service times
that are independent of the interarrival times.

Once more, we are looking for a Markov chain
to simplify the analysis of this queueing system. In
this particular case, it is crucial to define such a
process at the customer-arrival times (Kleinrock,
1975, p. 276), for which we let Wn denote the
waiting time (in queue) of the nth customer.
{Wn, n ∈ N0} also forms a DTMC (Kendall,

1953) and Wn has indeed a recursive character
summarized in the following equation due to Lind-
ley (1952):

Wn = max{0, Wn−1 + Vn − Un}, n ∈ N, (7)

with Vn denoting the service time of the (n − 1)th

customer and Un the interarrival time of customers
n− 1 and n.

If the interarrival or service times are absolutely
continuous r.v., this Markov chain has a continuous
state space R+

0 , unlike {Xn, n ∈ N0} and {X̂n, n ∈
N0}.

Following Brook and Evans (1972) and Green-
berg (1997), we shall consider a discretized ap-
proximating DTMC with: state space N0; state j

of this Markov chain associated with interval ((j −
1/2)∆, (j + 1/2)∆], for j ∈ N0, where ∆ denotes
the common range of all the intervals and is taken
to be small so as to improve the approximation; the
interval ((j − 1/2)∆, (j + 1/2)∆] is represented by
point j∆, j ∈ N0. Consequently, the TPM of the
approximating DTMC equals P̃ = [p̃ij ] with

p̃ij =


F [(−i+ 1/2)∆], i ∈ N0, j = 0

F [(j − i+ 1/2)∆]

−F [(j − i− 1/2)∆], i ∈ N0, j ∈ N,
(8)

where F ≡ FV−U (Greenberg, 1997).
Despite the fact that extensive research exists

on Queueing Theory (QT), relatively little attention
has been given to the (sequential) detection of
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changes in operational performance parameters
of queueing models, such as the traffic intensity
(Chen et al., 2011).

Bearing in mind that detecting persistent shifts
in the traffic intensity is certainly one of the most
important issues while dealing with queueing sys-
tems, it is certainly odd that we have to leap to
the beginning of the 1970s to meet the authors of
a seminal work proposing a control chart for the
traffic intensity of M/G/1 and GI/M/1 systems.
Bhat and Rao (1972), inspired by Shewhart quality
control charts, proposed a method of regulating the
traffic intensity of the M/G/1 and GI/M/1 queue-
ing systems, the WZ-chart. The chart signals
when Xn (resp. X̂n) is consecutively larger than
the upper control limit (UCL) for du observations or
consecutively smaller than the lower control limit
(LCL) for dl observations.

A distribution-free tabular CUSUM (DFTC) chart
was formulated by Kim et al. (2007), generalizing
the conventional CUSUM chart for i.i.d. normal r.v.
The waiting time of the nth arriving customer, Wn,
is considered as a (building block of a CUSUM)
control statistic to monitor the traffic intensity of an
M/M/1 queueing system.

Two cumulative sum (CUSUM) schemes were
applied by Chen and Zhou (2015) in order to
efficiently monitor the performance of M/M/1

queues. The partial sampling scheme, which only
observes the number of customers left in the sys-
tem, and the complete sampling scheme, which
records each event type (arrival or departure) and
the corresponding time epoch, lead to the CUSUM-
P and the CUSUM-C charts, respectively.

2 Short-memory charts for ρ

In this section, we describe three control charts,
based on the control statistics Xn, X̂n and Wn,
that play a vital role in the detection of increases
in the traffic intensity of M/G/1, GI/M/1 and
GI/G/1 queueing systems, respectively. We call
these charts short-memory charts (even though
the associated statistics have a recursive charac-
ter) because the corresponding control statistics
refer solely to a customer-arrival/departure epoch
as opposed to several such epochs.

We shall assume, from now on, that a desired
target level of the traffic intensity ρ, say ρ0, at which
the system needs to be operated is known or has
been decided, as put by Bhat and Rao (1972).

These control statistics were chosen for their

simplicity, as well as their recursive and Markovian
character, which proves to be decisive in charac-
terizing the performance of the associated charts
(Morais and Pacheco, 2016). Their goal is to
exclusively and swiftly detect increases in ρ.

According to Morais and Pacheco (2016), if con-
trol charts are to be used with the purpose of
establishing whether or not ρ is at its target level
ρ0 and to detect increases in the traffic intensity
that may indicate a deterioration in the service
provided to customers, then the system should be
left undisturbed as long as its control statistic Zn
— be it Xn, X̂n or Wn — does not exceed a critical
level z, say x, x̂ or w (respectively). A signal should
be triggered otherwise, and appropriate corrective
actions should follow to bring the traffic intensity
back to its target level ρ0, for example, by adjusting
the service rate when we know that it is not feasible
to control the arrivals (Rao et al., 1984).

Underlying these control charts for ρ, there is an
undisputedly popular performance measure, the
number of samples taken before a signal is trig-
gered by the chart, also called run length (RL) and
defined as follows by Morais and Pacheco (2016):

RLi = min{n ∈ N : Zn > z | Z0 = i}, (9)

where Zn is the control statistic, z is a critical level
and i (i ≤ z) is the initial value of Zn.

When it comes to the Xn-chart, RLi has exactly
the same distribution as the time to absorption
of a DTMC with initial state i, transient states
{0, 1, . . . , x}, absorbing state x + 1 and TPM rep-
resented in partitioned form[

Q (I−Q)1

0> 1

]
, (10)

where: Q = [pij ]
x
i,j=0; I is the identity matrix with

rank x + 1; 1 (resp. 0>) is a column vector (resp.
row vector) of (x+ 1) ones (resp. zeros).

In case we use a X̂n-chart, then the distribu-
tion of RLi is obtained by considering the set-
ting described for the Xn-chart with the following
changes: x̂ takes the place of x; Q = [p̂ij ]

x̂
i,j=0.

When we are dealing with a Wn-chart, the dis-
tribution of RLi can be approximated by the time
to absorption of a DTMC with: initial state i, tran-
sient states 0, 1, . . . , ỹ and absorbing state ỹ + 1,
corresponding to the intervals ((j − 1/2)∆, (j +

1/2)∆], j = 0, 1, . . . , ỹ and ((ỹ + 1/2)∆, +∞) ≡
(w,+∞), where ∆ = 2w/(2ỹ + 1); Q = [p̃ij ]

ỹ
i,j=0.

Expectedly, we shall use the following RL related
performance measures that will play a major role
in helping understand the ability of the chart to
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monitor the traffic intensity of a queueing system
(Morais and Pacheco, 2016): the average run
length (ARL), the coefficient of variation (CVRL)
and p× 100% percentage points of the RL, F−1RL(p),
0 < p < 1.

In order to compare the competing control charts
in terms of the RL, we need the p.f. of Y , Ŷ

and the c.d.f. FV−U . They can be found in
Santos (2016, pp. 19–20) when we are deal-
ing with queueing systems such as: M/M/1,
M/Ek/1, M/Hypo2/1 and M/Hk/1 (Xn-chart);
M/M/1, Ek/M/1, Hypo2/M/1 and Hk/M/1 (X̂n-
chart); M/M/1, M/Ek/1, Ek/M/1, M/Hypo2/1,
Hypo2/M/1, M/Hk/1 and Hk/M/1 (Wn-chart).

Next, we present a few results concerning the
RL of the Xn, X̂n and Wn charts meant to detect
an increase in the target traffic intensity from ρ0 =

λ0/µ0 to ρ1 = λ1/µ1.
These results refer to the following queueing

systems: M/M/1 queues, already discussed by
Morais and Knoth (2016) and Morais and Pacheco
(2016); M/Hypo2/1, Hypo2/M/1, M/H2/1 and
H2/M/1 queues, to broaden the set of queueing
systems in those two references.

In light of the fact that any chart should be
designed in such a way that shifts are detected
as fast as possible without triggering false alarms
too frequently, Morais and Pacheco (2016) rec-
ommended not considering Z0 = i > 0 because
this leads to stochastically swifter detections of in-
creases in the traffic intensity that go hand in hand
with undesired stochastically shorter in-control RL.
Consequently, we set Z0 = 0 for all charts and sim-
plify our notation, writing from now on RL instead
of RL0.

As for the upper control limits of the Xn and X̂n

charts, they were set in such way that the in-control
ARL is between 200 and 300 customers. Note
that, due to the discrete character of the control
statistics of these two charts, it is not possible to
obtain an UCL leading to a pre-specified in-control
ARL.

In order to fairly compare the performance of
the Xn (resp. X̂n) and Wn charts, the competing
charts must be matched in the sense of having the
same in-control ARL (Morais and Pacheco, 2016).
Having that in mind, we fix the UCL x (resp. x̂) and
compute the corresponding w using the bisection
method, considering an absolute error smaller than
10−3.

(1 − ARLWn/ARLXn) × 100% represents the
percentage reduction in ARL (in short, % red.),
when the Xn-chart is replaced with a matched in-

control Wn-chart. (The % red. when the X̂n-chart
is replaced with the Wn-chart is defined similarly.)

The RL related performance measures will per-
tain to the in-control and three out-of-control sce-
narios, namely:

i) a decrease in the service rate while the arrival
rate remains unchanged — µ1 = µ0 ρ0/ρ1,
λ1 = λ0;

ii) an increase in the arrival rate while the service
rate is constant — λ1 = λ0 ρ1/ρ0, µ1 = µ0;

iii) an increase in the arrival rate and a propor-
tional decrease in the service rate — λ1 =√
ρ1/ρ0 λ0 and µ1 =

√
ρ0/ρ1 µ0.

We consider the following values: λ0 = 0.3 and
µ0 = 1, which implies that ρ0 = 0.3; k = 2, when-
ever we consider hypoexponential or hyperexpo-
nential distributions; ỹ + 1 = 21 transient states.

Tables 1–3 summarize several in-control and
out-of-control RL performance metrics, such as RL
percentage points, ARL, % red. and CVRL values.

The target traffic intensity is in any case ρ0 = 0.3

and the two upward shifts in ρ refer to 10% and 50%

increases in ρ. Furthermore, when it comes to the
Wn-chart, the values refer to scenarios i), ii) and
iii).

Table 1: In-control (ρ = ρ0 = 0.3) and out-of-control (ρ =
1.1 ρ0, 1.5 ρ0) performance metrics — control statistics (UCL):
Xn (x = 3) and Wn (w = 5.14943), M/M/1; X̂n (x̂ = 3) and
Wn (w = 5.16654), M/M/1.

M/M/1

ρ 50% 95% ARL % red. CVRL
ρ0 170 733 245.198 0.9962 Xn

1.1 ρ0 126 539 180.645 0.9947
1.5 ρ0 50 211 71.038 0.9856

ρ0 171 731 245.198 0.9925 Wn

1.1 ρ0 105 447 150.294 16.8% 0.9882 i)
1.5 ρ0 29 122 41.604 41.4% 0.9628
1.1 ρ0 144 617 207.202 -14.7% 0.9905 ii)
1.5 ρ0 81 343 116.302 -63.7% 0.9784
1.1 ρ0 122 523 175.844 2.7% 0.9894 iii)
1.5 ρ0 47 196 66.609 6.2% 0.9707

M/M/1

ρ0 173 736 248.198 0.9841 X̂n
1.1 ρ0 129 542 183.645 0.9784
1.5 ρ0 53 214 74.038 0.9456

ρ0 173 740 248.198 0.9926 Wn

1.1 ρ0 106 452 151.912 17.3% 0.9883 i)
1.5 ρ0 30 122 41.900 43.4% 0.9629
1.1 ρ0 146 624 209.641 -14.2% 0.9906 ii)
1.5 ρ0 82 347 117.465 -58.7% 0.9786
1.1 ρ0 124 529 177.823 3.2% 0.9895 iii)
1.5 ρ0 47 197 67.169 9.3% 0.9708

If we adopt an Xn-chart to detect increases in
the traffic intensity of an M/M/1 system with ρ0 =

0.3, the mean of the identity of the first departing
customer responsible for a false alarm is equal to
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245.198 and the associated coefficient of variation
is equal to 0.9962. Moreover, in the presence
of an increase of 50% in the traffic intensity, the
mean of the identity of the first departing customer
responsible for a valid signal is 71.038 and the
corresponding CVRL equals 0.9856.

Table 2: In-control (ρ = ρ0 = 0.3) and out-of-control (ρ =
1.1 ρ0, 1.5 ρ0) performance metrics — control statistics (UCL):
Xn (x = 3) and Wn (w = 4.71423), M/Hypo2/1, a = 4; X̂n

(x̂ = 2) and Wn (w = 4.12723), Hypo2/M/1, a = 2.

M/Hypo2/1

ρ 50% 95% ARL % red. CVRL
ρ0 244 1049 350.981 0.9971 Xn

1.1 ρ0 176 756 253.169 0.9959
1.5 ρ0 64 274 92.301 0.9877

ρ0 244 1047 350.981 0.9941 Wn

1.1 ρ0 141 601 201.992 20.2 % 0.9900 i)
1.5 ρ0 34 140 47.751 48.3 % 0.9634
1.1 ρ0 201 861 288.758 -14.1 % 0.9922 ii)
1.5 ρ0 103 435 147.049 -59.3 % 0.9807
1.1 ρ0 167 716 240.543 5.0 % 0.9912 iii)
1.5 ρ0 56 235 79.833 13.5 % 0.9722

Hypo2/M/1

ρ0 174 742 249.514 0.9889 X̂n
1.1 ρ0 122 519 175.258 0.9841
1.5 ρ0 44 180 62.100 0.9542

ρ0 173 745 249.513 0.9956 Wn

1.1 ρ0 107 458 153.638 12.3 % 0.9928 i)
1.5 ρ0 29 124 41.958 32.4 % 0.9747
1.1 ρ0 144 619 207.361 -18.3 % 0.9942 ii)
1.5 ρ0 78 330 111.310 -79.2 % 0.9856
1.1 ρ0 124 531 177.886 -1.5 % 0.9935 iii)
1.5 ρ0 46 194 65.465 -5.4 % 0.9803

Table 3: In-control (ρ = ρ0 = 0.3) and out-of-control (ρ =
1.1 ρ0, 1.5 ρ0) performance metrics — control statistics (UCL):
Xn (x = 3) and Wn (w = 5.31612), M/H2/1, p1 = 0.6; X̂n

(x̂ = 3) and Wn (w = 5.10935), H2/M/1, p1 = 0.6.

M/H2/1
ρ 50% 95% ARL % red. CVRL
ρ0 156 672 224.818 0.9959 Xn

1.1 ρ0 116 499 167.070 0.9944
1.5 ρ0 47 200 67.528 0.9853

ρ0 156 670 224.818 0.9925 Wn

1.1 ρ0 99 423 142.174 14.9 % 0.9884 i)
1.5 ρ0 29 122 41.844 38.0 % 0.9642
1.1 ρ0 134 573 192.533 -15.2 % 0.9905 ii)
1.5 ρ0 79 333 112.688 -66.9 % 0.9790
1.1 ρ0 115 491 164.915 1.3 % 0.9895 iii)
1.5 ρ0 46 194 65.940 2.4 % 0.9717

H2/M/1

ρ0 158 670 226.296 0.9826 X̂n
1.1 ρ0 118 497 168.384 0.9765
1.5 ρ0 49 199 69.260 0.9420

ρ0 157 674 226.296 0.9918 Wn

1.1 ρ0 97 415 139.717 17.0 % 0.9872 i)
1.5 ρ0 28 115 39.488 43.0 % 0.9606
1.1 ρ0 133 570 191.462 -13.7 % 0.9896 ii)
1.5 ρ0 76 319 108.175 -56.2 % 0.9767
1.1 ρ0 114 485 162.991 3.2 % 0.9884 iii)
1.5 ρ0 44 184 62.662 9.5 % 0.9686

Tables 1–3 also illustrate how unreliable the ARL
can be as a performance measure of all control
charts, in the on target and off target situations. We
notice that the CVRL values are very close to one,
that is to say it is possible to have observations of

the control statistics above the UCL much sooner
or much later than expected.

The ARL values in tables 1–3 indicate that the
Wn-chart detects increases in the traffic intensity
following decreases in the service rate (scenario
i)) sooner, in average, than following proportional
increases and decreases in the arrival and ser-
vice rates, respectively (scenario iii)). Curiously
enough, this chart is slower, in average, when it
comes to triggering valid signals under the out-of-
control scenario ii), where upward shifts in ρ are
exclusively due to increases in the arrival rate, than
under scenario iii).

The Wn-chart outperforms the Xn-chart (resp.
X̂n-chart) when it comes to the detection of
increases in the traffic intensity of M/M/1,
M/Hypo2/1 and M/H2/1 (resp. M/M/1,
Hypo2/M/1 and H2/M/1) queues under scenario
i). These results are in accordance with the ones
already reported by Morais and Pacheco (2016)
for the M/M/1 queueing system. For instance,
the mean of the identity of the first customer who
would have to wait longer than w = 4.71423 time
units is roughly 92 for the Xn-chart and 48 for the
Wn-chart, when there is a 50% increase in traffic
intensity of the M/Hypo2/1 queueing system; the
ARL value of the Wn-chart corresponds to a 48%
reduction in the ARL of the Xn-chart (see Table 2).

The Xn-chart (resp. X̂n-chart) proved to be
faster than the Wn-chart in the detection of in-
creases in the traffic intensity under scenario ii),
for all the queueing systems we have considered.
This is a rather unexpected result because the
extra bookkeeping associated with the collection of
the waiting times of the arriving customers would
suggest swifter detections by the Wn-chart also
when the arrival rate increases and the service
rate remains constant. Interestingly, the absolute
value of this % red. seems to be larger than the
ARL reduction following the substitution of the Xn

and X̂n charts by the matched in-control Wn-chart
under scenario i).

Overall, these results lead us to believe that
adopting the waiting time of an arriving customer
as a control statistic instead of Xn does not nec-
essarily payoff in terms of the ARL performance.
We ought to add that extensive additional results
(namely with different values of ρ0) led to similar
conclusions; in particular, the best ARL perfor-
mance is associated with the chart that makes use
of the mixed (resp. discrete) control statistic Wn

(resp. Xn or X̂n) in the out-of-control scenario i)
(resp. ii)).
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3 Long-memory charts for ρ

In this section, we go a little further and anal-
yse three control charts: the WZ-chart discussed
by Chen et al. (2011); and the CUSUM-P and
CUSUM-C charts proposed by Chen and Zhou
(2015).

The sophistication of the rule to trigger a signal
on the WZ-chart and the complexity of the control
statistics of the remaining two charts for the traffic
intensity, when compared to the ones in the pre-
vious section, led us to term all three charts long-
memory charts. It also prompted us to focus solely
on theM/M/1 queueing system along this section.

Even though the ARL of the WZ-chart can be
computed using the Markov chain approach, its
application is not as straightforward as in Section
2, given that the control statistics of this chart
does not form per se a Markov chain. Fortunately,
Chen et al. (2011) were able to identify a two-
dimensional process that happens to be a Markov
chain, thus allowing the use of the Markov chain
approach. Regretfully, resorting to the Markov
chain approach is not feasible for the two CUSUM
charts for ρ and we have resort to Monte Carlo sim-
ulation to estimate RL related performance metrics
of these two charts.

The chart discussed in Chen et al. (2011) can be
thought as an upper one-sided version of the WZ-
chart, originally proposed by Bhat and Rao (1972).
This control chart triggers a signal if

min{m ∈ N : Xk+m ≤ UCL | Xk > UCL} > du,

∀k ∈ N, that is, ρ is deemed larger than its tar-
get value if the control statistic exceeds the upper
control limit UCL for a number of consecutive de-
partures larger than a pre-assigned number du.

Let us emphasize the fact that the WZ-chart
in Chen et al. (2011) is meant to solely detect
increases in the traffic intensity.

Since {Xk, k ∈ N} is a Markov chain, Chen
et al. (2011) have shown that {(Xk, Rk), k ∈ N}
has the Markov property, where: Rk represents
the number of backward consecutive observations
beyond UCL starting from time k, if Xk > UCL,
and is equal to 0 otherwise.

Interestingly, the transition probabilities between
transient states are written in terms of pij =

P (Xk+1 = j | Xk = i), as shown by Chen et al.
(2011).

Suffice to say that the ARL is calculated as previ-
ously mentioned. The fact that the control statistic
of the WZ-chart coincides with the one of the Xn-

chart and the transition probabilities depend solely
on pij suggest that the ARL depends entirely on ρ,
not on the individual values of λ and µ.

What follows is an illustration of the ARL perfor-
mance of the WZ-chart meant to detect increases
in the traffic intensity ofM/M/1 queue starting with
an empty system.

Let us consider ρ0 = 0.3, 0.85 and different pairs
(du, UCL).

For a low target value of the traffic intensity such
as ρ0 = 0.3, there are not many sets of parameters
(du, UCL) such that the corresponding in-control
ARL is equal to 370.1

In fact, according to Table 4, the in-control ARL
values closest to 370 are 347.144 and 347.949
(in bold), with (du, UCL) equal to (2, 2) and (4, 1),
respectively. Note that the in-control ARL equal to
245.198 was already seen in Table 1, for the Xn-
chart with x = 3.2

A closer look at this table allows us to state that
the in-control ARL of the WZ-chart increases with
du (resp. UCL), for fixed UCL (resp. du). This
monotone behaviour is expected: the larger the
UCL, the longer the chart takes to trigger a signal;
the larger the number of successive number of
observations beyond UCL requested to trigger a
signal, the longer the RL.

Table 4: In-control ARL values of the WZ-chart — M/M/1
system with ρ0 = 0.3.

du
UCL

1 2 3
0 18.778 70.259 245.198
1 47.876 169.137 576.675
2 100.892 347.144 1171.320
3 192.939 654.922 2198.200
4 347.949 1172.370 3923.790
5 603.384 2024.430 6764.600

Table 5: In-control and out-of-control ARL values of the WZ-
chart — M/M/1 system with ρ0 = 0.3.

ρ
(du, UCL)

(0,3) (2,2) (4,1)
0.3 245.198 347.144 347.949
0.35 150.204 200.657 195.141
0.4 100.063 128.002 122.331
0.5 53.000 63.966 60.353
0.6 32.975 38.430 36.334
0.7 22.833 26.039 24.822
0.8 17.035 19.165 18.459
0.9 13.416 14.962 14.567

The associated out-of-control values can be
found in Table 5. The performance of the two se-
lected WZ charts (with (du, UCL) = (2, 2), (4, 1))

1This value was pre-specified by Chen et al. (2011).
2This is not surprising since a WZ-chart with du = 0 is also

an Xn-chart.
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is quite similar; the best ARL performance is asso-
ciated with the largest value of du.

Table 6: In-control and out-of-control ARL values of the WZ-
chart — M/M/1 system with ρ0 = 0.85.

ρ
(du, UCL)

(0,14) (4,12) (7,11) (19,8) (24,7)
0.85 365.340 371.317 374.809 372.504 370.380
0.87 304.330 309.049 311.836 310.358 308.806
0.9 236.694 240.149 242.256 241.895 241.074
0.95 164.388 166.677 168.186 169.213 169.269
0.96 153.953 156.091 157.526 158.766 158.953
0.97 144.502 146.509 147.880 149.312 149.620
0.98 135.924 137.815 139.130 140.738 141.154
0.99 128.118 129.907 131.173 132.941 133.456
0.995 124.478 126.220 127.464 129.306 129.868

For a target traffic intensity ρ0 = 0.85, we have
more options when it comes to choosing a WZ-
chart with an in-control ARL close to 370. Ac-
cording to Table 6, the performance of the chosen
charts is very similar.

In light of these results, the WZ-chart can be
thought as an extension of the Xn-chart that al-
lows the quality practitioner to achieve an in-control
ARL closer to its pre-determined value, by carefully
combining the two parameters du and UCL.

In what follows, we describe the CUSUM charts
proposed by Chen and Zhou (2015) to monitor the
traffic intensity of an M/M/1 system.

The state of the M/M/1 system only undergoes
a change when there is an arrival or a departure
(Chen and Zhou, 2015). Consequently, it is suffi-
cient to record the event type (that is, an arrival or a
departure) and the corresponding event time (i.e.,
the arrival or departure time) to completely deter-
mine the sample path of the process, thus leading
to what Chen and Zhou (2015) called complete
sampling scheme and the CUSUM-C chart.

These authors also call our attention to the fact
that due to practical constraints, sometimes it is
not possible to record all this information. For
instance, in a production line without individual
tracking capability, only the number of units in the
system can be obtained using proximity sensors,
and the waiting time of each unit is not available.
To account for concrete situations such as this,
Chen and Zhou (2015) suggested a partial sam-
pling scheme associated only with records of the
number of customers left in the M/M/1 system at
departure epochs and leading to what they called
a CUSUM-P chart.

Our main goal is to identify the out-of-control
scenarios where the additional information pro-
vided by the complete sampling scheme leads to
a significantly better performance of the CUSUM-
C chart.

In the partial sampling scheme, the observations
correspond to realizations of the number of cus-
tomers left in the system at each departure epoch
in the M/M/1 system, xk.

The control statistic of the CUSUM-P chart at
the (k+ 1)th departure epoch depends not only on
xk and xk+1 but also on the target traffic intensity
ρ0 and the out-of-control traffic intensity ρ1 that we
are most interested in detecting. It has a recursive
character and its observed value is

gk+1 = max

{
0, gk + ln

[
ρ1(1 + ρ0)

ρ0(1 + ρ1)

]
× (xk+1 − xk + 1− Ixk=0)

− ln

(
1 + ρ1
1 + ρ0

)}
,

(11)

where g0 = 0 and ρ1 > ρ0.
The CUSUM-P chart triggers a signal at sample

k if the control statistic gk exceeds its upper control
limit, suggesting that the traffic intensity has suf-
fered an upward shift from its target value ρ0.

The observed value of the control statistic of the
CUSUM-C chart to monitor the traffic intensity of a
M/M/1 system is given by

hk+1 = max

{
0, hk + ln

(
µ1

µ0

)
+ (xk+1 − xk + 1) ln

(
λ1
λ0

)
− (µ1 − µ0)sk+1

− (λ1 − λ0)(tk+1 − tk)

}
,

(12)

where: h0 = 0; the design parameters are (λ1, µ1)

and verify ρ1 = λ1/µ1 > ρ0 = λ0/µ0; sN is the
service time of the N th departing customer; and
tN is the overall system time elapsed until the N th

departure.
The CUSUM-C chart triggers a signal at sample

k if the control statistic hk exceeds its UCL.
We consider that systems start from an empty

queue and use Matlab to simulateM/M/1 queues,
without a warm-up period.

We increased the number of replications from
500 (the number used by Chen and Zhou, 2015
for the CUSUM-P chart) to rep = 5000, to obtain
smoother ARL curves.

Each run is associated with fixed arrival and
service rates and a maximum of N = 6000 de-
partures. We considered a fixed in-control ARL of
370 in order to make fair comparisons with the WZ

charts.
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In the following illustrations, we assess the per-
formance of the CUSUM charts for a target traffic
intensity ρ0 = 0.3, as in Section 2 and Chen et al.
(2011).

We suppose that increases in the traffic intensity
occur under scenarios i), ii) and iii), that we have
described in Section 2. According to Chen and
Zhou (2015), in the context of detecting queueing
congestion, decreases of the service rate and/or
increases of the arrival rate are of most interest.

For scenarios i) and ii), we consider two different
sets of design parameters for the CUSUM-C chart:

a) either λ1 = λ0 under scenario i) or µ1 = µ0

under scenario ii);

b) (λ1, µ1) is such that λ1 > λ0 and µ1 < µ0, and
coincides with the parameters under scenario
iii).

We might add that the out-of-control scenario con-
sidered by Chen and Zhou (2015) corresponds to
scenario i) b).

When comparing the CUSUM charts associ-
ated with complete and partial sampling schemes,
we made sure that the design parameters verify
ρ1 = λ1/µ1 and use the same runs to compute
estimates of the corresponding ARL. Needless to
say that we define the percentage reduction in the
ARL of the CUSUM-P chart following the adop-
tion of the CUSUM-C chart (in short, % red.) as(
1−ARLC/ARLP

)
× 100%.

The upper control limits of the CUSUM-P and
CUSUM-C charts are summarized in tables 7 and
8, respectively.

Due to the inherent limitations of the Monte
Carlo simulations and the fact that we considered
upper control limits with only 2 decimal places,
the CUSUM charts are roughly matched in-control,
with an expected number of departures until a false
alarm is triggered close to 370.

The estimates of the corresponding RL perfor-
mance measures can be found in tables 9—11.

Table 7: UCL for the CUSUM-P chart, with ρ0 = 0.3.
ρ0 ρ1

0.3
1.1 ρ0 1.2 ρ0 1.5 ρ0
0.72 1.21 2.11

Table 8: UCL for the CUSUM-C chart, with ρ0 = 0.3.
ρ0 ρ1 (λ1, µ1)

1.1 ρ0 1.2 ρ0 1.5 ρ0
1.26 1.96 2.90 (=, ↓)

0.3 1.27 2.00 3.02 (↑,=)

0.96 1.55 2.51 (↑, ↓)

The quality practitioner has to keep in mind that
the ARL performance of the CUSUM-C chart is

very sensitive to the different out-of-control scenar-
ios and to the relative position of the design param-
eters λ1 and µ1 with respect to the in-control values
λ0 and µ0 (Chen and Zhou, 2015). Moreover, the
different possibilities to choose (λ1, µ1) make the
design of an effective CUSUM-C chart even harder.

The design of CUSUM-P charts is far more
straightforward because it only depends on one
design parameter and therefore may be preferred
in practice.

For a target traffic intensity equal to ρ0 = 0.3, the
% red. is positive for scenarios i), ii) a) and iii), as
shown by tables 9–11. This essentially means that
the CUSUM-C chart outperforms the CUSUM as-
sociated with the partial sampling scheme under all
scenarios, except the one where the upward shift
in the traffic intensity is attributable to an increase
in the arrival rate while the service rate is constant,
and the design parameters coincide with the arrival
and service rates under scenario iii). This result
reminds us of the fact that the Wn-chart is outper-
formed by the Xn and X̂n charts under scenario
ii) too. It is worth mentioning that the performance
of the CUSUM-P chart is approximately the same
under scenarios i), ii) and iii), for a fixed ρ1, since
the CUSUM-P statistic only depends on the design
parameter and the traffic intensity itself.

Table 9: RL related values in-control (ρ = ρ0 = 0.3) and out-of-
control (ρ = 1.1 ρ0, 1.2 ρ0, 1.5 ρ0) — CUSUM-P and CUSUM-C
charts, scenario i).

ρ 50% 95% ARL % red. CVRL
0.3 280 1020 375.382 0.8794 CUSUM-P

0.33 168 574 219.666 0.8159 ρ1 = 0.33

0.36 117 363 145.907 0.7571
0.45 58 144 67.184 0.6023
0.3 264 1030 368.209 0.9124 CUSUM-C a)

0.33 108 358 138.873 36.8 % 0.7783 λ1 = 0.3

0.36 63 180 76.650 47.5 % 0.6900 µ1 = 0.909

0.45 29 64 32.132 52.2 % 0.5205
0.3 272 984 368.550 0.8696 CUSUM-C b)

0.33 135 428 171.689 21.8 % 0.7710 λ1 = 0.315

0.36 83 238 100.946 30.8 % 0.6690 µ1 = 0.953

0.45 40 89 44.720 33.4 % 0.5154
0.3 273 1030 366.987 0.9044 CUSUM-P

0.33 161 568 213.706 0.8402 ρ1 = 0.36

0.36 110 372 142.881 0.8014
0.45 53 143 63.988 0.6496
0.3 267 1078 372.883 0.9387 CUSUM-C a)

0.33 106 383 141.716 33.7 % 0.8483 λ1 = 0.3

0.36 59 187 75.734 47.0 % 0.7627 µ1 = 0.833

0.45 26 63 29.952 53.2 % 0.5785
0.3 264 1039 367.068 0.9202 CUSUM-C b)

0.33 128 439 168.413 21.2 % 0.8154 λ1 = 0.329

0.36 78 238 97.366 31.9 % 0.7318 µ1 = 0.913

0.45 36 88 41.591 35.0 % 0.5630
0.3 274 1074 373.346 0.9553 CUSUM-P

0.33 159 613 218.465 0.8947 ρ1 = 0.45

0.36 107 391 143.840 0.8618
0.45 49 152 62.052 0.7473
0.3 261 1093 371.131 0.9799 CUSUM-C a)

0.33 108 430 151.156 30.8 % 0.9352 λ1 = 0.3

0.36 59 220 80.655 43.9 % 0.8844 µ1 = 0.667

0.45 23 65 27.819 55.2 % 0.6903
0.3 267 1068 370.373 0.9374 CUSUM-C b)

0.33 127 480 173.085 20.8 % 0.8941 λ1 = 0.367

0.36 77 270 101.644 29.3 % 0.8627 µ1 = 0.816

0.45 32 91 39.184 36.9 % 0.6680
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Table 10: RL related values in-control (ρ = ρ0 = 0.3) and
out-of-control (ρ = 1.1 ρ0, 1.2 ρ0, 1.5 ρ0) — CUSUM-P and
CUSUM-C charts, scenario ii).

ρ 50% 95% ARL % red. CVRL
0.3 280 1020 375.382 0.8794 CUSUM-P

0.33 168 577 219.875 0.8007 ρ1 = 0.33

0.36 114 356 142.217 0.7308
0.45 59 146 68.226 0.5897
0.3 272 1016 370.602 0.8750 CUSUM-C a)

0.33 122 353 150.190 31.7 % 0.6785 λ1 = 0.33

0.36 76 186 88.974 37.4 % 0.5445 µ1 = 1

0.45 41 71 44.031 35.5 % 0.3205
0.3 272 984 368.550 0.8696 CUSUM-C b)

0.33 151 485 192.650 12.4 % 0.7534 λ1 = 0.315

0.36 104 282 124.844 12.2 % 0.6505 µ1 = 0.953

0.45 60 123 65.941 3.3 % 0.4547
0.3 273 1030 366.987 0.9044 CUSUM-P

0.33 160 579 214.866 0.8382 ρ1 = 0.36

0.36 109 361 139.642 0.7790
0.45 55 144 64.538 0.6308
0.3 270 1042 371.894 0.9062 CUSUM-C a)

0.33 120 386 154.065 28.3 % 0.7558 λ1 = 0.36

0.36 72 200 87.413 37.4 % 0.6332 µ1 = 1

0.45 37 68 39.829 38.3 % 0.3749
0.3 264 1039 367.068 0.9202 CUSUM-C b)

0.33 147 507 194.441 9.5 % 0.8164 λ1 = 0.329

0.36 98 297 122.530 12.3 % 0.7206 µ1 = 0.913

0.45 55 121 61.446 4.8 % 0.5049
0.3 274 1074 373.346 0.9553 CUSUM-P

0.33 156 617 220.098 0.9105 ρ1 = 0.45

0.36 107 396 143.703 0.8795
0.45 50 150 62.269 0.7209
0.3 261 1057 368.171 0.9442 CUSUM-C a)

0.33 124 463 168.431 23.5 % 0.8703 λ1 = 0.45

0.36 70 236 92.012 36.0 % 0.7842 µ1 = 1

0.45 31 74 35.896 42.4 % 0.5407
0.3 267 1068 370.373 0.9374 CUSUM-C b)

0.33 152 600 212.041 3.7 % 0.9051 λ1 = 0.367

0.36 98 349 130.799 9.0 % 0.8297 µ1 = 0.816

0.45 50 135 59.317 4.7 % 0.6377

Table 11: RL related values in-control (ρ = ρ0 = 0.3) and
out-of-control (ρ = 1.1 ρ0, 1.2 ρ0, 1.5 ρ0) — CUSUM-P and
CUSUM-C charts, scenario iii).

ρ 50% 95% ARL % red. CVRL
0.3 280 1020 375.382 0.8794 CUSUM-P

0.33 166 578 218.528 0.8027 ρ1 = 0.33

0.36 116 361 147.223 0.7447
0.45 58 147 68.352 0.5987
0.3 272 984 368.550 0.8696 CUSUM-C

0.33 140 434 175.785 19.6 % 0.7427 λ1 = 0.315

0.36 93 267 115.358 21.6 % 0.6653 µ1 = 0.953

0.45 49 106 54.743 19.9 % 0.4903
0.3 273 1030 366.987 0.9044 CUSUM-P

0.33 160 578 213.461 0.8407 ρ1 = 0.36

0.36 110 366 143.353 0.7922
0.45 55 146 65.033 0.6454
0.3 264 1039 367.068 0.9202 CUSUM-C

0.33 133 454 174.646 18.2 % 0.8040 λ1 = 0.329

0.36 89 274 112.603 21.5 % 0.7200 µ1 = 0.913

0.45 45 105 51.145 21.4 % 0.5388
0.3 274 1074 373.346 0.9553 CUSUM-P

0.33 158 622 222.071 0.9390 ρ1 = 0.45

0.36 108 399 146.213 0.8712
0.45 50 156 62.957 0.7482
0.3 267 1068 370.373 0.9374 CUSUM-C

0.33 136 508 185.826 16.3 % 0.8925 λ1 = 0.367

0.36 88 317 119.268 18.4 % 0.8266 µ1 = 0.816

0.45 40 110 48.199 23.4 % 0.6505

In order to compare the ARL performance of the
Wn, WZ, CUSUM-P and CUSUM-C charts, we fix
the design parameter ρ1 = 1.1 ρ0 for the CUSUM-P
chart, and the corresponding set of design param-
eters for the CUSUM-C charts are:

• set a) with (λ1, µ1) =
(
λ0, µ0 ρ0/ρ1

)
and

(λ1, µ1) =
(
λ0 ρ1/ρ0, µ0

)
under scenarios i)

and ii), resp.;

• set b) with (λ1, µ1) =
(√

ρ1/ρ0 λ0,
√
ρ0/ρ1 µ0

)
under scenarios i), ii) and iii).

The ARL profiles are portrayed in Figure 1 for
ρ0 = 0.3.

Figure 1: ARL values of the Wn, WZ and CUSUM charts —
M/M/1 system with ρ0 = 0.3, scenarios i) (top), ii) (middle)
and iii) (bottom).

Under all scenarios, the CUSUM-C a) chart
seems to outperform the competing charts for most
out-of-control values of the traffic intensity.

Under scenario i), Figure 1 shows that the Wn

and CUSUM-C b) control charts are also good
options. This same figure also suggests that the
CUSUM charts are better at detecting small and
moderate shifts but not large shifts in the traffic
intensity: for example, the Wn-chart has a better
ARL performance than the CUSUM-C b) chart for
values of ρ larger than say 0.6, and theWZ-chart is
associated with smaller out-of-control ARL values
than the CUSUM-P chart for ρ larger than say 0.6.

Under scenario ii), the Wn-chart clearly has
clearly a feeble detection ARL performance, as
depicted in Figure 1 and as previously reported
in Section 2. The second best charts seem to
be the CUSUM-C b) and CUSUM-P charts with
similar ARL values until ρ = 0.5; then, there is an
advantage in choosing the CUSUM-P chart.

Under scenario iii), Figure 1 suggests that the
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ARL performance of the Wn and WZ charts are
similar. Furthermore, there is still an advantage in
adopting the CUSUM charts.

4 Further work

There is, evidently, still room for improvement when
it comes to regulation techniques for the traffic
intensity of stochastic systems. We mention what
we believe are three formidable future tasks; the
first two have been previously suggested by Morais
and Knoth (2016) and Morais and Pacheco (2016).

Since downward (resp. upward) shifts in the traf-
fic intensity can correspond to a decreasing (resp.
increasing) interest in the offered services (Morais
and Knoth, 2016), it is crucial to timely detect both
increases and decreases in ρ. Consequently, a di-
rection of future research comprises the design of
what Acosta-Mejı́a and Pignatiello (2000) termed
ARL-unbiased charts, of the WZ-chart and the so-
phisticated CUSUM charts proposed by Bhat and
Rao (1972) and Chen and Zhou (2015), respec-
tively.

We are convinced that it is also worth deriving
control charts to monitor the traffic intensity of
multi-server queues. Morais and Pacheco (2016)
suggested the use of i.i.d. control statistics such as
(Vn − sρ0Un) to monitor the traffic intensity of the
GI/G/s queueing system.

We firmly believe that it is vital to provide in-
structive illustrations of the application of the charts
we described to real data and concrete problems,
such as the ones reported by Chen and Zhou
(2015).
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