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Abstract—Modern deep learning approaches have the poten-
tial to analyze tumors for improved diagnostic and prognostic
of patients. However, the accuracy and robustness of current
deep learning models rely too heavily on experts to annotate
tumor sections to establish a ground truth. This is particularly
important for the identification of immune cells inside tumors,
which play a central role in the onset and progression of solid
tumors such as breast cancer. This thesis presents a solution
for the problem of reliably identify T cell infiltration in tumors
without an expert’s input, while using tumor sections stained
with hematoxylin and eosin (H&E).

For our workflow, tumor sections are first stained with
antibodies recognizing CD8+ T cells, FOXP3+ regulatory T
cells, pan-cytokeratin+ cancer cells and CD31+ endothelial cells
that constitute blood vessels. After imaging and washing of the
tissue section, the same section is stained with H&E and imaged
once more. Second, immunofluorescence (IF) and H&E images
are accurately aligned via Fast-Fourier-transformation (FFT)-
based image registration. Third, fast two-dimensional peak-finder
method is used to accurately detect and transfer information
from the IF to the H&E images. Lastly, a convolutional neural
network (CNN) is trained using these annotated H&E images.
The resulting trained CNN can classify cancer cells, T cells,
and endothelial cells in breast cancer tissues using standard
H&E images with a minimum accuracy of 94%, 85%, and 72%,
respectively.

A first contribution of this thesis consists in the development of
a robust method that can rapidly process and align large image
sets of tumor tissue microarrays (TMAs) and accurately generate
annotated H&E images using IF images as ground truth. A
second contribution consists in using a trained and validated CNN
to classify several cell subtypes on standard H&E stained tissue
sections, without requiring IF images or expert’s annotations.

Index Terms—Convolutional Neural Networks, Biomedical Im-
age Registration, Cell Detection, Breast Cancer, Immunofluores-
cent staining.

I. INTRODUCTION

According to the US National Cancer Institute [1], breast
cancer is the most common type of cancer (276,4680 cases
in 2020) and the third leading cause of cancer death (42,170
deaths in 2020) in American women. According to the Amer-
ican Cancer Society [2], 1 in 8 American women will be diag-
nosed with breast cancer in their lifetime, while 1 in 39 will die
from breast cancer [3]. In Portugal, breast cancer represents
the most common type of cancer in women. According to the
Instituto de Medicina Molecular, 1 in 11 Portuguese women
will develop breast cancer in their lifetime [4]. Breast cancer

is also the leading cause of death in Portuguese women under
70 years old [5].

Currently, a breast-cancer patient’s diagnostic represents
a highly demanding task and relies heavily on an expert
pathologist’s assessment. This assessment includes staging and
receptor status of the tumor, as well as scoring and annotations
of tumor tissues, which can be sometimes inaccurate and
inconsistent, with large variations from pathologist to pathol-
ogist [6]. Furthermore, in biomedical research, annotations of
tumor tissues by experts are usually time-consuming, cannot
be produced at large scale and often lead to biased datasets
[6], [7].

In recent years, advances in technology have allowed the
development of improved computational processing power and
storage. As a result, this improvement has had a direct impact
on the current state of the art, by producing faster, more
reliable and ameliorated algorithms in biomedical applications,
in particular in oncology. In particular, deep learning (DL)
algorithms have played a crucial role in this improvement,
featuring multiple advantages for biological investigations [8].
More specifically, the use of Convolutional Neural Networks
(CNNs) to analyze large image datasets, containing several
levels of abstraction, has been a recurrent approach.

Despite recent advances [6], solutions for the dual problem
of the generation of well-annotated images of tumors for
researchers and having reliable and affordable diagnostic of
breast cancer for pathologists are still extremely limited. A
central challenge in clinical practice and research has been
having access to molecularly well-defined cancer and immune
cells in tumor tissues, which can then serve as ground truths to
train algorithms. My work directly addresses this challenge.

II. REQUIREMENTS FOR WORKFLOW’S ARCHITECTURE

Below we list the requirements that modern analytical
algorithms need to meet to address this challenges.

As mentioned by Topol [6], huge quantities of large high
resolution images are collected every day. A considerable
demand on algorithms is starting to develop to accompany this
data generation cadence. The first requirement (R1) expresses
that an analytical algorithm needs to feature the ability to ana-
lyze images of large dimensions, i.e. whole slides (Biomedical
application).



The second requirement (R2) is that the workflow must be
able to process tissue samples with the TMA format. Typically,
TMAs are millimeter-size micron-thick sections of tumors
from different patients placed on a glass slide. A TMA consists
typically of tens to hundreds of sections; TMAs are routinely
used in cancer research for the development and validation of
biomarkers. The workflow should be able to decompose and
process the TMAs into individual cores.

When analyzing tissue samples, the quality of the image
annotations is typically guaranteed by pathologists, which
provides for a ground truth. This can be a considerable -
if not insurmountable - obstacle when developing analytical
algorithms, as access to dedicated expert pathologists may not
be possible in many research environments. Even if available,
a pathologist may not have the time to annotate a sufficiently
large number of TMAs. IF and Iimmuno-histochemistry (IHC)
images of specific cells in TMAs can correctly identify nu-
merous types of cells [9] and can therefore substitute for
pathologists for the establishment of a ground truth. Hence,
a third requirement (R3) for reliable pathologist-independent
method to classify the cell types in H&E images.

Since the obtained H&E and the IF stained images are in
dissimilar image modalities, the digital format of the images
can contain distinct dimensions. Additionally, during staining
and washing process, shift in the positions of the TMA cores
can occur (between the first and the second staining steps
of the procedure). With this in mind, the fourth requirement
(R4) is a reliable image registration technique between the
input images (IF images and the reference H&E image). This
condition is highly decisive, as if the images are not properly
aligned, the following steps of the workflow will be directly
affected and their performance will not correspond to their
true performance.

To produce trustworthy data from the aligned IF and H&E
images, two conditions are need to be met.

The first condition is the accurate detection of each cell
type in the TMA cores in its corresponding IF channel. This
detection can be influenced by multiple factors, including
noise (from the scanning sensor or non-specific binding of the
antibody), variable color intensities of the labeled antibodies
throughout the images, and deformation and loss of parts of
the tissue in the images, which may occur during the washing
and staining process. Hence, the fifth requirement (R5) is the
necessity of an automatic cell detection in IF channels, which
can accurately identify different cell subtypes.

The second condition is the capacity of reliably transferring
the coordinates of the spatially located IF labeled cells in
the same TMA cores, but this time stained with H&E. From
the exact location in the H&E images, the workflow must
be capable of cropping a tile window centering around each
intended cell and containing the appropriate CNN’s input
format. Provided that, the sixth requirement (R6) relies on
building a dataset of images labeled according to each cell
type, capable of training a CNN and obtained from IF images
(ground truth).

The last requirement (R7) is the capacity to train, validate

and test a CNN that can distinguish cell subtypes in H&E
images. We ensure the high performance of this method by
subjecting the trained CNN to validation step using unseen
images of the same patients and a testing step using indepen-
dent H&E images of different patients unused by the CNN
during its training.

TABLE I
REQUIREMENTS FOR AN AUTOMATIC ANNOTATION ARCHITECTURE USING

IMMUNOFLUORESCENCE STAINED IMAGES.

ID Description

R1 Application to images of large dimensions
The method should be implemented in large images in order to
extract the most information possible.

R2 Application to medical images with the TMA format
The input images should be processed under the TMA format and,
more specifically, at the individual core.

R3 Reliable pathologist-independent method
The method should not require the input of a pathologist in order
to assure the ground truth of the annotations provided.

R4 Performs image registration on input images
Due to the fact that the input images are in different modalities
and due to the shift of the individual TMA cores during the
staining procedures. An image alignment must take place to assure
the correct information transfer from the IF images to the H&E
images.

R5 Automatic cell detection in immunofluorescent (IF) images
An algorithm must be implemented capable of extracting cell
locations on Immunofluorescent (IF) images.

R6 Data set generation from IF channels
Production of a dataset, consisting of labelled images and the
correct CNN training input format.

R7 Automatic cell classification on H&E images
Implementation of a CNN architecture capable of classifying cell
subtypes in H&E stained TMA cores. This step must also be
followed by a robust testing process.

III. STATE OF THE ART

Here we briefly review the current state of the art of the
nascent field of automated annotation of tissues, with emphasis
on the use of DL tools to classify tissues according to a reliable
ground truth.

Although this dissertation uses IF stained images to build
the image datasets, the majority of current research efforts
to establish ground truths use tumor sections stained using
IHC. IHC uses the absorption of light to detect cells that
are labeled with antibodies; in contrast, IF uses the emission
of (fluorescence) light from labeled cells. Some Multiplex
procedures using IHC are similar to IF staining, which allows
for a direct comparison between the two imaging techniques.

Geijs developed a project using IHC stained images to guar-
antee a reliable dataset [10]. The methodology implemented
ensured the integration of images containing large dimensions
(R1), which were decomposed and processed in smaller image
tiles. This smaller image tiles were extracted from traditional
whole-slide imaging (WSI) tissue format (R2). The project’s
ground truth was assured by using IHC stained images, which
were annotated by a non-expert with a biomedical background
and revised by a pathologist-resident (R3). An image registra-
tion algorithm was not applied to the multiplex IHC images, as
the scanning is executed using the same machine and under
the same conditions (R4). From the annotated IHC stained



tissues, images were cropped centering the ”hotspot” locations.
This step allows the IHC dataset to be consisted of images
containing an extensive perspective of the interest annotated
regions (R5, R6). Finally, this project implemented multiple
experiments to test different segmentation CNN architectures
(U-net and FCNN). The main ambition of this network design
was to segment tumor regions in IHC images (R7).

IHC stained tissues slides were essential in Bulten et al.’s
work [11], as a way of providing a reliable ground truth
method. More precisely, they implemented two CNNs to
automate tissue annotations. The first CNN was used to map
regions on the WSI images stained with IHC dyes (R1,
R2). Whereas, the second CNN was applied to carry out
effectively the annotations on H&E stained images slides. To
train the first CNN, 3493 annotations were made by three
trained non-experts on 25 WSI slides (with an average of 140
annotations per slide) (R3). After the IHC interest regions
were mapped, the IHC sections were registered to the H&E
images, using a nonlinear image registration technique called
Normalized Gradient Fields (NGF). This image registration
method measures the alignment of image gradients (R4). The
outputted masks generated from the IHC CNN, which were
previously aligned with the H&E images, are used to signalize
the H&E regions of interest and decomposed those regions
into 1024x1024 patches (R5). The H&E image data set (R6)
generated is used as an input to train a six-level-deep U-Net
to perform H&E segmentation (R7).

Nadarajan et al.’s work has established the state of the art of
automated class segmentation on H&E tissues, conducting a
biomarker ground truth [12]. This work used 149 breast cancer
TMA cores stained for Multiplex IF biomarkers, followed by
H&E staining (R1, R2). The binary label maps were obtained
using a GE imaging software, the nuclei segmentation was
obtained using a wavelet blob detector and the cell membranes
and cytoplasm were segmented using a Frangi vesselness
filter (R3). To register the multiplex IF channels with H&E
image, a virtual H&E image is generated from the DAPI
(4’,6-diamidino-2-phenylindole) nuclei IF image. Then, the
virtual H&E is registered with the real H&E and the resulting
transformation matrix is applied to all the multiplex IF images
(R4). Once the images were registered, Nadarajan et al.
followed two approaches: to perform semantic segmentation
on each class label or to train a CNN classifier to distinguish
the same target classes. To segment images semantically,
the previously generated class label maps were used as the
ground truth to train the U-net in H&E images (R5,R6). The
implemented model was evaluated and displayed a dice score
of 0.61 for the background class, 0.64 for nuclei score, 0.47 for
cytoplasm and 0.40 for membrane (R7). The second approach
also used the class label maps extracted from the IF images
to generate H&E patches for each category. To extract these
patches, all map regions were analyzed to assess the strongest
IF signals (R5,R6). Once the best IF were selected, a modified
AlexNet was trained, using the H&E patches, to distinguish
three target cells, achieving a maximum testing accuracy of
70%. In particular, the classifier was able to predict 94% of

the nuclei patches accurately, 79% of the cytoplasm patches
and 36% membrane patches (R7).

Chang et al. constructed a pipeline to conceive a cancer cell
image database [13], by using IF images to distinguish normal
cells from cancerous cells. This pipeline used WSI tissues,
stained with H&E and with an IF pan-cytokeratin antibody to
stain cancer cells (R1, R2). To segment the nuclei in the H&E
images, a set of Gabor filters as well as K-means clustering
were used to differentiate and crop all individual nuclei from
the different tissues (R5). Chang et al. implemented a feature-
based technique to register H&E with the IF images and
verify whether each cropped image contained the IF signal
(ground truth). To improve the registration performance, the
H&E segmented nuclei masks were utilized to match the DAPI
IF channel (IF nuclei channel). Once the similar patterns were
determined, a M-estimator SAmple Consensus (MSAC) algo-
rithm was implemented to detect the corresponding matching
point pairs, the scale and angle was obtained using a geometric
transformation between those matching points (R4). With the
images registered, a large database was generated containing
the H&E stained cancerous cells and normal cells (R6). To
better select the CNN architecture, a smaller dataset was
built using pathologists’ annotations (R3). Then, the selected
architecture, was modified and trained to distinguish cancer
cells from normal cells. The smaller testing dataset showed a
prediction accuracy of 99.5%, while the big dataset showed a
prediction accuracy of 91.3% (R7).

The comparison between different state of the art architec-
tures is summarized in Table II. By graphically representing
all requirements for each study, it allows for a visual represen-
tation of the current research gaps as well as this dissertation’s
contributions.

TABLE II
CLASSIFICATION TABLE FOR EXISTING AUTOMATIC ANNOTATION

ARCHITECTURES.

Concept R1 R2 R3 R4 R5 R6 R7

Tumor segmentation in fluo-
rescent TNBC IHC multiplex
images using DL [10]

+ - - - - ◦ ◦

Epithelium segmentation us-
ing DL in H&E stained
prostate specimens with IHC
as reference standard [11]

+ - - + ◦ + ◦

Automated, multi-class
ground-truth labeling of
H&E images for DL using
Multiplexed fluorescence
microscopy [12]

+ + + ◦ ◦ + ◦

DL based Nucleus Classifica-
tion in Pancreas Histological
Images [13]

+ - ◦ + + + ◦

+ Fully Fulfilled, ◦ Partly Fulfilled, - Not Fulfilled

From the analysis of table II, it is possible to acquiesce
the existence of one requirement that was not fully fulfilled:
the application of a CNN architecture capable of classifying
multiple cell subtypes on H&E stained images (R7). Most
current methods consist in using segmentation CNNs to map



Fig. 1. Overall workflow’s architecture.

cancer regions and normal healthy tissue (binary decision),
not allowing a subtype cell classification and a more in-
depth study of the tumor microenvironment. Additionally, this
segmentation allows a general assessment of the tissue sample
being studied, but limits its single cell analysis. Another
conclusion derived from table II, subsists on convincingly
fulfill all of the presented requirements in one single pipeline.

IV. METHODOLOGY

Here we briefly describe the overall workflow and associ-
ated methods used to automatically classify different individ-
ual cells in tumor sections.
A. Overall workflow

The workflow can be broken down into four main steps,
as illustrated in figure 1. Briefly, the first step is Image
Registration, which aligns differently translated, rotated, and
scaled images of tissues stained either with fluorescently
labeled antibodies (for IF imaging) or H&E. The second step
consists in the automatic detection of cells via the “nuclei
channel” of the IF images (all sections are stained with the
nucleus stain DAPI). The third step transfers the coordinates of
the IF-labeled cells to the H&E images, resulting in annotated
H&E images. The last step of the workflow selects a CNN
architecture that can be trained using these automatically
annotated H&E images.
B. Selection of Dataset

The samples consisted in one TMA obtained from US
Biomax Inc, containing 208 cores from 104 breast cancer
patients. The TMA was stained with antibodies targeting
molecules specific to four different types of cells, including
CD8 for cytotoxic T cells, FOXP3 for regulatory T cells,
pan-cytokeratin for cancer cells and CD31 for endothelial
cells (blood vessels). In addition, all cell nuclei were stained
with the nuclear stain DAPI. After this immunofluorescence
imaging, the tissue sections were scanned, washed and stained
again, this time with H&E.

C. Image Registration between IF stained images and H&E
stained images

Before the application of the above workflow, key steps
were taken to ensure that the code ran efficiently. In H&E

slides, hematoxylin (H) stains the nuclei of the cells, while
eosin (E) stains both the cytoplasm of all cells in the tissue
and the collagen that surrounds these cells. Thus, the H
channel was isolated to be registered with the DAPI IF channel
(nuclei), using the K-means clustering technique to separate
the nuclei in the images from the background.

The image registration step aligns the IF images with the
H&E images by applying two automatic registration functions
to all TMA tissue cores (Figure 1). Then, the TMA is
subdivided into individual tissue cores using image processing
tools and another automatic image registration for each core.

The automatic registration method applied to images of
large dimensions is a method that requires heavy compu-
tational operation. The registration method estimates a ge-
ometric transformation between the images to be registered
using phase correlation, which is a similarity transformation.
Although, this image registration technique allows to align two
different types of images, it could not correctly align images
at the pixel level due to both the shift in the positions of
the sections and the deformation of these sections during the
staining and washing steps. Therefore, subdivision of the TMA
into individual cores was added and independent tissue core
automatic registration enabled a more precise registration.

In all the process, the H channel extracted from the H&E
stained TMA image was used as the reference image in all
image registration processes. Whereas, the IF-stained images
were utilized as the images to be registered (figure 2).

Fig. 2. Image registration method.



D. Cell detection in Immunofluorescent channels

After the IF images were aligned with the H&E images, the
next step consisted in detecting immune, cancer, and endothe-
lial cells in IF images. This cell detection relied on proper
information transfer from the IF images (ground truth) to the
H&E images. This procedure completely replaces the manual
annotations typically completed by pathologists. To extract
information from the IF images, two steps were implemented:
a peak-intensity finder applied to the DAPI-stained cell nuclei
in the IF images and the measurement of the color intensity
values of the detected cells in all the other IF channels.

To detect peak intensities corresponding to different cells
in the tissues, IF images were first separated into individual
channels (each channel targets one specific cell subtype). A
color intensity peak finder was applied to the DAPI IF channel.
The function utilized for that purpose was Fast2Dpeakfinder
in MATLAB, which finds all local maxima (nuclei) in a
given image [14]. Since every cell has a nucleus, this process
completes the detection of all cells present in a tissue section,
regardless of the cell type.

Then, all DAPI detected cells were located on all the
remaining IF channels (CD8+, FOXP3+, panCK+ and CD31+

channels). Thereupon, the IF signal intensity values are ex-
tracted from those locations. To determine if a cell is positive
for a particular channel, two conditions must be verified.
A strong IF signal, with an intensity above noise, must be
detected in that channel at that specific cell location. We note
that IF signals can vary from IF channel to another and depend
on the binding characteristics of the antibody used. As a result,
different detection radius had to be applied depending on the
targeted cell type. Moreover, at the same cell location, the
existence of a strong signal in the DAPI IF channel must
be verified, ensuring that the detected object is considered a
cell. Additionally, due to the poor quality of some immuno-
stained images utilized, a manual thresholding method was
implemented to improve the cell detection performance.

Figure 3 shows the successfully extracted cell identification
and locations in the IF stained TMA tissue cores (Figure 3,
A and B), followed by the corresponding cell locations in
the H&E stained TMA cores (Figure 3C). This step of the
workflow fully annotates all of the TMA cores with all the
cell subtypes being studied (Figure 3D).

Fig. 3. Overall representation of the cell detection method.

E. Convolutional Neural Network training

Training of the CNN is condensed into three main steps
(Figure 4): selection of the CNN architecture, followed by
the implementation of network modifications and an iterative
process to better determine the CNN hyperparameters and
prevent overfitting of the data. Below, we briefly address these
three different steps.

Fig. 4. CNN training pipeline.

1) Selection of the network architecture: The objective
of this CNN is to classify three different cell subtypes in
breast cancer tissues, including CD8+/ FOXP3+ immune cells,
panCK+ breast cancer cells and CD31+ endothelial cells. Due
to its reliability when applied to biomedical assignments, the
CNN selected to accomplish this task was MobileNet-v2 [15],
[16].

To operate this CNN, key changes were necessary to adapt
it to the intended application. The first adaptation consisted in
optimizing the size of the tiles to ensure that each target cell
included its surrounding area, which was sufficiently large to
enhance prediction accuracy and sufficiently small to minimize
the use of memory. This strategy allowed for the analysis of
large data sets.

Another adjustment required for this workflow consisted in
adjusting the output size of the CNN. While the default output
size of MobileNet-V2 is set to classify 1000 different labels
[15], our application only required to distinguish three types
of cells. Accordingly, the last fully connected layer and the
classification layer of the CNN were adjusted .

2) Hyperparameters optimization: The hyperparameters of
a CNN play a crucial role in its training performance and,
consequently, in its testing and validation. Therefore, a major
part of the CNN’s improvement relies on tuning the hyperpa-
rameters [17].

Here, the method selected to optimize the CNN hyperpa-
rameters for training was based on the grid search approach,
which consisted in running a series of tests where different
hyperparameters values were tested. By using this method,
all possible scenarios were visualized and the best possible
scenario was selected.

The hyperparameters selected to permute in each training
were: initial learning rate, mini batch size and L2 regulariza-
tion. The tuning of other essential hyperparameters, such as
the learning rate drop factor, learning rate drop period, early
stopping and maximum epochs run, was performed separately.



Finally, the optimization algorithm elected for this network’s
training was ADAM [18]. This rather recent technique com-
bines the use of momentum along with adaptive learning rates
in order to converge rapidly.

3) Improvement of the network performance: The stack of
tests performed to more accurately regulate the hyperparam-
eters contained two essential reinforcements to improve the
CNN’s accuracy: data set augmentation and re-training the
network with the first layers frozen. Data set size is fundamen-
tal to provide a trustworthy and robust trained network. As a
result, augmentation of the dataset comes often as one solution,
which allows to generate more data from the already existing
data set. The second approach to increase the performance of
the network consists in re-training the network with the first
network’s layers frozen. I note that, for the re-training of the
network with the initial layers frozen, the initial learning rate
suffered a substantial decrease. This can be explained by its
close location to the local minimum of the loss function.

4) Prevention of overfitting: DL techniques demand large
dataset in order to provide a robust algorithm. In relative small
datasets, overfitting is a common obstacle. Even with accurate
prediction of data the CNN has already seen, overfitting results
in poor ability to predict data that it has never seen before.
Several measures can be introduced to prevent or at least
diminish this effect.

The first implemented measure consisted in performing
data augmentation on each mini batch to always be feeding
different data during the training of the network. Another
implemented resolution was early stopping, which consists in
stopping the network’s training before the model surpasses the
ability to generalize from the data given. The third implemen-
tation was L2 regularization, allowing the CNN to include a
parameter to penalize large weights. The last implementation
to prevent overfitting, consisted on shuffling the data on each
training epoch and, consequently, preventing the network from
optimizing the model based on the same data.

5) TMA core classification using Trained CNN: To classify
an H&E stained TMA core using the trained CNN, a good cell
detection algorithm must properly detect all of the cells in a
new TMA core, which was never used during the training of
the CNN. Once that step is finished, each cell is targeted and
an image tile is cropped for each cell. As a result, a small
dataset is originated containing all cells in that tissue core
and, under that tile format, the CNN is able to classify those
cells.

To generate the testing cores, two important steps were
executed: the usage of IF images to ensure the correct labelling
of the testing cells and the adoption of independent patient and
independent tissue cores for testing.

V. EVALUATION AND DISCUSSION

Here we present the experimental results obtained after
implementation of the above methodology.

A. Image registration
Image registration was performed between an IF stained

TMA image and the same TMA stained with H&E. Each

IF image of the TMA has a size of 7800x10300 pixels and
each H&E image has a size of 10150x13500x3 pixels. The
multiplying factor 3 corresponds to the RGB channels. For the
TMA, 208 individual cores were imaged, resulting in a total of
1040 images for the five channels. Each image of a core has a
size of 660x660 pixels. Hence, despite the low magnification
used during scanning (5x), the size of each image is large.

1) Evaluation Metrics: IF and H&E images lack common
information by using two distinct types of stains and dissimilar
color intensity levels, from one image to the other. Therefore,
measures of standard error would not demonstrate accurately
the performance of the image registration technique [19].
The most reliable error measure for such different types of
image would be to compute the distance in pixels between
corresponding points in both images [20]. The error measure
selected was the distance between two points or the sum of
the Euclidean distances, called the L2 norm.

To obtain the Euclidean distances, each individual core was
divided into 36 equal sections with a dimension of 110x110
pixels (Figure 5). From the hematoxylin channel extracted
from the H&E sections and its corresponding DAPI section
in IF images, an image registration transformation matrix was
computed. The geometric transformation was attained by using
the same FFT-based image registration method, but only to
compute the translational parameters. From the transformation
matrix (Equation 1), we can measure the resolution of that
image tile and estimate how much that section would have to
be moved along the x (δx) and y axes (δy) to be completely
aligned. The translational matrix, in equation 1, corresponds
to the error measured for that particular image section. By
repeating the same error assessment to all the image sections,
a precise measurement of error is guaranteed throughout each
imaged core. The error of the entire tissue core was simply
computed for all 36 sections of that respective core, (see
Equation 2). The same procedure is repeated for all 207
remaining tissue cores.

Tδx,δy =

1 0 δx
0 1 δy
0 0 1

 (1)

Resblob =
1

36

6∑
i=1

6∑
j=1

√
(δx2ij + δy2ij) (2)

An exemplification of the evaluation method is displayed
in Figure 5, in which one of the 36 sections of the H&E
stained core is marked as well as it corresponding DAPI IF
stained core. Note that during the error assessment of the tissue
sections in each core, the sections which exhibit essentially
white space and/or weak signal were neglected. These sections
lack on any biological information and, therefore, the resulting
outputted transformation matrix would not reflect accurately
the image registration performance.



Fig. 5. Image registration subdivided into 36 sections

2) Experimental Results: In this section, the results of the
image registration method are evaluated using the aforemen-
tioned metrics. By analyzing the registration error in pixels, we
cannot assess the performance of the registration intuitively. To
better assess and understand the meaning of this error, compar-
ison with the size of cells is more meaningful. The conversion
from pixels to micrometers is simply obtained by multiplying
the error by pixel size. Knowing that the pixel size of the H&E
image (reference image) in 5x magnification corresponds to
2.00 microns, it is possible to plot the corresponding error
measurements in microns (Figure 6).

Fig. 6. Image registration results in microns

The mean error computed for all the tissue cores was 1.26
microns, the maximum error was 4.17 microns, the minimum
error was 0.60 microns, the median error was 1.00 microns
and the standard deviation was 0.62 microns. According to
Bezuidenhout et al. [21], the smallest diameter of a lympho-
cyte can vary from 8 to 10 microns, i.e. between 6.35 and 7.93
times larger than the registration mean error. To determine
the dimensions of panCK+ cells and endothelial cells, manual
measurement of the cells was required. We found that the size
of panCK+ cells varied from 16 to 27 microns (with a mean
of around 21 microns), i.e. between 12.70 and 21.42 times
larger than the registration mean error.

Endothelial cells are elongated; their measured length of
the long axis was between 12 and 21 microns (mean =16.0
microns) and 6 and 10 microns for the short axis (mean =

7.3 microns), i.e. between 9.52 and 16.67 times larger than
the registration mean error for the long axis and between 4.76
and 7.93 times larger than the registration mean error.

In summary, since cells with dimensions smaller to the
image registration mean error were not observed, the misalign-
ment caused by the image registration error did not affect the
performance of our cell detection method.

B. Cell detection in Immunofluorescent Channels

We first apply our cell detection method, which includes
thresholding, to extract labelled cells in IF images and assure
a reliable ground truth.

1) Experimental results: The cell detection algorithm was
applied to all IF channels containing a strong and reliable
staining signals. This meant that many cores could not be used
due to poor staining or tissue condition. From application of
the cell detection algorithm to the tissues in good condition,
training, validation and testing datasets were generated. Both
training and validation datasets can be visualized in table III,
according to each cell subtypes. Due to the disparity between
quantities of cells among cell types (Table III), the dataset was
balanced by randomly undersampling cells from the majority
classes [22].

TABLE III
TRAINING AND VALIDATION DATASETS GENERATED FROM THE H&E

STAINED TMA CORES, USING IF TECHNIQUE AS GROUND TRUTH.

Generated Dataset

CD8+ FOXP3+ panCK+ CD31+

Nr. of cells 2467 3571 4551 2666

Total nr. of cells 6038 4551 2666

Total nr. of data points 13255

Balanced Dataset

CD8+/ FOXP3+ panCK+ CD31+

Nr. of dataset points 2666 2666 2666

Total nr. of data points 7998

Training dataset Validation Training Set

Total nr. of data points 5598 2400

A portion of the channels exhibiting a good tissue and
staining quality, were reserved for the CNN testing. The
designated tissues, were obtained from independent patients
and independent tissue cores, to maximize the dissimilarity
between the training and the testing datasets. For the two
selected testing tissue cores, the cell detection method was
applied and H&E stained tissue images were annotated using
the IF channels. In table IV, the generated testing datasets are
displayed according to each cell subtype



TABLE IV
TESTING DATASET GENERATED FROM THE H&E STAINED TMA CORES,

USING IF TECHNIQUE AS GROUND TRUTH.
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Generated Testing Dataset

CD8+ FOXP3+ panCK+ CD31+

Nr. of cells: 89 46 1812 141

Total nr. of cells 135 1812 141

Nr. of data points 2088
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Generated Testing Dataset

CD8+ FOXP3+ panCK+ CD31+

Nr. of cells: 250 30 999 112

Total nr. of cells 280 999 112

Nr. of data points 1391

Combination of the Testing Datasets

CD8+ FOXP3+ panCK+ CD31+

Nr. of cells: 339 76 2811 253

Total nr. of cells 415 2811 253

Nr. of data points 3479

C. Convolutional Neural Networks

In accordance with the network advised input size [15],
the input size of the MobileNet-v2 network was modified
to 96x96x3 to fully match the network’s filters size and to
include the cell environment in each image of the dataset.
Due to the existence of large white areas in classes, no input
normalization was applied to the input data.

1) Training Results: A heat map is utilized to graphically
represent the CNN’s first series of trainings, allowing to visual-
ize a large volume of results, with multiple variables involved,
by using a color-coded system. This heat map allows the
representation of all predicted validation accuracies obtained
during the CNN’s training as a function of the different
hyperparameter values.

The resulting optimal CNN training from the first 48
tests was re-trained with the initial layers frozen (Figure 4).
From the optimal resulting CNN of the first training, which
achieved a validation accuracy of 92.44%, a heat map was
generated (figure 7). This heat map reveals that the accuracy
of the network predictions tends to be lower for larger L2
regularization values. The best CNN predictions were obtained
for a value of 0.0001 for the initial learning rate. The highest
validation accuracy was also attained for the highest tested
mini batch size. In sum, the CNN selected to classify the
testing tissue cores achieved a validation accuracy of 93.2%,
an initial learning rate of 0.0001, a Mini Batch size of 32 and
a L2 regularization value of 0.0001 (Figure 7).

Fig. 7. Heat map regarding the CNN’s second training with initial frozen
layers

2) Testing Results: As discussed in section V-B, two TMA
tissue cores were reserved for testing purposes: tissue core
#047 and tissue core #208. In testing core #047 (from patient
#24), the tissue was classified using the re-trained CNN. This
tissue core, contained 2088 testing cells. In particular, 89 were
CD8+, 46 were FOXP3+, 1812 panCK+ and 141 CD31+
cells (see table IV). The predicted model output labels were
displayed in figure 8.

Fig. 8. CNN predicted labels on test core #047 (Patient 24)

The quality of the predictions was assessed using confusion
matrix (Figure 9), allowing for a direct comparison between
the true class labels and the CNN’s predictions. The confusion
matrix shows a precision of prediction of almost 100% for
panCK+ cells, and 61.6% and 78.3%, for T cells and CD31+
cells, respectively. The recall fraction (percentage of labels
correctly classified) for panCK+ was 95.7%, 85% for T cells
and 72.2% for CD31+ cells. In sum, 93.6% of all cells were
correctly classified.



Fig. 9. Confusion matrix of test core #047

The second test, tissue core #208, contained a large number
of glycogen-rich clear cell carcinoma regions. In figure 10,
labels predicted by the CNN are exhibited, cancer patterns are
displayed and other important microenvironment features are
presented, such as blood vessels and T cells.

Fig. 10. CNN predicted labels on independent test core #208 (Patient 104)

The dataset label’s is described in table IV, allowing a
more quantitative insight over the respective tissue core. By
generating a confusion matrix for this second tissue core, the
same evaluation metric is applied. Through the analysis of the
confusion matrix, both T cell and panCK+ labels exhibited
large precision values of 94.7% and 97.2%, respectively. Op-
positely, the CD31+ only displayed a 57.1% precision value.
Regarding the recall values, the label T cell achieved a value of
88.9%, panCK+ cells obtained 93.4% and, ultimately, CD31+
reached 83%. Finally, the overall testing accuracy achieved,
for this testing core, was 92.0%.

In conclusion, when combining the results of both testing
core #047 and #208, the overall prediction accuracy of the
model was 92.96%.

VI. CONCLUSIONS AND FUTURE WORK

Pathologists and researchers have been introducing new
staining techniques and new antibodies to track an ever wider
variety of cell types in tumors. A plethora of new oncological
treatments, especially immunotherapies, are also being intro-
duced in the healthcare system. However, the large quantity
of data generated has clearly exceeded the limits of human

Fig. 11. Confusion matrix of test core #208

analysis [6]. Simultaneously, new computation algorithms and
AI tools in pathology could result in more consistent diagnosis
among pathologists, improve annotation accuracy and speed
for more unbiased data sets [6]. As a result, the need for new
solutions for this problem, as well as the demand for new DL
algorithms have not been met.

To produce trustworthy expert-independent labeled data
sets, a workflow architecture needed to be implemented and
several requirements needed to be established.

A. Concept of an automatic annotation workflow

The developed workflow can process tissue sections in the
TMA format and perform image registration between H&E
and IF images of these sections at the single-cell resolution.
The implemented framework allows for the precise extraction
of information (identity and location of cells) from the IF
stained tissue cores (ground truth) through an intensity peak
finder in combination with a threshold method to eliminate
noise. As a result, H&E stained image data sets containing
labels for cells of interest are generated. The last step of
the workflow comprises the implementation of a CNN to
accurately classify cells in H&E stained tissue cores and,
subsequently, confirm its applicability to DL tools.

B. Assessment of the automatic annotation workflow

The performance of the implemented workflow was evalu-
ated in three different phases. The first evaluation, correspond-
ing to the image registration results, verified the correct align-
ment between IF and H&E images. The average registration
error was 1.26 microns, which was 4.76 times smaller than
the size of the smallest cells, therefore ensuring high accuracy
of cell detection. This registration error value was obtained by
dividing each tissue core into 36 equal sections and computing
the translational error (Euclidean distance) it would require
to align each section. The second evaluation, related with
the cell detection results, guarantees a precise extraction of
information, from the multiplex IF images (ground truth). This
method accurately detected all of the positive signals in the
IF images, by first implementing an intensity peak finder and,
after, apply a threshold method to clean the detected noise.
This process, results in the generation of a training data set



containing 5598 cells, a validation data set of 2400 cells and a
testing data set of 3479 cells. The third workflow evaluation,
assessed the CNN’s implementation results, in order to ensure
the reliability of the generated data sets and the quality of
the cell classification. The minimum accuracy of all predicted
cells in the two testing cores was 92.00%.

In contrast to current methods (see Table II), the imple-
mentation of a workflow containing strong image process-
ing techniques (image registration, cell detection and color
intensity thresholding) can generate a robust, reliable and
accurate dataset and, consequently, improve the performance
of DL algorithms. We note that despite the limited number of
testing cores, the testing data set size consisted of 3479 cells,
corresponding to 30.3% of the entire dataset generated and to
62% of the training data set utilized.
C. Future work

In future work, improvements could be applied to the
implemented workflow. In particular, patient information -
driver mutations, stage of cancer, breast density, and status of
cell receptors - could be used to group tissue cores, containing
similar cancer types and generating multiple data sets and
provide analysis of several subtypes of cancer.

For the cell detection method, an automatic threshold
method could be implemented in order to prevent the manual
selection of all the desired intensity values. Another imple-
mentation, consists on adding cell segmentation to study cell’s
morphology and further allow the addition of cell segmentation
DL algorithms.

For the DL process, addition of a coder-encoder network,
to provide segmentation results. Another implementation for
the DL step, would use algorithms to determine the optimal
network’s hyperparameters. To prevent the network from over-
fitting , an interesting approach would be to implement cross-
validation, network pruning, develop bigger training data sets
and introduce a batch normalization technique.

Regarding new research projects opportunities, once the net-
work is trained, a more in-depth analysis could be provided to
the tissue cores, providing help understanding cell’s behaviour
and support cancer study (tumor infiltrating lymphocytes, the
tumor microenvironment and tissue core statistics).

All suggestions provided aim towards the implementation
of algorithms capable of providing support to pathologists, to
researchers and to help promote, not only the study of breast
cancer, but also cancer studies in general.
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