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Abstract—This project aims to study a localization method for
satellite applications based on communications metadata. The
problem statement is the localization of a moving target that
communicates with a known reference. As such, the case of the
attempt to locate flight MH370 is studied. This case is analogous
to ours since it describes the localization of an aircraft (a moving
target) that communicates with a geostationary satellite (known
reference).

In this work, we present the method proposed in the attempt
to localize flight MH370, a satellite orbit simulation tool (used
to generate simulated metadata) and the application of said
localization method to the satellite problem.

Index Terms—Hybrid range and Doppler localization, localiza-
tion, MH370, particle filter, satellite localization, sparse dataset,
sparse localization.

I. INTRODUCTION

A. Motivation

In a collaboration with the INFANTE Project, this work
aims to develop a means to locate satellites that does not
depend on traditional GNSS localization methods, to be used
should traditional localization methods fail.

The INFANTE project is an R&D initiative that aims to
develop and demonstrate in orbit a microsatellite, as the first
component of a constellation dedicated to maritime surveil-
lance, Earth observation, and communications. The project’s
space segment includes a modular, low-cost microsatellite
equipped with a software-defined radio communications sys-
tem, for networking, ranging, and maritime and aerial surveil-
lance; a propulsion system for orbit shifts and maintenance;
mechanisms for opening and orienting solar panels; and a
charging bay with sensors for experiments and technological
validation, such as a synthetic-aperture radar and a multispec-
tral camera. The project includes a data hub for collecting,
processing and sharing information to support the supply of
sustainable business services.

The INFANTE project hopes to create the groundwork for
Portugal to affirm itself as a leading country in the space sector.

B. Objectives

In this thesis we propose a satellite localization method us-
ing communication messages’ metadata, to work as a backup,
should traditional localization methods fail. A similar method
was first applied in the attempt to locate flight MH370. In this
document we explain the approach taken in [1] to locate said
flight and propose an adaptation to satellite applications.

II. CONCEPTS

The approach presented is a Bayesian approach to local-
ization. In a Bayesian view, unknown variables are treated
as random variables with known distributions [2]. With this
approach, we are trying to determine the state of a model. The
model is characterized as a random variable X and we assume
a prior probability distribution p(X). Given the observed data
Z, Bayes’ rule can be used to derive a posterior probability
distribution p(X|Z), i.e. the probability the model has state x,
given the observed data z.

A. Bayesian inference

In Bayesian inference, the quantity of interest (X) is
modeled as a random variable [3]. The goal is to extract
information on X given a set of related random variables,
Z = Z1, ..., Zn, called observations (also called measure-
ments). For this to be possible, we assume we know X and Z’s
joint distribution, a prior distribution p(X) and a conditional
distribution p(X|Z).

Once a particular value x of X is observed, a complete
answer to the inference problem is given by the posterior
distribution p(X|z), given by the proper form of Bayes’ rule.
In the context of this work, both X and Z are discrete
variables, so Bayes’ rule can be written as [4]

p(X|Z) =
p(X)p(Z|X)∑
X′ p(X

′)p(Z|X ′)
. (1)

B. Kalman filter

For the case study presented, the physical state is assumed
to evolve according to a continuous-time stochastic model

dx(t) = f(x(t), dv(t), t, dt), (2)

where t is the continuous-valued time, x(t) ∈ Rn is the
state vector, f(·) is a known, possibly non-linear, deterministic
function of the state, and v(t) is referred to as a process
noise sequence, which accounts for random perturbations in
the aircraft motion.

However, it is more convenient to sample it at discrete time
instants, where xk ≡ x(tk) is the state at discrete instant
k = {1, 2, ...,K}. Note that the time interval between samples
(∆t = tk+1 − tk) is not necessarily constant.

A sensor collects measurements, zk, at discrete instants that
are related to the state and affected by measurement noise. The
relation between measurement and state is a known (possibly
nonlinear) function.

The final objective is to estimate the state xK , based on
all information available from measurements up to instant



K, ZK = {z1, z2, ..., zK}. From a Bayesian prespective,
the problem is to recursively construct the state’s posterior
probability density function (pdf) p(xk|Zk). For that, we split
the problem in two stages. The first stage, called prediction,
goes from the state’s probability function at instant k − 1,
p(xk−1|Zk−1) to the function at time instant k, not taking
into account any new measurements, p(xk|Zk−1). The second
stage, called update, incorporates the new measurements taken
at instant k in the predicted pdf p(xk|Zk−1), obtaining an
updated pdf p(xk|Zk) (if there is a requirement to update the
pdf at an instant when no measurements are available, the
updated pdf is the predicted pdf) [3]. The update is performed
with the application of Bayes’ rule, which, in this context, can
be written as

p(xk|Zk) =
p(zk|xk)p(xk|Zk−1)

p(zk|Zk−1)
. (3)

C. Particle filter

In this case, the posterior does not take the same functional
form as the prior and does not have a closed-form expression.
As such, an approximate solution is necessary. A possible
solution is to use a particle filter, a numerical approximation
based on random sampling [4].

A particle filter represents the posterior distribution as a set
of random state samples drawn from the distribution. This rep-
resentation is an approximation, but since it is nonparametric,
it can represent a wide variety of distributions.

Each sample of the posterior distribution is called a particle.
Particles are denoted χk = {x1k, x2k, ..., xPk }. A particle xpk
(with 1 ≤ p ≤ P ) is an instantiation of the state at instant k.

The concept behind a particle filter is to approximate the
posterior distribution with a set of weighted particles, such
that

p(xk|Zk) ≈
P∑
p=1

wpkδ(xk − x
p
k),

where wpk is the weight of particle xpk at instant k, and all
weights sum to unity. As such, particles with higher weights
represent states that are more likely to be the true state, and
particle with lower weights are less likely to represent the true
state.

The particle filter provides a mechanism to recursively
obtain a set of weighted particles p(xk|Zk) from a previous
approximation p(xk−1|Zk−1). First, the particle filter predicts
a state for each particle in the following time instant, according
to a proposal distribution. Second, it determines new weights
for each particle, to correct the difference between this distri-
bution and the true pdf.

1) SIR particle filter: A Sample-Importance-Resample par-
ticle filter is a particular implementation of particle filter that
uses a system’s dynamics as a proposal distribution.

For this type of particle filters, each particle xpk−1 originates
a new particle xpk based on a dynamics model and the weights

are updated by scaling their previous value by the current
likelihood and then normalizing,

wpk =
p(zk|xpk)wpk−1∑P
p=1 p(zk|x

p
k)wpk−1

. (4)

Unlikely particles are of little importance for localization
problems, as their objective is to find the most likely states.
As such, a resampling step is introduced. This resampling
step resamples unlikely particles by repopulating likelier states
proportionally to the particles’ likelihood, i.e. around particles
with higher weights (states with higher likelihood) there will
be higher particle density and particles with lower weights will
result in lower particle densities.

D. Rao-blackwellized particle filter

Particle filters can be inefficient when sampling in high-
dimensional spaces. One possible way to solve this is to
separate the state space in disjoint sub-vectors [5]. Let us
assume the measurement function can be written as zk =
h1(ak)+h2(bk)+wk, where ak and bk are disjoint sub-vectors
of the state xk, and wk is the measurement error. Then, we
can write the probability density function as

p(xk|Zk) = p(ak, bk|Zk) = p(ak|Zk) + p(bk|ak, Zk), (5)

and the two pdf can be estimated with different filters.
If h2(bk) is linear and the noise is Gaussian, p(bk|ak, Zk)

can be estimated with a Kalman filter, even if p(ak|Zk) is
nonlinear. As such, only ak needs to be approximated, and not
the whole state, needing fewer samples for the same degree
of accuracy [5].

If a particle filter is used to estimate p(ak|Zk), then the
conditioning of p(bk|ak, Zk) leads to a Kalman filter for each
particle, each using its given particle as the ground truth.

III. STATE OF THE ART

Here we present some localization techniques that may be
relevant for our case.

A. Time of arrival

The simplest and most common ranging technique. Time of
arrival (TOA) is of particular interest since it is used in Global
Navigation Satellite Systems (GNSS).

For time of arrival localization, it is essential to know the
precise time when a signal was sent and the precise time when
the signal was received. With that information, the distance
between a reference point and the body to be located is

ρ = c · (tarrived − tsent), (6)

where c is the speed of light, tarrived is the precise time instant
when the signal arrived at the receiver and tsent is the precise
time instant when the signal was sent from the transmitter.
This creates a circumference around the reference point with
radius equal to the distance between the reference and the
body to be located with equation

ρ =
√

(xref − x)2 + (yref − y)2, (7)



where (xref , yref ) are the cartesian coordinates of the ref-
erence and (x, y) are the cartesian coordinates of the body
to locate. This case is exemplified in Figure 1. As such, for
accurate localization on a bidimensional space, at least two
references are necessary, if it is possible to narrow down the
possible solutions by applying physical constraints. Otherwise,
at least three reference points are necessary.

Fig. 1. Measurements from one receiver (F1) result in a circumference
of possible locations of the transmitter. With two receivers, the amount of
possible locations are reduced to two (represented as stars). Presented in [6].

B. Time difference of arrival

More versatile than TOA, time difference of arrival (TDOA)
does not require the precise time when the signal was sent to
be known, only the time instant when it was received.

The signal is sent from the object to be located and received
by two reference points. However, the transmitter’s clock
is biased by an offset dτ relative to the receivers’ clocks
(the receivers’ clocks are assumed to be synchronized). The
measured ranges are shifted by dr = vdτ

R1 = ρ1 + dr;
R2 = ρ2 + dr.

(8)

This means the radius in Figure 1 vary an unknown amount
dr. As such, Ri are referred to as a pseudoranges.

Fig. 2. The radius of the circumferences (in red) is shifted by an unknown
amount dτ , originating new measurement circumferences (in yellow). Since
the receiver’s clocks are synchronized, the difference of pseudoranges cancels
out the offsets. The transmitter is located on one of the hyperbola branches.
Presented in [6].

The difference between the pseudoranges of the two refer-
ences, however, is not affected by the error and can be used to
calculate the distance between the target (object to be located)
and the references

R1 −R2 = ρ1 − ρ2 = constant. (9)

This geometric space is described by a hyperbola. Ideally,
one of the branches of the hyperbola can be eliminated by
some physical constraints (such as a previously measured
location).

Fig. 3. The transmitter is located on the intersection of the hyperbolas.
Presented in [6].

This process is repeated for every pair of references. As
with the last method, for accurate localization, at least two
references are necessary. If there are no physical constraints to
eliminate one of the branches, three references are necessary.

C. Doppler shift localization

It is important, for the context of this project, to understand
the basics of how localization is performed based on the
Doppler effect.

Consider a target with unknown position and velocity x =
[pT , vT ] ∈ R4. Consider as well a set of n noncollocated
sensors with positions si = [si,1, si,2]T ∈ R2, ∀i ∈ {1, ..., n}.
The Doppler shift measured in sensor i, assuming noiseless
measurements, is

δi = 2
fc,i
c

(p− si)T

||p− si||
v, (10)

where c is the signal’s propagation speed, fc,i is the carrier
frequency, and || · || is the standard Euclidean vector norm.

From the Doppler shift, and knowing the carrier frequency,
the position and velocity vectors can be estimated. In [7], it
is proven that at least four receivers are necessary for this
problem to have a unique solution (using solely Doppler shift).

IV. AIRCRAFT LOCALIZATION

The work presented in [1] can be divided into two parts:
the aircraft dynamics model (or the prediction model) and the
particle filter implementation. [1] presents a program able to
generate an aircraft trajectory, as well as to implement the
particle filter.

As data, in this context, is very sparse, instead of starting
from the data points and trying to interpolate a trajectory, the
approach taken is to generate a random, feasible trajectory and
calculate its probability given the available data.

A. MH370 Data model

The MH370 aircraft communications system uses a satellite
to relay messages between the aircraft and the ground station.
Communications between the aircraft and ground station are
scheduled to arrive in a certain time interval, with a specified
frequency. The message’s delay with respect to the beginning
of the reserved time slot is called Burst Timing Offset (BTO)
and the frequency shift with respect to the expected frequency
is called Burst Frequency Offset (BFO).



1) Burst Timing Offset: The communications system allo-
cates a time slot assuming a nominal aircraft position and
a nominal satellite position [1]. The round trip delay is
proportional to the distance between the ground station and
the aircraft’s actual position, via the actual satellite’s position.

The BTO is the interval between the beginning of the
allocated time slot and receiving the message. This delay
can be calculated as the difference between the round trip
propagation delay and the nominal round trip propagation
delay.

Fig. 4. System model of an aircraft’s satellite communication system,
presented in [1].

As such, a BTO measurement function at instant k is

hBTOk (xk, sk) = T (xk, sk)− Tnom + T channel

−T anomalyk + wBTOk ,
(11)

where xk is the aircraft’s state at instant k, sk is the satellite’s
state at instant k, T(xk, sk) is the round trip propagation delay,
Tnom is the nominal round trip propagation delay, Tchannel

is the delay introduced due to latency in the satellite’s data
processing unit, Tanomaly is a correction term and wBTOk is a
zero mean scalar noise process.

The measurement function is assumed to be deterministic,
except for the additive noise process, so the measurement’s
variance is given by the noise term.

The round trip propagation delay can be written as

T (xk, sk) =
2

c
(|Hssk − gs|+ |Hssk −Hxxk|) , (12)

where c is the speed of light, gs is the ground station’s location,
Hs is a matrix that selects the position information from the
full state, making Hssk the satellite’s location at instant k and
Hxxk the aircraft’s location at instant k.

The channel dependent calibration is assumed to be constant
over the course of a flight but may vary between flights.

The corrections applied to the BTO measurement result
in a residual error that can be approximated by a Gaussian
distribution.

2) Burst Frequency Offset: The aircraft’s message ids ex-
pected to arrive with a certain carrier frequency. This fre-
quency is shifted due to the satellite’s motion relative to the
ground station and the aircraft’s motion relative to the satellite.
As such, BFO measurements are a function of the Doppler
shifts applied to the message signal. The aircraft also applies a

correction to the signal before sending messages, in an attempt
to compensate for its own motion. Yet, this compensation
assumes the satellite is stationary and does not account for
the aircraft’s vertical velocity. Other shifts are applied by the
satellite and ground station.

As such, the model for a BFO measurement at instant k can
be written as

hBFOk = ∆Fupk (xk, sk) + ∆F downk (sk) + δf compk (xk)+
δfsatk (sk) + δfAFCk (sk) + δf biask (xk, sk) + wBFOk ,

(13)
where ∆Fupk is the Doppler shift applied on the uplink trip
(aircraft to satellite), and it depends on the aircraft’s velocity
vector with respect to the satellite’s, ∆F downk is the Doppler
shift of the downlink trip (satellite to ground station), and
depends on the satellite’s velocity vector with respect to the
ground station’s (since the ground station is stationary in the
Earth-Centered Earth-Fixed referential, its velocity is zero),
δf compk is the compensation applied by the aircraft in an
attempt to compensate for its own motion, δfsatk is a frequency
translation applied by the satellite’s oscillator, δfAFCk is a
compensation applied by the ground station upon reception,
δf biask is a slowly varying bias due to errors in the aircraft and
satellite’ oscillators, as well as the satellite’s data processing
unit, and WBFO

k is a zero mean scalar noise process.

B. Dynamics model

Each point of the trajectory can be defined by a state vector.
The state vector comprises 5 variables: latitude, longitude,
altitude, Mach number, and control angle. This state is to be
estimated according to available measurements.

The Bayesian filter needs a dynamics model to perform the
prediction step. Because the area of interest is vast and the
measurements are sparse in time, the model has to be adaptive
enough to accommodate the possible maneuvers, but not so
loose that the state prior is allowed to spread over the whole
globe. A simple integrated random walk can’t accomplish this,
so a more sophisticated approach is necessary.

C. Ornstein-Uhlenbeck process

An integrated random walk is not appropriate to describe
either speed or direction, given the long intervals between mea-
surements. Such a model would apply significant probabilities
to kinematically infeasible speeds (if the noise strength is too
big) or fail to account for the normal variability flight paths
tend to exhibit (if the noise strength is too small). Instead,
an Ornstein-Uhlenbeck process (OU process, for simplicity in
writing) is adopted to model the aircraft’s Mach number and
control angle. This model allows for random perturbations, but
the quantity being controlled tends to revert to a prescribed
set point. Denoting the quantity to control as x(t) and the
prescribed set point as x̄(t), the model can be specified in
continuous time as

dx(t) = −β[x(t)− x̄(t)]dt+ dx̄(t) + dν(t). (14)

This model needs three parameters: β - the reversion rate, q
- the strength of the Brownian motion process ν(t), and x̄(t) -



the prescribed set point.The reversion rate and noise strength
are selected based on empirical analysis of other flights using
the same type of aircraft.

For a linear, time-invariant, continuous time stochastic dif-
ferential equation of the form

dx(t) = Ax(t)dt+ dv(t), (15)

the equivalent discrete process is

xk = Φkxk−1 + vk, (16)

where Φk is the system matrix, calculated as

Φk = eA(tk−tk−1), (17)

and the noise covariance is

Qk =

∫ tk

tk−1

eA(tk−τ)q
(
eA(tk−τ)

)T
dτ, (18)

q is, again, the noise strength, assumed to be constant. In the
general case, x is a vector and Φ a matrix. In the specific case
of an OU process x is considered a scalar state and Φ a scalar
system matrix. In that sense, x is

xk = x̄k + φk(xk−1 − x̄k−1) + wk, (19)

and
φk = e−β(tk−tk−1). (20)

The variance of the noise process wk is given by

Qk =
q

2β

(
1− e−2β(tk−tk−1)

)
. (21)

Because the interval between time samples is very large,
sequential OU processes are weakly correlated, the expected
value converges to x̄k and the covariance to

q

2β
, as can be

seen by taking (19), (20) and (21)’s limit as the time interval
increases.

1) Mach number: An aircraft’s speed is usually given in the
form of a Mach number, i.e. the ratio between the aircraft’s
true airspeed and the local speed of sound. In an ideal gas,
the speed of sound depends only on the gas’ temperature

c(T ) =

√
γRT

M
. (22)

In this context, c(T ) is the speed of sound under a temper-
ature T , in Kelvin, γ is the adiabatic index, R is the ideal gas
constant and M is the air’s molar mass (for dry air M ). The
aircraft’s true airspeed can, then, be calculated as

vair = m× c(T ), (23)

where m is the Mach number.
The aircraft will attempt to hold this Mach number unless

specifically manoeuvering to change it. However, perturbations
will affect it, either due to natural external forces or imperfect
control.

2) Control angle: An aircraft’s heading and airspeed de-
termine its motion relative to the local air mass, but the
aircraft’s motion relative to the Earth also depends on the wind
surrounding it. As such, an aircraft’s ground velocity vector is

vground = vair + vwind. (24)

The ground velocity vector’s bearing angle is referred to as
the aircraft’s track. It is generally assumed that the aircraft can
control the Mach number (and consequently the airspeed), but
the ground velocity is dependent on external factors (namely,
the wind).

D. Cruise

With the model adopted, a trajectory can be defined as a set
of maneuvers interspersed with periods of cruise, during which
the aircraft attempts to maintain a constant speed, altitude, and
control angle. Commercial aircraft are designed to operate with
autopilot assistance, using one of four definitions of control
angle, whether the aircraft tries to maintain a steady heading
or track relative to a magnetic or geographic bearing [1].
The mode relevant to this work is called contant true track,
in which the aircraft’s ground velocity vector is maintained
constant. The control angle is the ground velocity angle

θground(t) = θ(t). (25)

The ground speed can be computed as

vground(t) = vwind(t)cos
(
θground(t)− θwind(t)

)
+√

vair(t)2 − vwind(t)2sin2
(
θground(t)− θwind(t)

)
.

(26)

E. Cruise simulation

The simulation of an aircraft’s cruise dynamics can be
described as a set of steps:

1) Simulate the state parameters:
• Simulate the Mach number as an OU process:

mk = m̄k + φmach,k(mk−1 − m̄k−1) + wmach,k,
(27)

where m̄k is the prescribed set point for the Mach
number at a generic time step k, wmach,k is a
zero mean, Gaussian random variable, with variance
Qmach,k, and φmach,k and Qmach,k are calculate
using (20) and (21), with parameters βmach and
qmach.

• Simulate the control angle as an OU process:

θk = θ̄k +φangle,k(θk−1− θ̄k−1) +wangle,k, (28)

here wangle,k is a zero mean, Gaussian random
variable, with variance Qangle,k, and φangle,k and
Qangle,k are calculate using (20) and (21), with
parameters βangle and qangle.

2) Calculate the ground velocity with the current airspeed
and control angle.

3) Predict the aircraft’s next position using the ground
velocity.



F. Maneuvers

A trajectory is can be defined as a set of maneuvers
interspersed by periods of cruise. When maneuvering, the air-
craft performs one of three types of maneuvers: acceleration,
altitude change or turn. These maneuvers change the aircraft’s
Mach number, altitude or control angle. They are assumed to
occur independently, and the model allows maneuvers to occur
simultaneously but does not favor this behavior.

1) Maneuver frequency: The time between maneuvers is
modeled as an exponential distribution. The distribution’s
parameter, τ , can be interpreted as the average time between
maneuvers. All types of maneuvers have the same average
maneuver period (i.e. the same parameter). With this model,
the probability of making an acceleration at time instant t is

p(t; τ) =
1

τ
e
−
t

τ ,

and the probability of having no accelerations in the time
interval [0, T ] is

p(t > T ; τ) = e
−
T

τ .

The prior likelihood os a sequence of N accelerations is,
then

p(t1:N ; τ) =
[∏N

n=1 p(tn|t1:n−1; τ)
]
p(tN+1 > T |t1:N )

=

∏N
n=1

1

τ
e
−
tn − tn−1

τ

 e−T − tNτ

=
1

τN
e
−
T

τ ,

t0 = 0 is not a maneuver instant but allows for a more
convenient notation.

The same expressions are valid for altitude changes and
turns. Since we assumed all maneuvers occur independently,
the prior likelihood of a sequence of accelerations, altitude
changes, and turns is the product of the three sequence
probabilities.

2) Acceleration: An acceleration occurs at a constant al-
titude and constant angle. An acceleration is assumed to
have a fixed rate of change of the Mach number of 0.1 per
minute. This number was not matched to aircraft performance
standards, it serves only to define a finite duration for each
speed change.

The first step of an acceleration is to randomly sample
a new Mach number between [0.73, 0.84] (this interval was
selected based on experts’ advice to assure the required
flight endurance is achievable [1]). After this new number
is determined, the maneuver’s duration is calculated and the
acceleration (or deceleration) is simulated according to the
constraints mentioned before.

3) Altitude Change: Altitude changes occur at a constant
angle and constant speed. As before, a constant rate of change
is assumed. For altitude changes, the rate of change is 4000ft.
per minute, and also as before, this nominal rate does not
model the aircraft’s typical behavior, but rather provides a
reasonable duration for the maneuver.

A new altitude is randomly sampled between 25000ft.
and 43000ft., in intervals of 1000ft. The maneuver is then
simulated under said constraints.

4) Turn: A turn is simulated at a constant altitude and
constant velocity. For this trajectory model, turns follow a
standard banked model, where the aircraft’s angular speed is

ω =
tan(θbank)

v
g (29)

where θbank is the bank angle of the aircraft while performing
the turn, g is the accelaration due to gravity and v is the
aircraft’s airspeed.

A fixed bank angle of 15◦ was implemented. In [1], exper-
iments with other values for the bank angle have been done
and the effects on the overall trajectory were negligible.

At first, a new value for the final angle is randomly sampled
between −180◦ and 180◦. The turn is, then, simulated until
the final angle is achieved.

G. Trajectory Simulation

At first, the instant when a maneuver should occur is
computed, as well as what type of maneuver it should be. Until
a maneuver is to happen, the aircraft should simulate cruise.
When a maneuver instant is reached, the aircraft performs the
specified maneuver for the necessary duration, a new maneuver
instant is then computed, as well as its type.

H. Filter implementation

1) State initialization: At the beginning of the program,
each variable of the state vector is randomly initialized within
specified parameters.

Latitude and longitude are initialized around the last avail-
able radar measurement that caught the aircraft with some
accuracy. This measurement places the aircraft at 6◦39′31.5′′N
69◦24′17.7′′E. Each measurement has an error modeled by a
Gaussian distribution with a standard deviation of 0.4min.

Altitude is uniformly sampled between 25000ft. and
43000ft., in intervals of 1000ft.

The Mach number is randomly sampled as a uniform
random variable between 0.73 and 0.84, in intervals of 0.01.
To the sampled number, a Gaussian variable with a standard
deviation of 0.03. is added.

The control angle is uniformly sampled between −180◦ and
180◦. A Gaussian variable with a standard deviation of 1◦ is
added to the sampled angle.

As well as the variables from the state vector, the auxiliary
variables must be initialized. The next maneuver instant is
sampled as an exponential distribution with mean time τ . The
mean time between maneuvers is uniformly sampled between
0.1 and 1h. At the same time that an instant is sampled, the
type of maneuver is uniformly sampled.



2) Flight simulation: Each particle is, then, propagated
according to the motion model: until a maneuver occurs,
the aircraft should execute cruise, perform the determined
maneuver, go back to cruise until a new maneuver occurs and
so on, until the final time instant is achieved.

3) Algorithm: In a more practical sense, the particle filter
repeats a set of steps for each particle. It’s important to note
that there are two separate time notations: t represents a time
instant, the seconds elapsed since the initial time instant; k
is a measurement instant, an instant when a measurement is
available. Both t and k start at 0, being k = 1 the first instant
where BTO and BFO measurements exist. The filter’s steps
are as follows:

1) Randomly sample the particles’ initial state and auxiliary
variables from the prior distribution.

2) Draw a trajectory from xk−1 to xk.
3) Calculate the measurement likelihood p(zk|xk) and up-

date the particle’s weight wpk = p(zk|xk)wpk−1.
4) If the particle’s weight is high enough, duplicate it.
5) If the particle’s weight is too low, eliminate it.
6) Repeat from step 2 until the trajectory ends.

The algorithm proved to be extremely computationaly
heavy. The results presented in [1] could not be reproduced.
The number of particles necessary to cover all possible states,
given the randomness of the proposed trajectory model, could
not be matched in the computers available. However, this
problem arises from the trajectory model. We believe that the
metadata model can be useful in a satellite situation, with a
much less random orbit model.

V. SATELLITE APPLICATION

The model discussed can be adapted to locate satellites
rather than aircraft. For that, new dynamics and data models,
better adapted to satellite applications, are necessary.

A. Satellite orbit

The motion of a satellite orbiting the Earth can be compared
to that of planets and moons in the solar system. As such,
Kepler’s three laws of planetary motion are applicable. In this
context the laws can be written as [8]:

• The orbit of a satellite is an ellipse with the Earth located
in one of its foci.

• The radius vector covers (measured from one of the foci)
a constant area per unit time interval (law of areas).

• The square of the orbital period increases with the third
power of the mean distance from the center of the Earth.

A satellite’s trajectory is an ellipse, as this is the only type
of trajectory that represents a closed and periodic orbit around
a central body. An ellipse is represented by its two radii: a (the
semimajor axis) and b (the semiminor axis).

Equivalently, an ellipse’s shape can be determined by its
eccentricity

e =

√
a2 − b2
a

. (30)

Fig. 5. An ellipse represents the set of all points for which the sum of
the distances from the two given foci (F1 and F2) is constant. In planetary
satellite orbits, the central body is located in one of the focal points. The line
of apsides passes through the foci and intersects the ellipse in the apocenter
(A) and the pericenter (P) of the orbit. Presented in [8].

The distance between the satellite and the focus varies
between rmin at pericenter (P) and rmax at apocenter (A). This
distance can be calculated with the conic section equation:

r =
a(1− e2)

1 + (e · cos ν)
, (31)

where ν is the angle between the radius vector (connecting the
Earth to the satellite) and the pericenter direction (connecting
the Earth to the pericenter).

The law of areas fully determines the time dependency of
the orbit and can be calculated with the geometric properties
of the ellipse. Given a Cartesian coordinate system centered on
the Earth and oriented in the pericenter direction, the satellite’s
coordinates can be expressed as

xp = r cos ν,
yp = r sin ν.

(32)

It is common to introduce an auxiliary quantity, termed
eccentric anomaly, E, for this mathematical representation,
such that

xp = a(cosE − e),
yp = a

√
1− e2 sinE.

(33)

Fig. 6. Geometric relation between the eccentric anomaly (E) and the angle
between the perigee and the satellite’s position in an elliptic orbit. Presented
in [8].

As such, the shaded area bounded by the arc traveled by
the satellite is

S(E) =
1

2
a2
√

1− e2(E − e sinE). (34)

Then, the area swept by the radius vector between an instant
t0 (when the satellite is at pericenter) and an instant t is

M = E − e sinE = n(t− t0). (35)

M is called mean anomaly and grows linearly with time
(at mean motion) and n is the mean angular velocity of the
satellite. E cannot be directly computed for a time instant
t but must be iteratively solved. Usually, the mean anomaly



is used as an initial approximation (E0 = M ). Then, this
approximation can be refined using Newton’s method

Ei+1 = Ei −
Ei − e sinE −M

1− e cosEi
. (36)

Given that most satellites have an eccentricity of e ≈ 0.01
or less, and the quadratic convergence of Newton’s method,
an accuracy of 10 digits is achieved within few iterations
(providing subcentimeter accuracy for the satellite’s position).

By differentiating (33) and (35) we can calculate the satel-
lite’s velocity:

ẋp = −
√
GM⊕a

r
sinE,

ẏp =

√
GM⊕a

r

√
1− e2 cosE.

(37)

Here G is the universal gravitational constant (G ≈ 6.674 ·
10−11m3kg−1s−2) and M⊕ is the Earth’s mass (M⊕ ≈ 5.973·
1024kg). 1

Although G and Moplus are only know to around four
digits, their product can be determined with high precision,
by analyzing satellites’ orbits to be GM⊕ = 3.986004415 ·
1014m3s−2.

This description assumes a planar representation of the
satellite’s orbit, to describe it in a global reference frame,
such as the International Celest Reference Frame (ICRF), we
introduce three angles:
• The right ascension of the ascending node (RAAN), Ω,

measures the angle between the x-axis of the ICRF and
the ascending node (the point of the orbit in which the
satellite crosses the equatorial plane in a South-North
direction).

• The inclination, i, measures the angle between the celes-
tial reference plane and the orbital plane.

• The argument of perigee, ω, measures the angle between
the ascending node and the pericenter direction (measured
in the direction of the satellite’s orbit).

Altogether, the three angles uniquely define the spatial
orientation of the orbit and allow a transformation from the
perifocal coordinates (xp, yp) to tridimensional coordinates
through a series of three consecutive rotationsxy

z

= R3(−Ω)R1(−ι)R3(−ω)

xpyp
0

 . (38)

Matrices R1(φ) and R3(φ) describe elementary rotations
around the x and z axis, respectively, defined as

R1(φ) =

1 0 0
0 cos(φ) sin(φ)
0 − sin(φ) cos(φ)

 (39)

and

R3(φ) =

 cos(φ) sin(φ) 0
− sin(φ) cos(φ) 0

0 0 1

 . (40)

1The satellite’s mass has been neglected so far (and will continue to
be unless noted otherwise), since the Earth’s mass is about 20 orders of
magnitude larger than the satellite’s.

In conclusion, six quantities are enough to uniquely define
the position and velocity of a satellite in the Keplerian orbit
model at a given instant: a, e, Ω, i, ω and M .

Fig. 7. Orbital plane orientation and defining elements. Presented in [8].

1) Perturbations: Kepler’s laws are valid for a two-body
problem when no other forces interact with the two bodies
under consideration except for their own gravitational at-
traction. Additional forces (like gravitational attraction from
other bodies, nonspherical gravitational fields or other forces)
will add perturbations to the system [8]. In the presence
of these forces, the satellite’s orbit is no longer an ellipse.
However, as the central body’s influence is much greater than
the perturbations, the orbit can be considered an ellipse with
varying parameters.

In each instant of the true satellite’s trajectory, a best fitting
ellipse can be defined. This ellipse is called an osculating
ellipse and is tangent to the true trajectory at the satellite’s
position. Both trajectories, then, include the satellite’s position
and have identical vectorial velocity. The true (perturbed)
trajectory can be considered the envelope of the osculating
ellipses.

Fig. 8. The true orbit (in bold) can be approximated by osculating ellipses
(in thin line). Presented in [8].

B. Data model

Although the information available is similar qualitatively,
the models are very different from those applicable to the air-
craft’s situation, since the signal’s path in the satellite’s case is
not similar to the path traveled in the aircraft’s case. Moreover,
a satellite’s orbit is completely different from the aircraft’s
trajectory. Note that in the context of satellite localization,
the referential traditionally used is not Earth-Centered Earth-
Fixed, but a global reference frame. The ground station moves
as the Earth rotates and its state is relevant for BTO and BFO
calculation.



1) Satellite’s BTO model: The satellite’s signal has a dif-
ferent round trip than the aircraft’s (from the ground station to
the satellite and back), which means the term’s computation
will be different, but the term itself is still important. The
satellite doesn’t have a nominal position, since there is no relay
satellite through which the message is passed. The satellite’s
data units will still impart a delay when receiving messages.
The anomaly term in (11) is relative to specific messages sent
by the aircraft, so it’s assumed that this term makes no sense
for the satellite-ground station communications scenario.

Taking this into account, the resulting BTO model to be
applied to the satellite is

hBTOk (sk, gsk) = T (sk, gsk) + T channel + wBTOk , (41)

where gsk is the ground station’s state. In this context, the
round trip delay will only depend on the satellite’s state
relative to the ground station’s

T (sk, gsk) =
2

c
d(s→gs). (42)

Here c is the speed of the electromagnetic signal and
ds−>gs is the distance between the satellite and the ground
station. T channel is a calibration term that depends on the
communications channel used. Lastly, wBTOk is a zero mean
scalar noise process and its parameters must be determined
empirically.

2) Satellite’s BFO model: The satellite sends a signal with
information about itself directly to the ground station. As
it’s not rellaying someone else’s message, it does not apply
a frequency translation. The ground station still applies an
automatic compensation and the signal’s carrier frequency still
depends on the satellite’s oscillator. Taking this into account,
a new model for BFO measurements is

hBFOk (sk, gsk) = ∆F downk (sk, gsk) + δfAFCk (sk, gsk)+
δf biask (sk) + wBFOk ,

(43)
where δfAFCk (sk, gsk) is the automatic compensation applied
by the ground station, δf biask (sk) is a bias term due to errors
in the satellite’s oscillator and data processing unit and wBFOk

is a zero mean scalar noise process and its parameters must
be determined empirically. ∆F downk (sk, gsk) represents the
Doppler shift apllied to the signal. Mathematically, it is easier
to describe the system in an Earth centered inertial frame. As
such, the satellite’s velocity, as well as the ground station’s
velocity, will influence the BFO computation.

C. Localization technique

The implementation proposed in this work is that of a
simple elliptical orbit, considering an Earth-Centered Inertial
reference frame. Thesatellite orbits implemented are elliptical
and their parameters can be changed as necessary. It is
important to note that some simplifications were used in this
work. The problem at hand was assumed to be a two-body
problem, external perturbations were not considered, and it
was assumed that satellite messages could always be received
by the ground station following a straight path.

The orbit is defined by its center point, its semi-major axis,
its eccentricity, and the three orbital angles. The satellite’s
position is, first, computed in two dimensions in a horizontal
orbital plane. The bidimensional coordinates are converted to
three dimensions as explained in section V-A.

Localization uses a particle filter with the satellite orbit
model to predict each particle’s next position and the metadata
information to assess its likelihood. The particle’s initialization
is crucial for this method to work. It is assumed that an initial
position for the satellite is known, as well as the satellite’s
BTO and BFO at said position and the orbit parameters.
Particles are initialized in orbits with the assumed semi-major
axis, eccentricity, and center. Using the notation such that Ω,
ι and ω are the true orbit’s angles and Ω′, ι′ and ω′ are a
particle’s orbit angles,

Ω′ = Ω± 5◦,
ι′ = ι± 5◦,
ω′ = ω ± 5◦.

Each particle’s position is then updated in its orbit, ac-
cording to the specified time interval, using Kepler’s laws,
as described in section V-A.

After the update step, each particle’s BTO and BFO are
calculated and compared to the true satellite’s BTO and BFO.
A particle’s likelihood is calculated with the same method
used in [1]. However, since the computations are different
from the ones applicable to aircraft, the standard deviations
of the Gaussian distributions had to be changed. The values
used were empirically selected, based on results analysis. The
standard deviation for the BFO was kept (at 7Hz), while the
standard deviation for the BTO was changed to 0.01 since the
BTO computations were around that order of magnitude. To
prevent total particle elimination, new particles are sampled
around the surviving particles.

D. Results

The experiments’ initialization was maintained throughout.
Particles were created around an initial satellite position and
resampled until an acceptable number of particles had a
likelihood equal or greater than 90% (for this, 1000 particles
were considered acceptable).

Experiments were performed for different time intervals
between messages and different orbital periods. For an orbital
period of 2.7 hours, and messages sent in 1-hour intervals,
particles were shown to follow the satellite with an accuracy
up to the hundreds of meters, but as far as the hundreds of
kilometers, with a likelihood above 90%. One realization can
be seen in figure 9, showing a 15-hour simulation of the orbit.
The maximum distance between a particle and the satellite
during the experiment was 473620.0m, and the minimum was
870.9m.

Multiple experiments were performed with said specifica-
tions, as well as similar ones, such as orbital periods between
1 and 5 hours (the interval between messages was kept at 1
hour), achieving simillar results.



Fig. 9. Representation of a 15h orbit. The ground station (blue) follows the
Earth’s rotation while the satellite (red) and particles (green) move according
to the specified orbit.

An interval between messages of 10 minutes was used
for test purposes, the idea being that closer measurements
would make tracking more accurate. The results achieved
show that the distance between the particles and the satellite
barely changed as the experiment went on. The distance to the
true satellite position were still within the same range. The
only visible difference noticed using this sampling interval, as
opposed to the larger interval, was that the number of particles
that survived between measurements increased.

Fig. 10. Experiment performed for 180min. Particles (green) can be seen to
follow the true satellite (red) as the ground station (blue) follows the Earth’s
rotation.

VI. CONCLUSION

We consider the result of this work to be positive, as we
were able to track the satellite within what we consider accept-
able ranges. However, it’s important to note that the accuracy
achieved is not close to traditional localization methods. We
believe that with some refinement of the filter parameters and
better metadata models based on real-life data, this method
could be improved.

Given the simpler orbital model and the simplifications
used in the satellite case, we conclude that this localization
method could be used to successfully track a satellite, should
traditional localization methods fail. However, it needs to be
further developed to achieve better accuracy. This method
proved to be much less computationally heavy than when
applied to the aircraft case. The more predictable orbit reduces
the ammount of particles needed from hundreds of millions to
hundreds.

VII. FUTURE WORK

With the work developed, it is possible to implement a basic
localization algorithm applied to a satellite context.

Cooperating with the INFANTE project it would be possible
to implement the desired orbit model, generate test data and
assess the validity of this model for this specific satellite
application.

The orbit model must be improved to be closer to the
real satellite orbit, as the model provided is too simplistic.
Moreover, the data model must be developed in cooperation
with the INFANTE project, as the signal’s modulation changes
the metadata parameters. The models were kept simple for
validation purposes, as there isn’t enough data available con-
cerning the INFANTE project’s plans, as little information was
shared.

With better data models, the algorithm could be tailored to
better suit the information available and possibly significantly
improving its accuracy.

Moreover, with real data, it is possible to adapt the algorithm
to calculate the orbit parameters that best fit the predicted
trajectory. This would be a way to adapt to the external forces
that were disregarded in the work presented.
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