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Resumo

A crescente instabilidade dos padrões climáticos põe em causa a disponibilidade de água potável,

tornando-se cada vez mais importante a realização de uma gestão mais eficiente dos recursos hı́dricos

actuais e futuros. O Projecto WISDom - Sistema Inteligente de Dados de Água, tem como objectivo o

desenvolvimento de algoritmos e modelos que permitam extrair informação relevante dos dados recol-

hidos, apoiando Entidades Gestoras de Água na tomada de decisões. No âmbito deste projecto, o

presente estudo tem como objectivos caracterizar, modelar e prever o caudal à entrada de Zonas de

Monitorização e Controlo (ZMC). Descrevemos e comparamos vários modelos para prever a procura de

água, nomeadamente, consideramos os modelos integrados mistos autoregressivos e médias móveis

multiplicativos (SARIMA), os modelos aditivos generalizados e redes neurais artificiais (RNA). Os mod-

elos são avaliados com base no Erro Absoluto Médio (MAE - Mean Absolute Error) e no Erro Escalado

Absoluto Médio (MASE - Mean Absolute Scaled Error). Os resultados mostram que as RNA conseguem

superar os outros métodos considerados. Demonstramos que ao lidar com dados de caudal, as RNA

são capazes de ajustar bem os dados e fornecer boas previsões sem dependerem da inclusão de

variáveis climatéricas no modelo.

Adicionalmente, é feita uma análise exploratória de dados de facturação de água provenientes de uma

região do Sul de Portugal. Esta análise tem como objectivo o melhoramento da gestão de recursos as-

sim como o estudo do impacto do envelhecimento do parque de contadores na qualidade das leituras.

Palavras-chave: Dados de Telemetria, Dados de Facturação de Consumo de Água, Pre-

visão da Procura de Água, Modelos SARIMA, Modelos Aditivos Generalizados, Redes Neuronais Artifi-

ciais
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Abstract

The growing instability of the weather patterns threats the availability of potable water, becoming in-

creasingly more important the realisation of an efficient management of current and future supplies. The

WISDom (Water Intelligence System Data) Project aims at the development of algorithms and models

that allow the extraction of knowledge from the data, supporting the water utility in the decision-making.

In the context of this project, the present study is aimed at characterizing, modelling and forecasting

water flow demand measured at the entry of District Metered Areas (DMA). We describe and compare

a series of predictive models for forecasting hourly water demand, namely, we have considered Sea-

sonal Autoregressive Integrated Moving Average (SARIMA) Models, Generalized Additive Models and

Artificial Neural Networks (ANNs). Models are evaluated based on the Mean Absolute Error (MAE) and

Mean Absolute Scaled Error (MASE). The results show that ANNs can outperform all other methods.

We demonstrate that by using time series water flow data, ANN models can provide excellent fit and

forecasts without reliance upon the explicit inclusion of climate factors.

In addition, an exploratory analysis of water billing data from a southern region of Portugal is done. This

analysis aims at improving resource management as well as studying the impact of an ageing meter

park on readings’ quality.

Keywords: Telemetry, Water Consumption Billing Data, Water Demand Forecast, SARIMA

Models, Generalized Additive Models, Artificial Neural Networks
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Chapter 1

Introduction

1.1 Motivation

Water is a vital resource no matter where in the world we live. Fresh water is not only indispensable

for human nourishment but also an important primary product for industrial and agricultural production.

However, fresh water is a limited, sometimes even scarce, resource and rapid global changes, such as

population growth, economic development, migration and urbanization, are placing new strains on water

resources and on the infrastructure that supplies drinking water to citizens, businesses, industries and

institutions. The 2014 Climate Change Synthesis Report [36] posits with high confidence that climate

change is projected to reduce renewable surface water and groundwater resources and rural areas are

expected to experience major impacts on water availability and supply. Thus, an effective water demand

management and water quality control becomes increasingly important. Reducing water losses will

mitigate environmental problems, alleviating the stress on scarce water resources, and will increase the

revenues generated by private or municipal water utilities that can be invested in improving infrastructure.

Water losses can be either real losses or apparent losses. Real losses refers to physical losses, such as

leakages and overflows. Apparent losses are caused by revenue meter under-registration, water theft

and billing errors. The total volume of losses (real + apparent) is the difference between the system

input volume and the volume of authorised consumption [3]. In Portugal, municipalities are responsible

for providing water supply and sanitation services, either under direct management or indirectly through

concessions. The 2018 Water and Waste Services in Portugal Report [2], carried out by Regulatory

Authority for Water and Waste Services (ERSAR), states that Portuguese water utilities present rates of

water losses around 30%, which has direct implications in their economic, financial and environmental

sustainability. A sustainable management of these services needs the collection and the continuous

updating of a broad set of data which need to be treated for generating valuable and usable information

not only for the daily control, operation and management of the systems, but also for supporting the

current and future planning and management of the urban water infrastructures.
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1.2 Objectives

In this thesis we analyse two case studies on the subject of water resource management, one using

water flow data and the other using water billing data.

The first case study is inserted in the WISDom (Water Intelligence System Data) Project. This research

project aims at the development of algorithms and models that allow to extract knowledge from the data,

supporting the water utilities in the decision-making and, thus, improving the management of its sys-

tems by reducing water losses and ensuring the provision of drinking water in quantity and quality. To

achieve that purpose, the project is carried out by a multidisciplinary team in association with public

water utilities of different sizes and features that provide the necessary data. In this thesis, we focus on

data provided by Beja EMAS, which is a public company, owned by the Municipality of Beja (a city in the

Alentejo region, Portugal), that is responsible for water and sewage services. In particular, we analyse

flow data collected from a flow meter associated to a District Metered Area (DMA). A DMA is a specific

area, usually defined by the closure of valves, in which the quantities of water entering and leaving the

area are metered. The formation of DMAs makes it possible to divide a water distribution network into

small, isolated, and independent water distribution networks, constituting a good method for operational

management.

The main goal of this analysis is to develop hourly water demand prediction models at the network level

for assisting the utilities to cope with variable water consumption, due to climate changes and seasonal

variations. Additionally, the comparison between the predicted and the real flow measurements can help

pinpoint possible network failures (water leaks and pipe bursts) and enables water managers to deter-

mine optimal regulation and pumping schemes to supply the predicted demand, improving the energetic

efficiency ([19]). Two types of models will be implemented: models that only consider historical data of

water demand and models that also include external variables. For the first case, we considered Sea-

sonal Autoregressive Integrated Moving Average (SARIMA) models, a classical time series model widely

used. For the second type of models, we considered Generalized Additive Models (GAMs) and Artificial

Neural Network (ANN) models. GAMs are known to be a flexible and effective technique for conducting

nonlinear regression analysis in time-series and have been used to model and forecast electrical load

([38]). ANN models have been shown to be an effective approach for analysing a variety of nonlinear

time series events, including water demand forecasting, which makes them valuable and more attrac-

tive for forecasting purposes than the traditional linear methods ([51]). In the case of the models that

allow the inclusion of external variables, understanding the underlying variables that motivate dissimilar

demand consumption behaviours might be essential in forecasting consumption. Due to the difficulties

in obtaining hourly climate variables, we will only consider past lags of the time series and variables

regarding the seasonality in the data.

The second case study focus on the analysis of water billing data collected over the period 2011-2018

and provided by a water utility located in the southern region of Portugal. Currently most water providers

use customer billing data to determine charges, collect revenue, monitor system wide use, and conduct

cost of service analyses, yet they can learn much about their customers simply by analysing and track-

2



ing the water bill data at the customer level. This type of data offer a valuable tool, one that is readily

available to water utilities, that can facilitate a new understanding of customer water use, inform water

management decisions, and develop more effective means of communicating service-related messages

to targeted groups of customers. In this thesis, we will conduct an exploratory analysis to deepen our

knowledge regarding the region in study, namely, to understand the consumption habits and existent

consumption categories and to characterise the water meter park. Assessing the intrinsic error of the

water meter park on a regular basis is important to assure a performing management of the water dis-

tribution system. This way, the utility can formulate a repair/replacement strategy for the meters, then

keeping the costumer meter population at an overall high level of accuracy which leads to a decreasing

of the water volume lost due to water meter measuring errors and the resulting economical repercus-

sions. Hence, we will give special attention to the analysis of the water meter park characteristics and

its performance.

1.3 Thesis Outline

This dissertation is structured in the following way. The current chapter serves the purpose of introduc-

ing the topic at hand, and presenting the motivation and goals of our work. In Chapter 2, the state of

the art regarding models and procedures is presented. Chapter 3 is devoted to the description of the

methodology that backs up our analysis used in Case Study 1. Chapter 4 begins with an exploratory

analysis of our data regarding Case Study 1, and presents the work developed towards modelling the

data, the forecast results obtained and their analysis. Chapter 5 concerns to Case Study 2, where an

exploratory analysis and respective conclusions are presented. Finally, Chapter 6 outlines the conclu-

sions and achievements drawn from our work, as well as suggestions to future work that can improve

and extend our analysis.
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Chapter 2

State-of-the-art

The most important factor in planning and operating a water distribution system is satisfying consumer

demand. This means continually providing users with quality water in adequate volumes at reasonable

pressure, and so ensuring a reliable water distribution system. Long-term forecasting is required mainly

for planning and design; while short-term forecasting is useful in operation and management. As men-

tioned by Bougadis et al. [8], short-term demand projections help water managers make better informed

water management decisions when balancing the needs of water supply, residential/industrial demands,

and stream flows for fish and other habitats. In addition, short-term demand forecasts help utilities plan

and manage water demands for near-term events (Jain and Ormsbee [24]).

Researchers have studied forecasting water demand for a variety of water distribution systems. Saleba

[43] classifies these studies into three major categories: end use, econometric, and time series fore-

casting. Time series forecasting, the most widely used approach, relies on the direct identification

of patterns existing in historical water demand data. Researchers have used regression, exponential

smoothing, autoregressive integrated moving averages (ARIMA), artificial neural networks (ANN), and

other approaches to model water demand. Several research studies have focused on the effect of socio-

economic, climatic, and physical properties on water consumption patterns across time and space. With

respect to socio-economical variables, it has been shown that variables like income, age, tenancy, and

level of education influence the degree of water consumption (Romano et al. [41], Martins and Fortunato

[33], Troy and Holloway [46], House-Peters et al. [21]). In the climatic variable end, temperature is the

more relevant because it directly influences multiple sources of water consumption such as showers,

water for gardens. But water consumers respond too to the occurrence of rainfall and other climate

variables (Martins and Fortunato [33], An et al. [4], Maidment and Miaou [31], Arbués et al. [5], Gato

et al. [16]). However, other researchers have experimented with climatic parameters without worthwhile

improvement, speculating the effect of weather on water demand was indirectly included through au-

toregression of past water demand data (Jowitt and Xu [26]). Homwongs et al. [20] claim good water

demand forecasting accuracy “despite various unmodeled time-varying climatic variabilities.”

In the context of water demand forecasting, various models and techniques were explored. Early works

addressed this question by using mainly traditional statistical models. In recent years, more sophisti-
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cated modelling techniques have been applied to this problem. Perhaps the most frequently adopted

methods for forecasting have been linear regression and time series analysis (Jain et al. [25]). In the

1980s, Perry [37] provided 24-h forecasts for the United Kingdom, modelling a periodic demand with a

Fourier series and residual demand with ARIMA. Maidment and Miaou [31] used an ARIMA approach

to model “weather-sensitive” and “weather-insensitive” demand separately for nine cities. Zhou et al.

[52] provided 24-h forecasts for Melbourne, Australia, using base and seasonal components, noting that

“models that consider the summer and winter months separately exhibited considerable improvement

over a single model.”

Researchers have noted the pattern of water demand is a nonstationary stochastic time series that

may include a trend in the mean, nonconstant variance, and discontinuities (Jowitt and Xu [26]). Re-

searchers have also noticed a strong similarity between water and electricity demand patterns, and the

approaches to forecasting demand of these utilities are similar (Perry [37]). Generalized Additive Mod-

els have been successfully used to model and forecast short-term electricity load. Pierrot and Goude

[38] applied Generalized Additive Models to electricity load hourly data, including meteorological data

as explanatory variables (temperature, cloud cover and wind speed). The models exhibited a good per-

formance in terms of prediction accuracy. Ba et al. [7] also used Generalized Additive Models to model

and forecast half-hourly load data. In the context of water demand forecasting, Marques [32] and Santos

[44] applied Generalized Linear Models to model and forecast daily outdoor and total consumption of

Portuguese homes based on their outdoor consumption profiles. Electrical system load often exhibits

nonlinear behaviour encouraging many researchers to develop nonlinear models such as ANN as an

alternative to traditional linear models such as multivariate linear regression (MLR) and ARIMA. Crom-

melynck et al. [11] used back propagation ANNs, probably for the first time, to model daily and hourly

water demand forecasts of some communities in Paris, France. They also compared the results from

the ANN models with those obtained from some statistical models. In their article, they concluded that

a comparison between statistical and ANN models, based on the tests conducted in their study, showed

that the ANN models offered performance at least comparable with that of the statistical models. Jain

et al. [25] and Jain and Ormsbee [24] compared the use of conventional methods versus artificial intel-

ligence techniques, such as ANN models, to forecast short-term water demand. In both studies, ANN

models consistently outperformed the conventional models, indicating that ANN models offer a better

mechanism for forecasting short-term water demand than the more traditional models. Ghiassi et al.

[17] used a dynamic artificial neural network to forecast urban water demand and compared the results

obtained with those of an ARIMA model and a traditional ANN model. Herrera et al. [19] compared the

accuracy of different machine learning algorithms, including ANN models, to forecast hourly urban water

demand in a city in south-eastern Spain.
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Chapter 3

Methodology

In this Chapter we provide the theoretical background applied throughout this thesis. We start by pre-

senting some formal definitions of time series and related concepts in Section 3.1. Our goal is to describe

and predict total water consumption values per hour using different kinds of models and compare their

performance. Therefore, in Section 3.2 we describe the standard procedures for model building, valida-

tion and forecast of the classical time series models. In Section 3.3, we introduce Generalized Additive

Models and in Section 3.4 we study Artificial Neural Networks Models. Finally, Section 3.5 concerns to

time series imputation, a method used to handle missing values in time series.

3.1 Basic Concepts

Ordinarily, a time series is defined as some quantity that is measured sequentially in time over some

interval. One defining characteristic of a time series is that its observations are dependent or correlated,

and the order of the observations is therefore important (Wei [48]). This correlation, introduced by the

sampling of adjacent points in time, restricts the applicability of statistical procedures and techniques

that rely on independence assumption and therefore different methods are needed (Wei [48]).

Definition 1. A stochastic process {Xt; t ∈ T} is a collection of random variables defined on some

probability space. The index t is often interpreted as time and, as a result, Xt is referred to as the state

of the process at time t. When the index set T is countable, {Xt; t ∈ T} is called a discrete-time process.

If T is continuous, the stochastic process is said to be a continuous-time process.

A time series consists of a set of recordings {x1, x2, . . .} of a random variable Xt arranged in the or-

der they were collected over a certain period of time. Thus, we can look at a time series as a realization

of a certain stochastic process. The remainder of this text will concern discrete-time time series only.

One simple method of describing a time series is the so-called Classical Decomposition Model (Brock-

well and Davis [9])

Xt = mt + st + εt, (3.1)
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where mt is the trend component, st is the seasonal component with known period d, and εt is the

random noise component. One first approach is to estimate and extract the deterministic components,

mt and st, in the hope that the noise component, εt, will turn out to be a stationary time series. We can

then use the theory of stationary processes to find a satisfactory probabilistic model for εt and to use it

in conjunction with mt and st for purposes of prediction and simulation of {Xt}. An alternative approach,

developed by Box and Jenkins, consists in differencing the data until a stationary time series is achieved

(Brockwell and Davis [9]). This procedure will be discussed in detail in Section 3.1.4.

Before we define stationarity, we provide some basic definitions for a given real-valued time series

{Xt; t ∈ Z}.

Definition 2. The mean function of {Xt} is defined as µX(t) = E(Xt).

Definition 3. The variance function of {Xt} is defined as σ2
X(t) = E[(Xt − µX(t))2].

Definition 4. The covariance function between {Xr} and {Xs} is given by γX(r, s) = Cov(Xr, Xs) =

E[(Xr − µX(r))(Xs − µX(s))], r, s ∈ Z.

Definition 5. The correlation function between {Xr} and {Xs} is given by ρX(r, s) = Corr(Xr, Xs) =

γX(r,s)√
σ2
X(r)
√
σ2
X(s)

, r, s ∈ Z.

3.1.1 Stationarity

In the most intuitive sense, stationarity means that the statistical properties of a process generating

a time series do not change over time. The concept of stationarity is crucial in time series analysis

because the way stationary processes change is predictable. Several different notions of stationarity

have been suggested.

Definition 6. A time series {Xt; t ∈ Z} is said to be strictly stationary if for all k = 1, 2, . . ., all time points

t1, . . . , tk, all numbers c1, c2, . . . , ck and all lags h = 0,±1,±2, . . . verifies the following condition

P (Xt1 ≤ c1, Xt2 ≤ c2, . . . , Xtk ≤ ck) = P (Xt1+h ≤ c1, Xt2+h ≤ c2, . . . , Xtk+h ≤ ck). (3.2)

What Definition 6 claims is that the joint behaviour of a time series depends only on the time lag h,

and not on the point in time. An example of a strictly stationary process is a sequence of independent

identically distributed (i.i.d.) random variables. However, this version of stationarity is too strong for most

applications. Thus, in time series analysis, it is used a milder version that imposes conditions only on

the first two moments of the series.

Definition 7. A time series {Xt; t ∈ Z} is called weakly stationary if the mean value function, µX(t), is

constant and does not depend on time t, the variance function, σ2
X(t), is finite for all t, and the covariance

function, γX(t+ h, t), is independent of time t for each lag h.

Note that a strictly stationary, finite variance, time series is also weakly stationary. The converse is

not true unless there are further conditions. Henceforth, we will use the term stationary to mean weak

stationarity.
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3.1.2 Autocovariance, Autocorrelation and Partial Autocorrelation functions

For this Section we will only consider the case of a weakly stationary time series {Xt; t ∈ Z} with mean

E(Xt) = µ and variance σ2. The autocovariance and autocorrelation functions, as the name suggests,

provide the covariance and the correlation of the time series with itself at pairs of time points.

Definition 8. The autocovariance function (ACVF) of {Xt; t ∈ Z} at lag h is defined as

γX(h) = γX(t+ h, t) = Cov(Xt+h, Xt) = E[(Xt+h − µ)(Xt − µ)]. (3.3)

The ACVF of a stationary time series has several useful properties, namely that γX(0) = Cov(Xt, Xt) =

E[(Xt − µ)2] = σ2. Since the ACVF is sensitive to the units in which the observations are measured, it

is also used the autocorrelation function.

Definition 9. The autocorrelation function (ACF) of {Xt; t ∈ Z} at lag h is defined as

ρX(h) = ρX(t+ h, t) = Corr(Xt+h, Xt) =
γX(t+ h, t)√

σ2
√
σ2

=
γX(h)

γX(0)
. (3.4)

For a stationary time series, the ACVF and the ACF have the following properties:

1. ρX(0) = 1.

2. |γX(h)| ≤ γX(0), and consequently |ρX(h)| ≤ 1,∀h ∈ Z.

3. γX(h) = γX(−h) and ρX(h) = ρX(−h),∀h ∈ Z. This arises from the fact that Xt is positioned

at a distance h from both Xt+h and Xt. Given this symmetry, the ACF is often plotted only for

non-negative lags.

Besides the ACVF and ACF, there is the Partial Autocorrelation Function (PACF), {φhh;h ∈ N0}, which

measures the correlation between Xt and Xt+h after their mutual linear dependency on the intervening

variables Xt+1, Xt+2, . . . , Xt+h−1 has been removed (Wei [48]). For a zero-mean stationary time series,

the h-order PACF coefficient, φhh, can be obtained by solving the following linear regression model

Xt+h = φh1Xt+h−1 + φh2Xt+h−2 + . . .+ φhhXt + εt+h, (3.5)

where {εt : t ∈ Z} iid∼ Normal(0, σ2
ε ) and εt+h ⊥⊥ {Xt+h−j : j ≥ 1}. The detailed descriptions of the

methods for finding the Partial Autocorrelations are present in Pires [39] and Wei [48].

All the functions mentioned so far are used to measure the level of association between two instants

of the same time series. We can extend these concepts and obtain methods to measure the associ-

ation between two time series. The Cross-Covariance and Cross-Correlation functions are useful to

understand the strength and direction of the correlation between two time series (Wei [48]). Consider

two finite-variance time series Xt and Yt with means µX and µY respectively. The Cross-Covariance
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Function between these time series is given by

γXY (s, t) = E[(Xs − µXs)(Yt − µYt)]. (3.6)

The Cross-Correlation Function (CCF) is calculated by the following formula

ρXY (s, t) =
γXY (s, t)√

γX(s, s)γY (t, t)
. (3.7)

Unlike what happens with the ACVF, the cross-covariance function is not symmetric since

γXY (k) = E[(Xt − µX)(Yt+k − µY )] = E[(Yt+k−µY )(Xt − µX)] = γY X(−k). (3.8)

As a consequence, the CCF is not symmetric either, and both positive and negative lags must be plotted

(Wei [48]).

3.1.3 White Noise

A process X = {Xt : t ∈ Z} is called a white noise process, and we write X ∼ WN(µ, σ2), if it is a

sequence of uncorrelated random variables with mean µ, finite variance σ2 and γX(t, t + h) = 0, for all

h 6= 0. The ACF and PACF of this process are given by the two expressions in 3.9.

ρh =

1, h = 0

0, h 6= 0

and φhh =

1, h = 0

0, h 6= 0

. (3.9)

The concept of White Noise plays an important role when it comes to modelling the random component

in time series. Ideally, the series of errors from a time series forecast model should be white noise,

meaning that the chosen model had successfully captured the underlying process and explained any

form of correlation, only leaving errors which are completely random.

3.1.4 Differencing

More often than not the collected data will not present a stationary behaviour, namely will not have con-

stant mean. In order to obtain a stationary time series, to which we can then apply the classical time

series models, it may sometimes be necessary to apply a preliminary transformation to the data. A

popular way to stabilize the mean was introduced by Box and Jenkins and consists in applying differ-

encing operators repeatedly to the series {Xt} until the differenced observations resemble a realization

of some stationary time series {Wt}. Afterwards, one can use the theory of stationary processes for the

modelling, analysis, and prediction of {Wt} and hence of the original process (Brockwell and Davis [9]).

The lag-1 difference operator ∇ is defined as

∇Xt = Xt −Xt−1 = (1−B)Xt (3.10)
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where B is the backward shift operator, defined as BXt = Xt−1. Powers of the operators B and

∇ are defined as Bk(Xt) = Xt−k and ∇k(Xt) = ∇(∇k−1(Xt)), k ≥ 1, with ∇0(Xt) = Xt. If the

operator ∇ is applied to a linear trend function mt = c0 + c1t, then we obtain the constant function

∇mt = mt−mt−1 = (c0 + c1t)− (c0 + c1(t− 1)) = c1. According to Brockwell and Davis [9], the operator

∇k is capable of reducing any polynomial trend of degree k to a constant. These considerations suggest

that it is possible to find the stationary realization of any process Xt, through the repeated application of

operator ∇.

3.1.5 Variance Stabilizing Transformations

In practice, differencing may not solve all stationarity problems since many time series are also not

stationary in variance. These can be transformed in stationary time series using the proper techniques.

A general class of variance-stabilizing transformations, namely the Box-Cox transformation, could be

applied, with defining equation

Tλ(Xt) =


Xλt −1
λ , λ 6= 0

ln(Xt), λ = 0

(3.11)

where Xt is a positive time series and Tλ(Xt) is called the transformed series. In the case of a non-

positive time series, a positive constant can be added to the series. Usually λ takes values in the interval

[−1, 1]. To find its optimal value, one can evaluate the residual mean square error on a series of λ values.

Specific values of λ produce some well known transformations. For a value of λ = −1 this produces the

multiplicative inverse of its argument, λ = 0.5 applies the square root, and a value of λ = 1 makes for

the identity function.

3.2 Time Series Models

In this Section we introduce some of the classical models in time series analysis. In this work, these

models are used for predicting or forecasting the future behaviour of variables of our interest. Therefore,

we also discuss model building, diagnostic and forecast techniques.

Autoregressive Processes

Autoregressive models are based on the idea that the current value of the series, {Xt : t ∈ Z}, can be

explained as a function of p past values, Xt−1, Xt−2, . . . , Xt−p, where p determines the number of steps

into the past needed to forecast the current value. An autoregressive process of order p ∈ N, written

{Xt : t ∈ Z} ∼ AR(p), is of the form

Xt = φ1Xt−1 + . . .+ φpXt−p + εt =

p∑
j=1

φjXt−j + εt, t ∈ Z, (3.12)
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where {εt, t ∈ Z} ∼WN(0, σ2
ε ) and φ1, . . . , φp are constants, with φp 6= 0.

An alternative way to write this model makes uses of the backward shift operator in the form of

φp(B)Xt = εt, t ∈ Z, (3.13)

where φp(B) = 1 − φ1B − φ2B2 − . . . − φpBp denotes the autoregressive polynomial. A time series is

stationary if and only if the autoregressive polynomial has no roots inside the unit circle, and invertible if

it has an autoregressive representation.

Moving Average Processes

The moving average model assumes that the observed data can be modelled as a linear combination

of the previous and current values of the white noise component. A moving average process of order

q ∈ N, often abbreviated to {Xt : t ∈ Z} ∼ MA(q), is of the form

Xt = εt − θ1εt−1 − . . .− θqεt−q = εt −
q∑
j=1

θjεt−j , t ∈ Z, (3.14)

where {εt, t ∈ Z} ∼WN(0, σ2
ε ) and θ1, . . . , θq are constants.

Another way to write this model is in the form of

Xt = θq(B)εt, t ∈ Z, (3.15)

with θq(B) defined to be θq(B) = 1− θ1B − θ2B2 − . . .− θqBq.

A time series with MA(q) representation is stationary if θq(B) =
∑∞
j=0 |θj | <∞, and invertible if the roots

of θq(B) lie outside of the unit circle.

Autoregressive Moving Average Processes

An autoregressive moving average process combines the two previous models, in the sense that it has

as predictors both lagged values of the time series and also lagged errors. An autoregressive moving

average process of orders p and q, ARMA(p, q), has the following representation

Xt = φ1Xt−1 + . . .+ φpXt−p + εt − θ1εt−1 − . . .− εt−q, t ∈ Z, (3.16)

where {εt, t ∈ Z} ∼WN(0, σ2
ε ).

Using the backward shift operator, this model can be written in the form

φp(B)Xt = θq(B)εt, t ∈ Z, (3.17)

where the polynomials φp(B) = 1− φ1B − φ2B2 − . . .− φpBp and θq(B) = 1− θ1B − θ2B2 − . . .− θqBq

have no roots in common. When q = 0 the model is called an autoregressive model of order p, AR(p),

and when p = 0 the model is called a moving average model of order q, MA(q). A time series with
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ARMA(p, q) representation is stationary if and only if the roots of φp(B) lie outside of the unit circle, and

invertible if and only if the roots of θq(B) lie outside the unit circle.

Autoregressive Integrated Moving Average Processes

So far, all the models presented are only applied for stationary time series. This class of models is an

extension of the ARMA models that can be applied to non-stationary time series. A process Xt is said

to be an ARIMA process of orders p, d > 0, q ∈ N, {Xt : t ∈ Z} ∼ ARIMA(p, d, q), if, for every t ∈ Z,

φ(B)(1−B)dXt = α+ θ(B)εt, (3.18)

where α is a real constant, {εt, t ∈ Z} ∼ WN(0, σ2
ε ) and the polynomials φp(B) = 1 − φ1B − φ2B2 −

. . .− φpBp and θq(B) = 1− θ1B − θ2B2 − . . .− θqBq have no common roots.

Another way to define an ARIMA process is stating that {Xt : t ∈ Z} ∼ ARIMA(p, d, q) if, for every t ∈ Z,

∇dXt = (1−B)dXt is an ARMA(p, q) process. In essence, ARIMA processes can be reduced to ARMA

processes when differenced finitely many times.

Seasonal Autoregressive Integrated Moving Average Processes

This class of models is a generalization of the ARMA models that accounts for the influence of a sea-

sonal component S. A process Xt is said to be a multiplicative seasonal autoregressive integrated

moving average process, {Xt : t ∈ Z} ∼ SARIMA(p, d, q)× (P,D,Q)S , if, for every t ∈ Z,

ΦP (BS)φp(B)(1−BS)D(1−B)dXt = ΘQ(BS)θq(B)εt, (3.19)

where {εt, t ∈ Z} ∼ WN(0, σ2
ε ), φp(B) and θq(B) are the regular autoregressive and moving average

polynomials, and ΦP (BS) and ΘQ(BS) are their seasonal counterparts. Each pair of polynomials should

have no common roots and no roots inside the unit circle.

3.2.1 Model Building

In time series analysis, the most crucial steps are to identify and build a model based on the available

data. Model identification refers to the methodology in identifying the required transformations, such as

differencing transformations, and the proper orders of p and q for the model. The necessary steps to

properly define a model for the time series {Xt, t ∈ Z} given the observations {Xt, t = 1, . . . , n} are

described by Wei [48] as follows:

1. Plot the time series and choose suitable transformations. Through examination of the plot it is

possible to get a sense of the presence or absence of features such as trend, seasonality, outliers,

nonconstant variances and other non-stationarity issues. If the data hints at non-stationarity it is

necessary to apply proper transformations in order to make the time series stationary. The first

thing to do is to apply a variance-stabilizing transformation, such as the Box-Cox transformation,

and then check if the resulting time series is stationary or not. If not, it indicates that the mean
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should be stabilized too by removing the trend and seasonality, if any, through differencing.

• The seasonal backward shift operator with period S of order D, (1−BS)D, should be used to

eliminate seasonalities of period S.

• The simple backward shift operator of order d, (1 − B)d, should be used to remove trends

without a seasonal component.

2. Compute and examine the sample ACF and PACF to confirm no further differencing is required. If

the sample ACF decays very slowly and the sample PACF cuts off after lag 1, then it indicates that

first differences should be applied.

3. Once the data is stationary, re-compute the sample ACF and PACF of the properly transformed

series in order to select the appropriate values for the orders p, q, P and Q. The orders P

and Q should be selected by analysing the values of ACF and PACF at lags that are multiple

of S (S, 2S, 3S, . . .), whereas p and q should be selected by analysing the values of ACF and PACF

at lags 1, 2, . . . , S − 1. The following table can be used as a guide (Wei [48]).

Process ACF PACF

AR(p)
Tails off as exponential decay

or damped sine wave
Cuts off after lag p

MA(q) Cuts off after lag q
Tails off as exponential decay

or damped sine wave

ARMA(p,q) Tails off after lag (q-p) Tails off after lag (p-q)

Table 3.1: Characteristics of theoretical ACF and PACF for stationary processes.

4. For ARIMA models, test the significance of the deterministic trend term α when d > 0. If there is

reason to believe that the differenced series contains a deterministic trend mean, we can test for

its inclusion by comparing the sample mean W of the differenced series Wt = (1−B)dXt with its

approximate standard error SW .

5. The next step in the model-building process is to assess model adequacy by checking whether

the model verifies all the assumptions through examination of the residual series. If the model is

appropriate, then the residual series should satisfy the following properties.

• The errors should be normally distributed. This can be assessed through a comparison of

the histogram of the standardised residuals ε̂t
σ̂ε

with the standard normal distribution using the

chi-square goodness of fit test or a QQ-plot.

• The variance of the residuals should be constant. This can be verified through examination

of the plot of the residuals or performing a Kwiatkowski–Phillips–Schmidt–Shin (KPSS) Test.

• The residuals should be zero-mean white noise. This can be checked by analysing the sample

ACF and PACF plots of the residuals and see if they present any visible pattern or a statisti-
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cally significant lag. Additionally, it can be performed a portmanteau test like the Ljung-Box

test.

If the stated properties are not satisfied it means that there is information left in the residuals that

should be used in computing forecasts. In this case, we should go back to step 3 and find a more

appropriate model that fits the data.

Commonly this procedure results in more than one model, since several models may adequately rep-

resent a given data set. When there are multiple adequate models, the selection criterion is normally

based on summary statistics from residuals computed from a fitted model or on forecast errors cal-

culated from the out-sample forecasts. Criteria based on out-sample forecast errors are discussed in

Section 3.2.3.

The Akaike Information Criterion (AIC) is given by

AIC = −2ln(L) + 2k, (3.20)

where k is the number of parameters in the model and L is the likelihood of the fitted model. Since

the AIC tends to overestimate the order of the autoregression , Akaike (1978, 1979) has developed

a Bayesian extension of the minimum AIC procedure, called the Bayesian Information Criterion (BIC),

which takes the form

BIC = nln(σ̂2
ε̂ )− (n− k)ln

(
1− k

n

)
+ kln(n) + kln

[(
σ2
Z

σ2
ε̂

− 1

)
/k

]
, (3.21)

where k is the number of parameters in the model, L is the likelihood of the fitted model, n is the number

of observations, and σ2
Z and σ2

ε̂ represent the sample variance of the time series and residual estimates,

respectively. Both AIC and BIC aim to summarise the balance between the goodness of fit and the

number of parameters in the model, and should be minimized.

3.2.2 Forecast

One of the main goals in time series analysis is to forecast the future values of the time series. In fore-

casting, the objective is to produce an optimum forecast that has no error or as little error as possible.

In this Section we describe, according to Wei [48], the minimum mean square error forecasts for a time

series following the stationary and non-stationary time series models introduced previously.

Stationary Time Series

To derive the minimum mean square error forecast, we start by considering the ARMA model given by

φ(B)Xt = θ(B)εt. (3.22)
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Because this model is stationary, we can rewrite it in a moving average representation

Xt = ψ(B)εt = εt + ψ1εt−1 + ψ2εt−2 + . . . (3.23)

where

ψ(B) =
θ(B)

φ(B)
=

∞∑
j=0

ψjB
j (3.24)

and ψ0 = 1. For t = n+ h, we can write equation 3.23 as

Xn+h =

∞∑
j=0

ψjεn+h−j . (3.25)

Suppose that at time t = n, we have the observations Xn, Xn−1, Xn−2, . . . and wish to forecast h-step

ahead of future value Xn+h as a linear combination of the observations Xn, Xn−1, Xn−2, . . .. Since Xt,

for t = n, n−1, n−2, . . ., can all be written in the form 3.23, we can let the minimum square error forecast

X̂n(h) of Xn+h be

X̂n(h) = ψ∗hεn + ψ∗h+1εn−1 + ψ∗h+2εn−2 + . . . . (3.26)

The goal is to find the ψ∗j that minimize the mean square error of equation 3.26, given by

E
[
Xn+h − X̂n(h)

]2
= σ2

ε

h−1∑
j=0

ψ2
j + σ2

ε

∞∑
j=0

[
ψh+j − ψ∗h+j

]2
. (3.27)

The solution to this problem is to have ψ∗h+j = ψh+j . Hence,

X̂n(h) = ψhεn + ψh+1εn−1 + ψh+2εn−2 + . . . . (3.28)

Due to the fact that {εt} is white noise we have that εn+h is independent of Xn, Xn−1, . . . for j > 0, and

for j ≤ 0, εn+h is deterministic, due to the moving average representation of {Xt}. Therefore,

E [εn+h|Xn, Xn−1, . . .] =

0, j > 0

εn+h, j ≤ 0

. (3.29)

Using equation 3.25 and the property in 3.29 we obtain

E [Xn+h|Xn, Xn−1, . . .] = ψhεn + ψn+1εn−1 + ψn+2εn−2 + . . . . (3.30)

Looking at equations 3.28 and 3.30 we see that the minimum square error forecast for Xn+h can be

given by its conditional expectation

X̂n(h) = E [Xn+h|Xn, Xn−1, . . .] . (3.31)
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The forecast error for Xn+h is

en(h) = Xn+h − X̂n(h) =

h−1∑
j=0

ψjεn+h−j . (3.32)

Since E[en(h)|Xt, t ≤ n] = 0, the forecast is unbiased with error variance

V ar(en(h)) = σ2
ε

h−1∑
j=0

ψ2
j . (3.33)

Considering this to be a normal process, the (1− α)× 100% forecast limits are given by

X̂n(h)±Nα/2σε

√√√√h−1∑
j=0

ψ2
j (3.34)

where α ∈ (0, 1), N is the standard normal random variable and Nα/2 is such that P (N > Nα/2) = α/2.

Non-stationary Time Series

Let us now consider the general non-stationary ARIMA(p, d, q) model with d 6= 0, i.e.,

φ(B)(1−B)dXt = θ(B)εt, (3.35)

where φ(B) is a stationary AR operator and θ(B) is an invertible MA operator.

Because Xt is invertible we can write equation 3.35 at time t+ h in a purely AR representation

π(B)Xt+h = εt+h, (3.36)

where

π(B) = 1−
∞∑
j=1

πjB
j =

φ(B)(1−B)d

θ(B)
. (3.37)

The h-step ahead forecast of Xn+h at the forecast origin n is given by

X̂n(h) = E [Xn+h|Xn, Xn−1, . . .] =

∞∑
j=1

π
(h)
j Xn−j+1, (3.38)

where π(h)
j =

∑h−1
i=0 πh−1+j−iφi, and its forecast error is

en(h) = Xn+h − X̂n(h) =

h−1∑
j=0

ψjεn+h−j , (3.39)

where the weights ψj can be calculated recursively from the πj weights as ψj =
∑j−1
i=0 πj − iψi, for

j = 1, . . . , h − 1. The forecast error is unbiased and we can obtain forecast confidence intervals using

the same reasoning as for the stationary processes. Taking notice the identical forecast error formulas

3.32 and 3.39, the results 3.31 through 3.34 described in the previous Subsection can also be applied

17



to non-stationary time series.

3.2.3 Forecast Accuracy Evaluation

A forecast error is the difference between an observed values and its forecast. Forecast accuracy can

be used to assess the quality of a model or, as mentioned before, to perform model selection. This is

done through direct comparison of the predicted values against the real observed values. We present

two measures to achieve this. Let {eXk (1) = Xk+1 − X̂k(1) : k = j + 1, j + 2, . . . , n − 1} be the 1-step

ahead forecast errors for the time series {Xt, t ∈ Z}.

The Mean Absolute Error (MAE) is the mean of the absolute prediction errors, and its defined as

MAE =
1

n− j

n−1∑
k=j

∣∣eXk (1)
∣∣ . (3.40)

When comparing forecast methods applied to a single time series, or to several time series with the

same units, the MAE is popular as it is easy to both understand and compute. However, this measure is

scale dependent. A scale-free version of the MAE is the Mean Absolute Percentage Error (MAPE), which

makes it more appropriate for comparing models from different data sets (Hyndman and Athanasopoulos

[22]).

MAPE =
1

n− j

n−1∑
k=j

∣∣∣∣eXk (1)

Xk+1

∣∣∣∣ . (3.41)

3.3 Generalized Additive Models

In this Section we follow the notes of Wood [49] to introduce a new class of models, the Generalized

Additive Models. In order to more easily understand Generalized Additive Models, let us first introduce

Generalized Linear Models.

3.3.1 Generalized Linear Models

According to Wood [49], the class of Generalized Linear Models (GLMs) is formed by the linear models

that allow for the response variable to have a different distribution, not just Normal distribution as in linear

regression models, from the exponential family. This includes distributions such as the Gamma, Binomial

and Poisson. Furthermore, GLMs relax the strict linearity assumption of linear models, by allowing for a

smooth monotonic ”link function” g of the response variable Y to vary linearly with the predictor variables

X1, . . . , Xp. A GLM has the basic structure

g(µi) = β0 + β1xi1 + . . .+ βpxip, i = 1, 2, . . . , n, (3.42)

where µi = E(Yi), β = (β0, . . . , βp) is the vector of unknown parameters and Yi are assumed to be

independent and identically distributed, following a distribution of the exponential family.
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3.3.2 Generalized Additive Models

The class of Generalized Additive Models (GAMs) expands on the GLMs by introducing smooth functions

of the covariates. Basically, a GAM is a GLM in which the linear predictor depends linearly on smooth

functions of predictor variables. The structure of a GAM, with smooth functions fi, i = 1, . . . , p, can be

written as

g(µi) = β0 + f1(x1) + . . .+ fp(xp). (3.43)

Representing smooth functions by regression splines

For simplicity, let us consider a linear model with one smooth function of one explanatory variable, xi,

for the response variable, yi,

yi = f(xi) + εi, (3.44)

such that εi
iid∼ N(0, σ2) and f is a smooth function. The goal is to estimate f and for that it needs to be

represented in such a way that Equation 3.44 becomes a linear model. This can be done by choosing

a basis, defining the space of functions of which f is an element. Taking (b1, . . . , bp) as the appropriate

basis functions we can represent f as

f(x) =

q∑
j=1

bj(x)βj , (3.45)

where q is the basis dimension and the βj coefficients are unknown parameters. With this representa-

tion, f is said to be modelled by regression splines. Substituting 3.45 into 3.44 clearly yields a linear

model. Some examples of smoothing basis b are the cubic splines, cyclic cubic regression splines and

p-splines.

Controlling the degree of smoothness

The degree of smoothness in a spline can be controlled by adding a penalty to the least square fitting

objective. Thus, the model can be fitted by minimizing

‖y −Xβ‖2 + λ

∫ 1

0

[f
′′
(x)]2dx, (3.46)

where λ ∈ [0,+∞] is the smoothing parameter, which controls the trade-off between smoothness of the

estimated f and fidelity to the data. If λ = 0, it will result in an unpenalized regression spline estimate

for f , while λ→∞ leads to a straight line estimate for f . Since f is linear in the parameters, the penalty

factor in equation 3.46 can be written as a quadratic form in β,

∫ 1

0

[f
′′
(x)]2dx = βTSβ, (3.47)

where S is the matrix of known coefficients. Therefore, the problem becomes to minimize the following

expression

‖y −Xβ‖2 + λβTSβ, (3.48)

19



with respect to β. The formal expression for the minimizer of equation 3.48, the penalized least squares

estimator of β, is given by

β̂ = (XTX + λS)−1XTy, (3.49)

and the hat matrix, H, for the model is

H = X(XTX + λS)−1XT . (3.50)

The problem of estimating the degree of smoothness for the model is now the problem of estimating the

smoothing parameter λ.

Selecting the Smoothing Parameter λ

If λ is too high then the data will be over-smoothed, and if it is too low then the data will be under-

smoothed. Wood [49] suggests cross-validation as a tool to pick λ such that the spline estimate f̂ is as

close to f as possible. Considering the notation fi = f(xi) and f̂i = f̂(xi), a suitable criterion might be

to choose λ to minimize

M =
1

n

n∑
i=1

(f̂i − fi)2. (3.51)

Since f is unknown, M cannot be used directly, however an estimate for the expected square error in

predicting a new variable, E(M) + σ2, can be derived. Let f̂ [−i] be the model fitted to all data except yi,

the Ordinary Cross Validation (OCV) score is defined by

V0 =
1

n

n∑
i=1

(
f̂
[−i]
i − yi

)2
. (3.52)

This score takes the average of the squared differences between the missing point and its predicted

value. Once we replace yi by fi + εi in the previous expression, we get

V0 =
1

n

n∑
i=1

(
f̂
[−i]
i − fi − εi

)2
=

1

n

n∑
i=1

(f̂
[−i]
i − fi)2 − 2(f̂

[−i]
i − fi)εi + ε2i .

(3.53)

Since E(εi) = 0 and εi and f̂ [−i] are independent, we can take expectations and obtain

E(V0) =
1

n
E

(
n∑
i=1

(
f̂
[−i]
i − fi

)2)
+ σ2. (3.54)

Now, f̂ [−i] ≈ f̂ with equality in the large sample limit, so E(V0) ≈ E(M) + σ2 also with equality in the

large sample limit. Therefore it is reasonable to choose λ so as to minimize V0, if the ideal would be to

minimize M . Choosing λ to minimize V0 is known as ordinary cross validation. This approach, however,

is inefficient and it makes it computationally expensive to calculate V0 by leaving one datum at a time

and fitting the model to each of the n resulting data sets. On such occasions, it might be beneficial to
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perform generalized cross-validation (GCV). It can be shown that

V0 =
1

n

n∑
i=1

(yi − f̂i)2/ (1−Aii)
2 (3.55)

where f̂ is the model estimate from fitting to all the data, and A is the corresponding influence matrix.

In practice, the weights 1−Aii are replaced by their mean tr(I −A)/n, resulting in the GCV score

Vg =
n
∑n
i=1(yi − f̂i)2

[n− tr(A)]2
, (3.56)

which has computational advantages over OCV. Therefore, we choose λ to minimize Vg.

3.4 Artificial Neural Networks

In this Section we follow the notes of Goodfellow et al. [18] and Lewis [30] to introduce the key concepts

of Artificial Neural Networks and present one of the most common architectures, the Feedforward Neural

Network.

Artificial Neural Networks (ANNs) are adaptive computational models inspired by the structure and func-

tionality of the human brain. A typical ANN consists of multiple nodes, known as neurons, organized in a

layered fashion and connected to each other forming an inter-dependent network. Usually, an ANN will

have at a minimum an input layer, a hidden layer and an output layer. The input layer is where the data

is fed to the network, the number of nodes present in this layer is equal to the amount of input features.

These nodes are akin to the covariates we would use in a linear regression model. The number of output

nodes correspond to the number of items we wish to predict or classify. The hidden layer neurons are

generally used to perform non-linear transformation on the original input attributes.

Neuron

A neuron is an information-processing unit that is fundamental to the operation of a neural network. The

task of the neuron is to perform a weighted sum of input signals, and apply an activation function before

passing the output to the next layer. Let x ∈ Rn be the input vector, wk1, . . . , wkn the weights and bk ∈ R

the bias of the neuron k. The neuron’s output, yk, is given by

yk = f

(
n∑
i=1

wkixi + bk

)
, (3.57)

where f(·) is the activation function. We can look at neurons as a method of weighing evidence to make

decisions. The weights express the importance of the respective input to the output; inputs with greater

weights will have a greater impact on the network. On the other hand, the bias parameter can be seen

as the intercept added in a linear equation. It is an additional parameter that is used to adjust the output

along with the weighted sum of the inputs to the neuron, hence helping the model in a way that it can fit
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best for the given data. The neuron’s weights and biases are the parameters that we want to estimate

in order to produce the best results.

Activation Function

The activation function f(·), defines the output of a neuron. There are a lot of suitable functions that can

be exploited as the activation function in artificial neurons. Appropriate selection of activation function

strictly depends on the format of input and output values, and the task expected to be performed by a

neural network. The activation function also has a significant impact on the speed of learning, which is

another criteria for their selection. The activation function can be of linear or non-linear nature, some of

these functions include pure-linear, sigmoid, hyperbolic and Gaussian. Linear activation functions are

not of great use since they would make the neural network equivalent to a combination of linear func-

tions which is a linear function itself. The use of non-linear activation functions is what introduces the

complexity and non-linearity in ANN models.

The sigmoid function, whose graph is ”S”-shaped, is by far the most common form of activation functions

used in the construction of neural networks. An example of a sigmoid function is the logistic function,

that takes a real-valued number and produces an output between 0 and 1. It is given by

f(x) =
1

1 + e−cx
, (3.58)

where c is the slope parameter. This function gained popularity partly because the output of the function

can be interpreted as the probability of the artificial neuron firing. A popular alternative to the logistic

function is the hyperbolic tangent function (Tanh). It takes the form

f(x) = tanh(x) =
2

1 + e−2x
− 1. (3.59)

This function is also sigmoidal, but produces output in the range −1 to +1. Since it is essentially a scaled

logistic function, the Tanh function shares many of the same properties. However, because the output

space is broader, it is sometimes more effective for modelling complex nonlinear relations. Another

activation function to be considered is ReLu, defined as

f(x) =

0, x < 0

x, x ≥ 0

. (3.60)

This function is nonlinear in nature and combinations of ReLu are also non linear. ReLu is less com-

putationally expensive than tanh and sigmoid because it involves simpler mathematical operations. As

such, its use is becoming more popular.

3.4.1 Feedforward Neural Network

Feedforward Neural Networks (FNNs) are the most commonly used ANNs because of their simplicity.

The information across the network is transferred in a forward manner starting form the input layer,
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through one or more hidden layers, and out of the output layer. This means that the graph of a feed-

forward network is acyclic: no path in the graph, following the connections between neurons, can lead

back to the starting point.

Depending on the number of hidden layers we can have a multilayer FNN or a single-layer FNN. The

multilayer FNN distinguishes itself by the presence of one or more hidden layers. The source nodes in

the input layer of the network supply respective elements of the activation pattern (i.e., the input vector),

which constitute the input signals applied to the neurons in the second layer (i.e., the first hidden layer).

The output signals of the second layer are used as inputs to the third layer, and so on for the rest of the

network. The neurons from these hidden layers receive the values from neurons of the previous layer,

be it the input layer or another hidden layer, and compute their state through weighted sum of the inputs

and addition of a bias value and then apply the activation function. The hidden layers are followed by

the output layer whose computational process is similar to a hidden layer layer. The difference is that in

this layer the neurons do not perform an activation function, after their weighted sum and bias addition.

On the other hand, a single-layer FNN does not have hidden layers, it only has an input layer of source

nodes that projects directly onto an output layer of neurons. This type of network is equivalent to linear

regression, hence any linear system can be regarded as a neural network.

In a FNN, each neuron is connected to all the neurons in the next layer and each connection has its

own weight. Let dl be the dimension of layer l, and Wl ∈ Rdl+1×dl be the weight matrix where each

element (Wl)i,j is the weight between neuron i on layer l and neuron j on layer l + 1. Now let bl ∈ Rdl

be the bias vector of layer l with each element (bl)i the bias of neuron i. Now the output y of the FNN,

with hidden layers l ∈ [1, . . . , n− 1] is defined as

xl+1 = gl(W lxl + bl), (3.61)

y = ω(xn−1), (3.62)

where x0 is the input vector, y is the output vector, gl : Rdl → Rdl is the activation function of layer l, and

ω : Rdn → Rdn the output function.

Back-propagation Algorithm

The training algorithm that is usually associated with FNN is the back-propagation algorithm. This ap-

proach works by computing the error of the output of the neural network for a given sample, propagating

the error backwards through the network while updating the weights and biases in an attempt to reduce

the error.

When a neural network is first presented with an input, given that the weights and biases are ran-

domly initialized, the network makes initial random predictions. Then the output of the neural network,

ŷ, is compared to the true value, y, and the error is computed through a loss function J . The loss
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function is an error metric, that gives an indicator on how much precision we lose, if we replace the

real output by the actual output generated by our trained neural network model. Now our goal is to

minimize this loss function. The partial derivative of J with respect to a set of parameters θ, called the

gradient, tell us whether θ should be increased or decreased in order to decrease J , and is a crucial

tool in optimizing the training objective. The partial derivative of J with respect to parameters θ can be

decomposed recursively by taking into consideration the composition of functions that relate θ to J , via

intermediate quantities that mediate that influence, e.g., the activation functions of the hidden layers in a

neural network. The back-propagation algorithm works by propagating the errors in each layer back to

previous layer starting with the output. Given pairs of input and output (x,y) as data sample, and with

Equation 3.61 and Equation 3.62, we can apply the chain rule (which is the basic mathematical tool for

considering derivatives through compositions of functions) iteratively for i ∈ [1, . . . , l − 1]

δ0 = ∇ŷJ(θ, ŷ,y), (3.63)

δi = (W l−i)
T
(
δi−1 � g′l−i(W l−ixl−i + bl−i)

)
, (3.64)

δl = ∇θJ(θ, ŷ,y), (3.65)

where � is the element-wise (Hadamard) product. In traditional gradient descent the entire data-set is

used to compute the gradient at each iteration. Stochastic Gradient Descent (SGD) is an approximation

of the true gradient and it can be used as an alternative. At each iteration, it randomly selects a single

example to update the parameters, and moves in the direction of the gradient with respect to that exam-

ple. It therefore follows a noise gradient path to the minimum, but it often converges to a solution much

faster than the traditional gradient descent.

3.5 Time Series Imputation

Real life data often contains missing values, so it is not rare to come across incomplete time series.

Such was the case of this thesis, where the provided water flow time series was not complete. Missing

data can arise for many reasons, in our case is mostly due to meter faults and problems occurring in

the data transmission. To fill the gaps in the provided water flow time series we had to employ statistical

methods, this was done resorting to the R package imputeTS ([34]).

This package offers several tools to perform univariate time series imputation. The process starts with

analyzing the distribution of the missing values, then applying one of the statistical input methods and

ends with the visualization of the imputation results. All the imputation algorithms are invoked through

a function of name na.(name of the method). Simpler approaches, like using a random or set value,

or replacing by a mean statistic, are available, however the package also provides more advanced

algorithms. We started by testing the simpler methods but the results obtained were not satisfactory

since they did not respect the seasonal nature of our data. Then we proceeded to the application of three

particular imputation methods that were pointed out by the authors as being proper to deal with seasonal
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time series. These are na.kalman, na.seadec, and na.seasplit. Out of the three, only na.seasplit

was applicable without errors. This method splits the time series into seasons as a preprocessing step,

and performs imputation based on data points exclusively from the season it is working on. For the

imputation itself, one out of the other imputation algorithms provided can be used. The best results were

obtained when using a simple moving average to perform the imputation. This combination produced

satisfactory results leading us to choose it as the imputation method for our time series that presented

missing values.
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Chapter 4

Results and Discussion: Case Study 1

This Chapter is dedicated to presenting the results derived from the application of the methodology to

a case study involving water flow data measured at the entry of a district metered area. Section 4.1

provides the description of the case study and the initial data treatment applied to the data. In Sections

4.2, 4.3 and 4.4 it is explained the procedure of fitting a seasonal Autoregressive Integrated Moving

Average model, a Generalized Additive Model and an Artificial Neural Network model, respectively, and

the forecasts results are presented. In Section 4.5 the forecast accuracy measures of the three models

are compared and analysed.

4.1 Description of the Data

In this Section, we present the data we worked with and how it was preprocessed. The steps taken in

data treatment are explained, including how the outliers and missing values were dealt with.

We were provided with water flow data collected by Beja EMAS - Empresa Municipal de Água e Sanea-

mento de Beja, a municipal company that is responsible for water and sewage services to Beja munic-

ipality. In particular, we were supplied with data measured by a water flow sensor located at the entry

of the São Brissos’ district metered area (DMA). This area consists of 54 residential consumers and

one big consumer, Beja airport. The time series data set provided contained the water flow at every 5

minutes, approximately, measured in m3/h, starting at 2017-05-16 15:05:01 and ending at 2019-04-24

14:10:57, which accounts for almost two years of observations. Because of the nature of the variables

and the large time window of the collected data, the seconds value of the timestamp was not considered.

After a brief analysis of the time series it was possible to verify that most observations were gathered

with a 5 minute interval. However, there are some observations spaced by a 4 or 6 minutes interval.

This makes it so that the observations timestamp does not always match with timestamps multiple of 5

minutes. As such, the data was worked to obtain a regular time series with a 5 minute granularity.

As a first approach, flow data were validated and cleansed. Data validation consists in detection of

anomalies due to metering and telemetry problems. Therefore, data below or above predefined meter
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minimum and maximum thresholds were removed, in our case only observations with negative or zero

values were discarded. Successive identical observations for a period greater than 1 hour were also

removed. To explore the seasonality in the data, we built a boxplot per month of the water flow, shown

in Figure 4.1. There is a slight yearly seasonality: the water flow is higher in the summer months and

lower in the winter months. This pattern was expected since the water flow is directly affected by the

consumption and the latter tends to increase in the hotter months. Therefore it makes sense to sepa-

rate the observations into two groups: Summer months (from May through October) and Winter months

(from November through April). Since our data is measured at every 5 minutes, the presence of daily

Figure 4.1: Boxplot of water flow aggregated by month.

seasonality is expected. To observe this, we built a boxplot for the water flow per hour for the Summer

and Winter months, shown in Figure 4.2. There is a clear daily seasonality, with higher values of water

flow during the day and lower values during the night. Although the Summer months present a higher

variability and median, the daily pattern is very similar in both cases. Note that the period between 10PM

and 12PM and the period between 5AM and 6AM of the Summer months present an increase in water

flow. The next step was to identify observations that were outliers. Note that the main objective of this

Figure 4.2: Boxplot of water flow aggregated by hour for the Summer and Winter months.

study is not the detection of outliers, so we used one of the simplest methods to detect outliers which is
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the Tukey’s method ([47]). Instead of applying this method to the time series as a whole, it was applied

taking into consideration the seasonality of the data to obtain a more refined and accurate detection. The

data was grouped into Summer and Winter months, and in each of these groups the observations were

aggregated by the hour of the day, which originated 48 groups. Tukey’s method was applied to each

one of these groups to detect and remove outliers. After the data validation and detection of outliers, we

ended up with a time series with 6.39% of missing values. To fill in the missing observations imputation

was performed with the seasonal splitting method from the package imputeTS [34] (Section 3.5), with

the parameter algorithm set to ma. We found this method to be the one that most adequately filled in the

missing data, as it managed to account for both the typical yearly and daily predictable behaviour pattern

present in water flow. Once the complete 5 minute time series was obtained, the data was aggregated

into hourly time series by taking the mean of all the 5 minutes records for each hour.

In Figure 4.3, the mean daily consumption pattern for the different days of the week of the hourly time se-

ries is presented. Although the range of values is the same for the seven days of the week, the pattern is

different for weekdays and weekends. On weekdays we observe a consumption pattern with 3 peaks at

around 8AM, 13PM and 20 PM, corresponding with the morning, lunch and dinner periods. The morning

and dinner peaks are expected, as they coincide to times when the population is at home and increased

water consumption is expected. There are two possible explanations for the lunch peak. The fact that

the analysed region is a rural area where people can have lunch at home more easily, or because of

the presence of the airport that increases lunch time consumption. The weekend is characterized by a

later morning peak around 9AM that extends until 14PM, and the dinner peak at 20PM. This behaviour

is characteristic with a day spent at home.

Figure 4.3: Mean daily pattern per day of the week.

In Figure 4.4, the mean daily consumption pattern for the different months of the hourly time series is

presented. The patterns are similar between Summer and Winter months, with the Summer ones pre-

senting higher values. With this plot we can have a better look at what happens in the periods between
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10PM and 12PM and between 5AM and 6AM, identified before as unexpected periods of increased wa-

ter flow. Taking into account the time period of the occurrences, this odd behaviour might be explained

by landscape irrigation.

Figure 4.4: Mean daily pattern per month.

The last step before proceeding to fit the models was to normalize the data. There are several ways

to perform a normalization, one of which is using the formula

Yt =
Xt −mean(Xt)

sd(Xt)
, (4.1)

where Yt denotes the normalized time series, Xt is the original time series and sd stands for standard

deviation. This approach ensures the observations have a mean 0 and a standard deviation of 1.

Train and Test Set

Since we wish to perform forecast and compare the obtained values against the real ones, the time

series will be split into a training set (used for fitting the model) and a test set (used for compare forecast

with true values). Our aim is to create models that fit the data until the 16th of April of 2019 and to

predict the water flow for the time period between 17-4-2019 and 23-4-2019. So the train set will be the

observations from the 18th of May of 2017 to the 16th of April of 2019, and the test set will be from the

17th of April of 2019 until the 23th of April of 2019.

To assess the quality of a model we will use two forecast accuracy measures, the Mean Absolute Error

(MAE) described in Subsection 3.2.3, and Mean Absolute Scaled Error (MASE). Measurements based

on percentage errors, like the Mean Absolute Percentage Error (MAPE), have the disadvantage of being

infinite or undefined if there are zero values in a series. Since we performed normalization, the obtained

time series contains zero values. The MASE was propsosed by Hyndman and Koehler [23] as a gener-

ally applicable measurement of forecast accuracy without the problems seen in other measurements, like
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MAPE. They proposed scaling the errors based on the in-sample MAE from the naive forecast method.

Using the naive method, one-period-ahead forecasts from each data point in the sample are generated.

The MASE is simply defined as MASE=mean(|qt|) where

qt =
yt − ŷt

1
n−1

∑n
i=2 |yi − yi−1|

. (4.2)

4.2 Modelling using SARIMA

In this Section, our goal is to fit a seasonal ARIMA model in order to model and forecast water flow.

The first step is to check if the time series is stationary in both mean and variance of the hourly values.

For this, the Kwiatkowski-Philips-Schmidt-Shin (KPSS) ([27]) and Augmented Dickey-Fuller (ADF) ([42])

tests were used (see Subsection 3.2.1). The KPSS test produced a p-value lower than 0.01, which gave

us reason to reject the null hypothesis of trend stationarity at all the usual significance levels (1%, 5%

and 10%). Given this and the fact that the data has a strong daily seasonal component, we applied

the difference operator with period S =24 once, after which both tests indicated it had become trend-

stationary. Regarding variance stationarity, we applied Box-Cox transformation to the data using various

values of λ and checked the sample variance of the resulting series. Since none of the transformations

led to a lower sample variance, no Box-Cox transformation was ultimately used.

4.2.1 Parameters Identification

In order to fit a seasonal ARIMA model, that is, a SARIMA(p, d, q)(P,D,Q)[S], we have to identify the

parameters p, d, q, P,D,Q and S. The frequency of the time series is one day, that is, 24 observations,

hence S = 24. Since we had to apply the seasonal backward shift operator once to make the data

stationary we have that D = 1. There was no need to apply the simple backward shift operator, so

d = 0. The appropriate values for the orders p, q, P and Q are selected using the auxiliary graphs of the

sample ACF and PACF. Their respective plots are shown in Figure 4.5. By analysing both graphs, our

Figure 4.5: Sample ACF and PACF of the differentiated time series.

first proposal of model is ARIMA(2, 0, 0)(2, 1, 0)[24], due to the peak at sample PACF at lags 1 and 2

(which leads to p = 2) and at lags 24 and 25 (which leads to P = 2), and due to the sinusoidal pattern of
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the sample ACF. However, several combinations were tested in order to obtain a model with the lowest

AIC and BIC score. The final model is ARIMA(1, 0, 1)(2, 1, 0)[24], with an AIC score of 8388 and a BIC

score of 8426.

4.2.2 Analysis of the Residuals

Having the model, the next step aims at analysing the residuals, namely, their stationarity and normality.

The KPSS test applied to the residuals gave a p-value greater than 0.1, which suggested that they are

stationary when considering the usual significance levels (1%, 5% and 10%).

In Figure 4.6 and Figure 4.7, we find the histogram of the residuals and the QQ-Plot, respectively. In

Figure 4.6, the pattern is similar to a bell shape around zero. However, in Figure 4.7, we can see that

the residuals present heavy tails. Consequently, we are not able to produce forecast intervals for the

prediction. The plot of the residuals versus the linear predictor is shown in Figure 4.8. The points

appear to be somehow randomly distributed around zero, presenting a slight ”funnelling” phenomenon.

The distribution of the residuals is quite well concentrated around 0 for small fitted values, but they get

more and more spread out as the fitted values increase. This indicates an increasing of the variance of

the residuals.

Figure 4.6: Histogram of the residuals of the
SARIMA model.

Figure 4.7: QQ-Plot of the residuals of the
SARIMA model.

Figure 4.8: Residuals plotted against the linear predictor of the SARIMA model.
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4.2.3 Forecast

We used the chosen model to predict values for the time period between 17-4-2019 and 23-4-2019.

These predictions were compared to the actual values in the test set. In order to show the forecast results

in the original scale, we must reverse the transformations done to the data. First, the differences were

inversed. Then, the normalization applied (showed in Equation 4.1) was reversed, using the formula

shown in Equation 4.3.

Xt = Yt × sd(Xt) +mean(Xt) (4.3)

Figure 4.9 presents the forecast values against the real values of the time series from 17-4-2019 until

23-4-2019. Note how the model is able to correctly predict the water flow for the night period but fails to

predict for the period between 9h and 21h. The model’s inability to correctly forecast the period during

the day led to slightly elevated accuracy measures. The Mean Absolute Scaled Error (MASE) obtained

for this model was 1.03, and the Mean Absolute Error (MAE) was 0.24.

Figure 4.9: Hourly forecast of the SARIMA model versus the real values of the time series, both in the

original scale between 17-4-2019 and 23-4-2019.

4.3 Modelling using GAM

In this Section, our goal is to fit a Generalized Additive Model in order to model and forecast water flow.

The advantage of these models is that it allows the inclusion of external variables in the model and it is

able to capture their non-linear effects. For that, we need to identify which are the best variables that

should be included in the model. This type of models do not require stationarity of the time series, hence

we will use the normalized time series without any differencing applied.
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4.3.1 Explanatory Variables Selection

To verify if a past lag of the response variable should be included in the model, the sample ACF and

sample PACF of the normalized time series were computed and are shown in Figure 4.10. Both functions

present a significant spike in lag 1, as well as significant spikes around lags 24 and 48. Note hat the

ACF and PACF are symmetric with respect to the y-axis, as it is mentioned in Section 3.1, thus there are

also significant spikes in lags -1, -24 and -48. Having a significant spike in the ACF and PACF in lag -1

and -24 means that the response variable at time t is correlated with the response variable at time t− 1

and t − 24, respectively. In our particular case, these represent the previous hour and one day before.

This seems to indicate some seasonality is present in the data and that lag -1 or -24 of the response

variable might be needed in the model. Lags -1, -2, -23, -24 and -25 were all considered for the model,

of which lags -1, -2 and -24 enter our final model. From the exploratory analysis performed we know that

Figure 4.10: Sample ACF and PACF of the response variable.

yearly and daily seasonality are a crucial determinant of the water flow. This translates into the inclusion

of variable Month, which takes values in the 1 to 12 range, and variable Hour, which takes values in

the 0 to 23 range. Various other variables pertaining to yearly seasonality were also considered, such

as DayofYear, taking values from 1 to 365, and WeekofYear, which ranges from 1 to 52. The variable

DayofWeek was also considered given the dissimilarities observed between weekdays and weekends.

In addition, we included the Trend variable to portray the general trend of the time series, which is

calculated by taking the trend component of the STL decomposition of the time series.

4.3.2 Modelling

In order to find a good model to fit the data that predicts values as close as possible to the real values, we

built several models with different combinations of the variables discussed in Subsection 4.3.1, testing

the relevance of smooth functions f(·) and interactions between them. It was chosen the model who

presented the lowest AIC and BIC score. The formula for the final model of water flow is given in Equation

4.4, wherein f(·) represent smooth functions, and yt stands for the value of the response variable at time

t.

Model : yt = f12(yt−1, Hour) + f34(yt−24, yt−2) + f5(Trend) +Month (4.4)
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This model includes the following variables: Hour, which aims to represent daily seasonality; Month,

meant to capture the yearly seasonality; variables yt−1, yt−2 and yt−24, which represent lags -1, -2 and

-24 of the response variable; and Trend, which captures the trend of the data. This model has an AIC

score of 7286 and a BIC score of 8740.

4.3.3 Analysis of the Residuals

Having the model, the next step is to analyse the residuals, such as checking their stationarity and if they

follow a Normal distribution. The application of a KPSS test to the model’s residuals produced a p-value

greater than 0.1, which allow us to conclude they are stationary at all the usual significance levels (1%,

5% and 10%). This was supported by the ADF test.

In Figure 4.11 and Figure 4.12, we find the histogram of the residuals and the QQ-Plot, respectively.

Once more, the histogram presents a pattern similar to a bell shape around zero but we can see in

the QQ-Plot that the residuals present heavy tails. Figure 4.13 presents a scatterplot of the linear

predictor against the residuals. The points appear to be somehow randomly distributed around zero, still

presenting a slight ”funnelling” phenomenon.

Figure 4.11: Histogram of the residuals of the
GAM model.

Figure 4.12: QQ-Plot of the residuals of the
GAM model.

Figure 4.13: Residuals plotted against the linear predictor of the GAM model.

35



4.3.4 Forecast

We used the model described in Equation 4.4 to predict values for the time period between 17-04-2019

and 23-4-2019. Note that to compute the predictions, the values of the week before, namely from 10-

4-2019 until 16-4-2019, were used for the lags of the response variable, as well as the trend for the

variable Trend, since it was the most recent data period available. The hourly forecasts in the original

scale can be found in Figure 4.14. In contrast to SARIMA model, this model fails to predict the water flow

for the night period. However, it has a better performance predicting for the period during the day, as

it follows consumption peaks more closely. The accuracy measures obtained for this model are slightly

worse than the ones obtained for the SARIMA model. The MASE obtained was 1.14 and the MAE was

0.26.

Figure 4.14: Hourly forecast of the GAM model versus the real values of the time series, both in the

original scale between 17-04-2019 and 23-4-2019.

4.4 Modelling using ANN

In this Section our goal is to fit an Artificial Neural Network model in order to model and forecast water

flow. Just like GAMs, ANN models also allow the inclusion of external variables in the model and do

not require stationarity of the time series. The variables considered for the construction of ANN models

were the same as the ones considered for the construction of GAM, described in Subsection 4.3.1.

4.4.1 Modelling

In order to build our artificial neural network model, we resorted to function neuralnet from the neuralnet

R package. The process involved attempting several combinations of variables and testing various net-

works designs. In a first attempt it was used the normalized time series, however the results produced

were not satisfactory. Afterwards, it was used the differentiated normalized time series, which yield bet-

ter results. For each combination of variables, different networks designs were tested, considering up to
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two hidden layers and varying the number of neurons in each layer. Different activation functions were

also tested. The chosen model was the one who presented the lowest AIC and BIC score, as well as the

lowest MAPE. The final model is an artificial neural network with one hidden layer with two neurons, that

receives yt−1, yt−2, yt−24 and yt−25 as inputs variables. The activation function used was the sigmoid

function. This model has an AIC score of 1764 and a BIC score of 1864.

4.4.2 Analysis of the Residuals

Since ANN are non parametric models, i.e. do not assume anything about the underlying distribution

of the data, it is not necessary for the residuals to be white noise. However we still proceeded to the

analysis of the residuals. The KPSS test applied to the residuals gave a p-value greater than 0.1,

which suggested that they are stationary when considering the usual significance levels (1%, 5% and

10%). This was supported by the ADF test. Figure 4.15 plots the histogram of the residuals, which

presents a pattern similar to a bell shape. In Figure 4.16 we find the QQ-Plot, where we can observe

that the residuals present heavy tails. Figure 4.17 presents a scatterplot of the linear predictor against

the residuals. Since no distinctive shape is discernible, and the points seem to be concentrate around

zero, we can conclude that the residuals are uncorrelated.

Figure 4.15: Histogram of the residuals of the
ANN model.

Figure 4.16: QQ-Plot of the residuals of the
ANN model.

Figure 4.17: Residuals plotted against the linear predictor of the ANN model.
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4.4.3 Forecast

We used the chosen model to predict values for the time period between 17-04-2019 and 23-4-2019.

Once more, to compute the predictions the values of the week before, namely from 10-4-2019 until

16-4-2019, were used for the lags of the response variable. To plot the forecasts in the original scale,

the differences were inversed and the normalization applied was reversed. The hourly forecasts in the

original scale can be found in Figure 4.18. This model succeeds at predicting the water flow for both day

and night periods, it is even able to predict the anomalous peak of the 21th April. The MASE obtained

for this model was 0.47 and the MAE was 0.17, both results are better than the ones obtained for GAM

and SARIMA models.

Figure 4.18: Hourly forecast of the ANN model versus the real values of the time series, both in the

original scale between 17-04-2019 and 23-4-2019.

4.5 Comparison of Forecast Results

In this Section we compare and analyse the forecast accuracy measures of the SARIMA, GAM and ANN

models obtained in Sections 4.2, 4.3 and 4.4, respectively.

Table 4.1 presents the MAE and MASE results for the three models. The ANN model was the one

that obtained the best results in both accuracy metrics, MAE and MASE, followed by SARIMA and GAM

models. GAM models were expected to produce better results than SARIMA models due to the inclusion

of variables that accounted for data seasonality and trend of the time series. However, that was not the

case since both models obtained very similar results. Although ANNs lack interpretability, they are able

to model the complex non linear relationships present in data producing accurate forecasts using only

lag values of the time series as inputs. As such, ANNs are a suitable option to perform predictions.
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Table 4.1: Comparison of forecast accuracy metrics of the SARIMA, GAM and ANN models presented

in Sections 4.2, 4.3 and 4.4, respectively.

Mean Absolute Error Mean Absolute Scaled Error

SARIMA 0.24 1.03

GAM 0.26 1.14

ANN 0.17 0.47
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Chapter 5

Case Study 2

This Chapter is dedicated to study and analyse water billing data coming from a southern region of

Portugal. Section 5.1 provides some basic concepts related to water balance. Section 5.2 is intended to

describe the given data for this study. In Section 5.3 we present the conducted exploratory analysis.

5.1 Basic Concepts

Any discussion relating to water losses must be preceded by a clear definition of the water balance com-

ponents. The water balance approach, published by the International Water Association (IWA) ([3]), is a

representation of the main input and output water volumes in an urban water supply system, relative to

one year data. Total input volume in a water supply system might be disaggregated into revenue water

to customers (i.e., billed metered and billed unmetered consumption) and non-revenue water (unbilled

authorised consumption and water losses). The unbilled authorised consumption includes, e.g., water

use for firefighting, for pipes’ or tanks’ cleaning or repair and consumption at water utility’s buildings.

Water losses can be divided in apparent and real losses. Apparent loss consists of four primary com-

ponents: such as customer meter inaccuracy, unauthorised consumption (theft, meter bypass, illegal

connections, misuse of fire hydrants), meter reading error, as well as data handling and billing errors

(Farley et al. [13], Fanner [12], Rizzo et al. [40]). Real losses are the physical losses in the system, up to

the customer water meter, and are mainly due to leakage from joints in water pipes, service connections,

pipe bursts, pipe cracks and overflows from storage tanks (Lambert et al. [29]).

Water balance constitutes an essential instrument for the water utilities since it is used to compute the

Non-Revenue Water (NRW), which is a key variable to ensure economic sustainability of a water utility.

Apparent losses are one of the most important components of NRW and are mainly caused by water

meter under-registration. This type of water loss will not only reduce the income of water utilities directly

but also result in the errors of basic data, which may further bring greater difficulties to the water supply

management (Mutikanga et al. [35]). Compared with real losses, apparent losses are more difficult to in-

vestigate, so that for a long time researchers pay more attention on real loss management to control the

leakage. However, according to the study on water loss in water supply system, apparent loss accounts

41



for 30–40% of total leakage (Lambert [28]). Hence, strengthening the management on the apparent

loss will pose a notable and direct effect on the reduction of pipe network loss. Researchers highlighted

in their publications that customer meter inaccuracy is the major reason of the apparent loss of water

supply systems (Arregui et al. [6], Criminisi et al. [10], Fontanazza et al. [14], Fontanazza et al. [15],

Thornton and Rizzo [45], Xin et al. [50]). Therefore, emphasising the importance of the analysis of the

water meters and their characteristics.

Depending on local practice, activities like street cleaning, watering of municipal gardens, public foun-

tains, among others, can be included in the component of unbilled authorised consumption. Hence,

it is also important to pay close attention to this component by measuring, since it can represent a

considerable consumption source.

5.2 Description of the Data

We were provided with water billing records from a small network area located in the southern region of

Portugal (Network Area A) for the period between 2011 and 2018. The population in 2011 was around

3000 people in an area of 187.75 km2.

Water billing data contained information related to the billing itself (type of reading, billing date, consump-

tion categories, reading date and the value of the reading) as well as information related to water meter

characteristics (age, brand, model, nominal diameter). For the period between 2011 and 2016 the water

billing was executed monthly. In 2017 and 2018 it was executed bi-monthly. The only pre-processing

given to the data was the removal of duplicated records.

5.3 Exploratory Analysis

In Network Area A there are 19 applicable consumption categories, which are presented in Table 5.1.

Throughout this analysis, we will consider two main groups: domestic and non-domestic consumers.

This distinction is made according to the type of consumer and their consumption profile. We considered

as domestic consumers the ones who belong to consumption categories 611, 670, 671, 710, 811, 870

and 910. The consumers who belong to the remaining consumption categories were considered non-

domestic consumers. From these 19 consumption categories there is one, 770 – Water Consumption by

the Utility, that is metered but not billed. As a result, special attention will be given to this consumption

category.

Water systems must install a meter at every direct service line connected to the main water distribution

pipe. An active installation is a place where there is a working water meter and consumption is being

metered. These are denominated as consumers for simplification. The evolution of the number of

consumers during the analysed time period is presented in Figure 5.1. The number of domestic and

non-domestic consumers is presented along with the total number of consumers. It can be observed

that the vast majority of Network Area A consumers belong to the domestic group, accounting for 90.2%

of the total number of consumers in 2018. Expanding on Figure 5.1, the evolution of the number of
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consumers per consumption category is presented in Table 5.2. The number of consumers has been

approximately constant with a slight upwards trend, with an increase of 9.3% in 8 years, from 2011 to

2018.

Table 5.1: Applicable consumption categories in the Network Area A, and their division in domestic and
non-domestic classes.

Consumption Category Class
611 - 1st Level Domestic Domestic
670 – Social Domestic
671 – Social (Senior) Domestic
710 – Domestic Domestic
811 – 1st Level Domestic Domestic
870 – Social Domestic
910 – Domestic Domestic
620 – Commercial Non-Domestic
630 – Public and Institutional Non-Domestic
640 – Industrial Non-Domestic
650 – Institutional Non-Domestic
660 – Construction Non-Domestic
770 – Water Consumption by the Utility Non-Domestic
820 – Commercial Non-Domestic
830 – Public Non-Domestic
840 – Industrial Non-Domestic
921 – Family Boreholes Non-Domestic
930 – Services Non-Domestic
940 – Services Boreholes Non-Domestic

Figure 5.1: Yearly number of domestic and non-domestic consumers in Network Area A from 2011 to
2018.
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Table 5.2: Yearly number of consumers per consumption category in Network Area A from 2011 to 2018.

2011 2012 2013 2014 2015 2016 2017 2018

620-Commercial 18 18 18 20 19 19 19 20

630-Public and Institutional 1 1 1 4 4 4 5 4

640-Industrial 18 17 17 16 17 17 17 17

650-Institutional 1 1 1 1 1 1 1 1

660-Construction 17 15 13 12 13 12 12 11

670-Social 6 3 1 2 2 2 4 5

671-Social (Senior) 4 4 4 4 5 5 6 6

710-Domestic 689 716 726 731 741 748 748 755

770-Water Consumption by the Utility 6 7 8 8 8 8 9 9

820-Commercial 3 3 3 0 0 0 0 0

830-Public 3 3 3 0 0 1 1 1

840-Industrial 0 0 0 0 0 0 1 1

870-Social 0 0 0 0 0 0 1 2

910-Domestic 8 11 13 4 2 4 10 9

921-Family Boreholes 1 2 2 2 3 3 3 3

930-Services 0 1 1 1 2 2 2 2

940-Services Boreholes 0 0 0 2 2 2 2 1

In Figure 5.2 the total yearly metered and billed domestic and non-domestic consumption is pre-

sented (i.e. consumption category 770 is not considered). The non-domestic consumption accounts

14-18% of the total water consumption. In Table 5.3 the consumption per consumption category during

the 8 years is presented. In general, the yearly total Network Area A’s consumption has a low variability.

Two peaks are of notice in 2012 and 2017. The year of 2017, in particular, was characterized by ex-

treme drought ([1]), which emphasises the importance of having water conservation campaigns to raise

awareness to make a more efficient and sustainable use of water during droughts. In 2017, a total con-

sumption increase of 5.5% was registered in relation to the previous year. The domestic consumption

increased 4% while the non-domestic increased 14.7%. Some of this increase is due to the introduction

of new consumers. In 2017, 13 new consumers were introduced, 10 domestic and 3 non-domestic. The

new domestic consumers had a consumption of 420 m3 which corresponds to 15.3% of the domestic

consumption increase. The 3 new non-domestic consumers had a consumption of 446 m3, which is

26.6% of the non-domestic increase. In general, new consumers contributed with 866 m3, which is just

19.6% of the total consumption increase. As such, most of the increase in consumption is made by

existing consumers, in particular non-domestic ones. From Table 5.3 it can be seen that the increase in

non-domestic consumption is mostly by consumers in consumption category 630-Pública e Util.Pública,

being responsible by 98% of the non-domestic increase in consumption.

From Table 5.3 we can observe that consumption categories 630 and 770 suffer abrupt increases in
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consumption in the year 2014 for consumption category 630, and in the years 2012 and 2016 for con-

sumption category 770. In Figures 5.3 and 5.4 the evolution of consumption in these consumption

categories is presented. These consumption categories are of special interest not only because of their

abrupt consumption increase in certain years but also because consumption category 770 is metered

but not billed and consumption category 630 includes public use consumers.

Figure 5.2: Yearly consumption (m3) of domestic and non-domestic consumers in Network Area A from
2011 to 2018.

Table 5.3: Yearly consumption (m3) per consumption category in Network Area A from 2011 to 2018.
2011 2012 2013 2014 2015 2016 2017 2018

611-1st Level Domestic 711 1238 336 141 348 115 712 0
620-Commercial 1961 2135 1547 1579 2123 1633 1556 1848
630-Public and Institutional 139 188 339 2676 2417 2957 4602 5115
640-Industrial 2018 2766 2652 2665 2670 2639 2645 2450
650-Institutional 223 222 276 122 162 142 117 91
660-Construction 3173 2833 2504 2689 3141 2845 2975 3735
670-Social 677 456 201 221 181 189 330 505
671-Social (Senior) 397 462 433 472 644 621 631 679
710-Domestic 62817,9 67773 64094 63255 68055 67657 69023 64531
770-Water Consumption Utility 1121 8914 7910 5570 5620 12622 12748 5891
811-1st Level Domestic 0 0 0 0 0 0 164 0
820-Commercial 72 168 125 106 0 0 0 0
830-Public 5254 4842 3998 2258 0 38 72 69
840-Industrial 0 0 0 0 0 0 1 252
870-Social 0 0 0 0 0 0 2 60
910-Domestic 861 875 499 339 100 508 981 929
921-Family Boreholes 295 294 516 461 602 572 549 508
930-Services 0 0 6 182 242 281 277 214
940-Services Boreholes 0 0 0 38 185 273 261 66
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Figure 5.3: Yearly consumption (m3) of consumption category 630 - Public and Institutional from 2011

to 2018.

Figure 5.4: Yearly consumption (m3) of consumption category 770 - Water Consumption by the Utility
from 2011 to 2018.

Another point is that some consumption categories present high consumption values while including

low number of consumers. This is related to the nature of the consumption category. In Figure 5.5 the

number of consumers per consumption categories in 2018 is presented together with their percentage of

total consumption. It can be seen that there is no linear relation between the number of consumers and

their consumption. As expected, the consumption category with the greater number of consumers and

highest consumption is the 710-Domestic. This is followed in number of consumers by 620-Commercial,

640-Industrial and 660-Construction. In terms of consumption 710-Domestic consumption category is

followed by 770-Water Consumption by the Utility, 660-Construction and 630-Public and Institutional.

We were also provided with the values of the total input volume for the dates 2016-2018. Table 5.4

presents the values regarding the total input volume, billed authorised consumption and non-revenue

46



water. The NRW component represents 42.4%, 54.8% and 52.4% of the total input volume in 2016,

2017 and 2018, respectively. These values fall short of the reference values established by the water

regulator, given that more than half of the input volume is not being charged. This poor performance has

direct effects on the economic, financial and environmental sustainability of the water utility.

Figure 5.5: Number of consumers per consumption categories in 2018 and their percentage of total

consumption.

Table 5.4: Total Input Volume, Billed Authorised Consumption and Non-Revenue Water for 2016, 2017

and 2018.
2016 2017 2018

Total Input Volume (m3) 139612 187807 170422

Billed Authorised Consumption (m3) 80470 84898 81052

Non-Revenue Water (m3) 59142 102909 89370

We proceeded to the analysis of water meters and their characteristics, namely the meters’ models,

brands, nominal diameter and age. The Network Area A has water meters from several brands: ATL,

BJZ, DIEHL, JV400, LOR, TAG e FIC. Figure 5.6 shows the distribution of the meters’ brands in 2018,

except from FIC, all the others brands are present. The most predominant brands are ATL and JV400

but there are 6 meters with unknown brand. In relation to nominal diameter there are meters with 15,

20, 25 and 30 mm. The water meters with a nominal diameter of 20, 25 and 30 mm are associated with

consumers included in consumption categories 630, 830 and 770. The water utility in study has a policy

that suggests that water meters should be replaced when they are between 8 and 10 years old. Figure

5.7 comprises the evolution of the number of water meters with ages greater or equal to 8 years. It can

be observed that the water meters have been ageing since 2015, and in 2018 38% of Network Area A’s
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meters satisfied the requirements to be replaced. Figure 5.8 shows the water meters’ age distribution in

2018 and the percentage of total consumption they measured. The ones over 8, 10 and 12 years and

their respective percentages of metered consumption are presented in Table 5.5. It is shown that, in

2018, meters with 8 or more years old represent 36% of the metered consumption. Also, 12% of existing

meters are 12 or more years old and account for 12% of the total metered consumption. It is of note

that this type of equipment loses precision with age and tends to underestimate consumption values

which can have economic implications for the water utility company. It is also of note that there are

161+139 meters between 6 and 7 years old that in two years (2019-2020) will enter the recommended

replacement ages. In Figure 5.9 we can observe the number of water meters replaced in each year.

Because we have no access to information relating the year of 2010, the distinction can not be made

between new meters installed for new consumers, and new meters that replaced previously existing

ones, in the year of 2011. As such, the 2011 number of meters corresponds to the total number of new

meters installed in that year. The subsequent years in the figure show only the number of existing meters

from 2011 and before that were replaced. While in Figure 5.7 we observe an increase in the number

of meters with more than 8 years, in Figure 5.9 it is shown that has not been an increase of replaced

meters. We conclude that the investment in the replacement of older meters has been lacking.

Figure 5.6: Distribution of the water meters’ brands in 2018.

48



Figure 5.7: Yearly number of water meters with ages greater or equal to 8 years, from 2011 to 2018.

Figure 5.8: Water meters’ age distribution in 2018 with the percentage of total consumption they mea-
sured.
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Table 5.5: Number of water meters with ages greater or equal to 8, 10 and 12 years old; and their
respective percentages of metered consumption.

No Consumers Water Consumption
Volume (m3)

Age ≥ 8 years 321 36%
Age ≥ 10 years 130 15%
Age ≥ 12 years 103 12%

Figure 5.9: Yearly number of water meters replaced from 2011 to 2018.

To study if the ageing of the water meters led to a decay of meter readings during these 8 years,

we performed a detailed analysis of the water meters with age greater or equal to 8 years. We started

by selecting all the active installations that, in 2011, had water meters with age greater or equal to

8 years old. From this group we removed the installations whose water meters were replaced during

the 2011-2018 period and the installations who presented yearly consumption lower than 12 m3 during

4 or more years. Meters with yearly consumption lower than 12 m3 in the last three years (2018 or

2017 and 2018 or 2016, 2017 and 2018) were also removed. We ended up with 25 domestic and 7

non-domestic water meters. For the selected water meters, we computed the boxplots of the relative

annual consumption, i.e. for each year we took the annual consumption of each consumer and divided

by the total domestic or non-domestic (according to the type of consumer) consumption registered in

that year. By doing this we are trying to mitigate the influence of the overall variability of the total

consumption in the particular values of each water meter, i.e. a decreasing value in the water meter’s

readings might not be due to the equipment’s age but due to a change in consumption habits. Figure

5.10 presents the analysis regarding the domestic consumers, and Figure 5.11 presents the analysis

regarding non-domestic ones. We use the boxplots to analyse and compare the annual consumption

variability throughout the 8 years, using the median value as a reference. For the domestic consumers

we can observe some slight fluctuations of the median value in the first 3 years, but, since 2015, it has
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been decreasing. In the case of the non-domestic consumers, although the median value has been

decreasing, we can observe more accentuated fluctuations. This might be due to the fact that this

subset only has 7 consumers, making the analysis more volatile. Although a decrease in the median

value in both cases was registered, we can not conclude that this was originated by the advanced age of

the water meter since there are many other factors that influence the consumption. The same analysis

applied to a larger time window is of interest as it would allow the observation of healthy meter operation

(from 0 to 8 years). From here, a more general conclusion about the variation of the volume of readings

with age could be made.

Figure 5.10: Boxplots of the relative annual consumption, for each year from 2011 to 2018, for the 25

eligible domestic consumers.

Figure 5.11: Boxplots of the relative annual consumption, for each year from 2011 to 2018, for the 7

eligible non-domestic consumers.
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The consumption category 660-Construction is aimed at active installations that are under construc-

tion. Therefore, the permanence in this consumption category should be temporary and a deeper anal-

ysis is justified because several customers have this consumption category for a long period of time.

In 2018, 11 active installations belonged to consumption category 660, 9 of them since 2011, 1 since

2012 and 1 since 2015. Figure 5.12 plots the annual consumption of each consumer for the 2011-2018

period, where each line represents one consumer. All installations were referenced and reported to the

water utility so that their status could be verified.

Figure 5.12: Annual consumption of the 11 active installations in consumption category 660 in 2018.

Active installations that present zero yearly consumption are of special interest once it is necessary

to verify the accuracy of this value to guarantee that there is no equipment failure or illegal water con-

sumption. In Figure 5.13 the number of meters with zero yearly consumption is presented. These make

up 6-8% of the total number of meters. Their distribution per age is also presented to determine if this

type of reading is related to the equipment’s age. However, in each of the presented years, most of the

meters are out of the recommended replacement age. In 2018, 61 meters presented zero consumption

of which 36 are younger than 8 years and 25 are older than that. Installations with yearly consumption

lower than 12 m3 are also analysed. These installation meters’ data is presented in Figure 5.14. It can

be seen that the number of meters with yearly consumption lower than 12 m3 increase significantly and

represent up to 16-19% of the total number of meters.

Since we have the consumption history from 2011 through 2018, it would be interesting to study with

more detail the active installations that presented zero yearly consumption from 2016 and onward to

determine what was their behaviour until the date consumption stopped. The mean annual consumption

per installation in Network Area A is 97 m3, for domestic consumers, and 281 m3, for non-domestic ones.

Taking these values into consideration, only installations that presented annual average consumption in

the same orders of magnitude were considered. Figures 5.15, 5.16 and 5.17 present the annual con-

sumption plots for the considered installations until their first zero annual consumption reading in 2016,

2017 and 2018, respectively. The values regarding the mean annual consumption of these installations,

52



as well as their consumption category and water meter age, are presented in Tables 5.6, 5.7 e 5.8. It is

important to perform a more thorough analysis, on the part of the water utility, to these installations in

order to determine the reason behind these behaviours.

Figure 5.13: Yearly number of water meters with zero yearly consumption.

Figure 5.14: Yearly number of water meters with yearly consumption lower than 12 m3.

53



Figure 5.15: Annual consumption of the active installations who presented zero yearly consumption in

2016, 2017 and 2018.

Table 5.6: Mean annual consumption, consumption category and water meter’s age of the installations

that presented zero yearly consumption from 2016 and onward.

Consumer
Mean Annual

Consumption (m3)
Consumption Category

Water Meter’s

Age

A 77.8 710 6

B 56.8 710 17

C 265.6 710 3

Figure 5.16: Annual consumption of the active installations who presented zero yearly consumption in

2017 and 2018.
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Table 5.7: Mean annual consumption, consumption category and water meter’s age of the installations

that presented zero yearly consumption from 2017 and onward.

Consumer
Mean Annual

Consumption (m3)
Consumption Category

Water Meter’s

Age

D 53.2 710 14

E 285.7 660 4

F 131.2 710 8

Figure 5.17: Annual consumption of the active installations who presented zero yearly consumption in

2018.

Table 5.8: Mean annual consumption, consumption category and water meter’s age of the installations

that presented zero yearly consumption in 2018.

Consumer
Mean Annual

Consumption (m3)
Consumption Category

Water Meter’s

Age

G 16.4 710 7

H 47.6 710 7

I 64.4 710 9

J 18.9 710 1

K 105 710 18

L 139 710 15
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Chapter 6

Conclusions

In this Chapter, the achievements obtained throughout this study are stated in Section 6.1. In Section

6.2, some ideas to develop future work are mentioned.

6.1 Achievements

This dissertation aimed to study, model and forecast water flow in a subsystem of a water utility com-

pany in an inland region of Portugal. For that we used data collected between 16/05/2017 and 24/4/2019

from a water flow sensor located at the entry of a DMA with 55 consumers. The flow records produced

yearly, weekly and daily consumption patterns for the DMA in study, which helped identify the different

types of consumption scale and seasonality. Anomalous observations were detected and removed, and

afterwards, imputation was performed using a suitable method that respected the seasonal nature of

data.

Having the normalized time series, we aimed at building and comparing the forecast accuracy of three

types of models to predict hourly water demand: SARIMA models, Generalized Additive Models and

Artificial Neural Network models. For each type of model different combinations were tested, which pro-

duced several adequate models. The best model was chosen based on forecast accuracy measures

MASE and MAE, and also by taking into consideration the values of AIC and BIC.

SARIMA models only use lags of the dependent variable and/or lags of the errors. The right lags were

chosen by the analysis of the ACF and the PACF of the normalized stationary time series. On the

other hand, GAM and ANN models have the advantage of including external variables and capturing

non-linear effects of the variables. The exploratory analysis conducted previously helped us understand

which underlying variables should be considered for the model building. For the GAM, the best model

was obtained using past lags (lags 1, 2 and 24) and trend of the normalized time series, and the external

variables Hour and Month, that accounted for the daily and yearly seasonality, respectively. For the ANN

model, the best model was obtained using only past lags (lags 1, 2, 24 and 25) of the normalized time

series. Forecast of total water demand was performed using the obtained models. By comparing the

forecast accuracy of the three models, we could understand that ANN models outperformed GAM and
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SARIMA models. The MASE values obtained were 1.03, 1.14 and 0.47 for the SARIMA, GAM and ANN

models, respectively. Although we did not consider climate variables in the model building phase, the

results obtained were very satisfactory for the ANN model.

A secondary goal of this thesis was to study and analyse water billing data from a southern region of

Portugal. We were provided with billing records collected over a period of 8 years, as well as information

regarding the total input volume of water from the 2016-2018 period. This additional information allowed

us to compute the Non-Revenue Water component for the mentioned years. We gained insights re-

garding consumer type, the different applicable consumption categories, the number of clients they are

applied to, and their volume of water consumption. We also studied the water meters characteristics,

namely, the brand, model, nominal diameter and age of the equipment. We concluded that the meter

park is ageing and that there has been a gradual investment decrease on its maintenance and/or reno-

vation, which can impact the water utility’s economic sustainability. In addition, it is shown that the NRW

component is significantly higher than the reference values established by the water regulator.

6.2 Future Work

On what concerns future work, several approaches can be taken to expand on the conclusions drawn

from this thesis.

In the context of Case Study 1, it would be of interest to explore the consumption profiles of other district

metered areas supplied by the same water utility, and to determine the adequacy of the model created to

estimate their water demand. Additionally, this exploration could be extended to other water utilities that

operate in similar regions. In this study, we modelled the data using only seasonal variables and past

lags of the time series as predictors. It would be interesting to include climate variables and some others

variables that influence water demand in this region and compare the results with the ones obtained pre-

viously. In addition, prediction intervals for GAM and ANN models could be constructed. Furthermore, it

would be of interest to create a dynamic predictive model of water demand using streaming data.

Regarding Case Study 2, we analysed water billing data pertaining to the years of 2011-2018 from one

of several network areas of this city. This same analysis can be applied to the other network areas, some

of them with greater population density and representing much higher values of consumption, with the

goal of assessing the conditions of their water meters. Furthermore, one could apply clustering methods

to water billing data in order to create groups of similar consumers, and then construct water demand

predictive models for each group. In addition, it would be of interest to create a systematic approach to

evaluate how the ageing of the water meters affects their readings and associated errors.
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[45] J. Thornton and A. Rizzo. Apparent losses, how low can you go. In Proceedings of the leakage

management conference, pages 20–22, 2002.

[46] P. Troy and D. Holloway. The use of residential water consumption as an urban planning tool: a pilot

study in adelaide. Journal of Environmental Planning and Management, 47(1):97–114, 2004.

[47] J. W. Tukey. Exploratory Data Analysis. Addison Wesley, 1977.

[48] W. W. S. Wei. Time Series Analysis Univariate and Multivariate Methods. Pearson Education, 2nd

edition, 2006.

[49] S. N. Wood. Generalized Additive Models: An Introduction with R, Second Edition. Chapman &

Hall/CRC Texts in Statistical Science. CRC Press, 2017.

[50] K. Xin, T. Tao, Y. Lu, X. Xiong, and F. Li. Apparent losses analysis in district metered areas of water

distribution systems. Water Resources Management, 28(3):683–696, 2014.

[51] G. Zhang, B. E. Patuwo, and M. Y. Hu. Forecasting with artificial neural networks:: The state of the

art. International Journal of Forecasting, 14(1):35–62, 1998.

[52] S. L. Zhou, T. A. McMahon, A. Walton, and J. Lewis. Forecasting daily urban water demand: a case

study of melbourne. Journal of Hydrology, 236(3-4):153–164, 2000.

62


	Acknowledgments
	Resumo
	Abstract
	List of Tables
	List of Figures
	1 Introduction
	1.1 Motivation
	1.2 Objectives
	1.3 Thesis Outline

	2 State-of-the-art
	3 Methodology
	3.1 Basic Concepts
	3.1.1 Stationarity
	3.1.2 Autocovariance, Autocorrelation and Partial Autocorrelation functions
	3.1.3 White Noise
	3.1.4 Differencing
	3.1.5 Variance Stabilizing Transformations

	3.2 Time Series Models
	3.2.1 Model Building
	3.2.2 Forecast
	3.2.3 Forecast Accuracy Evaluation

	3.3 Generalized Additive Models
	3.3.1 Generalized Linear Models
	3.3.2 Generalized Additive Models

	3.4 Artificial Neural Networks
	3.4.1 Feedforward Neural Network

	3.5 Time Series Imputation

	4 Results and Discussion: Case Study 1
	4.1 Description of the Data
	4.2 Modelling using SARIMA
	4.2.1 Parameters Identification
	4.2.2 Analysis of the Residuals
	4.2.3 Forecast

	4.3 Modelling using GAM
	4.3.1 Explanatory Variables Selection
	4.3.2 Modelling
	4.3.3 Analysis of the Residuals
	4.3.4 Forecast

	4.4 Modelling using ANN
	4.4.1 Modelling
	4.4.2 Analysis of the Residuals
	4.4.3 Forecast

	4.5 Comparison of Forecast Results

	5 Case Study 2
	5.1 Basic Concepts
	5.2 Description of the Data
	5.3 Exploratory Analysis

	6 Conclusions
	6.1 Achievements
	6.2 Future Work

	Bibliography

