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Abstract

With the continuous evolution of computational power, especially in the computer graphics area,
Reinforcement Learning has been gaining traction in the community as many novel methods are
being created and older ones revamped. In this thesis, we start by introducing classic and recent
developments in the field of machine learning, followed by an overview of the most relevant work done
with deep neural networks applied to games. We hope this analysis gives insight and helps to clarify
what was done in the previous publications and why. This work’s objective is to craft agents able to
learn to evaluate a position of a zero-sum game and how to act upon it, choosing a good, if not the
best, action that yields the biggest rewards. Moreover, we seek to understand how far current hardware
available to the public can take us. We developed three agents based on different Reinforcement
Learning techniques. We describe how we developed such agents and what sort of details one must
take into consideration when taking on such a challenge. In this particular thesis, we focused on the
games of Connect Four and Checkers.
Keywords: Artificial Intelligence, Reinforcement Learning, Neural Network, Zero-Sum Games

1. Introduction

Machine Learning (ML) is an area of Artificial In-
telligence (AI) concerned with the development of
models that use data or experience to learn how to
succeed in a certain task. Games provide proof of
concept in a sandbox-like environment that allows
us to experiment and develop key ideas that might
be useful in other areas. DeepMind used key aspects
they learned while developing AlphaZero [16, 15],
an agent capable of playing Chess, Go or Shogi, to
project AlphaFold’s [9] neural network architecture.
This system is capable of predicting the 3D shape of
proteins, which can help scientists understand how
to treat diseases they believe are caused by badly
shaped proteins.

Recent hardware improvements have made it pos-
sible for the community to start exploring and en-
hancing Deep Learning (DL) techniques originally
proposed back in the 1980s and 1990s, but quickly
postponed due to computational complexity. DL
has gained traction and is now dominating many
fields, racking up wins in competitions and spread-
ing to a variety of other subjects. However, most
recent successes in game AI using Deep Learning re-
quire an excessive amount of training on resources
not available to the general public.

With this in mind, we set out to develop a deep
Reinforcement Learning system that learns how to

play zero-sum board games through self-play. We
focused on the particular cases of Connect Four and
Checkers (Draugths), which we believe to have a
reasonable balance in terms of complexity and pose
a hard enough problem for today’s hardware.

Our first objective is to build different agents
by applying different Deep Learning algorithms.
The final objective of this thesis is to explore how
well the methods employed in other works such
as DQN [8] and AlphaZero [16, 15] perform in
commonly available hardware, though on a smaller
scale. Moreover, we set to explore how recent devel-
opments in policy-gradient methods, such as PPO
[13], affect the system’s training performance.

Several different techniques have been used to
improve machine performance in games. The fo-
cus of this thesis is on trying novel techniques
on consumer-grade equipment, which forces us to
prioritize efficiency. We developed three different
agents capable of learning tabula rasa - without
prior human knowledge - through reinforcement
learning, how to play zero-sum games, in partic-
ular, Connect Four and Checkers. We try and ana-
lyze each approach and discuss its advantages and
limitations.
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2. Related Work

2.1. TD-Gammon

One of the first and most successful practical imple-
mentations of Machine Learning applied to games
was TD-Gammon [19], which explored the viability
of training a neural network with one hidden layer
using TD(λ)[18] to play Backgammon.

The neural network received as input the raw
features of the board, i.e., the amount of black or
white checkers at each position, and produced an
output consisting of a four component vector, cor-
responding to the possible outcomes of the game:
White wins, Black wins, White wins with gammon
or Black wins with gammon.

The neural network was used to select moves for
both sides, training by playing against itself, start-
ing from completely random play. At each time
step, the dice were rolled and the possible actions
and the respective board configurations were calcu-
lated. All the resulting board configurations were
then fed to the network and classified. The action
taken by the player was whichever yielded the best
expected result for the current player. After each
time step, the weights are updated using gradient
descent.

Starting from random play, TD-Gammon was
able to learn the basics and some advanced tac-
tics of backgammon. It discovered novel strategies
which changed the way humans play and even top
players modified their positional thinking and open-
ing strategies based on the moves recommended by
the system.

2.2. Deep Q-Learning in Atari Games

Shortly after being acquired by Google, Deepmind
started working on Deep Q-Learning (DQN) [8].
This novel algorithm improves on Q-Learning [21]
by using a neural network to approximate the Q-
Values of an action, given a particular state, simi-
lar to TD-Gammon. This allows the agent to learn
without having to memorize all the possible state-
action pairs and their respective Q-Values. The
algorithm was used to play a range of Atari 2600
games.

The Atari games have a dynamic environment,
which means that, unlike in backgammon or other
board games, the environment changes, even if the
agent does not do anything. The system receives
raw frames from an emulator. If a single frame is
used, the agent cannot see the dynamic elements
of the game, including its own movement. To solve
this, instead of just one frame, a stack of four frames
is used as input for the neural network.

The output of the network consists of a layer with
an output unit for each possible action. The out-

puts are the predicted Q-values for the correspond-
ing action in the particular input state.

After feeding an input state st to the network,
the agent then selects and executes an action at fol-
lowing the ε-greedy [20] heuristic. The reward rt
received and the new state st+1 are then observed
and stored together with st and at in a replay mem-
ory. The transitions are then used for a technique
known as experience replay [7]. At every time step,
a batch of 32 randomly selected transitions is se-
lected and an update using gradient descent is per-
formed. The target yj used in the gradient is given
by:

yj =

{
rj if sj+1 is terminal

rj + γmaxa′ Q̂(sj+1, a
′) otherwise

,

(1)
where Q̂ is the actual function that calculates the
max Q-value for the next-state. This is an exact
copy of Q made every C time steps, which means
that the targets are actually given by a value func-
tion that is “behind” on the learning process. Nev-
ertheless, this reduces variations due to changes in
the policy and yields a more stable learning. Expe-
rience replay also helps in data efficiency, by allow-
ing one sample to be used multiple times.

The results obtained show that Deep Q-learning
surpassed professional human games testers in the
majority of games.

2.3. AlphaGo to AlphaZero

Following the success of deep Q-Learning in Atari
games, Deepmind decided to tackle the board game
of Go [14] and created AlphaGo.

The system was composed of three artificial neu-
ral networks: a large, deep policy network pσ; a
smaller, faster policy network pπ; and a value net-
work Vθ. The policy network pσ was composed of
the input layer, 12 pairs of convolutional and ReLU
layers and an output layer with as many neurons
as actions. Its job was to provide the probability
of each action being selected. The value function
had a similar structure to pσ, with the exception
of the output layer, that had just one neuron that
predicted the probability of winning the game.

Firstly, both policy networks were trained via
Supervised Learning using expert human moves,
which helped to predict the next best move. Sec-
ondly, pσ was improved via Reinforcement Learn-
ing, by playing against a previous version of it-
self. The improved network was called pρ. Self-
play helps the system win games, rather than just
predicting the next move. The rewards used were
simply +1 if the game was won, -1 if it was lost
and 0 every non-terminal time step. Finally, the
value function was trained to predict the winner in
a new set of games where the policy network played
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against itself.
This system achieved good performance in the

game, managing to beat previous systems devel-
oped to solve Go. However, AlphaGo’s team de-
cided to use the networks to guide a Monte Carlo
Tree Search (MCTS) algorithm. If a move is le-
gal, it is represented in the tree by an edge which
stores an action value Q(s, a), a visit count N(s, a)
and the prior probability from the network P (s, a).
During the Monte Carlo simulations, the action for
time step t, at is selected as follows.

at = arg max
a

(Q(st, a) + u(st, a)), (2)

where u is a modified version of the PUCT algo-
rithm [10]:

u(s, a) = C · P (s, a)

√∑
bN(s, b)

N(s, a)
, (3)

where C is a constant that determines the level of
exploration. The value network is used to evaluate
the leaf node selected by the algorithm, l. A rollout
is then performed starting from l and following the
fast policy pπ until an end state is reached. The
statistics for every edge from node s to node l are
then updated using the evaluation and the result
from the rollout. After a predefined amount of time
has passed, the MCTS chooses an action to take
based on the number of times each action in node
s was selected.

This system became the most powerful entity
in Go when in 2016 beat the world champion Lee
Sedol 4 to 1. However, it still relied on human ex-
pert examples to train via Supervised Learning. So
another version of AlphaGo called AlphaGo Zero
(AGZ) [17] was created. It trained by playing
against itself, without any supervision and by only
looking at the stones in the board.

The first major difference in the architecture of
AlphaGo Zero is the single residual neural network
[2] it uses. The input is processed by a series of
convolutional [6] layers organized in residual blocks.
Each residual block had two convolutional blocks,
each made up of a convolutional layer, a batch nor-
malisation layer and a ReLU layer. The second
block, however, has a skip connection between the
normalisation and ReLU layers.

At the end, the network diverges into to “heads”:
a policy head and a value head, the outputs of which
match the policy and value networks from AlphaGo.

The system uses the information from the pol-
icy head to bias a MCTS starting from the current
board position in the root node. Unlike AlphaGo,
there are no rollouts when a leaf node l is reached.
Instead, another forward pass through the neural
network is made with the board position from node
l. The resulting probabilities from the policy head

are then used to expand l and the evaluation from
the value network is used to update the action-value
Q of every node selected from the root node to l.
For every edge (s, a) selected, the update is as fol-
lows.

Q(s, a) =
1

N(s, a)

∑
s′|s,a→s′V (s′), (4)

where s′|s, a→ s′ represents every node the MCTS
selected from the moment it chose action a in state
s until it reached s′. The action is selected ac-
cording to the number of visits each node under
the root one received. The network parameters are
then updated using the search probabilities π that
the MCTS counts yield.

A more general system called Alpha Zero (AZ)
[16, 15] was also created. This system can not only
play Go, but also Chess and Shogi.

2.4. TRPO & PPO

Trust Region Policy Optimization (TRPO) [12] is a
policy gradient method that targets the high vari-
ance of other algorithms. The objective is to find a
policy π that maximizes an expected reward J . We
can estimate how much better an updated policy π′

will do when compared to π in terms of the rewards
received through the use of the advantage function
Aπ and the expected reward from π. It has been
proven by [3] that by representing the expected re-
ward of the new policy in terms of the advantage
of another policy as follows, we are guaranteed that
an increase in performance is possible.

J(θ′) = J(θ) +
∑
s

P (s)
∑
a

π′(a|s)Aπ(s, a), (5)

arg max
θ′

J(θ′) = arg max
θ′

Es∼P (s),a∼π′ [Aπ(s, a)].

(6)

Through importance sampling [1], we can reuse
samples taken from π and thus obtain our loss func-
tion by modifying Equation 6:

LISθold(θ′) = Es∼P (s),a∼π

[
π′(a, s)

π(a, s)
Aπ(s, a)

]
. (7)

TRPO aims to maximize LISθold(θ′) in order to im-
prove the policy, but without straying too far from
the previous policy. This is done via a constraint
that employs the Kullback-Leibler (KL) divergence
[5], a measure of how much two probabilities differ
from one another.

Proximal Policy Optimization [13] is an improve-
ment over TRPO as it simplifies most computations
required by the constraint. PPO modifies TRPO’s
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loss function to include a very simple penalty for
having an update that is too big. Let the ratio
between the new policy and the old one be ϕt(θ),
LCLIP denotes the new objective function:

clp = clip(ϕt(θ), 1− ε, 1 + ε), (8)

LCLIP (θ) = Ê
[

min(ϕt(θ)Ât, clp · Ât)
]

(9)

3. Implementation

3.1. Development Process

We started development by tackling the game of
Connect Four. This decision was made due to the
simpler nature of the game, which allowed us to
try new things quicker. We ended up with three
approaches based on different MCTS techniques,
which were tried out in both games.

All development was done in Python and every-
thing related to neural networks was done using the
Pytorch1 library. Besides making it easier to create
and train artificial neural networks, this library also
makes use of the machine’s dedicated GPU, increas-
ing training and prediction speeds.

The solutions yielded different models for each
game. Nonetheless, disregarding the Reinforcement
Learning technique used, the procedures are similar
in nature and most of the differences occur in the
model’s architecture itself and the selected param-
eters.

3.2. Environments

Connect Four and Checkers are played by two play-
ers taking turns. They are also zero-sum games,
which means that one player losing translates to
the other player winning. They are also perfect in-
formation environments.

Connect Four has been solved and playing per-
fectly leads to the first player winning. However,
with upwards of 4.5 trillion possible valid positions
for the classical variation, it is a very well suited
environment for deep Reinforcement Learning.

Checkers has also been solved and the final result
is a draw. It took 18 years of continuous compu-
tation to solve [11] and storing every position in a
single computer is unfeasible with current technol-
ogy, making it a harder and more interesting Deep
Learning challenge. The chosen variation for this
thesis was English Draughts2. In this variation,
jumping is mandatory if available and only kings
can capture backwards. To avoid perpetual games,

1https://pytorch.org
2https://en.wikipedia.org/wiki/English_draughts

two rules were added. Firstly, the threefold repe-
tition rule3, that states that if the same position
is repeated three times, the game ends in a draw.
Secondly, a Fifty-move rule4 adapted to checkers: if
50 moves go by without any Men moving forward
nor pieces being captured, the game also ends in a
draw.

3.3. Training Process

The training loop is always divided into 3 steps,
regardless of the chosen solution.

• Self-Play: The agent plays against itself, gen-
erating training data. It is here that the agent
attempts new things and is either rewarded or
penalized for it. Through self-play, the agent
always has an opponent with the right difficulty
for it.

• Retraining: The agent uses the data generated
in the previous step to update the weights of
its neural network. Having received a positive
reward, the weights that had influence in the
decision are updated in a direction that encour-
ages identical behaviour when in similar condi-
tions. The opposite happens when receiving a
negative reward.

• Evaluation: The agent’s performance is ana-
lyzed. A relatively small number of games is
played between the training agent and another
one that is serving as benchmark.

3.4. Data

During the self play portion of the training loop, the
agent collects and stores important aspects at each
step of the games played. All the data collected
is used differently, depending on which technique is
being employed. There are four important elements
that may be captured: the game state, the action,
the reward and the policy.

The game state is the representation of the board
that the neural network analyzed when prompted
to make a move. To let the network know which
pieces are owned by the current player, we opted
to store the game state in a “canonical” way: in
Connect Four, the current player’s pieces are rep-
resented with a 1 and the opponent’s with a -1.
The same is done with the checkerboard. However,
the pieces in checkers can move in multiple direc-
tions. Moreover, unlike in Connect Four, they are
not fixed and thus can move multiple times through-
out the game, meaning that the square where an op-
ponent’s piece stands at one time can be where the

3https://en.wikipedia.org/wiki/Threefold_

repetition
4https://en.wikipedia.org/wiki/Fifty-move_rule
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current player’s piece will stand in the future. This
makes it impossible to know “which side is up”, es-
pecially during the endgame, i.e., when there are
fewer pieces on the board. To solve this problem
we must emulate the players playing on both sides
of the board and rotate it 180o before feeding it to
the neural network. This way, the forward direction
and the promotion rank are always at the top. Fi-
nally, to distinguish between Men and Kings, Men
are represented by a 1 and Kings by a 3.

The action is the move the player chooses when
faced with the game state at a particular time step.
In Connect Four, the action directly matches the
column where the current player’s piece should be
dropped. In Checkers we have 8 moves for each
playable square. Each one represents either moving
or jumping from that square to either one of the
four playable diagonal directions.

The reward is the prize, or penalty, the agent re-
ceives upon completing an action. The objective is
always to maximize the rewards received. Nonethe-
less, in both games the rewards are the same: +1
for the action that wins the game and -1 for the
last action before losing the game, unless it is an il-
legal action, which incurs a reward of -2. Drawing a
game incurs a neutral reward of 0. If required, these
rewards are then discounted and spread across the
other actions that led up to the last one. This not
only encourages/discourages the behaviour of the
last action, but also the behaviour of the actions
that led up to the end. Establishing a difference
between losing and committing an illegal action is
crucial to avoid situations where the agent would
deliberately perform an illegal action and lose im-
mediately, rather than play the game out and lose
in a regular way.

The policy is the distribution the agent followed
when it was faced with a particular state. For every
action there is a probability of it being chosen. The
agent chooses a move by sampling an action from
the policy. It also shows how the neural network
was behaving at the time. Each policy stored is
an array with size 7 and 256 for Connect Four and
Checkers, respectively.

3.5. Solutions

We crafted three solutions based on three different
Reinforcement Learning techniques. The first fol-
lows the work of DeepMind’s AlphaZero[16]. The
second solution is based on Deep Q-Learning [8].
Finally, we adapted and employed the recent Proxi-
mal Policy Optimization[13] algorithm to create the
third solution. An extra pure MCTS agent was also
implemented to serve as a benchmark of relative
performance for the others. Every solution used
the Adam optimizer [4], for its higher tolerance re-
garding parameter tuning, requiring less of it, and

for automatically using an adaptive learning rate.

3.5.1 AlphaZero

Our first solution is based on the AlphaZero work.
We decided to implement the techniques which are
described in the paper due to the surprisingly good
results in other perfect information games.

We train a single artificial neural network that
splits into two heads: a policy head and a value
head. The neural network’s output is then used
to bias a MCTS, as is the case with AlphaZero.
The Monte Carlo Tree Search issues another set of
probabilities p′, which are used by the agent to de-
termine the next action and act as a ground truth
for the probabilities the network should have given
during the retraining phase.

In our solution, the system runs 75 MCTS simu-
lations before picking a move when playing Con-
nect Four and 25 when playing Checkers. This
poses our first serious hardware constraint, espe-
cially in Checkers. DeepMind’s AlphaZero runs 800
simulations before choosing a move, which is or-
ders of magnitude bigger than 25. Yet, even with
25 MCTS, each game of self-play still takes several
seconds to complete, and up to a minute if using a
bigger neural network. This means that AlphaZero
had a much better estimate for the ground truth
p′ and could train the policy network much more
efficiently. Furthermore, since 25 is only about 10%
of the total actions available in the game of Check-
ers, there may be entire MCTS searches that only
visit illegal moves. This raises, yet again, another
problem: the probabilities for the legal actions are
null because the MCTS never gets to visit them,
which means they get discouraged. To counteract
the low simulations, we restrict the search to only
look into legal moves. This way, every MCTS simu-
lation is useful and the system doesn’t waste the few
iterations available on illegal moves. Unfortunately
there is not much more we can do about the low
MCTS count. Running a profiler reveals that most
of the time is spent on operations related to the
neural network, which are executed on the GPU.
The profiler also confirms that using a GPU sig-
nificantly improves the performance of the whole
system, despite all the communication overheads.

To optimize the network’s weights, we start by
sampling mini-batches with 64 positions from the
self play games. Every element in the mini-batch
contains a game state, a reward and a policy. The
network is fed each game state in the mini-batch
and outputs yet another set of probabilities p and a
value for each state v. The loss is then determined
in two parts, one for each head, both of which adjust
the weights of the network’s body. The policy loss
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is given by the cross-entropy between p and p′:

p loss = − 1

N

∑
n

∑
i

p′n,i · log pn,i (10)

where i is an index for each action. The cross-
entropy loss function maximizes the similarity be-
tween the predicted probabilities p and the search
probabilities p′. The value head’s loss is the Min-
imum Squared Error between v and the actual re-
ward the agent received:

v loss = (z − v)2, (11)

where z is +1 if the current player for that state
won the game or −1 if it lost. Finally, the total loss
is simply the sum of both losses.

During the self-play portion of training, 100
games are played. The next stage updates the
weights using 30 000 data points. The network’s
weights are only updated if the new ones can beat
the ones from the previous training cycle in 55% of
the games, otherwise, they are discarded.

The final architecture of the neural network used
in Connect Four starts off with four convolutional
blocks, each one containing a convolutional layer,
followed by a batch normalization layer and a ReLU
layer. The first two convolutional layers preserve
the input size by adding padding to it. The final
convolutional block feeds into two fully connected
layers. The network then splits into the policy and
value heads. The policy head has 7 output nodes,
corresponding to the 7 possible actions, and the
value has a single output node.

For Checkers, we followed DeepMind’s architec-
ture and used a Residual Neural Network, albeit
a smaller one. The input is a convolutional block,
composed of a convolutional layer, a batch normal-
ization layer and a ReLU layer. What follows is
a series of 8 residual blocks, the output of which
is fed into both policy and value heads. Figure 1
illustrates the neural network used.

3.5.2 Deep Q-Learning

Our second solution follows the value-based ap-
proach known as Deep Q-Learning. Two networks
are used in this approach: the actual neural network
we want to optimize, π′, and another one, π, that
stays fixed during training. They have the same
architecture as the previous solution with the ex-
ception of the policy and value heads. In this case,
there is only one head. Its output is a Q-value for
each possible action, corresponding to the perceived
value of performing such action. During self-play,
the actions are sampled from the output of π′ fol-
lowing an ε-greedy policy.

At each step, the state of the game, the action
taken and the reward received for the action is

Figure 1: The neural network trained to play
Checkers, made up of one convolutional block, 8
residual blocks and a policy and value head.

saved. Furthermore, we store the next state and
whether the game is finished or not. During train-
ing, we start by sampling a mini-batch of 64 tran-
sitions. Each state sj is fed again to π′, producing
Q(sj), and each next state sj+1 is fed to π, result-

ing in Q̂(sj+1). The weights are updated using the
Mean Squared error between the new prediction for
sj and a target yj :

loss = (yj −Q(sj))
2, (12)

where aj is the action selected at time step j and
yj is the target given by Equation 1.

The first challenge we faced while implementing
this solution was adapting the Deep Q-Learning al-
gorithm to an adversarial scenario with self-play.
During self-play, the agent stores data from both
sides at the same time, including rewards, which
means that all the data collected gets mixed in the
agent’s memory. We solved this problem by creat-
ing two sets of memories and alternating between
them during self-play. After each game is completed
we apply any transformation needed to the informa-
tion, such as discounting the rewards.

Initially, no filter for illegal moves was applied,
which meant that the agent could perform illegal
moves, losing immediately. Because of this, we had
to alter the memories of the agent: every move
played by the side that executed the illegal oper-
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ation is excluded, with the exception of the actual
illegal data point. Without this change, since the
rewards from later moves influence the target of ear-
lier actions, we would be giving a negative reward to
potentially good moves, which had just been ruined
by a single really bad move in the end. Further-
more, the opposite agent, who behaved correctly,
must also lose any memory of that game, since we
don’t know whether its moves were good or bad.

While the above approach worked well for Con-
nect Four, Checkers has a much larger action space,
and only a small fraction of those actions are legal
at any given time during a game. Moreover, some
of the actions are not even possible to do, such as
moving a checker to the right when it is already at
the last column. Because of this, the network has
have a very high probability of attributing its high-
est Q-value to an illegal action. This poses a big
problem for the MCTS: any legal action that would
eventually be chosen would most likely be followed
by an irregular one. The mini-batches would be
mainly made up of illegal actions and maybe one
or two legal ones. This means the correct actions
would be suppressed by the others in the mini-batch
and would have no effect on the reweighing of the
network.

Filtering the illegal actions when choosing what
to do is the logical next step. This, however, is not
enough to completely solve the problem. We must
also modify Equation 1 to only take into account
legal moves when computing yj . If we do not do
this, the Q-value targets rise indefinitely.

3.5.3 Proximal Policy Optimization

Our final solution employs the leading edge algo-
rithm, Proximal Policy Optimization, which has
achieved incredibly impressive results in many en-
vironments.

In Proximal Policy Optimization we have two ar-
tificial neural networks, π and π′ that split into a
policy and a value head. π is the one used to sample
actions during the self-play stage of training and π′

is the actual network we want to optimize. Contrary
to the AlphaZero approach, the agent’s moves come
directly from the neural network’s output. At the
retraining step of the cycle we again start by feeding
the old game states to the network π′ and obtain-
ing new probabilities and value estimates for each
state. We then proceed as explained in the previous
chapter and compute the ratio between π′ and π.
We also calculate the advantages between the dis-
counted rewards and the new value estimates, which
are then used to compute the policy loss. The value
loss is the Mean Squared Error between the state
values and the rewards. The agent’s memory must
be wiped after any update, as the data is no longer

valid to compute the ratios.

We were also faced with adapting PPO to the
adversarial case. Fortunately, the changes were
very similar to the previous solution. Moreover,
the same challenges were encountered regarding il-
legal moves, which become especially evident once
we take into account that MCTS uses an advanta-
geous actor-critic architecture.

We also tried to merge the AlphaZero solution
with Proximal Policy Optimization by using the
policy learned while training the first solution to
give the Proximal Policy Optimization a warmup.
This was possible because we used the same net-
work architectures from the first solution were used
in this one.

4. Results

4.1. Evaluation Process

In order to evaluate our solutions, we pit the agents
against each other and analyze the win ratios be-
tween them. We also match them against a pure
MCTS approach, which serves as a semi-stable
benchmark. Unfortunately, it was not possible to
test the agents against people online.

Both AlphaZero and PPO agents may be used in
two modes: competitive and stochastic. In compet-
itive mode, the agent only uses the action it deems
to be the absolute best for the occasion. In stochas-
tic mode the agent chooses the action according to
the policy it is handed.

4.2. Results

4.2.1 AlphaZero

The tables that compare the networks’ win ratios
throughout this section feature the help from the
Monte Carlo Tree Search algorithm. More specif-
ically, 500 MCTS iterations are performed before
finally selecting an action.

We tried to train this solution with 25, 50 and 75
MCTS to understand the difference in performance
that comes with using more iterations. As we can
see in Table 1, a greater value of tree searches used
during training results in a policy that performs
better at the game. Although the performance does
not increase linearly, just by comparing the policies
trained with 25 and 50 MCTS, we can see a clear
benefit in using more Monte-Carlo iterations. The
policy trained with 75 searches only confirms this
advantage.

Nevertheless, even the weaker policy managed to
learn fundamental aspects of the game, namely, pre-
venting the opponent from making four in a row by
blocking with its own piece.

The time required to train each model accom-
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Iterations 25 50 75
25 X 0.364 0.290
50 0.636 X 0.409
75 0.710 0.591 X

Table 1: Win ratios of the same network architec-
ture when trained using 25, 50 and 75 MCTS iter-
ations.

panies the increase in tree searches. While the
reweighting itself does not require any extra compu-
tation, the generation of the training data does. As
expected, doubling and tripling the iterations used
results in games that take around twice and three
times as long to be completed.

With all this in mind, we can confidently say that
increasing the number of Monte Carlo Tree Search
iterations while training does improve the overall
policy that is generated. Unfortunately, we can only
speculate about the results achieved in the original
paper and the effectiveness of this training method,
since using same parameters as the previous work
is unfeasible with commonly available hardware.

Testing the network against a pure MCTS ap-
proach confirms that using an artificial neural net-
work to bias a Monte Carlo Tree Search can effec-
tively improve the search’s performance, allowing it
to focus on paths that lead to nodes that are more
advantageous for the agent, while discarding others
that are not. The results can be seen in Table 2.

Neural Network 500 1000 2000
PureC4Net 0.422 0.408 0.412

C4Net 0.656 0.594 0.492

Table 2: Results from pitting the AlphaZero-based
agent against the pure MCTS agent using 500, 1000
and 2000 iterations. PureC4Net sampled its actions
directly from the network, C4Net had help from the
search algorithm using 500 MCTS

For Checkers we tried neural networks with difer-
ent amounts of residual blocks, namely 2, 4 and 8.
Every network was trained using 25 MCTS and had
256 filters. As we can see in Table 3, using a deeper
network does improve the agent’s performance. The
network trained with 8 residual blocks managed to
win most matches against both the other agents.

Training the network with 8 blocks posed a big
challenge due to hardware constraints. With each
game taking around 40 seconds to complete, both
the self-play and evaluation steps of the training
process took an excessive amount of time, even
when using just 25 MCTS. We can say without
a doubt that this affected the performance of our
model and made the training process more unsta-

Blocks 2 4 8
2 X 0.375 0.212
4 0.625 X 0.272
8 0.788 0.728 X

Table 3: Win ratio of the residual neural network
using 2, 4 and 8 residual blocks when matched
against each other.

ble. Nevertheless, when we matched this network
against a pure MCTS agent, the results were still
positive, achieving around 72% win rate when both
agents sampled its actions after 500 tree searches.

4.2.2 Deep Q-Learning

Contrary to the first solution, this one does not
involve any search while playing. Every action is
sampled directly from the neural network’s output,
making the generation of training data much faster
than in the previous algorithm. We used the same
neural network architectures from the previous so-
lution with the exception of the final layers, which
had to be adapted for a value-based approach.

While training, the agent managed to quickly
learn which actions were illegal and how to avoid
them. Figure 2 shows the win ratio of the
games played during the evaluation step of train-
ing between the DQN agent and both the random
and AlphaZero-based agents. It reveals that this
method can train a neural network to play Con-
nect Four effectively. We can see that the random
policy starts losing nearly every game after just a
few thousand iterations and that it can even train
a network that seems to surpass the one from the
first solution.

Figure 2: Pressure distribution.

The graph only shows how DQN performs against
the stochastic version of C4Net, which is an un-
fair comparison. Nevertheless, this solution can still
outperform the pure network from the previous one,
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as evidenced in Table 4. While C4Net was defeated
by the pure MCTS agent in every case, this solu-
tion managed to even outperform the pure agent
with 2000 iterations.

Neural Network 500 1000 2000
C4Net 0.422 0.408 0.382
DQN 0.686 0.587 0.521

Table 4: Win ratios of the networks from the first
and second solutions when matched against a pure
MCTS agent using 250, 500 and 1000 iterations.
Every agent was set to competitive mode.

The network trained for checkers featured four
residual blocks with 256 channels. Unfortunately,
the same approach used for Connect Four does not
work for Checkers due to the illegal actions. In
Checkers, at any time we have 256 actions available
and only very few are legal ones. Once we filter the
them, the agent can play longer games and improve
its decisions.

Figure 3 shows the win ratios of the DQN agent
against a random agent and against the network
trained in the previous solution. As is the case with
Connect Four, it is not long before it can consis-
tently beat the random agent. The biggest surprise
here is the performance it can achieve against the
previous network. After about 200 thousand iter-
ations, it has a good enough grasp of the game to
defeat it over 90% of the times, and even reaching
100% in some cases. Even taking into account that
the previous solution was set to stochastic mode, it
is an impressive result. Moreover, once we set the
pure networks from the first two solutions against
the pure MCTS agent with 500 iterations and in
competitive mode, the DQN agent has a clear ad-
vantage over the first solution, winning around 40%
of the games, against only 3% for the AlphaZero
network.

4.3. Proximal Policy Optimization

In this solution we used the exact same network ar-
chitectures from the first solution. Because of this,
we can use the parameters trained then to give a
warm-up for Proximal Policy Optimization. This,
unfortunately did not turn out to be a success and
the networks that did not have the warm-up ended
up quickly catching up. We also tried the other way
around and attached the Monte Carlo Tree Search
to a policy trained by this approach, which yielded
better results.

Similarly to the previous solution, we trained an
agent that was allowed to perform illegal actions
and it quickly learned not to try them.

Figure 4 exhibits the win ratios for both the PPO
and DQN agents against C4Net from the first solu-

Figure 3: Win ratio of the DQN agent against the
random and the AlphaZero-based agent when play-
ing Checkers. The DQN agent was set to competi-
tive mode, yet its opponent was in stochastic mode.

tion and the random agent. It is unfair to compare
them both in this fashion, since unlike the DQN
agent, PPO is in stochastic mode. Nevertheless, it
still managed to achieve win ratios slightly higher
than the second solution. As is the case with the
previous solution, the random agent is quickly de-
feated by the PPO agent.

Figure 4: Win ratio of the PPO and DQN agents
against the random and the AlphaZero-based agent.

Table 5 presents the win ratios of the PPO agent
when playing Connect Four against the pure MCTS
agent using 500, 1000 and 2000 Monte Carlo itera-
tions. The first row, PurePPOC4 has the win ra-
tios when the agent drew its action directly from
the neural network, without help from the search
algorithm. For the second row, the PPO agent
had the help of 500 MCTS. Every case reveals the
clear superiority of this approach. Manually playing
against this agent proved it to be very hard to de-
feat, in fact, this is the first solution against which
we couldn’t win, even when playing against the pure
network. Moreover, when we pitted PurePPOC4
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against an agent that plays perfectly5, it only lost
when the perfect agent was the first player, other-
wise, it managed to draw, committing a single mis-
take that cost it the win. When coupled with 500
MCTS, it played a perfect game and won when it
was the first player.

Network 500 1000 2000
PurePPOC4 0.920 0.896 0.825

PPO 0.973 1.0 0.985

Table 5: Win ratios obtained by the PPO solution
against the pure MCTS agent when using 500, 1000
and 2000 iterations.

For Checkers, we used the same network archi-
tecture from the first solution with 4 residual blocks
and 256 filters. We chose 4 blocks instead of 8 to
reduce training times. As is the case with the DQN
solution, the illegal actions on this approach must
be filtered, otherwise the agent can’t develop and is
forever stuck playing illegal actions.

In Figure 5 we can see the win ratios of each
agent against the first solution’s network. The
PPO agent, like the AlphaZero network, was set to
stochastic mode. As is the case with Connect Four,
the warm-up agent is quickly matched by the reg-
ular one. Pitting both against each other reveals
their level of play is essentially equal, with both
winning about 50% of the games.

Figure 5: Win ratio of the PPO and DQN agents
against the random and the AlphaZero-based agent
while playing Checkers

When we pitted the pure MCTS agent with 500
iterations against the PPO agent, the latter man-
aged to win 32% of the games. This means that
it was able to outperform the first solution but
not the second one. However, once we coupled
it with the help of the search algorithm with the
same 500 iterations, it managed to win 98% of the

5https://connect4.gamesolver.org/

games played, making it our clear best performing
agent, especially once we consider that it only had
4 residual blocks, instead of the 8 from the first so-
lution. Unfortunately, due to the excessive amount
of time each game would take, we could not test
them against a pure MCTS approach with more it-
erations. Finally, although we are amateur players,
manually playing against this agent revealed it to
be the hardest AI and the only one we could not
defeat.

5. Conclusions

Three different agents were developed based on
three different Reinforcement Learning techniques.
The first one was based on the algorithm proposed
by AlphaZero. The second one allowed us to ex-
plore the older Deep Q-Learning algorithm, orig-
inally proposed to play Atari games and adapted
here to zero-sum games. Finally, the last one em-
ployed the more recent Proximal Policy Optimiza-
tion algorithm and applied it to the same scenarios.

Despite all the improvements of the last decades,
the biggest limitation we faced was still hardware-
related. This is especially evident in the first so-
lution, where the training had to be restricted to
a low amount of Monte Carlo Tree Searches and
where the residual neural network used had to be
much smaller than the one originally proposed.
Training the first solution using a residual network
with 8 residual blocks took several days of contin-
uous training, whilst the original one had 40 resid-
ual blocks and took only a few hours. Both the
DQN and PPO solutions also had their limitations,
namely, the restriction regarding the neural net-
works.

In spite of our difficulties, we consider the results
to be a success. All the techniques applied man-
aged to learn the fundamental aspects of the games
and have smart reactions to many situations that
typically occur during gameplay.

In the future it would be interesting to test these
methods with more powerful hardware and to eval-
uate the performance against actual humans.

In conclusion, we believe Deep Reinforcement
Learning can be used to solve many Artificial In-
telligence challenges, including games. However,
many successes in this field, and perhaps espe-
cially when dealing with Reinforcement Learning,
are only achievable with a substantial amount of re-
sources, not available to many companies, let alone
individual developers. Moreover, there is a lack
of transparency and reproducibility in many of the
works published, which leads to many groups, such
as us, to attempt and fail to fully reproduce the
results.
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